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In this chapter we give an overview of the methods that are available for
studying transition probabilities. Many different kinds of methods exist, but
they all serve a different purpose. Therefore, we also give a quantitative
comparison of methods that may seem suited for computing actual transition probabilities. To our knowledge, such an overview does not yet exist in
the literature.
In Section 5.1, we first discuss our definition of a transition probability. In
Section 5.2, we then discuss the Eyring–Kramers formula, which can be used
to analytically study transitions in gradient systems. We then make a detour
to covariance ellipsoids in Section 5.3, which may be used to study local variability around a steady state, and to most probable transition paths in Section
5.4. After this we discuss how to actually compute transition probabilities in
Section 5.5. In this section we also give a comparison between all the different
methods. We then discuss what method we will actually use for computations
on the MOC based on these results in Section 5.6.

Definition 5.1
Take a stochastic differential-algebraic equation (SDAE) of the form
M (p) dXt = F (Xt ; p) dt + g(Xt ; p) dWt ,

(5.1)

as defined in Section 2.4.2.
We define the transition probability as the probability that we go from a
neighborhood A near a deterministic steady state x̄A to a neighborhood B
near a deterministic steady state x̄B within time T . It is important to know
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that there are many similar quantities that are related, but may not lead to
the computation of transition probabilities as we defined them here. In Rolland and Simonnet (2015), the crossing probability is defined as the probability that a trajectory starting from some initial condition X0 reaches a set B
before some set A with A ∩ B = ∅. This is dependent on X0 instead of some
maximum time T , and in our case, where we would choose X0 ∈ A, the crossing probability would be 0. Another quantity that is mentioned often (Rolland
et al., 2015) is the transition rate, which is the probability that in a unit time, a
transition occurs.
Something that makes computing transition probabilities for oceanclimate models more difficult, is that we generally do not have a gradient
system, which, in a stochastic sense, is an overdamped Langevin equation of
the form
M (p) dXt = −∇V (Xt ; p) dt + g(Xt ; p) dWt ,
with a potential V : Rn → R. Note that a system ẋ = F (x) with F : R3 → R3 is
a gradient system if ∇ × F = 0. For a gradient system, and under the assumption of small noise, the Eyring–Kramers formula can be applied (Hänggi et al.,
1990), which is something that is often exploited, but not something we can
use due to the nature of our problem. For non-gradient systems, the Freidlin–
Wentzell theorem in large deviations theory (Freidlin and Wentzell, 1998) and
a related generalization of the Eyring–Kramers formula exist (Bouchet and
Reygner, 2016), but this is much harder, if not impossible, to compute.

5.2 The Eyring–Kramers formula
Even though we can not apply the Eyring–Kramers formula directly, there is
much that we can learn from looking at it. Take an SDE of the form
√
(5.2)
dXt = −∇V (Xt ) dt + 2 dWt ,
with  > 0, which originally was a temperature parameter. Say that in between the two steady states x̄A and x̄B that we are interested in, we also
have an unstable steady state x̄C . The Eyring–Kramers formula (Eyring, 1935;
Kramers, 1940) is then given by
s
| det(∇2 V (x̄C ))| V (x̄C )−V (x̄A )
2π


E[τx̄A →x̄B ] '
e
,
(5.3)
↓0 −λC
det(∇2 V (x̄A ))
where λC is the single negative eigenvalue of the Hessian matrix ∇2 V (x̄C )
and τx̄ A →x̄B is the first passage time. The first passage time is the time it takes
to reach x̄B from x̄A for the first time. The quantity τMFPT = E[τx̄ A →x̄B ] is the
mean first passage time.

5.2. The Eyring–Kramers formula

77

Double well potential 5.2.1
An example of (5.2) which is often used is the double well potential, which
has two local minima with a saddle point in between. The one dimensional
symmetric double well potential is given by
V (x) =

1 4 1 2
x − x ,
4
2

which is displayed in Figure 5.1. We can substitute this in (5.2), in which case
V (x)

x̄A

x̄C

x̄B

Figure 5.1: Double well potential

the mean first passage time for small noise can be obtained from (5.3). It tells
us that
τMFPT '

V (0)−V (−1)
2π

e
,
00
−V (0)

since x̄A = −1 and x̄C = 0.

Computing the transition probability 5.2.2
The transition rate η of (5.1) is the probability that a transition occurs in a unit
time. This means that in an infinitesimal interval of time dt, the probability
of having a transition is η dt, which in turn means that the probability of not
T
having a transition is 1 − η dt. If, for some time T , we take dt = limN →∞ N
we have that the probability that in a time T no transitions occur is given by

P(Xt 6∈ B | 0 ≤ t ≤ T ) = lim

N →∞

T
1−η
N

N

= e−ηT ,

assuming that a transition itself happens within time dt. This means that the
probability that transitions do occur in a time T is given by
P(Xt ∈ B | 0 ≤ t ≤ T ) = 1 − e−ηT .
Note that this is the cumulative distribution function of the exponential distribution. Since the occurence of transitions in a time T is equivalent to saying
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that the first transition has occurred before time T , it is easy to see that the
relation between the transition rate and the mean first passage time is given
by
τMFPT =

1
,
η

which means that we could also write
T

P(Xt ∈ B | 0 ≤ t ≤ T ) = 1 − e− τMFPT .

(5.4)

5.3 Covariance ellipsoids
In Kuehn (2012) it was suggested that one might get an insight into transition
probabilities by looking at the spatial distance between high (n)-dimensional
ellipsoidal confidence regions. These confidence ellipsoids are determined
by the probability density functions (PDFs) and indicate, with a certain confidence, where a state may be during a transient computation. The stationary PDF of the approximating n-dimensional Ornstein–Uhlenbeck process
around a steady state x̄ is described as as (Gardiner, 1985; Cowan, 1998)
p(x; x̄) =

1
n

1

1

(2π) 2 | C | 2

e− 2 Q(x;x̄) ,

where
Q(x; x̄) = (x − x̄)T C −1 (x − x̄),
and C is the covariance matrix at x̄. The associated ellipsoid can be described
as
E = {x ∈ Rn : Q(x; x̄) ≤ Qα } ,

(5.5)

where Qα is the quantile of confidence level 1 − α of the χ2 -distribution
(Cowan, 1998). Note that (5.5) is properly defined in case C is invertible.
However, since we compute low-rank approximations of C as discussed in
the previous chapter, this is never the case. Instead we may use an alternative
formulation of the ellipsoid
p

E = x ∈ Rn : v T x ≤ v T x̄ + v T C̃v ∀ v ∈ Rn ,
(5.6)
where C̃ = Qα C is the positive semi-definite shape matrix associated with the
confidence ellipsoid. Note that such confidence regions are limited to representing the PDF under the assumption of linearized dynamics according to
M (p) dXt = A(x̄; p)Xt dt + B(x̄; p) dWt .

5.3. Covariance ellipsoids
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The distance between ellipsoids associated with equilibria at different
branches, but with the same parameter value, provides information about the
relative frequency of noise induced transitions (Kuehn, 2012). Hence, calculating the distance between ellipsoids can be worthwhile when transient computations are expensive. To determine the distance d between ellipsoids, a
convex minimization problem of the form


q
q
T
T
T
T
˜
˜
−d = min −v x̄A + v C1 v + v x̄B + v C2 v
kvk2 =1

is solved, where x̄A is an equilibrium at one branch and x̄B the equilibrium at
the other branch for the same parameter value µ. C˜1 = Qα C1 and C˜2 = Qα C2
are the respective shape matrices.
In Mulder et al. (2018) we investigated patterns of transition behavior in
marine ice sheet instability problems. Here we actually saw a good correspondence with results that were obtained with transient computations.

Example 5.3.1
To get a feeling for these covariance ellipsoids, we produce results with the
two-dimensional double well potential defined by
V (x, y; µ) =

1 4 1−µ 2
x −
x + y2 ,
4
2

where we added a parameter µ in which we will perform a continuation. The
corresponding SDE that we solve is given by
dXt = −∇V (Xt ; µ) dt + g(Xt ; µ) dWt ,

(5.7)

where we take g(Xt ; µ) = 0.4. The bifurcation diagram of the deterministic part of the SDE, together with the ellipsoids in parameter steps of 0.2 are
shown in Figure 5.2. For the ellipsoids, we take Qα corresponding to the confidence level 1 − α = 0.95.
In Figure 5.3 we show ten transient simulations up to T = 10 for µ = 2,
which show good correspondence with the ellipsoids. From the linearized dynamics around the steady states, which the ellipsoids describe, we expect 95%
of a transient to be within the ellipsoids. Indeed we see in the figure that most
trajectories spend the majority of the time inside the ellipsoids. However, the
trajectory that actually transitions to the other steady state spends a lot of
time outside either of the ellipsoids. In this figure, the actual amount of time
spent inside the ellipsoids is 92% of the total time. If we take 1000 samples
instead of just 10, we see that this percentage converges to 90%. This makes
sense since the covariance matrix only describes the local behavior around the
steady state, while the transitions happen on a global scale.
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Figure 5.2: Bifurcation diagram of (5.7) with ellipsoids in parameter steps of 0.2.

Figure 5.3: Ten transients of (5.7) up to T = 10 at µ = 2 with corresponding ellipsoids.
Each color represents a different transient.

5.4 Most probable transition trajectories
Another quantity of interest when investigating transition probabilities is the
most probable transition trajectory. Other terms that are used are path of
maximum likelihood, minimum action path, minimum energy path or instanton, depending on the application and the method that is used to compute
them. Where Eyring–Kramers tells us something about the transition rate,
Freidlin–Wentzell (Freidlin and Wentzell, 1998) large deviations theory gives
us information about the most probable transition trajectories. For gradient
systems, methods for computing these trajectories include the nudged elastic
band method (Henkelman et al., 2000; Henkelman and Jónsson, 2000) or the

5.5. Computing transition probabilities
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string method (E et al., 2002, 2007). Methods which also work for more general systems are the minimum action method and its geometric and adaptive
variants (E et al., 2004; Vanden-Eijnden and Heymann, 2008; Zhou et al., 2008;
Grafke et al., 2017).
In Bouchet et al. (2014); Laurie and Bouchet (2015) the two-dimensional
barotropic quasi-geostrophic (QG) equations, which are approximations of the
shallow water equations for small Rossby numbers, were studied in the context of rare transitions. The minimum action method was applied to obtain
the most probable transition trajectories. This gives us an indication that this
may also work for our 2D MOC problem, since from our experience, investigating transitions in the QG model is harder than investigating transitions in
the 2D MOC.
It may be possible to simplify computations of most probable transition
trajectories by minimizing only in the space spanned by the low-rank solutions of the Lyapunov equations as described in the previous chapter. Ideally,
one could also exploit the knowledge about these paths to compute actual
transition probabilities, for instance by using the location of the path to only
sample near that path. One would have to investigate how this can be done
without losing information about the probabilities. We will, however, not go
further into this direction in this thesis.

Computing transition probabilities 5.5
In this section we investigate methods that actually compute transition probabilities. We start with the most naive methods, then discuss more advanced
methods, and finally give a quantitative comparison between all of these
methods.

Direct sampling 5.5.1
The most naive method of computing a transition probability as defined above
is by computing samples using the Euler–Maruyama method (2.7) or some
other stochastic time stepping method like the stochastic theta method (2.8)
until the end time T , and then counting the number of times a transition occurred. This is just a standard Monte Carlo method, which converges with
O((αN )−1/2 ), where α is the transition probability and N is the number of
samples (Rubino and Tuffin, 2009). This means that especially for small probabilities, this method is very expensive, and for high-dimensional problems
unfeasible. The method is described in Algorithm 6.
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input:

output:
1:
2:
3:
4:
5:
6:
7:
8:

F (x), g(x)
∆t
x0
T
N
α

Functions as described in (5.1) with M = I.
Time step.
Starting point.
End time.
Number of samples.
Transition probability.

nt = 0
for i = 1, . . . , N do
x = x0
for t = ∆t, 2∆t, . . . , T do
√
x = x + F (x)∆t + ∆tg(x)∆W
if x ∈ B then
nt = nt + 1
α̂N = nt /N

Algorithm 6: Direct sampling method for computing transition probabilities.

5.5.2 Direct sampling of the mean first passage time
Instead of computing the transition probability directly, one might also first
compute the mean first passage time in a naive way, and then compute the
transition probability using (5.4). This method is described in Algorithm 7.
Again, the Euler–Maruyama scheme can be replaced by another stochastic
time stepper like the stochastic theta method.

5.5.3 Adaptive multilevel splitting
There exist more efficient ways of computing the mean first passage time
that are based on the idea that there are more trajectories that leave A that
come back to A than there are trajectories that reach B. A method that makes
use of this concept is called the Adaptive Multilevel Splitting method (AMS)
(Cérou and Guyader, 2007; Rolland and Simonnet, 2015). It was inspired by
multilevel splitting methods which date back to Kahn and Harris (1951) and
Rosenbluth and Rosenbluth (1955). The multilevel splitting methods are all
based on the same idea of discarding trajectories that are unlikely to reach B
and splitting (or branching) from trajectories that are more likely to reach B.
An additional advantage of these methods is that no assumptions have to be
made on the amplitude and color of the noise, unlike for theoretical values obtained through Eyring–Kramers or Freidlin–Wentzell (Rolland and Simonnet,
2015). We will now explain in more detail how it works.

5.5. Computing transition probabilities

input:

output:
1:
2:
3:
4:
5:
6:
7:
8:

F (x), g(x)
∆t
x0
N
τ
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Functions as described in (5.1) with M = I.
Time step.
Starting point.
Number of samples.
Mean first passage time.

τ̂ = 0
for i = 1, . . . , N do
x = x0
for t = ∆t, 2∆t, . . . do √
x = x + F (x)∆t + ∆tg(x)∆W
if x ∈ B then
τ̂ = τ̂ + t/N
break

Algorithm 7: Direct sampling method for computing the mean first passage time.

We start with the neighborhood A near a deterministic steady state x̄A and
the neighborhood B near a deterministic steady state x̄B as defined in Section
5.1. Now we define a surface C that encloses A. This surface C can be chosen
arbitrarily, but the speed of the algorithm greatly depends on the choice of C
(Rolland and Simonnet, 2015). We also define a so-called reaction coordinate,
which is a smooth one-dimensional function
φ : Rn → R
that defines how close x is to B. In this thesis, we assume that the reaction
coordinate should satisfy
|∇φ(x)| =
6 0, ∀x ∈ Rn \(A ∪ B),
A ⊂ {x ∈ R

n

C = {x ∈ R

n

B ⊂ {x ∈ R

n

(5.8a)

: φ(x) < zmin },

(5.8b)

: φ(x) = zmin },

(5.8d)

: φ(x) > zmax },

(5.8c)

where zmin < zmax are two given real numbers. These properties were slightly
adapted from Cérou et al. (2011). For multi-dimensional problems, we propose some additional properties to make sure the method actually converges
towards B, and not somewhere completely different which has the same value
of φ. These properties are
{x ∈ Rn : φ(x) = inf{φ(y) : y ∈ Rn }} ⊂ A,

{x ∈ Rn : φ(x) = sup{φ(y) : y ∈ Rn }} ⊂ B.
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Since the gradient is not allowed to be zero outside of A and B, this means
that the reaction coordinate is always increasing towards B and decreasing
towards A.
We now explain step by step how the Adaptive Multilevel Splitting
method works.
1. First generate N independent trajectories (x)(1) , . . . , (x)(N ) , that start in
A, pass through C, and then end up in either A or B. Here (x)(i) =
(i)
(i)
(i)
(x0 , x1 , . . . , xMi −1 ) is a trajectory of length Mi . From this we can see
how important the choice of C is. The further away from A, the longer
trajectories take to reach C, so the longer this step takes.
2. Each trajectory (x)(i) , i = 1, . . . , N , has a certain maximum value of the
reaction coordinate (or maximum distance from A), which we define to
be Qi . Set k = 1, w0 = 1.
3. Take L = {j : Qj = inf{Qi : i ∈ {1, . . . , N }}}, which are the indices
for which the maximum value of the reaction coordinate is minimal, and
take `k = card(L) to be the number of elements in L. Since the trajectories {(x)(j) : j ∈ L} have the smallest value of Qi , all other trajectories
have some j for which φ(xj ) > Ql for all l ∈ L.


`k
wk−1 . For all l ∈ L, repeat steps 5-7.
4. Set wk = 1 −
N
5. Select a random trajectory (x)(r) with r from {1, . . . , N }\L, and
(r)
(r)
set (x̃)(l) = (x0 , . . . , xjmin ), where jmin is the smallest value for which
(r)

φ(xjmin ) ≥ Ql .
(r)

6. Generate the rest of the trajectory starting from xjmin until again
you reach either A or B. This trajectory has a new maximum value of
the reaction coordinate Q̃l , which is always greater than or equal to Ql .
Note that this is the branching or splitting which gave the method its
name.
7. Set (x)(l) = (x̃)(l) and Ql = Q̃l .
8. Repeat steps 3-7 with k = k + 1 until Qi ≥ zmax , ∀ i = 1, . . . , N .
The weights wi that are computed in every step represent the probability of
a trajectory reaching iteration i + 1. So say we start with 100 trajectories, and
we have 2 trajectories for which the maximum value of the reaction coordinate is minimal. Since these two trajectories are eliminated, the probability of
a trajectory reaching iteration 2 is 1 − 2/100 = 98/100. We repeat this process, multiplying the probabilities that we find in every step. This gives us an

5.5. Computing transition probabilities
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unbiased estimator of the probability of observing a reactive trajectory
α̂N


k 
NB w k
NB Y
`i
=
=
1−
,
N
N i=0
N

(5.9)

where k is the number of iterations it took for all trajectories to converge, and
NB is the number of trajectories that reached B (Bréhier et al., 2016). More
precisely, it is the probability that a trajectory starting from C reaches B before
A.
Note that the formula we give here is different from the one given in Cérou
and Guyader (2007) or Rolland and Simonnet (2015), which is
α̂N =

NB
N


k
1
1−
.
N

(5.10)

The reason for this is that the formula from Bréhier et al. (2016) accounts for
the case when two trajectories have the same maximum value of the reaction
coordinate. It may seem that this has probability zero, but it may happen that
it branches from the maximum value of the reaction coordinate of another trajectory. If the reaction coordinate only decreases from there, this means that
now both trajectories have the same maximum value of the reaction coordinate. In case `i is equal to 1 for all i, (5.9) and (5.10) are the same.
Of course we are not exactly interested in this quantity, but instead we are
interested in the transition probability, which we can compute from the mean
first passage time. To compute this time we split up reactive trajectories into
three parts. The first part is given by the initial step in which trajectories are
generated that reach C when starting in A within time t1 . The second part
is given by the trajectories that reach A before they reach B when starting
in C within time t2 . These are computed during the initial step of AMS as
described above, and are observed with probability 1 − α. The third part is
the trajectories that reach B before A when starting in C within time t3 . These
are the trajectories that we obtain from the AMS method, and are observed
with probability α.
The mean first passage time is then given by


1−α
τMFPT =
E(t1 + t2 ) + E(t1 + t3 ).
α
All of the quantities required for computing the mean first passage time are
obtained during the AMS method, but more samples can be generated for
computing E(t1 + t2 ) to make the result more accurate. Depending on how
close C is to A, this should take a relatively small amount of time.
Unlike α̂N , the estimator of the actual transition probability that can be
obtained by using (5.4) is biased (Lestang et al., 2018).
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Example
As an example we will look at the two-dimensional double well potential defined by
V (x, y) =

1 4 1 2
x − x + y2 ,
4
2

which we show in Figure 5.4.

2

1

0
−2

0

−1

0
x

1

2 −1

y

Figure 5.4: The two-dimensional double well potential.

The corresponding SDE that we solve is given by
dXt = −∇V (Xt ) dt + g(Xt ) dWt ,
where we take g(Xt ) = 0.4. It is easy to see that there are stable steady states
at (−1, 0) and (1, 0) and an unstable steady state at (0, 0). We take x̄A = (−1, 0)
and x̄B = (1, 0), and use
φ(x, y) =

1 1 −8((x+1)2 +y2 ) 1 −8((x−1)2 +y2 )
− e
+ e
2 2
2

as the reaction coordinate. This function satisfies all the conditions that we
defined earlier.
In this example, we will perform AMS with 3 trajectories. We define A and
B to be
A = {x ∈ R2 : φ(x) < 0.1},

B = {x ∈ R2 : φ(x) > 0.9},

zmin = 0.2 and zmax = 0.9. The initial step, where we compute trajectories that
start in A and go through C to either A or B is shown in Figure 5.6.
Next we compute the maximum values of the reaction coordinate for each
trajectory, Q1 , Q2 and Q3 as shown in Figure 5.7. We then pick a random
trajectory, in this case (x)(1) , and generate a new trajectory which is branched

5.5. Computing transition probabilities
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1

0.5
1
0
−2

0

−1

0

1

2 −1

x

y

Figure 5.5: Reaction coordinate φ(x, y).

C
A

B

φ(x)

B

C
A
0

t

Figure 5.6: First step of AMS where trajectories are computed that start in A and go
through C to either A or B. On the top, the trajectories are shown in the xy-plane with
contours for φ(x) = 0.1, 0.2, . . . , 0.9. On the bottom, the reaction coordinate values of
the same trajectories are plotted against time. Each trajectory has its own color.

from the position where (x)(1) reaches Q2 . The newly generated trajectory
(x̃)(2) has a new maximum value of the reaction coordinate Q̃2 , which is also
shown in Figure 5.7.
It is clear that Q̃2 > Q2 , meaning that the trajectory got closer to B. This
process is repeated until all trajectories reach B. Of course a sample size of 3
is much too small to obtain an accurate transition rate, so we will not compute
this here.
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φ(x)

Q1

Q3
Q2

Q̃2
0

t

Figure 5.7: The second step of AMS where the second trajectory, which had the lowest
value of the reaction coordinate, is replaced with a trajectory that branches from the
first trajectory.

Optimizations
Say we have a problem of dimension 10000 with a time step of 0.01, a mean
first passage time of 1000, and 1000 samples, which is not at all unreasonable
for the problems that we want to solve. In this case we would need at least
7.28 TB of memory to store all of the states that we compute. This is a very
large amount of memory, but fortunately, some simple optimizations exist to
deal with this.
First, it is important to observe that the only place where we actually use a
state is when we branch a trajectory. Other than in this place, we only use the
times to compute the quantities that we need. This means that we can discard
any state x for which φ(x) < Ql , since these will never be used for branching. Discarding these states can be done for instance every time a trajectory is
branched, every so many iterations, or even in every AMS iteration.
Secondly, since we only use the first x for which φ(x) ≥ Ql , we only have
to store {xi ∈ (x) : φ(xi ) > sup{φ(x1 ), . . . , φ(xi−1 )}}. This means that if
we iteratively determine the value of Q, we only store a state x if φ(x) > Q.
In addition, one could also limit the number of states that we store by only
storing one state per interval of φ. So for instance if zmin = 0.1, zmax = 0.9
and we only store a state with intervals of 0.005, at most 160 states would be
stored.
Optimizations can also be done in terms of parallelization. Since all trajectories are computed independently in the first step, parallelization of the
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first step is trivial. In the later steps, the same holds, but the branching makes
it a bit more difficult. What one could do is making a pool of unused trajectories (trajectories that are not being regenerated), and select both trajectories
that are being regenerated and random trajectories from which to branch from
this pool. In a shared memory parallelization model, this is easy to implement.
One just lets every thread draw trajectories from this pool until all trajectories
in the pool have reached B.
There are, however, many small details that might cause big problems. For
instance, it might happen that one copies the initial part of a branched trajectory at the same time at which this part is being overwritten. Also it might
happen that the pool from which we can select trajectories is not updated in
all the different threads. The easiest solution is to put everything other than
the transient part, where the new part of the trajectory is generated, in a critical section and to make sure to synchronize every time you enter a critical
section.
An implementation in pseudocode that utilizes some of these optimizations is shown in Algorithm 8. Changes that can be made to this pseu(l)
docode that were discussed before are replacing line 7 and line 33 by φ(xj ) >
(l)

(l)

Ql + 0.005 or replacing xj ∈ B in line 12 and line 35 by φ(xj ) > zmax .

Accuracy of the method
Methods that fall into the Generalized Adaptive Multilevel Splitting framework produce an unbiased estimator α̂N of the probability α (Bréhier et al.,
2016). Generally, however, one realization of the algorithm is not enough to
get an accurate answer. Also, from just one realization, we can not tell how
accurate the answer actually is. Therefore, one computes K realizations of the
algorithm, and uses those to compute both a more accurate answer, and an
estimate of the error. From this we get K probability estimates α̂N , which we
can use to compute the mean
µα =

K
1 X (i)
α̂
K i=1 N

and the variance
K

σα2 =

2
1 X  (i)
α̂N − µα .
K − 1 i=1

An estimate of the relative error is given by
α =

σα
,
µα
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input:

output:
1:
2:
3:
4:
5:
6:

F (x), g(x)
∆t
x0
N
τ

Functions as described in (5.1) with M = I.
Time step.
Starting point.
Number of samples.
Mean first passage time.

for i = 1, 2, . . . , N do
(i)
(i)
(i)
t = 0, t1 = 0, t2 = 0, t3 = 0
Qi = 0
for j = 1, 2, . . . do
t = t + ∆t
√
(i)
(i)
(i)
(i)
xj = xj−1 + F (xj−1 )∆t + ∆tg(xj−1 )∆W
(i)

7:

if φ(xj ) > Qi then

8:

Qi = φ(xj )

9:
10:
11:
12:
13:
14:
15:
16:
17:

(i)

(i)

(i)

if t1 = 0 and φ(xj ) > zmin then
(i)

t1 = t
t=0
(i)
(i)
else if t1 > 0 and xj ∈ B then
(i)

t3 = t
break
(i)
(i)
else if t1 > 0 and xj ∈ A then
(i)

t2 = t
break

Algorithm 8: AMS step 1: generation of the initial trajectories that start in A, pass
through C, and end in A or B.

which in turn can be used for computing error estimates for the mean first
passage time and the transition probability (Lestang et al., 2018).
However, since we are interested in probabilities close to 0, a standard
confidence interval obtained from the standard deviation σ is not a good representation of the actual error (DasGupta et al., 2001). This comes from the
fact that the distribution of samples is usually assumed to be normal, and especially for small sample sizes near 0, this is clearly not the case. For smaller
sample sizes the variance is larger, meaning the tail of the normal distribution
that is below 0 is also larger. However, it is of course not possible to have a
probability smaller than 0, and hence the confidence interval is incorrect.
Instead, we choose to use the interquartile range (IQR), which is the interval between the 25th percentile and 75th percentile, to give an indication of
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18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:

w0 = 1
for k = 1, 2, . . . do
L = {j : Qj = inf{Qi : i ∈ {1, . . . , N }}}
`k = card(L)
if `k = N then
break


`k
wk−1
wk = 1 −
N
for all l ∈ L do
r = rand({1, . . . , N }\L)
(r)
(r)
jmin = arg minj (φ(xj ) : φ(xj ) ≥ Ql )
(r)

(r)

(x)(l) = (x0 , . . . , xjmin )
t = ∆t · jmin
for j = jmin + 1, jmin + 2, . . . do
t = t + ∆t
√
(l)
(l)
(l)
(l)
xj = xj−1 + F (xj−1 )∆t + ∆tg(xj−1 )∆W
(l)

33:

if φ(xj ) > Ql then

34:

Ql = φ(xj )

35:

if xj ∈ B then

36:
37:
38:
39:
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(l)

(l)

(l)

t3 = t
break
(l)
else if xj ∈ A then
break

Algorithm 8: AMS step 2: branching of the trajectories until all of them end up in B.

the error. This can be obtained by sorting the data, and then taking the value
at 25% and the value at 75%. Since the IQR is determined directly from the
data, we do not obtain any probabilities smaller than 0. Note that the 1.5 · IQR
and 3 · IQR values, which are often used in box plots, may still include values
smaller than 0, which is why we do not use those.

Trajectory-Adaptive Multilevel Sampling 5.5.4
So far we have been busy computing the mean first passage time, after which
we can use (5.4) to compute the actual transition probability under the assumption that this probability follows the exponential distribution. However,
it would be much nicer to compute the transition probability directly. Fortunately, a variant of AMS called Trajectory-Adaptive Multilevel Sampling
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N
N
N
1 X (i)
1 X (i)
1 X (i)
t1 , t2 =
t2 , t3 =
t
N i=1
NI i=1
NB i=1 3
NB wk
41: α̂N =
N

1 − α̂N
42: τ̂MFPT =
(t1 + t2 ) + (t1 + t3 )
α̂N

40:

t1 =

Algorithm 8: AMS step 3: computation of the mean first passage time. Here NB is the
number of trajectories that reached B, and NI is the number of initial trajectories that
ever reached A before B.

(TAMS) (Lestang et al., 2018) exists, which allows for the direct computation
of the transition probability when given a maximum time T .
In TAMS, there is an optional maximum number of iterations kmax that can
be set, which allows us to stop even before all trajectories have reached B.
The difference between the two algorithms is the absence of C, not stopping when reaching A, and the usage of a maximum time T . These differences only show in steps 1 and 6, but simplifies the implementation considerably. Since a correct implementation is crucial, we again list all steps that are
needed to compute the transition probability like we did for AMS.
1. First generate N independent trajectories (x)(1) , . . . , (x)(N ) that start in
A until t = T is reached, or the trajectory ends up in B. Here (x)(i) =
(i)
(i)
(i)
(x0 , x1 , . . . , xM ) is a trajectory of length M = T /∆t.
2. Each trajectory (x)(i) , i = 1, . . . , N , has a certain maximum value of the
reaction coordinate (or maximum distance from A), which we define to
be Qi . Set k = 1, w0 = 1.
3. Take L = {j : Qj = inf{Qi : i ∈ {1, . . . , N }}}, which are the indices
for which the maximum value of the reaction coordinate is minimal, and
take `k = card(L) to be the number of elements in L. Since the trajectories {(x)(j) : j ∈ L} have the smallest value of Qi , all other trajectories
have some j for which φ(xj ) > Ql for all l ∈ L.


`k
wk−1 . For all l ∈ L, repeat steps 5-7.
4. Set wk = 1 −
N
5. Select a random trajectory (x)(r) with r from {1, . . . , N }\L, and
(r)
(r)
set (x̃)(l) = (x0 , . . . , xjmin ), where jmin is the smallest value for which
(r)

φ(xjmin ) ≥ Ql .
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(r)

6. Generate the rest of the trajectory starting from xjmin until again
you reach either t = T or B. This trajectory has a new maximum value
of the reaction coordinate Q̃l , which is always greater than or equal to
Ql .
7. Set (x)(l) = (x̃)(l) and Ql = Q̃l .
8. Repeat steps 3-7 with k = k + 1 until Qi ≥ zmax , ∀ i = 1, . . . , N or
k = kmax .
Now the quantity that we can compute is again the estimate of the probability
α of observing a reactive trajectory, but since we now introduced a maximum
time, this is now actually the transition probability (Lestang et al., 2018). So
an unbiased estimator of the transition probability is again given by
α̂N


k 
`i
NB w k
NB Y
1−
=
=
,
N
N i=0
N

where k is the number of iterations it took for all trajectories to converge, and
NB is the number of trajectories that reached B.

Example
We can again use the example from Section 5.5.3 to show how TAMS works
exactly. The initial step, where we compute trajectories that start in A and
either go to B or end after time T is shown in Figure 5.8.
This figure shows basically the same behavior as we saw in Figure 5.6,
except that the trajectories keep going for longer. This is not very representative for an actual application with small noise, where trajectories generated
by AMS are often much longer, especially when they reach B.
Next we again compute the maximum values of the reaction coordinate,
and branch from the trajectory with the lowest value. The result is shown in
Figure 5.9. We now actually see different behavior compared to Figure 5.7,
since even though the new trajectory came back to A, we did not stop there,
and ended up with a larger value of the reaction coordinate afterwards. In this
case Q̃2 is larger than Q3 , so the third trajectory is now the next one that will
be killed and branched, where this was the second trajectory in Figure 5.7.
The main big advantage of this method is not really displayed here, because of the nature of the example. The example was chosen in such a way
that trajectories actually manage to reach B, which means that the mean first
passage time is quite short. This also means that all the trajectories that we
show actually reached A or B before time T . Usually this is not the case, and
generally, trajectories take much longer than time T to actually reach either A
or B, so with TAMS, it is much faster to generate new trajectories.
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φ(x)

B

0

T

t

Figure 5.8: First step of TAMS where we compute trajectories that start in A and either
go to B or end after time T . On the top, the trajectories are shown in the xy-plane with
contours for φ(x) = 0.1, 0.2, . . . , 0.9. On the bottom, the reaction coordinate values of
the same trajectories are plotted against time. Each trajectory has its own color.

φ(x)

Q1

Q̃2

Q3
Q2
0

t

T

Figure 5.9: The second step of TAMS where the second trajectory, which had the lowest
value of the reaction coordinate, is replaced with a trajectory that branches from the
first trajectory.
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Genealogical Particle Analysis 5.5.5
Yet another method for computing probabilities of rare events is the Genealogical Particle Analysis (GPA) method (Moral and Garnier, 2005; Moral, 2013;
Wouters and Bouchet, 2016). Similarly to TAMS, GPA also works by generating N independent trajectories starting in A and ending at a certain time
T . The difference is that instead of killing and branching trajectories, trajectories are resampled at certain time intervals based on weights that are assigned
to each trajectory. Additionally, one keeps track of the probability of observing a certain trajectory, which can ultimately be used to compute the transition probability. Again, there are many variations of this algorithm, but here
we will describe only the first variant that is discussed in Moral and Garnier
(2005).
We start with defining the function W : Rn → R that is used to compute
the weights of the trajectories
W (x) = eβφ(x) ,
where we use the same function φ : Rn → R that we used in AMS, since this
gives a good quantification of when we are close to B.
The following steps define a general GPA algorithm:
(1)

(N )

1. First take N initial conditions x0 , . . . , x0 in A and assign weights
(i)
(i)
w0 = 1 and observation probabilities p0 = 1 with i = 1, . . . , N . We
call the tuple (x, w, p) a particle. Take the interval size τ , and set k = 0.
2. Compute the normalizing factor
η=

N
1 X (i)
w .
N i=1 k

3. Choose N independent particles with probability proportional to their
weight from
(1)

(1)

(1)

(N )

(N )

(N )

(N )

(N )

(N )

(xk , wk , pk ), . . . , (xk , wk , pk ).
The new particles are denoted by
(1)

(1)

(1)

(x̃k , w̃k , p̃k ), . . . , (x̃k , w̃k , p̃k ).
(1)

(N )

4. Generate new independent trajectories starting in x̃k , . . . , x̃k until
(1)
(N )
they reach τ . xk+1 , . . . , xk+1 are defined by the end points of the generated trajectories.
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5. Compute the associated weights and observation probabilities
(i)

pk+1 =
(i)

(i)

η p̃k

(i)

w̃k

,

(5.11)

(i)

wk+1 = W (xk+1 ), i = 1, . . . , N.
6. Repeat steps 2-5 with k = k + 1 until kτ = T .
To compute the transition probability, we additionally have to store for every
particle, if the associated trajectories ever reached B. We can do this by instead
defining a particle to be a tuple (x, γ, w, p), where γ = 0 if the associated
trajectories never reached B, and γ = 1 if they did. The approximation to
transition probability is then given by
α̂N =

N
1 X (i) (i)
γ p .
N i=1 k k

An implementation that computes the transition probability in this way is
shown in Algorithm 9.

Example
We used the same example we used for AMS in Section 5.5.3 to show the
behavior of GPA. The time is split into four intervals, and we use four trajectories. At the end of each interval, the trajectories are resampled. The result is
shown in Figure 5.10.
Note that this method differs a lot from the AMS methods, and is also
much easier to understand from one picture. In this case, we see that the top
trajectories usually have more trajectories that branch from them. In the end,
one of the trajectories reaches B, but unlike in AMS, we still have to keep
iterating with this trajectory, since it might have to be used for resampling
later.

5.5.6 Comparison
We compare the behavior of the different methods that are described in the
previous sections, again, using
√ the example from Section 5.5.3. For the noise
coefficient we take g(Xt ) = 0.1. Note that in Section 5.5.3 we took a value
of 0.4, which was only for the sake of being able to generate more informative figures. We perform a range of experiments in Matlab 2018a for different
values of the maximum time T , using N = 10000 samples and repeating the
experiment 1000 times.
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input:

output:
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

F (x), g(x)
∆t
τ
T
x0
N
α
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Functions as described in (5.1) with M = I.
Time step.
Time interval size. Multiple of ∆t.
End time. Multiple of τ .
Starting point.
Number of samples.
Transition probability.

for i = 1, 2, . . . , N do
(i)
(i)
(i) (i)
(x0 , γ0 , w0 , p0 ) = (x0 , 0, 1, 1)
for k = 0, 1, . . . , T /τ − 1 do
PN
(i)
η = N1 i=1 wk .
for i = 1, 2, . . . , N do
r = rand([0, η])
for j = 1, 2, . . . , N do
Pj
(l)
if l=1 wk ≥ r then
(i)
(i)
(i) (i)
(j)
(j)
(j) (j)
(x̃k , γ̃k , w̃k , p̃k ) = (xk , γk , wk , pk )
for i = 1, 2, . . . , N do
(i)
y0 = x̃k
for j = 1, 2, . . . , τ /∆t do
√
yj = yj−1 + F (yj−1 )∆t + ∆tg(yj−1 )∆W
if yj ∈ B then
(i)
γk+1 = 1
(i)

(i)

(i)

16:

pk+1 = η p̃k /w̃k

17:

xk+1 = yτ /∆t

18:

wk+1 = W (xk+1 )

(i)

(i)

19:

k = T /τ

20:

α̂N =

(i)

N
1 X (i) (i)
γ p
N i=1 k k

Algorithm 9: Genealogical Particle Analysis implementation for determining the transition probability.

The methods can be divided into two categories, being methods which
compute the transition probability from the mean first passage time and methods that compute the transition probability directly. Since this system is a gradient system, we can use the Eyring–Kramers formula to compute the mean
first passage time under the assumption of the noise being sufficiently small.
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φ(x)

B

0

t

T

Figure 5.10: GPA for computing trajectories that start in A and either go to B or end
after time T . On the top, the trajectories are shown in the xy-plane with contours for
φ(x) = 0.1, 0.2, . . . , 0.9. On the bottom, the reaction coordinate values of the same
trajectories are plotted against time. Each trajectory in each interval has its own color.

We will also compare the first class of methods to this theoretical value.
The results with T in the range [1,50] can be found in Figure 5.11. A more
detailed view of the range [1,10] can be found in Figure 5.12. Since we are
interested in rare transition events, this range is of more interest to us.
The first thing we notice in Figure 5.11 is that GPA gives really bad approximations for larger values of T . This is partially explained by the fact that
(5.11) is not limited from above by 1. It actually happens that there are values
of α̂N that are larger than 1, which also explains the larger peaks, and the fact
that both 25th and 75th percentile are below the mean, which gives an IQR
that is below the actual line.
Other than that we see that the direct sampling method and TAMS look
very similar, and that near 1, the theory, the direct sampling of the mean first
passage time and AMS are very close to each other. However, both groups of
methods do not seem to agree, especially for smaller values of T .
When we zoom in on the interval [1,10], which can be found in Figure
5.12, we see that here GPA agrees more with TAMS and the direct sampling
method as expected, since this method also computes the transition probability directly. Between these three methods, TAMS has the smallest error bars.
We also observe that when using estimates of the mean first passage time, we
obtain a much worse estimate of the transition probability. This even holds for
the value that was computed directly from the Eyring–Kramers formula. This
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Figure 5.11: Comparison of 1000 experiments with all described methods with maximum times in the range [1,50] and with N = 10000. The shaded areas show the IQR.

can be explained from the fact that the transitions do not happen instantly as
was assumed in Section 5.2.2.
The fact that TAMS has smaller error bars does not necessarily mean that
is it also the most efficient method, which is why we also plot the worknormalized relative error (Glynn and Whitt, 1992), which is given by
√
ωσα
ω =
µα
for some amount of work ω. Since Matlab does not allow for a fair comparison
of the computational time, we instead use the simulated time to describe the
work. This makes sense, since we use a constant time step, and for highdimensional models, time stepping is by far the most expensive part of the
computation. The results can be found in Figure 5.13.
Here we see that TAMS is slightly more efficient than GPA and direct sampling of the transition probability. We also observe that the work-normalized
relative error increases with a factor α−1/2 for smaller maximum times for
methods that compute the transition probability directly. This is as expected
for direct sampling, which converges with O((αN )−1/2 ) (Rubino and Tuffin,
2009), and the worse√case scenario for TAMS, which can show convergence behavior between O( − log αN −1/2 ) (optimal) and O((αN )−1/2 ) (worst case)
(Simonnet, 2014; Lestang et al., 2018). The choice of the reaction coordinate
has a large impact on the efficiency of (T)AMS (Rolland and Simonnet, 2015;
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Figure 5.12: Comparison of 1000 experiments with all described methods with maximum times in the range [1,10] and with N = 10000. The shaded areas show the IQR.
The results of the Direct, GPA and TAMS methods where no shaded area is present
have a 25th percentile of 0.
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104
Direct
GPA
TAMS
103

102

101

0

10

20

30

40

50

T
Figure 5.13: The work-normalized relative error for 1000 experiments with the Direct,
GPA and TAMS methods with maximum times in the range [1,50] and with N = 10000.
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Rolland et al., 2015; Lestang et al., 2018), which means that a better reaction
coordinate can be used to further reduce the work-normalized relative error
and improve the convergence behavior. The optimal convergence behavior,
however, is only attained when the optimal reaction coordinate, which is also
referred to as the committor, is used, but in practice this is never known.
The images in this section can be reproduced with the Matlab code at
https://github.com/Sbte/transitions.

Summary and Discussion 5.6
In this chapter we discussed many different methods for studying transition
probabilities, and analyzed their behavior on the two-dimensional double
well potential. We started with describing what a transition probability actually is, which is the probability of going from a neighborhood A near a deterministic steady state x̄A to a neighborhood B near a deterministic steady
state x̄B within time T .
We then described the Eyring–Kramers formula for computing the mean
first passage time for gradient systems. The mean first passage time can in
turn be used for the computation of the transition probability by using the
cumulative distribution function of the exponential distribution under the assumption that transitions are instantaneous.
Covariance ellipsoids can be used to study the behavior around a steady
state, and can be used to compare the sensitivity to noise at different parameter values, but we found that it is insufficient to compute actual transition
probabilities. We used these covariance ellipsoids in Mulder et al. (2018) to
investigate patterns of transition behavior in marine ice sheet instability problems. There a good correspondence with results that were obtained with transient computations was observed.
It is also possible to compute most probable transition trajectories, as was
done in Laurie and Bouchet (2015) for the barotropic quasi-geostrophic equations. This may also be done for the MOC problem in the future, to obtain
more knowledge about the transition behavior, since from our experience, investigating transitions in the QG model is harder than investigating transitions in the 2D MOC.
After this we described five different numerical methods for computing
transition probabilities: direct sampling, direct sampling of the mean first passage time, AMS, TAMS and GPA. We saw that TAMS gives the best results for
all ranges of transition probabilities. We will therefore use TAMS in the next
chapter to compute transition probabilities for the MOC. To further improve
the results of TAMS, it would be interesting to investigate the effect of different reaction coordinates in the future.

