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Preface
The work described in this thesis is focused on the challenges and the
promises of completely phased diploid genomes. Here I describe attractive solutions
to this complex problem using single cell strand sequencing (Strand-seq). My first
aim was to develop a robust computational framework for the assembly of accurate
and global haplotypes from single cell Strand-seq libraries. My next objective was
to validate my phasing approach in comparison to gold-standard haplotypes obtained
from the HapMap project as well as to demonstrate the applicability of Strand-seq
phasing. Lastly, I investigated integrative phasing, a combination of Strand-seq with
parallel sequencing technologies, to reduce the costs and increase the completeness
of haplotype resolved genomes.
A general introduction is provided in Chapter 1 which represents a
comprehensive summary of current and past haplotyping techniques. I highlight
the importance of haplotype information in basic and clinical research. I emphasize
emerging technologies like single cell sequencing, linked-read sequencing as well as
long-read technologies and outline their capabilities to provide haplotype-resolved
genomes.
Strand-seq is a unique single cell sequencing technique with a wide range
of applications. However, the computational tools required to interpret Strand-seq
data are still in their infancy. In Chapter 2 I describe the development of novel
bioinformatics pipelines capable of handling subtle nuances of Strand-seq data.
Specifically, I describe and discuss the development of tools for the mapping of
breakpoints and haplotype phasing using Strand-seq data.
The validation of these tools is presented in Chapter 3. For this purpose
we have chosen a well-known family trio from the HapMap project as well as
other independent data sources like PacBio RNA-seq and other single cells phasing
method. This work revealed high accuracy of Strand-seq phasing which was further
highlighted in comparison to de novo assembly based phasing.
In Chapter 4 I describe the application of genome-wide haplotyping using
Strand-seq to map meiotic recombination events in a family trio as well as haplotype
differences at the single cell level. Furthermore, I demonstrate the phasing of larger

genetic variants like deletions, duplications and inversions.
In order to reduce the cost and labor need to phase the genome of a single
individual I have explored the possibilities to integrate global phasing provided by
Strand-seq with other sequencing technologies like PacBio or Illumina. In Chapter 5
I present such integrative phasing approach combining global Strand-seq haplotypes
with local haplotypes embedded in sequenced DNA fragments.
Chapter 6 provides a summary of the results presented in this thesis, along
with general discussion on major implications of these results to the scientific
community. I further discuss directions and recommendations to achieve de novo
assembled and phased individual genomes. Future perspectives, and work ahead is
discussed as well.
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CHAPTER 1
General introduction
Basis for review:
Genetic variation of diploid genomes unveiled.
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of Groningen, University Medical Center Groningen, 9713 AV
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Unraveling the complete sequence of the human genome was a tremendous
achievement in the history of science which has dramatically changed the way we
perceive the inheritance of human traits and diseases (Human and Sequencing 2001;
Venter et al. 2001). The complete sequence of the human genome gave us a blueprint
of how biological functions and phenotypic traits are encoded. Today, advances in
sequencing technology allow us to obtain complete sequence of the human genome
faster and cheaper than ever before. Typically, this is done in the form of short readouts that have to be assembled together or aligned to the reference genome. The
clear advantage of having a high quality and complete reference genome is that
it provides a reliable scaffold to map such short fragments generated by various
genome sequencing techniques (International Hapmap Consortium 2005; 1000
Genome Project Consortium 2010; Zook et al. 2014; Walter et al. 2015). Current
sequence data allows us to map genetic variation, structural changes, methylation
patterns, chromatin structure, three-dimensional organization of the genome, levels
of gene transcription and disease susceptibility (Lander 2011).
The current version of the human genome reference (GRCh38) is the result of
continuous work and improvements by many scientists all around the world. Despite
this huge effort it is estimated that about 5-40Mb of euchromatic sequence is still
missing from the current version of the reference genome (Chaisson, Wilson, and
Eichler 2015). Moreover, many complex regions and repetitive sequences remain
unresolved due to the limitations of the current sequencing technologies. In addition,
the current human reference genome represents a ‘patchwork’ genome of multiple
individuals and as such underestimates human genome variation. As a result the
‘reference’ genome can be a source of bias concealing some of the true variability
of an individual’s genome during the alignment process. Most importantly, the
human reference genome as well as the data obtained from most genome sequencing
methods underestimate or completely disregard the diploid nature of the human
genome.
Diploid genomes consist of two haploid sets of homologous chromosomes
each inherited from one parent. Maternal and paternal copies of the genome are
highly homologous and differ only at number of sites, called genetic variants.
Different states of genetic variants are called alleles and range from single nucleotide
variants (SNVs), short indels to larger variation like deletions, duplications or even
inversions that change orientation of a piece of the genome. A contiguous set of
such alleles that resides on a single homologues chromosome is called a haplotype.
The process of assignment of alleles to the corresponding homologue is known as
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phasing which is important for various reasons.

Figure 1: Importance of phasing information for genetic studies.
Genetic information is stored inside chromosomes and for diploid organism there are two copies of each
chromosome, one inherited from the mother and from the father. Parental homologous chromosomes
are highly similar and differ only at a number of sites in the genomes called genetic variants. Many
technologies are able to locate the sites of such variants in the form of genotypes. However, genotypes
hold no information about the parental origin of any given allele. Phasing reconstructs spatial order
of alleles along each of the two parental homologous chromosomes. During meiosis homologous
chromosomes replicate their DNA and recombine their genetic information prior to random distribution
of a haploid genome into the gametes. In this hypothetical example two deleterious mutations in the
same gene are shown (red crosses). One copy of the gene is disrupted in both parents by a mutation
that occurred at different locations. Mutated copies of this gene will segregate to next generation with
a 25% chance that the child will inherit mutated copies of this gene from both parents. Knowledge
of the genotype alone provides no information about where the given mutations are on the child’s
homologues. Only haplotype information can answer the question whether the given mutations are
localized on a single or both homologues in the child, the later causing complete loss of function of the
gene product (compound heterozygosity).
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Knowledge of haplotypes has been successfully applied in many areas of
population and clinical genetics. Haplotypes have helped us to better understand
the relationship between genetic variants and diseases (Tewhey et al. 2011). This
relationship has been and still is extensively studied as a part of genome-wide
association studies which greatly benefit from haplotype information (Pasaniuc
et al. 2012; Liu, Zhang, and Zhao 2008). From a clinical perspective, haplotype
resolved personal genomes are important to assess the context of acquired mutations
as they appear on homologous chromosomes (cis – on the same homologue, trans –
on different homologues) and predict the effect of such potentially disease-causing
mutations (Fig.1) (Roach et al. 2010; Hoehe et al. 2014; Kitzman et al. 2011), to
determine parental origin of de novo mutations in the child (Browning and Browning
2011) and for HLA typing needed to predict outcomes of organ transplants (P. I.
W. De Bakker et al. 2006; Petersdorf et al. 2007). Big promise holds noninvasive
prenatal testing by sequencing and haplotype assembly of fetal genomes from cellfree DNA fragments present in the maternal plasma (Fan et al. 2012; Kitzman et
al. 2012; Y. M. D. Lo et al. 2010). Furthermore, haplotypes have been successfully
applied to study allele specific phenomena like DNA methylation and gene expression
(Leung et al. 2015; Wang et al. 2014; Xie et al. 2011). Lastly, mapping of meiotic
recombination events (Wang et al. 2012; Hou et al. 2013; Kirkness et al. 2013) and
loss of heterozygosity in cancer samples have been mapped using haplotypes (Huang
et al. 2007).
While it is relatively easy to localize alleles in the form of genotypes along
the genome from sequence data, this type of data provides little or no information
about haplotypes. Due to the reasons mentioned above, haplotype resolved genomes
have always been a hot topic of scientific endeavor. To date, a number of phasing
methods have been developed that can be broadly divided into two main groups:
population-based haplotyping and direct haplotyping of individual genomes (Fig.
2). Population-based haplotype inference can be further distinguished into phasing
of unrelated and related individuals.
(i) Phasing of unrelated individuals searches for a collection of alleles
(SNVs) with strong linkage disequilibrium (LD) that propagates in a population as
a single haplotype block (1000 Genome Project Consortium 2012). Traditionally,
microarray based approaches are used to obtain genotype information across multiple
individuals and statistical inference is applied to find the most probable haplotype
structure in a given population. Population-based phasing of unrelated individuals,
while being relatively cheap and easily accessible, can provide accurate phasing
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only for common alleles (like SNVs) that are present at appreciable frequencies
in a population. Therefore, rare and de novo variants can not be phased, despite
being frequently the most interesting ones in terms of phenotypes and in order to
explain causes of genetic disorders. Moreover, only short haplotype blocks can
be reconstructed due to multiple alleles with low LD. Some improvements can be
achieved by using a group of closely related individuals.

Figure 2: Overview of fundamental phasing approaches.

(ii) Pedigree-based (genetic) haplotyping is based on the principles of
Mendelian segregation of alleles in pedigrees in order to deduce the phasing of
alleles observed by genotyping. In the simplest scenario, such as a family trio,
the child can be unambiguously phased providing that at least one parent carries a
homozygous genotype at a given site. The allele in the homozygous genotype must be
the inherited allele, and the remaining (not inherited) parental haplotypes can then be
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easily reconstructed for bi-allelic markers, such as most SNVs. The haplotype phase
cannot be deduced only at SNV positions for which both parents are heterozygous
(Browning and Browning 2011). In practice such genetic phasing can yield highly
accurate chromosome-length haplotypes in a child. However, as the locations of
recombination events are unknown, the inferred parental haplotypes will typically
have a phase error at each recombination site. These low-frequency phase errors
will have a limited effect on short-range haplotypes but will scramble chromosomelength haplotypes (Glusman, Cox, and Roach 2014). Moreover, genetic haplotyping
depends on the availability of family data and is unable to phase variants that arose
de novo in the last generation. In contrast, direct (molecular) phasing methods have
the potential to resolve diploid genome of any individual without the need to generate
sequencing data from family members or having large population dataset.
Direct (molecular) phasing methods chart the unique genetic makeup of an
individual’s genome by sequencing genomic DNA obtained from the bulk of cells or
quite recently using single cells sequencing techniques (Porubský et al. 2016; Fan et
al. 2011; Kirkness et al. 2013; Hou et al. 2013). The latest sequencing technologies
allow us to obtain nearly complete sets of genomic variation in a single experiment
relatively cheap and fast, making the direct phasing methods the preferred way to go
for the phasing of individual genomes. Direct phasing methods differ widely in terms
of completeness of haplotypes, length of phased haplotype segments, accuracy of
phasing and requirements for labor and costs. Direct phasing methods can further be
divided into two groups: (i) methods that uses computational algorithms to assemble
haplotypes directly from sequencing reads, also called as read-based phasing and (ii)
methods that use various experimental techniques to isolate separate homologues
chromosomes that are then sequenced as separate entities. Such methods are
designated as experimental phasing here.
Nowadays, next-generation sequencing (NGS) provides the easiest way to
obtain a set of genetic variants of an individual genome. Current state-of-the-art
sequencing technologies generate sequence reads from genomic DNA. Sequencing
reads can vary widely in their length, from hundreds of bases to tens of kilobases.
Essentially, there are two types of sequencing protocols: single-end sequencing
protocols that read DNA fragments from only one end and paired-end protocols in
which DNA fragments are sequenced from both ends (Mardis 2008). Paired-end reads
are further defined by the size distribution of inserts which in turn depends on the
length of the sequenced DNA fragments. Every read or read-pair that encompasses
two or more heterozygous variants originates from a single DNA fragment and
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thus the relative position (phase) of such variants is known (representing a single
haplotype). Such haplotype informative reads can then be assembled into longer
phased contigs if they share overlapping alleles.
Over the past few years multiple algorithms have been developed that use
sequencing reads to solve the haplotype assembly problem (Geraci 2010; He et al.
2010). Assuming a diploid genome, the goal is to divide all input reads into two bins
representing two sets of alleles and thus two haplotypes. However, this approach is
complicated by errors in sequencing and genotyping. Therefore, in order to assemble
haplotypes directly from sequencing reads, efficient and robust algorithms have to be
employed. The most commonly used solution for the assembly of haplotypes from
error-prone sequencing reads is minimal error correction (MEC) (Cilibrasi et al. 2002;
Lippert et al. 2002). The optimal solution of the haplotype assembly problem then
represents the minimal number of error corrections in the input reads such that they
can be partitioned into two conflict-free sets representing the two haplotypes (Pirola
et al. 2015; Chen, Deng, and Wang 2013; Aguiar and Istrail 2012). An important
advantage of read-based phasing in comparison to population-based phasing is that
it can phase rare variants. Moreover, not only SNVs but also any variants that are
contained in a single sequencing read, like short indels, can be phased.
Currently, the most cost-efficient sequencing platform is provided by Illumina
which produces rather short ~ 150bp long reads (Mardis 2008). Short sequencing
reads is the main disadvantage of next-generation sequencing technologies. The
average span between two consecutive SNVs in the human genome is about 10001500bp which means that the majority of SNVs ‘neighbours’ cannot be spanned
by single-end reads. Thus, only pair-end reads with sufficiently long insert sizes
are useful for phasing using short-read technologies. Furthermore, while short reads
have proven to be efficient to sample SNVs and short indels, their application to
larger and more complex structural rearrangements is inefficient (Chaisson et al.
2015). This leaves an important portion of the human genome variation inaccessible
for phasing using short-read sequencing.
Many limitations of short-read sequencing can be overcome by using longread technologies like PacBio (Steinberg et al. 2014) or Oxford NanoPore (Ammar
et al. 2015). Long-read sequencing technologies (average read length more than
10kb) have greatly improved the analysis of genome structure and have brought
haplotype resolved genomes closer to practice. The advantage of longer reads is that
they span multiple alleles over long stretches of DNA which can be stitched together
to generate longer haplotypes than can be obtained by short-read technologies. In
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addition, longer reads can be used to span many repetitive or otherwise ambiguous
regions of the genome (Roberts, Carneiro, and Schatz 2013) and have improved
the analysis of many previously unknown insertions, deletions, inversions and other
large structural variants (SV) (Chaisson et al. 2015; Pendleton et al. 2015) owing
to their enhanced split-read mapping around SVs. Longer reads also benefit from a
lower sensitivity to GC bias in comparison to short reads. This results in decreased
coverage imbalances and a more uniform coverage along the genome (Ross et al.
2013). However, important limitation of long-read technologies is the relatively
high error rates (frequently in the range of 10 – 30%), predominantly represented
by random insertions and deletions. Such errors were shown to be random along the
genome, indicating that occurrence of the same error at the same position in multiple
reads is unlikely (Ross et al. 2013). Oxford NanoPore produces read lengths that
are similar to those produced by PacBio, but suffer from higher errors rates and
lower throughput. Nevertheless, current error correction algorithms can bring the
accuracy of PacBio and Oxford NanoPore reads up to 99.9% (Carvalho, Dupim, and
Goldstein 2016). An important consideration for PacBio sequencing is its relatively
high cost in comparison to next-generation (short-read) sequencing, which may
prevent its application in large re-sequencing projects. In this sense Oxford NanoPore
is a promising alternative to produce long reads cost-effectively. However, lower
throughput and high error rates require further improvements before this approach
can be used for robust detection of structural variants.
An alternative to sequencing of long DNA fragments is dilution-based
haplotyping using short-read technologies such as provided by Illumina. This
haplotyping technique is based on the dilution of high molecular weight (HMW)
DNA into separate compartments such that each compartment contains a subhaploid pool of DNA molecules (Raymond et al. 2005; C. Lo et al. 2013; Kitzman
et al. 2012; Suk et al. 2011; Duitama et al. 2012). The number of molecules in each
pool is kept small in order to decrease the chance that two molecules from the
same genomic region but from different homologues end up in the same pool. Each
haploid molecule is converted into a sequencing library and barcoded/indexed such
that multiple pools can be sequenced together. Each sequencing read corresponds to
a single HMW DNA fragment and will map to a defined genomic region. As a result,
each read can effectively be treated as a single synthetic read such that all observed
alleles belong to the same haplotype. The length of the assembled haplotype blocks
is limited by the length of captured HMW DNA molecules, although overlapping
block of reads originating from different DNA molecules can be merged together
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and thereby increasing the length of final haplotypes. Commercialization of dilution
based methods includes, among others, Illumina TruSeq (Moleculo) (Kuleshov
et al. 2014), Complete Genomics ‘long fragment read’ (Peters et al. 2012) or 10x
Genomics (Zheng et al. 2016) that have reported robust phasing for haplotype blocks
longer than 1Mb. Illumina TruSeq technology uses barcoding of PCR amplified
DNA fragments that are then sequenced using short reads. Barcoded DNA fragments
are sequenced at high coverage and are subsequently assembled into long reads that
are about 10kb long. A disadvantage of this technique is that the maximal length
of assembled long reads is limited by the maximal length of the PCR-amplified
fragments (~ 10kb) (Kuleshov et al. 2014). In contrast, the latest technologies such
as the 10x Genomics (Chromium system) are conceptually very similar to TruSeq,
but unlike TruSeq, 10x Chromium uses the droplet system to separate HMW DNA
fragments (> 100kb) into large number of independent reactions where each library
is prepared and is assigned a unique barcode per droplet. Barcoded and amplified
DNA fragments are then sequenced using short reads at very low coverage (less then
1x). Due to the low coverage, original size DNA fragments cannot be reconstructed
from short reads, but instead clouds of reads, distinguished by their barcode are
produced and distributed around the genome. Such barcoded clouds of reads can
be used to connect contigs (scaffolding step) during de novo genome assembly
(Weisenfeld et al. 2016) to resolve large and complex SVs as well as phase variants
in megabase sized regions (Zheng et al. 2016). Yet another method that aims to
preserve contiguity of long HMW DNA fragment, presented by Amini et al. (2014)
is called contiguity-preserving transposition sequencing (CPT-seq). In brief, CPTseq exploits an important property of the Tn5 transposase that remains tightly bound
to target HMW DNA upon transposition (also called ‘tagmentation’), a process that
uses indexed adaptor sequences such that contiguity between alleles that co-occur on
the same HMW fragment, and thus on the same haplotype, is preserved.
Despite all the progress in algorithmic and sequencing approaches, one of
the core problems of read-based phasing remains: the measured phase information
in the form of sequencing reads is local and the desired global phasing can only be
obtained by piecing together such locally phased genome segments. As a consequence,
the probability of phasing two heterozygous variants correctly deteriorates with
increasing physical distances between such alleles. While read-based phasing can
achieve high density of phased variants, it has a trouble to connect locally phased
haplotype segments across long distances. Typically, read-based phasing can yield
haplotypes that are hundreds of kilobases to several megabases in length (Snyder
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et al. 2015), depending on the length of the measured phasing information in the
form of sequencing reads. As a result final haplotypes are typically disconnected
due to the presence of extended low complexity and homozygosity regions in the
genome. To be able to phase such regions correctly, very long reads or specialized
experimental procedures that can reconstruct haplotypes over entire chromosomes
are needed.
There are various methods that can resolve haplotypes at much longer
distance than population-based or read-based methods. However, the number
of alleles that can be phased limits these approaches as they leave an important
portion of variants uncovered. In order to assemble haplotypes across longer
distances various experimental procedures have been applied prior to sequencing
of genomic DNA. Such techniques vary in the maximal length of haplotype that
can be assembled with few methods that are able to provide the longest haplotypes
possible, ‘chromosome-length haplotypes’. Global phasing can be achieved by
physical separation of the haploid genomes (individual chromosomes) by means
of microdissection (Ma et al. 2010), fluorescence-activated cell sorting (FACS)
(Yang et al. 2011) or microfluidics (Fan et al. 2011). For example, Ma et al. (2010)
demonstrated sparse haplotyping by laser capture microdissection of individual
chromosomes in metaphase spreads, followed by multiple displacement aplification
(MDA) and microarray-based genome-wide genotyping. Yang et al. (2011) used
FACS to deposit individual chromosomes into wells of a 96-well plate, followed
by MDA and NGS. Lastly, Fan et al. (2011) used a microfluidics device to separate
and amplify individual or small pools of chromosomes from a single metaphase cell
and genotype amplification products using either microarrays or NGS. A practical
limitation of all of these methods is the requirement for intact mitotic cells as well
as the need for specialized laboratory equipment and skilled laboratory technicians.
Alternatively, chromosome-length haplotypes can be achieved by sequencing of
isolated sperm cells (Kirkness et al. 2013), hydatidiform moles (Steinberg et al. 2014)
or oocytes (Hou et al. 2013), although application of such techniques is restricted to
germline or embryonic samples.
The aforementioned techniques are, however, labor intensive and time
consuming and have not been widely adopted in the scientific community. In
this thesis we introduce a novel phasing approach using Strand-seq, a single cell
sequencing technique able to identify parental DNA template strands inherited
by daughter cells after mitosis. This is achieved by selective removal of newly
synthesized DNA strands after one round of replication. Resulting DNA template
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strands can then be distinguished based on the directionality of the single stranded
DNA as either Crick (C; forward, or plus strand) or Watson (W; reverse, or minus
strand). Removal of nascent DNA strands is ensured by incorporation of the
thymidine analogue 5-Bromo-2’-Deoxyuridine (BrdU) during the DNA replication.
This leaves template DNA strands intact and hemi-substituted nascent DNA strands
are selectively removed before library preparation and sequencing (Falconer et al.
2012). In a diploid cell, each parental homologue (M, maternal; P, paternal) contains
one W and one C strand and following cell division the template strands for any
given parental chromosome will segregate into daughter cells as either WW, CC,
or WC. Any change in template strand orientation is then a reflection of a genomic
rearrangement such as, for instance, a sister chromatid exchange (SCE) event, which
represents a somatic rearrangement that arises during DNA replication, for example
when a double-strand break is repaired by homologous recombination. Such changes
in template strands can be rigorously mapped using the methods developed in
Chapter 2. The important advantage of Strand-seq technique is that we can directly
observe parental haplotypes for approximately half of the chromosomes for which
the Watson strand was inherited from the paternal homologue and the Crick strand
from the maternal one (or vice versa). Combining the sequencing data across several
single cells allowed us to reconstruct a haploid structure of an individual’s genome
(see Chapters 3 and 4). Even with a limited number of single cell libraries, these data
can be used to compile long-range haplotypes that can serve as a scaffold for other
sequencing platforms. We predict that this new single cell sequencing technique will
greatly advance the future studies of the haploid genome architecture (see Chapter
5).
Despite the considerable progress in sequencing technologies, computational
and experimental haplotyping approaches, it is becoming apparent that a single
technology is unlikely to resolve the complexity of the human genome in a phased
fashion. While different technologies clearly have complementary strengths and
weaknesses, the task of computationally combining such data is challenging and
requires considerable effort in algorithm development. Therefore, several groups
ventured the idea of combining more than one phasing technique in order to assemble
more complete and longer haplotypes. Hybrid approaches that utilize experimental
methods to provide global phase information along with effective phasing algorithms
represent a promising direction to overcome genome phasing problem. For instance,
Kitzman et al. (2011) and Suk et al. (2011) used a combination of fosmid clones
with next generation sequencing to phase alleles over long distances. Suk et al.
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(2011) were able to phase 99% of SNVs, and the phased blocks had N50 length of
1Mb (that is, 50% of phased segments are located within a block of at least 1Mb in
length). Kitzman et al. (2011) reported slightly lower coverage of SNVs phased into
blocks (94%) with N50 length of ~ 400kb. A disadvantage of these approaches is
that, although large chromosomal segments can be phased, the segments can not be
accurately stitched together, owing to missing phase information across homozygous
or centromeric regions that exceed the typical fosmid size (~ 40kb) (Kitzman et al.
2011; Suk et al. 2011). An improvement can be achieved by combination of Strandseq with read-based phasing methods. In Chapter 5 we discuss that with the help
from Strand-seq global phasing, we can stitch together short haplotype segments
originating from sequencing reads, while at the same time increase the completeness
of final haplotypes.
Other groups have taken a different approach by combining populationbased phasing with read-based phasing in order to improve both the accuracy and
completeness of the final haplotypes (Kuleshov et al. 2014; Delaneau et al. 2013;
Zhang and Zhi 2013; Yang et al. 2013; Amini et al. 2014). Briefly, these authors
exploit the fact that long-range haplotype information (obtained from populationbased phasing) can be used to link together short but more dense haplotype segments.
However, such hybrid approaches depend on the availability of reasonably large
population-specific haplotype-reference panels. In addition, an important caveat of
filling missing variants using haplotype-reference panels is that such variants will be
biased towards more common variants present in the population (Snyder et al. 2015).
An alternative to long-range phasing information obtained from population
based phasing represents genome scaffolding techniques like optical mapping
(BioNano), jumping libraries or contact matrices obtained from genome-wide
chromatin conformation data (Hi-C). Hi-C was originally developed to study the
spatial organization and chromatin interactions of the genome in the nucleus. Hi-C
is based on cross-linking of DNA by bringing distal parts of the genome in close
proximity, which is then used to create paired-end reads that are able to span hundreds
of kilobases (Burton et al. 2013). As homologous chromosomes predominantly
occupy distinct chromosomal territories, the probability of intra-homologue
interactions is much higher than that of inter-homologue interactions. Selveraj et
al. (2013) described the assembly of sparse chromosome-length haplotypes derived
from chromatin contact Hi-C data which initially covered only 22% of all variants.
They subsequently used such sparse long linkage information to seed the statistical
haplotype inference using BEAGLE software (Browning and Browning 2007),
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ultimately increasing the number of globally phased variants to 81%. However,
like the other sparse methods that capture chromosome-length haplotypes, Hi-C
requires the availability of intact cells or nuclei. This limitation might be overcome
by emerging technologies for reconstituting chromatin in vitro (Putnam et al.
2016). Recently, an improved Hi-C protocol called cHicago has been released. This
approach cross-links DNA within artificial constructs and consequently long-range
or inter-chromosomal interactions are limited (Putnam et al. 2016).
Similarly to Hi-C, jumping libraries represent and adaptation of mate-pair
sequencing with large insert sizes (few kilobases). However, this method is still
sensitive to density and distribution of variants and has a difficulty to map genomic
loci that are even further apart. Nevertheless, this approach was successfully
applied to assemble haplotype resolved genomes with a contig size N50 value of
~ 490kb (Cao et al. 2015). The latest semiconductor-based nanotechnologies from
BioNano Genomics can be applied to map distribution of DNA motifs in separate
DNA molecules. BioNano Genomics, labels DNA using nicking endonucleases
and fluorescently labeled nucleotides, then visualize single molecules in linearized
nanochanels in order to derive long haplotype information. Application of such long
mapping techniques in combination with other phasing approaches is still to be
explored.
To date, the haplotyping community has not settled on an obviously superior
and cost-effective technology to phase diploid genome across the whole length
of all chromosomes while capturing as much heterozygous alleles as possible.
Currently available haplotyping methods make trade-offs between costs, contiguity,
accuracy and completeness. Usually, direct experimental haplotyping will be the
most accurate method across long distances. Genetic haplotyping is very accurate
but can be incomplete due to de novo mutations and depends on the availability
of parental information. Population-based phasing works well for common variants
and offers a good-quality phasing when other information is unavailable (Glusman,
Cox, and Roach 2014). Clearly, a combination of various phasing methods promises
to generate the most complete and dense haplotypes. However, as the long-read
technologies continue to mature, we expect to see more of a shift towards de novo
assembly of haplotype resolved genomes in the future.
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ABSTRACT
Nowadays, biologists are often overwhelmed when they stand face-to-face
with the torrents of data that are produced, even in a single genomics experiment.
Therefore, robust bioinformatics pipelines are fundamental to provide meaningful
insights hidden in a pile of sequencing data. Here we introduce a set of tools
specifically tailored to process and interpret data from single cell template strand
sequencing (Strand-seq) experiments. Strand-seq is a novel sequencing technique,
unlike others, centered around the directionality of DNA template strands, embedded
in sequencing reads. To interpret Strand-seq data we have developed BreakPointR,
a tool designed to track template strand switches at a single cell level. Furthermore,
we have implemented a phasing pipeline that exploits the haplotype information that
is present in every Strand-seq library. These tools will be indispensable for future
high-throughput analysis of Strand-seq data.

INTRODUCTION
Over the last few years single cell sequencing (SCS) has become more and
more popular. This has come hand-in-hand with new developments in sequencing
technology. While it is now possible to generate torrents of data from SCS, the
computational methods to analyze such data are still underdeveloped. This is
especially true for novel sequencing techniques, like Strand-seq, for which proper
tools, specifically tailored to address a specific biological question in mind, had to be
developed.
Strand-seq is a single cell whole-genome sequencing technique, which
interrogates only the template and not newly synthesized DNA strands after one
round of DNA replication (Falconer et al. 2016). The power of Strand-seq lies
in its ability to track directionality of DNA template strands in every single cell.
However, current bioinformatics pipelines are not suited to fully exploit template
strand directionality to map genomic rearrangements. Therefore, an important part
of the Strand-seq method development has been the design and development of
new analytical tools able to handle Strand-seq data. Moreover, we had to cope with
challenges inherent to SCS data like low and non-uniform coverage, sparse data
points and background noise in order to provide fair evaluation of observed genomic
variants.
This chapter provides an overview of new bioinformatics pipelines, such
as BreakPointR, StrandPhase and StrandPhaseR and how these tools can be used
to phase diploid genomes from single cells Strand-seq libraries. In addition, we
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illustrate the power of BreakPointR for mapping of genome structural rearrangements
as well as the advantages and weaknesses of this tool. Lastly, we discuss the idea of
a SingleCellToolkit as a way to integrate breakpoint calling, mapping of structural
variants, copy number variation calling together with haplotyping tools in a unifying,
easy-to-use environment.

RESULTS
In order to systematically extract phasing information from hundreds of
Strand-seq libraries, appropriate bioinformatic tools that can handle Strand-seq data,
had to be developed. For this purpose I designed a new analysis pipeline, which
comprises two basic steps: (i) mapping of haplotyping informative WC regions
using BreakPointR, (ii) and phasing of such WC regions. In order to obtain the best
phasing possible, we have developed and validated two principally different phasing
algorithms: StrandPhase and StrandPhaseR.
BreakPointR pipeline for mapping breakpoints in Strand-seq libraries
Strand-seq can directly distinguish and visualize sequence reads based on
the direction they map to the reference genome. Reads mapping to the positive
(plus) strand of the reference genome are labeled as ‘Crick’ (C) and reads mapping
to the negative (minus) strand of the reference genome are labeled as ‘Watson’
(W). Such reads can be directly visualized in popular genome viewers like UCSC
genome browser (Kent et al. 2002) or IGV browser (James and Jill 2012). While it
is convenient to visualize template strand directionality using a genome browser,
it is highly impractical to map intervals of template strand switches in every single
cell manually. In addition, this approach makes comparison of recurrent template
strand changes across multiple cells almost an impossible task. Importantly, manual
mapping of template strand switches comes with subjective error of the experimenter,
decreasing the reproducibility of an experiment. Moreover, such analysis is time and
labor intensive and cannot be run repeatedly under the same conditions. To overcome
these shortcomings we have developed BreakPointR, an analytical tool specifically
tailored to track template strand states and map template strand switches in Strandseq libraries.
We have previously shown how to determine template strand states by
calculating the ratio of Watson and Crick reads within defined genomic regions
(genomic bins, windows) using the open-source software BAIT (Hills et al. 2013).
The BAIT software can reliably map positions (breakpoints) where template strand
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state changes within a chromosome. However, BAIT cuts the genome into fixed
sized bins and, therefore, breakpoint resolution is only as good as the smallest bin
within which the breakpoint can be localized. An improvement has been achieved
using a new read-based binning strategy implemented in Invert.R (Sanders et al.
2016). Such read-based window slides along every single read in the library, giving
this approach the highest resolution possible for the mapping of a wide range of
genomic rearrangements. Building up on Invert.R algorithm we have come up with
a slightly different binning and breakpoint detection strategy, which constitutes the
core of the BreakPointR algorithm.
BreakPointR is a novel algorithm designed to accurately track template
strand states in Strand-seq libraries using a bi-directional read-based binning. Readbased binning strategies scale bin size dynamically to accommodate a defined
number of reads and accounts for biases that are caused by genome mappability
(Baslan et al. 2016; Navin and Hicks 2011) in sparsely covered single cell Strand-seq
data. In such dynamic bins, the directionality of reads is tracked in order to search
for points where template strand state changes. BreakPointR takes as input reads
that are aligned to the reference genome or chromosomal region of interest from one
or multiple Strand-seq libraries. The algorithm then slides along the genome with a
user-defined bin based the on number of reads in the bin (e.g. 20 reads). Alternatively,
the number of reads in a bin can be derived from the (user-defined) expected size of
average bin. Every bin is then split in half such that there is equal number of reads
in the left and in the right part of the bin (e.g. 10 reads in the left and 10 reads in the
right for a 20 reads bin) (Fig. 1, i). Subsequently, the number of Watson (W) reads
in the left and right part of each bin is counted and their absolute difference (∆W)
is reported. The algorithm then steps forward to the next aligned read, adjusting the
size of the bin to capture the defined number of reads (e.g. 20 reads) and repeats
the calculation of ∆W and assigns the calculated value to the given bin. These steps
are repeated moving sequentially through every single read until the last read in the
library is reached, assigning ∆W values to each bin as it moves (Fig. 1, ii).
Next, peaks with the highest ∆W values are identified as positions where the
template state between left and right part of the bin differs. To avoid calling a lot of
false positive peaks, as a consequence of noisy data, a threshold value is derived for
every single chromosome using the highest ∆W (default: 1/3 of the highest peak).
The level of confidence is calculated for each peak above the set threshold using the
z-scores. By default, only peaks with z-score equal or higher than 3.291 standard
deviations (SD) are kept, corresponding to a 99.9% confidence level that a given
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peak is significantly higher than the threshold (our “population mean”). In a scenario
where a chromosome does not contain any switch in template strands, none of the
∆W peaks will reach the required level of confidence to be called as significant
due to the large number of peaks with approximately the same height. After the
peak calling, significant peaks are used as breakpoints to split each chromosome into
defined segments. Each breakpoint is defined as a region in between the last and first
read in the left and right portion of the bin with significantly high ∆W value (Fig. 1,
iii).

Figure 1: A read-based bi-directional sliding window algorithm to analyze Strand-seq data.
BreakPointR implements a new binning strategy that is based on the sequencing reads of a Strand-seq
library, which align to either the ‘+’ strand (Crick (C), in blue) or ‘-’ strand (Watson (W), in orange)
of the reference assembly. Individual reads are depicted as vertical lines along the chromosome. To
illustrate how BreakPointR algorithm works we will follow breakpoint mapping between WC and CC
template state. (i) Starting with the first window which encompasses 20 reads in total we look at 10
reads to the left and 10 reads to the right. Number of W reads is counted in the left and right portion
and absolute difference is recorded for a given window as a ∆W. Algorithm slides along the genome
by one read at a time and counts the total amount of reads (20 reads). Notice, how the genomic size
(red arrows) is dynamically resized to encompass equal number of reads in the left and right part of
the window (ii) ∆W values are recorded for each bin and peak calling is applied to search for high
confidence peaks by setting a threshold and calculating z-score statistics. (iii) High confidence peaks
are used as breakpoints to split a chromosome into segments, which are expected to have different
template states. Each breakpoint is defined as a region between the left and right part of the window
with significantly high ∆W value. Number of W and C reads is counted in each segment and most likely
template state is assigned using Fisher test.
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Having implemented an advanced binning strategy as well as means of peak
calling from ∆W values, we turned our attention to the reliable detection of template
strand states in each defined chromosomal segment. A template strand state can be
interpreted as the proportion of reads aligning to the ‘+’ strand (i.e. C reads) and
‘-’ strand (i.e. W reads) of the reference assembly, and a change in template strand
state (indicative of a rearrangement) is technically a change in these proportions in
neighboring chromosomal segments. For this the total number of W and C reads is
counted in each chromosomal segment. A genotyping step follows in order to assign
the most likely template state to each segment. For this we use Fisher test to test the
observed W and C counts in a defined segment, against the expected W and C counts
given the segment is of WW, WC or CC state. Neighboring segments assigned the
same template state are collapsed, breakpoint in between them is removed and
genotyping step is repeated using updated W and C counts based on updated segment
information. Figure 2 shows an example of breakpoint mapping with real Strand-seq
data.

Figure 2: Mapping of template strand change points using BreakPointR.
(i) Global view on chromosome 6 visualized in UCSC genome browser. ∆W values are plotted as black
bars along the length of the chromosome for each bin analyzed by BreakPointR. Underneath, all reads
aligned to this chromosome are distinguished as those mapping to the positive strand (Crick - C, blue)
or negative strand (Watson – W, orange) of the reference genome. By eye we can see mixing of W and
C reads at the beginning of the chromosome that changes to purely Crick reads towards the end of
the chromosome. (ii) Zoomed region where template state changes on chromosome 6. ∆W values are
plotted as black bars along this region. Breakpoint where WC template state changes to CC template
state is visible as the highest ∆W peak and is detected by BreakPointR as breakpoint range shown in
red. Reads plotted underneath underlie the breakpoint where the template strand state changes.

The new binning strategy implemented in BreakpointR avoids introducing
artificial breaks in our data (as is true for fixed binning approach) and takes into
account the natural distribution of mapped reads along the genome. Moreover,
the sliding nature of the bins results in overlapping windows that help to smooth
unevenness in coverage and ensure every read is represented in the analysis. Because
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of this, our algorithmic approach offers the highest possible breakpoint resolution.
To add power to the breakpoint calls made in any individual library, the BreakPointR
algorithm can assemble data from multiple libraries in order to look for patterns and
recurrent breakpoints on a population-scale.
BreakPointR was designed to help end-users to analyze their own Strand-seq
data. The program generates a set of output files containing coordinates of template
switch breakpoints, reads and ∆Ws for direct visualization in any genome browser
and suitable for subsequent analysis. All the results are plotted and are part of a
graphical output provided by the tool (Fig. 3). We tested and validated the software
on real Strand-seq libraries to determine its accuracy and precision in mapping
breakpoints of SCEs and other structural variants. We used this tool to search for
haplotype informative regions (called ‘WC regions’ here) of each chromosome in
every single cell library used in Chapters 2-5. The exported list of WC regions
from BreakPointR serves as input for the phasing analysis pipeline implemented in
StrandPhase and StrandPhaseR.

Figure 3: Example of graphical output from BreakPointR.
A) Example of a genome-wide view plot exported from BreakPointR. (i) All chromosomes are plotted
in a single horizontal line and the distribution of directional sequencing reads is represented as vertical
lines along each chromosome, with Watson in orange, and Crick in blue. (ii) Directional sequencing reads
in between localized breakpoint (red lines) are summarized as rectangles for easy visual assessment of
read density along the chromosome. The height of each rectangle is scaled based on the number of reads
and the length of a rectangle. (iii) Summary of template strand states in between localized breakpoints
for each chromosome. B) Heatmap summarizing BreakPointR analysis on 10 Strand-seq single cell
libraries. Rows represent template strand states for every single cell and chromosomes are plotted in
columns. Black arrows points to recurrent changes in template state in multiple single cells, feature for
which this visualisation is particularly suited for.
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Haplotype phasing using StrandPhase and StrandPhaseR
As mentioned earlier, Strand-seq is a unique genome sequencing technique,
which allows parental homologues to be distinguished in every single cell as either
Watson (W, reverse strand), or Crick (C, forward strand) based on read alignment to
the reference genome (Chapter 3, Fig. 1). In a situation where a single cell inherits
one Watson template and one Crick template for a given chromosome, all reads
mapped to this chromosome can be readily distinguished based on their directionality.
Ultimately, all alleles sampled in the sets of Watson or Crick reads represent two
separate haplotypes for a given chromosome in a given cell.
However, not all chromosomes in a single cell are informative for phasing.
Following random segregation of template strands into daughter cells, there is a 50%
chance that both parental homologues of any given chromosome will be inherited as
W and C templates. Therefore, a single Strand-seq library is never enough to phase
the whole genome, but instead there is a minimal number of cells required to have all
chromosomes represented as WC at least once. The bare minimum is approximately
5 cells to be able to phase the whole genome of a human individual. To accomplish
reasonably accurate and complete haplotypes one should aim for the higher cell
counts (~ 100-150 cells, Chapter 4) or include alternative sequencing data (PacBio,
Illumina) into the phasing (Chapter 5).

Table 1: Approximate number of cells needed to reach certain minimal level of WC chromosomes
In order to determine the average number of cells needed to have all human autosomes, represented
as WC certain number of times, we have performed randomized simulation with every chromosome
having 50% chance being WC. The results of this calculation is affected by the presence of low
frequency SCEs (Chapter 1) that occur naturally as a consequence of double strand break repair and
this variable was not considered here. SCE in a chromosome which is purely WW or CC results in WC
region after the SCE or vice versa, WC chromosomes switches to WW or CC region after a SCE event.
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We used BreakPointR to map the location of all WC regions (haplotype
informative) across all cells selected for our analysis. Our phasing pipeline uses the
list of haplotype informative regions (WC regions) to assemble haplotypes from
all cells (Fig. 4). For this we have developed and tested two principally different
phasing algorithms. Specifics of each algorithm are discussed below.

Figure 4: Phasing pipeline to build haplotypes from Strand-seq data.
Flow chart of the computational steps executed by our custom analysis pipeline StrandPhase. First,
Strand-seq libraries are preselected based on quality criteria (see Chapter 3, Fig. 3). Next, WC regions
are localized in selected BAM files for every chromosome in each single cell. A list of all genomic
regions found to have a WC inheritance pattern is generated. Across these regions, all variants (called
de novo, or retrieved from a publicly-available database, such as dbSNP or the HapMap project) are
recorded separately for Watson and Crick reads. This generates low-density haplotypes for all WC
regions in each individual cell. The single cell haplotypes serve as an input for our phasing algorithm
to build higher density consensus haplotypes (H1 and H2) of each chromosome. These consensus
haplotypes are generated for each chromosome, and together represent a whole genome haplotype for
a given individual.
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1. StrandPhase pipeline
The StrandPhase pipeline was implemented in a set of PERL scripts,
which are run sequentially. As an input we rely on reads aligned to the reference
genome and stored in a single BAM (binary alignment map) file for each Strandseq library. Aligned reads are filtered for duplicate reads and low mapping quality
reads (mapq < 10) using SAMtools (Li et al. 2009) (version 0.1.19). Such BAM
files are then run through the BreakPointR pipeline in order to select chromosomal
regions that inherited both W and C template strands (WC regions). Subsequently
only WC regions larger than 5Mb were selected for further analysis. A list of the
selected WC regions for each HapMap individual (NA12878, NA12891, NA12892)
analyzed in Chapter 3 and 4 is available at StrandPhase repository (https://github.
com/daewoooo/StrandPhase).
Next, we identified SNV alleles in selected WC regions by querying variant
positions listed in the HapMap reference database (a non-redundant list of SNVs from
phase 2 release 22 and phase 3 release 2) using the SAMtools ‘mpileup‘ function (Li
et al. 2009). We recorded the specific nucleotide at each variable position separately
for the Crick and the Watson template strands, creating low-density haplotypes for
every single cell. These partial single cell haplotypes were then used as the input
for the Strand-seq specific phasing algorithm. StrandPhase represents a greedy
algorithm that in each iteration repeats one basic operation: merge two the most
similar haplotypes. The operation is repeated until no more merging is possible.
Each operation uses the next highest-scoring overlap to join two haplotypes. Thus
haplotypes become more complete by greedy extension always taking the next best
matching haplotype.
To build consensus haplotypes from multiple cells, the StrandPhase analyzes
single cell haplotypes for a single chromosome at a time. All single cell haplotypes
for every informative (WC) chromosome are considered as a separate entity. The
first iteration pulled out the pair of single cell haplotypes that contained the highest
density of overlapping heterozygous positions, and set these as the anchor haplotypes
(Fig. 5B). This essentially initialized the two consensus haplotypes, arbitrarily
designated ‘H1’ and ‘H2’. In the next iteration, the single cell haplotypes containing
the highest number of SNV positions overlapping with the anchor haplotypes were
selected and compared separately to both H1 and H2. The percentage of mismatches
was calculated for each comparison as a missH1 and missH2. Subsequently, the
difference between the level of mismatches was calculated as ((missH1-missH2)/
(missH1+missH2)/2)*100 and the haplotype showing the highest concordance is
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added to the corresponding consensus haplotype (Fig. 5B). Single cell haplotypes
with the degree of difference less than 25% were excluded from the analysis (in the
present analysis between 1.3 and 3.7% of single cell haplotypes were excluded).
By iteratively adding additional single cell haplotypes to H1 and H2, the density of
SNVs in each consensus haplotype increased with every additional cell analyzed
(Fig. 5B). Single cell data that could not be reliably assigned to one of the consensus
haplotypes were excluded and reported in a separate file.

Figure 5: StrandPhase phasing algorithm.
A) Example of single cell Strand-seq library. Each chromosome is represented as a vertical ideogram
and the distribution of directional sequencing reads is represented as horizontal lines along each
chromosome, with Watson in orange, and Crick in blue. Haplotype informative (WC) regions, selected
for haplotype phasing, are highlighted by red bars. B) The custom phasing algorithm StrandPhase
processes one chromosome at a time. Cells that inherit one Crick and one Watson template strand for a
particular chromosome are selected as input and the SNVs identified on each template strand are used
to derive each single cell haplotypes. In the first iteration, anchor haplotypes are established by pairing
single cell haplotypes exhibiting the highest number of overlapping heterozygous SNVs. This is used to
initialize the consensus haplotypes ‘H1’ and ‘H2’, which are further built upon in subsequent iterations.
In the second iteration, the second most dense single cell haplotype is considered and compared to
both consensus haplotypes and any new SNVs are added to the consensus haplotype showing the best
concordance. With each iteration, the consensus haplotypes are extended, until no additional single cell
haplotype can be reliably assigned to the one of the consensus haplotypes.

Because the single cell sequencing data have inherently low genomic
coverage, resulting consensus haplotypes are incomplete, leaving a number of alleles
unphased. Even by sampling all WC regions in a several hundreds of single cells
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we are still covering only about 75% of all variable positions submitted into our
pipeline (Chapter 4, Fig. 7). In order to increase the amount of covered variants one
can look into purely WW and CC regions across all single cells. These regions are
initially omitted from haplotype reconstruction even though they hold information
on alternative alleles. This information can be useful to fill missing alleles at
heterozygous positions where only one allele is present in WC regions and therefore
phased. In other words for all heterozygous positions where at least one allele is
phased within WC regions, the other allele can be filled, provided that it is present in
corresponding WW or CC reads with sufficient base quality and coverage (coverage
>= 2).
At the last stage of the pipeline, directional reads of each single cell are
separated into two haplotypes based on the phase information assigned to them
during the phasing process (Fig. 6A). By splitting reads from all single cells we can
create haplotype specific read alignments (BAM files) for all chromosomes in the
whole genome. Such high density, haplotype-specific alignments can then serve, for
example, to assign phase to large structural variants like deletions, duplications or
inversions (Chapter 3, Fig. 6D and Chapter 4, Fig. 5A). In case of deletions and
duplications BreakPointR pipeline can be employed using the same principles as in
detection template strand changes. Simply by considering haplotype-specific reads
as either Watson or Crick, ∆W values can be used to track changes in read density
between Watson and Crick reads (here “Watson and Crick haplotypes”) (Fig. 6B).
StrandPhase algorithm progressively builds more complete and dense
consensus haplotypes by incorporating the best matching single cell haplotype to the
consensus at each iteration. The main disadvantage of this approach is the possibility
that an erroneously assigned single cell haplotype at early iteration will propagate
further, lowering the quality and accuracy of resulting consensus haplotypes.
However, during the testing of this algorithm we did not encounter a single mistake
at the early stage of the phasing process. StrandPhase algorithm proved to be robust
and highly accurate what is demonstrated in Chapter 3. In order to speed-up phasing
and solve the susceptibility to early errors we have designed an improved, nongreedy algorithm called StrandPhaseR.
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Figure 6: Generation and usage of homologue specific BAM files.
A) Homologue specific BAM files were created for each phased homologue using SAMtools (Li et al.
2009). For this, the sequencing reads from every cell were grouped based on their directionality (Crick
shown in blue, Watson shown in orange) and assigned to their respective haplotype using our phasing
algorithm. All phased reads were then merged together into a high-density homologue specific BAM file
representing consensus haplotype 1 (H1), or haplotype 2 (H2). Two BAM files were generated for every
chromosome. B) UCSC genome browser view of homologue specific deletion on chromosome 4. (i)
Haplotypes specific reads, compiled from multiple single cells are shown separately for Haplotype 1 in
orange and for Haplotypes 2 in blue. Read density along the chromosomal region is plotted. Homologue
specific reads are merged together such that Haplotype 1 reads are assigned as negative strand reads and
Haplotype 2 reads are assigned as positive strand reads. Such directional reads are merged together (as
shown in (iv)) and are analyzed by BreakPointR to search for template strand breaks. (ii) Breakpoint
ranges located by BreakPointR show change in template state from WC (mix of haplotype 1 and 2)
to WW (only haplotype 1 present) back to WC state. (iii) Corresponding ∆W values (black bars) are
plotted along the depicted region on chromosome 4.

2. StrandPhaseR pipeline
Our improved phasing pipeline builds on results and ideas obtained during
the development of StrandPhase algorithm. Like in the previously described pipeline
we used aligned BAM files as input files, after removal of duplicate reads and low
mapping quality reads (mapq < 10). Next, WC regions were localized and alleles
present at variable positions were identified separately for W and C reads in every
Strand-seq library. Such low density single cell haplotypes are then processed by our
phasing algorithm.
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StrandPhaseR is a new phasing algorithm based on a binary sorting of two
parallel matrices that store haplotypes obtained from single cells Strand-seq libraries.
Such partial single-cell haplotypes are used to fill two matrices where rows represent
cells and columns represent covered variable positions (SNVs) in any given cell (Fig.
7). Initially one matrix stores all variable positions specific for the Watson template
and the other matrix store all variable positions specific for the Crick template.
Cells in the matrices are sorted in decreasing order based on the number of covered
variants. Initially, score of each column is calculated as a sum of all covered alleles
subtracted from the count of the most abundant allele. Then sum of scores for each
column represent the overall score of the matrix. After the score of both matrices is
determined we swap all SNV alleles in the first row (first cell) between these two
matrices. Matrix score is recalculated and if the score is lower than previous score
we keep this change, otherwise the change is reversed. Algorithm continues with
the second row and again swaps covered variants between matrices. Subsequently,
matrix score is recalculated along with the decision to preserve or reverse the change.
Algorithm iterates through all rows (cells) sorting single cell haplotypes within both
matrices in order to reduce the number of conflicting alleles within each column.
Sorting process can run through matrices multiple times to ensure that ‘optimal’
sorting is accomplished. Resulting haplotypes are reported as consensus alleles for
each column of a matrix. Ideally, there is only one allele present per variable site in
both matrices.

Figure 7: StrandPhaseR phasing algorithm.
Two parallel matrices are shown. Rows represent single cell Strand-seq libraries and columns represent
variants covered in those cells. Initially, one matrix stores all alleles (SNVs) covered by Watson reads
and the second matrix stores all alleles covered by Crick reads (of chromosome 3) separately for every
single cell. Switch button at the top of the figure illustrates swap of alleles in every row between two
matrices. Matrix score is calculated for each iteration.
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As discussed in the previous section, missing alleles at heterozygous sites
can be searched for in haplotype-uninformative reads (from WW and CC regions)
present in Strand-seq libraries and eventually filled in. Final haplotypes are exported
in standardized VCF format and each variable position has assigned Phred quality
score and value reflecting the number of cells given allele was observed in. For
a convenience all phasing steps are implemented into single package what makes
usage easier for regular user. StrandPhaseR pipeline is available as R package from
GitHub (https://github.com/daewoooo/StrandPhaseR).
SingleCellToolkit suite
Currently, breakpoint search in template strands (BreakPointR) and phasing
of WC regions in single cells (StrandPhaseR) are both implemented in separate R
based packages. This means that obtained results from both pipelines are not directly
integrated and have to be manually submitted from one pipeline to the other. To
integrate single cell tools discussed previously we have developed a wrapper R
package called SingleCellToolkit to provide an unified environment for complete
haplotype analysis of single cells. The main benefit stems from an easy-to-use
integrated analysis of haplotypes which includes: selection of WC region in all
cells, phasing of SNVs, filling missing alleles, dividing homologue specific reads
per haplotype, detection of larger SV in such homologue specific reads and export
of obtained results in common formats (RData, bed, vcf). Currently, we are working
on integration of other single cell analysis tools such as Invert.R (Sanders et al.
2016) and AneuFindeR (B. Bakker et al. 2016). Invert.R is specifically tailored to
search for inversions in single cell Strand-seq data, whereas AneuFindeR is a tool
for copy number variation (CNV) profiling in single cells. Integration of all of these
tools will give us a power to exploit various functionalities of these programs in
order to fulfill more complex tasks such as phasing of more complex variants like
inversions, refinement of CNV breakpoints or search for CNVs in phased fashion. A
schematic overview of interactions between separate tools is presented in Figure 8.
SingleCellToolkit is currently under the intensive development and is planned to be
released as R package in 2017.
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Figure 8: Flowchart of the SingleCellToolkit for single cell analysis.
Flow chart of connectivity between various tools within SingleCellToolkit. First, Strand-seq libraries
are preselected based on quality criteria. Various analytical pipelines (AneuFinderR, BreakPointR,
Invert.R, BAIT and StrandPhaseR) can be engaged based on user defined options. Tool specific
functions can be used by the other tools. Output and input formats are cross-compatible such that
multiple tools can be linked together into a single analysis pipeline.

DISCUSSION
Reliable and easy-to-use bioinformatics tools are of paramount importance
for all future applications of Strand-seq, a high-throughput, single cell sequencing
technique able to map various structural rearrangements as well as to phase diploid
genomes. Such tools have to be able to cope with biases and limitation inherent to SCS
in order to draw solid conclusion using SCS data. One of the current characteristics of
Strand-seq libraries is the low and non-uniform coverage. To account for this, we have
developed and implemented various genome binning strategies. Read-based binning,
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implemented in BreakPointR, is especially suitable for low coverage sequencing
data and aims to lower the effect of coverage variability throughout the genome.
Another source of biases is the reference genome itself. The reference
genome is used to align directional Strand-seq reads and therefore any imperfections
in the reference genome assembly may result in a range of mapping artifacts
that could be misinterpreted as structural variants. This category includes
misplaced contigs (Falconer et al. 2012) and mapping biases observed at low
complexity regions of the reference genome. Such cases have to be treated with
special attention and tools processing such data have to be able to detect and
correctly classify them. One of the ways to uncover such biases is to look at
the frequency of such events in the population of cells (Sanders et al. 2016).
To bring the various single cell sequencing analysis techniques into genetics
practice, robust analytical pipelines have to be developed. In this sense Strand-seq
is a powerful technique with a toolbox of bioinformatics pipelines developed over
the last years. Importantly, the integration of these tools into a single environment
will help potential users to benefit from their unique functionalities to answer more
complex biological questions. An obvious application would be, for example, the
phasing of diploid genomes taking into account more complex structural variants
like inversions, balanced translocations and CNVs. Chapters 3,4 and 5 discuss the
application of these tools to phase diploid genomes using Strand-seq data.
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ABSTRACT
Haplotypes are fundamental to fully characterize the diploid genome of an
individual, yet methods to directly chart the unique genetic makeup of each parental
chromosome are lacking. Here we introduce single cell DNA template strand
sequencing (Strand-seq) as a novel approach to phase diploid genomes along the entire
length of all chromosomes. We demonstrate this by building a complete haplotype
for HapMap individual (NA12878) at high accuracy (concordance 99.3%), without
using generational information or statistical inference. High accuracy and robustness
of our phasing approach was further highlighted by the comparison to PacBio long
reads as well as other haplotyping studies. Therefore we conclude that Strand-seq
offers a novel haplotyping approach able to reliably phase diploid genomes along the
whole length of all chromosomes.

INTRODUCTION
Diploid organisms, like humans, contain two homologous copies of each
chromosome, one inherited from the mother and one from the father. Despite
being highly similar, each homologous chromosome harbors a unique set of
genetic variants, ranging from single nucleotide variants (SNVs), insertions, and
deletions, to large polymorphic inversions. The collection of genetic variants along
a single chromosome is called a haplotype, and the process of assigning variants to
corresponding haplotypes is referred to as phasing.
Haplotype-resolved genomes are important in many areas of personalized
medicine and genetics, ranging from variant-disease associations (Glusman, Cox,
and Roach 2014), mapping regions with loss of heterozygosity (LOH) (Huang et
al. 2007), to studies of inheritance patterns in pedigrees and populations (Tewhey
et al. 2011). To phase genetic variants (alleles) into haplotypes, both computational
and experimental approaches have been developed (Browning and Browning
2011). Currently, massively parallel sequencing provides the most complete set of
alleles of an individual. Unfortunately, phasing these variants across the length of a
chromosome is currently very challenging unless the parents of the individual are
also sequenced (Kitzman et al. 2011; Amini et al. 2014). To overcome this limitation,
whole chromosome sorting (Ma et al. 2010; Brown et al. 2012; Fan et al. 2011) and
chromatin capture techniques (Selvaraj et al. 2013) have been developed. However,
such techniques are labor- and time-consuming and have not been widely adopted in
practice. To overcome these limitations linked-read sequencing (Zheng et al. 2016)
was recently proposed to deliver long-range haplotypes. However, using this method
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it is not yet possible to phase genetic variants across whole chromosomes.
Here we introduce Strand-seq (Falconer et al. 2012) together with a custom
bioinformatics pipeline as a novel, direct approach for haplotyping variants along
the entire length of the chromosome. While our approach requires preparation of
single cell libraries, it circumvents the need for generational information and rapidly
builds accurate whole chromosome haplotypes. We demonstrated high accuracy
of our phasing method by comparison with various independent data sources like
HapMap project, PacBio RNA-seq as well as other haplotyping studies (Fan et al.
2011; Mostovoy et al. 2016).

RESULTS
Phasing using single cell template strand sequencing
Strand-seq is a single cell sequencing technique in which only one strand
of DNA of each chromosome is sequenced, allowing individual homologues to be
distinguished as either Watson (W, reverse strand), or Crick (C, forward strand)
based on read alignment to the reference genome (Fig. 1A, i). The principle of
Strand-seq is based on template strand identity of sister chromatids generated during
DNA replication. During mitosis, each daughter cell inherits one sister chromatid
from each parental homologue (Fig. 1A, ii). By sequencing only the original
template strand of the inherited chromatids, we can distinguish both homologues
in a single cell as either two Crick template strands (CC), two Watson templates
(WW) or a combination of Watson and Crick templates (WC) (Falconer et al. 2012;
Hills et al. 2013; Sanders et al. 2016) (Fig. 1A, iii). Consequently, when a cell
inherits a chromosome as WC, the parental haplotypes for that chromosome can
be readily distinguished (Fig. 1A, iv). This allows the variant alleles found in short
sequencing reads of Strand-seq libraries to be phased along entire chromosomes,
generating haplotypes that span centromeres, reference genome gaps, and regions
of homozygosity. By pooling data of multiple Strand-seq libraries from cells that
inherited a chromosome as WC, accurate and dense linkage maps of the two parental
haplotypes for that chromosome can be achieved.
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Figure 1: Direct whole-chromosome haplotyping using single cell template strand sequencing
(Strand-seq).
A) (i) Two homologous chromosomes, one originating from the mother (light red) and one from the father
(light blue), are shown. Each homologue is composed of a positive template strand (Crick, blue) and a
negative template strand (Watson, orange) strand. (ii) Cells incorporate BrdU during DNA replication
generating hemi-substituted sister chromatids containing one BrdU-negative template strand (solid line)
and one BrdU-positive newly-synthesized strand (dashed line). (iii) Segregation of sister chromatids in
two daughter cells follows the depicted combinations of maternal and paternal template strands. The
newly-formed DNA strands containing BrdU are selectively removed in daughter cells during library
preparation, such that only the original template DNA strands are sequenced. Read density along a
chromosome is plotted as horizontal bars. (iv) When daughter cells inherit one Crick and one Watson
template strand for a particular chromosome, we can use strand directionality to directly assign all reads
to separate haplotypes. B) Example of a single cell Strand-seq library, generated from HapMap cell line
NA12878. Each chromosome is represented as a vertical ideogram and the distribution of directional
sequencing reads is represented as horizontal lines along each chromosome, with Watson in orange, and
Crick in blue. WC regions that were selected for haplotype phasing are highlighted by red bars.

To evaluate haplotype phasing using Strand-seq, we generated sequencing
libraries from an extensively studied HapMap family trio (The International HapMap
Consortium 2007; The International HapMap 3 Consortium 2010) (see Methods,
Section 1). We selected the child (NA12878) for our initial analysis because this
individual was previously phased using parental genotype information and can
therefore serve as a reference to assess the validity and precision of our approach.
The Strand-seq library for a single NA12878 cell is illustrated in Figure 1B. Within
this single cell, reads that aligned to the reference assembly (see Methods, Section
2) covered ~ 5% of the genome and half of the genome was inherited as WC and thus
suitable for phasing (Fig. 1B, red bars). Using single nucleotide variants (SNVs)
listed in the HapMap reference for NA12878, we phased 77,717 variant alleles in
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this single cell (1.34% of reference SNVs), with 99.3% of the phased SNVs matching
the reference haplotypes. This result illustrates that Strand-seq can be used to rapidly
generate highly accurate chromosome-length haplotypes from single cells.
Building whole genome haplotypes from multiple single cell Strand-seq libraries
In order to build more complete whole genome haplotypes, Strand-seq data
from multiple cells were combined (Fig. 2, i). Single cell haplotypes can easily
be established by separating W and C specific alleles (Fig. 2, ii). Each single cell
library samples the genome in a random fashion. By combining Strand-seq data
from multiple cells, subsets of phased SNVs can be compiled into a dense consensus
haplotype (Fig. 2, iii and iv). For this purpose, we developed a Strand-seq phasing
algorithm and analysis pipeline, called ‘StrandPhase’ (see Chapter 2). Briefly, all
WC regions are first identified within each individual cell, and SNVs present on
each template strand are phased to build single cell haplotypes. Then, StrandPhase
iteratively adds the phased variants from each single cell into two consensus
haplotypes based on the best concordance. Accordingly, our algorithm concatenates
haplotype information from multiple single cells, reinforcing and validating the
phased variants in a consensus haplotype for each homologue (Fig. 2, v).

Figure 2: Phasing of multiple single cell Strand-seq libraries.
(i) Multiple single cells are sorted and processed by our library preparation pipeline to prepare Strandseq libraries. (ii) In every single cell WC chromosomal regions are identified and homologue specific
alleles are recorded. (iii) Single cell haplotypes for a single chromosomes serves as an input for phasing
pipeline. (iv) Single cell haplotypes are concatenated together based on the best overlap of haplotype
specific SNVs (v) Consensus haplotypes are reported as the best consensus from all single cells.
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To evaluate the performance of our analysis pipeline, we selected 183 Strandseq libraries derived from NA12878. All Strand-seq libraries were preselected based
on read depth and coverage distribution in order to avoid phasing errors introduced
by low quality libraries (Fig. 3). Using StrandPhase this data was used to build two
consensus haplotypes, each representing a phased parental homologue inherited by
the child (NA12878) who had previously been extensively phased using parental
information as a part of a known HapMap family trio. In a family trio, the child can be
unambiguously phased under the assumption that at least one parent is homozygous
for a given variable site. Therefore, we used the reference HapMap haplotypes of a
child as a gold-standard to assess the validity and precision of our approach.
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Figure 3: Quality criteria for single cell Strand-seq library.
Criteria for preliminary screen of Strand-seq libraries to select only those suitable for haplotype
assembly. Shown are examples of BAIT (Hills et al. 2013) ideograms of libraries categorized by
quality. A) Good quality Strand-seq libraries have high (> 200) reads/Mb, an even read coverage
profile, low background reads (i.e. reads mapped to opposite direction on chromosomes expected to
have unidirectional reads), and no obvious structural rearrangements like copy number changes or
aneuploidy events. B) Moderate quality Strand-seq libraries have lower (50-200) reads/Mb, less even
coverage profile, low background reads, and no structural rearrangements. C) Poor quality Strandseq libraries have either low (< 50) reads/Mb, or an uneven coverage profile, high background reads
(>5%), or obvious structural rearrangements. Poor libraries were excluded from our analysis. Within
high and moderate quality libraries, chromosomes were interrogated for WC inheritance (see Chapter
2, BreakPointR). Chromosomal regions highlighted in red were picked for the haplotype assembly,
since in these regions we can separate reads mapping to the plus and minus strand of the reference
genome. Note, sometimes only a portion of a chromosome exhibited WC inheritance pattern, visible
as a template strand state switch from WC to CC or WW (A, green arrowheads). This occurs when a
double strand break is repaired by homologous recombination during DNA replication, resulting in a
sister chromatid exchange event. Such WC portions were also selected for our analysis.

Across all 183 libraries, the aligned reads covered a total of 2,156,208 SNV
positions, representing 74.6% of the variants listed in the HapMap reference (Table
1). Of the all identified variants, 1,730,627 SNV alleles were assigned to consensus
haplotype 1 (Child H1) and 1,729,512 SNV alleles to consensus haplotype 2 (Child
H2) (Fig. 4A), yielding a median distance between all phased alleles of 622 bp
(1309 bp for heterozygous alleles). As we increased the number of cells analyzed,
SNV coverage increased and distance between subsequent SNVs decreased (Fig.
4C inset), eventually reaching saturation. Next, we compared our haplotypes to the
HapMap reference and found 99.3% of our phased SNV alleles concordant with
the reported haplotypes (Fig. 4C). The long-range information of Strand-seq data
generated haplotypes spanning centromeres and reference assembly gaps. In addition
to continuous stretches of haplotypes, we also observed smaller haplotype switches
(Fig. 4C, black asterisks). These switches most likely represent homozygous
inversions in these regions (Sanders et al. 2016).
Despite the accurate phasing of SNVs spanning every chromosome in
the genome, we found 23,782 alleles (0.7%) that were discordant to the HapMap
reference. Strikingly, 52.9% of these discordances were observed in more than one
cell in our dataset, supporting the confidence of our allele phasing (Fig. 4B). Because
the likelihood of random PCR or sequencing errors occurring at the same genomic
position in the same homologue in multiple independent libraries is very low, we
propose that discordant phasing at these SNV positions represent either errors in the
HapMap reference, polymorphic inversions or somatic mutations in the HapMap
cell lines.

49

3

CHAPTER

3

Table 1: Summary of sequencing data for each individual sequenced using Strand-seq.
Total number of sequenced libraries for the child (NA12878), father (NA12891) and mother (NA12892)
of the family trio analyzed in this study. The number of libraries sequenced as single-end (SE) or paired-end
(PE) reads are listed. Genome coverage was calculated per mappable genome (mappability file obtained
from the UCSC Genome Browser database - /gbdb/hg18/bbi/wgEncodeCrgMapabilityAlign50mer.bw)
and represents the percentage of genomic positions covered by sequencing reads. Depth of coverage
represents the average amount of bases sequenced per genomic position. Finally, the percentage of
HapMap reference SNVs covered per individual is shown.
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Figure 4: Accurate and dense whole-genome haplotypes are built from multiple single cell
Strand-seq libraries.
A) Venn diagram summarizing the total number of SNVs found in Strand-seq data in comparison to
the HapMap reference. Brown and yellow circles; haplotypes assembled from the Strand-seq data,
green circle; HapMap reference SNVs used for validation. Overlaps with green circle shows number of
concordant reads in comparison to the HapMap reference. For example, there are 1,290,199 concordant
SNV positions covered on both haplotypes, Child H1 and H2. B) All SNV positions found in our
Strand-seq haplotypes are plotted by their single cell coverage, which represents the total number
of independent cells that supported the variant position. SNVs covered by more than one cell are
considered high confidence (black arrow). The SNVs we identified that agree with the variant listed
in the HapMap reference are shown in green, and the discordant SNVs (i.e. mismatches) are shown
in red. The mismatching SNV positions that are high confidence may represent errors in the HapMap
reference or possible de novo mutations in our cell sample. C) Assembled haplotypes of the child
derived from 183 Strand-seq libraries. Chromosome ideograms illustrate 151,700 high confidence
(covered in more than 1 cell) heterozygous SNV positions phased from Strand-seq data and compared
to the HapMap reference. The consensus haplotypes determined by Strand-seq, are depicted for each
chromosome, with each SNV represented by a vertical line and color-coded based on whether it matched
the child’s reference homologue 1 (brown) or homologue 2 (yellow) listed in the HapMap reference.
The contiguous haplotypes extend the whole length of each chromosome, spanning centromeres and
reference assembly gaps (white blocks). Discordant alleles that did not match either reference haplotype
are shown in red. Asterisks – points to short localized switches in haplotypes that were confirmed as
homozygous inversions. Inset (Black line) The percentage of HapMap reference SNVs covered, and
(Red line) the median distance between these SNVs is plotted for various numbers of libraries (25, 50,
100, 150), randomly sampled from the entire data set of 183 cells.

Secondary validations of Strand-seq haplotypes
To further confirm the precision of haplotype reconstruction using Strandseq, we tested haplotyping discordances between Strand-seq and HapMap phasing
using publicly-available long-read PacBio RNA-seq data from the same (NA12878)
individual (The International HapMap Consortium 2007). We chose PacBio data
from RNA-seq because sequenced transcripts holds long linkage information
spanning multiple exons within a single PacBio read. This is because, often long,
intronic regions are not part of sequenced transcripts (Fig. 5A). For this analysis we
cross-referenced the alleles segregating together on each transcript (cDNA molecule)
with both the Strand-seq and HapMap-derived haplotypes (Fig. 5B, see Methods
Section 3). We found nearly perfect concordance (99.2%) of the PacBio dataset to
our haplotypes while its concordance to HapMap reference was only 94.7%. Similar
levels of concordance between Strand-seq and PacBio reads were also found for
parental haplotypes (NA12981 and NA12892) (Table 2). These results provide an
additional level of evidence that our child’s haplotypes are phased at high accuracy.
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Figure 5: Validation of Strand-seq haplotypes using PacBio reads.
A) Exons (brown and green rectangles) of hypothetical genes A and B are shown to illustrate long
linkage information embedded in long PacBio reads from RNA-seq. B) Illustrates how transcriptome
PacBio data was overlaid on the top of the Strand-seq haplotype backbone. Every PacBio read matching
Strand-seq haplotypes was assigned as concordant and vice versa every read not matching Strand-seq
haplotypes as discordant.

Table 2: Comparison of Pacbio data to Strand-seq haplotypes.
We performed a direct comparison of our Strand-seq haplotypes with long-range PacBio RNA-seq
reads as an additional test that our haplotypes are correct. Our validation is based on the fact that any
PacBio read overlapping at least two heterozygous positions represents a phased “mini” haplotype.
Therefore, only PacBio reads that overlapped with at least two heterozygous alleles (phased using
Strand-seq) were included in the analysis. The percentage of consistent and inconsistent PacBio reads
was calculated as a fraction of all PacBio reads overlapping with Strand-seq haplotype backbone and
passing filtering criteriaa.

In addition to PacBio comparison we set to compare our haplotypes to
principally different single cell haplotyping study (Fan et al. 2011). In this study, Fan
et al. developed a new haplotyping approach termed direct deterministic phasing.
With this approach single homologous chromosomes originating from single cells
can be captured using microfluidic device, amplified by multiple displacement
amplification (MDA) and then sequenced as separate entities (Fan et al. 2011).
This way genetic variants (alleles) residing on a single homologue can be sampled.
However, chromosome pre-amplification step using MDA is known to be error-prone
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and therefore can be source of errors in resulting haplotypes (De Bourcy et al. 2014).
Three way comparison between Strand-seq, HapMap and Fan et al. Haplotypes is
summarized in Table 3. Overall our results shows high agreement between all three
datasets. Of note our results show slightly better agreement between Strand-seq
haplotypes and HapMap reference haplotypes than in comparison to Fan et al (2011).
This slightly higher level of disagreement for Fan et al. (2011) haplotypes might be
result of biases introduced during genome pre-amplification step using MDA.

Table 3: Comparison of whole genome haplotypes between Strand-seq and Fan et al.
To directly compare phasing performance of Strand-seq with other single cell based phasing approach
we chose study by Fan et al. (2011). Both techniques can achieve chromosome length haplotypes
with the ability to map meiotic recombination breakpoints within a family trio. To evaluate these
two techniques, we performed three-way comparison of the child (NA12878) between Strand-seq,
Fan et al. and HapMap reference haplotypes. We have observed slightly better concordance between
Strand-seq and HapMap (99.3%) than between Fan et al. and HapMap (98.8%). Concordance between
Strand-seq and Fan et al. was 98.7%. Comparison of parental haplotypes (NA12891 and NA12892)
between Strand-seq and Fan et al. scored equally well as in the case of child’s haplotypes with overall
concordance 98.7%. These results demonstrate the high accuracy of both techniques.

Besides SNVs we evaluated specificity of meiotic recombination localized
by Strand-seq in comparison to Fan et al (2011). We have found exactly the same
number of meiotic recombination events for maternal (38) and paternal homologues
(26), inherited in the child, as in Fan et al (2011). (Fig. 6A,B). All, but two, defined
meiotic recombinations regions overlapped with regions defined in Fan et al (2011).
(Fig. 6A,B). Non-overlapping meiotic recombinations regions were 575kb and mere
6kb apart from each other (Fig. 6A,B red crosses). The larger 575kb difference
was caused by low density of heterozygous SNVs in a given region of meiotic
recombination. Details on mapping meiotic recombination events using Strand-seq
can be found in Chapter 4.
At last, we set to compare phasing accuracy for selected deletions phased as
a part of Fan et al. study (Table 4, Fig. 6D). All deletion phased in Fan et al. (2011)
were successfully localized in Strand-seq homologue specific read densities. Phase
of all deletions matched the phase reported in Fan at al. (2011) (see Methods, Section
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4). Taken together, these results yet again confirm that we can generate accurate
haplotypes in the absence of generational (parental or population) information,
which represents a major advance in the field.

Figure 6: Comparison of phasing accuracy between Strand-seq and data from Fan et al. (2011).
A) Overlap of localized meiotic recombination breakpoints between Strand-seq and Fan et al. for the
mother. Each horizontal black line underlines one recombination event with yellow and blue rectangles
showing region of meiotic event localized by Strand-seq and Fan et al., respectively. Red cross point
to the recombination event where Strand-seq and Fan et al. do not overlap with corresponding distance
between localized recombination events. B) Overlap of localized meiotic recombination breakpoints
between Strand-seq and Fan et al. for the father. C) Boxplot comparing size distribution of localized
meiotic breakpoints using Strand-seq (SS) and by Fan et al. (FAN). D) Example of three heterozygous
deletions from Fan et al. validated by Strand-seq (complete set in Table 4). Horizontal panels represents
separate homologues of each individual in the trio. Vertical colored lines represent read coverage in
homologue specific BAM files (see Chapter 2, Fig 6A). Dotted lines shows boundaries of heterozygous
deletions with breakpoint coordinates at the top.

54

3

Table 4: Phasing of deletions for NA12878 compared between Strand-seq and Fan et al. (2011)
19 selected deletion from Fan et al. (2011) are compared to Strand-seq phasing. The homologue carrying
a copy of the region is highlighted in gray. Homologue specific reads for each region were counted in
Strand-seq data. Read counts in each region were normalized per 1kb.

Comparison of Strand-seq phasing with hybrid phasing described by Mostovoy
et al.
Lastly, it is also important to note that Strand-seq phasing relies on a reference
genome to map directional reads, and therefore alleles that are not represented in
the reference genome, including new duplications, may not be phased. Moreover,
balanced rearrangements like inversions cause directional reads to map in opposite
directions to the reference genome and are visible as switches in resulting haplotypes
(Fig. 4C, black asterisks). To overcome this, others have used hybrid phasing
approaches based on de novo assembly to improve haplotype accuracy (Pendleton
et al. 2015; Mostovoy et al. 2016). Recent hybrid phasing strategies, such as that
presented by Mostovoy et al., integrate short Illumina reads, linked-reads from 10x
Genomics and BioNano Genomics optical data to generate haplotype-aware de novo
genome assemblies.
To explore how Strand-seq relates to hybrid phasing, we compared our
phasing with the large 64Mb scaffold assembled for Chromosome X by Mostovoy
et. al. (2016). This approach aims to be less biased and more accurate than phasing
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strategies that rely on read alignment to reference genomes. To test how a hybrid
approach compares with Strand-seq phasing we compared the phasing of the large
64Mb long ‘Super-scaffold’ 52 assembled by Mostovoy et al. To translate the
coordinates of the contigs to our reference assembly we aligned Super-scaffold
52 to NCBI 36 Chromosome X (Fig. 7A, see Methods, section 5). This revealed
Super-scaffold 52 was composed of shorter haplotype blocks that were not linked
continuously from start to end, (Fig. 7B). This is reflected in our comparison
where we see smaller haplotype blocks matching between long-range Strand-seq
haplotypes and shorter 10x Genomics derived haplotypes (Fig. 7C, blue and yellow
rectangles). Despite this, the concordance within each haplotype block between
Strand-seq and hybrid phasing was impressive, at 99.9 % and 99.7% for haplotype 1
and haplotype 2, respectively.

Figure 7: Comparison of phasing accuracy between Strand-seq and hybrid phasing (Mostovoy
et al. 2016).
A) Dotplot visualizing the alignment of Super scaffold 52 to NCBI36 Chromosome X. B) Blocks
of haplotypes phased by 10x Genomics plotted alternatively below and above the midline for better
resolution. C) Strand-seq haplotypes (see the legend) compared to phased haplotype blocks from B.
Each horizontal panel represents a single Strand-seq haplotype (H1 or H2) compared separately to
phased blocks from B. Red dots represent alleles phased by Strand-seq but unphased by 10x Genomics.
D) Phased Strand-seq reads colored by haplotype (see the legend) aligned to Super scaffold 52. Each
horizontal panel represents reads aligned to the haplotype specific sequence of Super scaffold 52 (H1
or H2). Dotted line – shows haplotype block where Strand-seq and 10x Genomics phasing disagree.
Black arrowhead – points to putative haplotype switch error.
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In contrast, phased block number 9 (Fig. 7C, dotted lines) did not agree
with the phasing obtained from Strand-seq, where a large switch error is evident in
the middle of the phased block (Fig. 7C, black arrowhead). To test whether this
reflects an error in the reference assembly used for Strand-seq phasing we aligned
Strand-seq reads directly to the haplotypes de novo assembled for Super-scaffold 52
(see Methods, section 5). The alignment of Strand-seq sequencing reads (hap1 –
blue, hap2 – orange) to the Super-scaffold 52 supported the phasing observed in the
Strand-seq data (Fig. 7D), suggesting that phased block number 9 was incorrectly
phased using the hybrid phasing approach. This comparison of Strand-seq phasing
with hybrid phasing suggests no substantial bias was introduced by mapping reads to
the reference genome assembly. On the contrary, our results suggest that integrating
Strand-seq may help to better refine de novo assemblies to build the most accurate
haplotypes for an individual. Moreover we showed that despite relying on the
reference genome assembly our phasing approach keeps high phasing accuracy.

METHODS
1. Raw data production
Cells and cell culture: Epstein-Barr virus (EBV) transformed B-lymphocyte cell
lines GM12878, GM12891, and GM12892 were obtained from the Coriell Institute
for Medical Research (Camden, NJ, USA). The pedigree of all cell lines is UTAH/
MORMON from USA, which were part of the International HapMap Project (The
International HapMap Consortium 2007; The International HapMap 3 Consortium
2010). Cells were cultured in RPMI 1640 medium (Gibco) supplemented with 15%
FBS (Sigma Aldrich) in 37˚C at 5% CO2. For Strand-seq, BrdU (40 or 100 µM, final)
was added to exponentially growing cells for 24 hours.
Single cell sorting: Cells were harvested, and nuclei isolated by resuspending in
nuclear isolation buffer (100mM Tris-HCl pH7.4, 150 mM NaCl, 1 mM CaCl2, 0.5
mM MgCl2, 0.1% NP-40, 0.2% BSA). In each sample, cells cultured without BrdU
were added as an internal control for Hoechst fluorescence. Nuclei were stained with
Hoechst-33258 and Propidium iodide (PI) by adding both to the isolation buffer at
final concentration of 10 µg/mL and incubating on ice for 30 minutes. Nuclei of
cells that underwent a cell division in the presence of BrdU were sorted based on
low Hoechst fluorescence (quenched by BrdU in DNA) and PI (gated on G1 phase),
using a MoFLo Atrios cell sorter (Beckman Coulter) and deposited into 96-well
skirted PCR plates (4Titude) containing 5uL/well freeze medium (Pro-Freeze CDM
Freeze Medium (Lonza) containing 15% DMSO).
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Library construction: Library preparation was performed using modified versions
of the previously described protocol (Falconer et al. 2012). To scale for production on
a Bravo Automated Liquid Handling Platform (Agilent) the enzymatic reactions were
performed in smaller volumes, while keeping buffer and enzyme concentrations at the
same levels. DNA clean-up steps were performed using AMPure XP paramagnetic
beads (Agencourt AMPure, Beckman Coulter). After adapter ligation and 17 PCR
cycles, two consecutive AMPure bead clean-ups were performed using a 1.2x bead
volume.
Next generation sequencing: Libraries were pooled for sequencing and 250 to 300
bp size range fragments were purified using 2% E-Gel Agarose EX-Gels (Invitrogen).
DNA quality was assessed on a High Sensitivity dsDNA kit (Agilent) using the 2100
Bio-Analyzer (Agilent), and DNA was quantified on the Qubit 2.0 Fluorometer (Life
Technologies). For sequencing, clusters were generated on the cBot and pairedend 100 bp or single-end 50 bp long reads were generated using the HiSeq2500
sequencing platform (Illumina) following the manufacturer’s instructions. For 50
bp and 100 bp long reads, 192 and 96 single cell libraries were pooled together,
respectively and sequenced in one lane of the rapid run flow cell. Each plate included
two 10-cell controls and two zero-cell controls.
2. Raw data processing
The single cell raw sequencing data were demultiplexed based on the libraryspecific barcodes and converted to FASTQ files using Illumina standard software
(bcl2fastq, version 1.8.4). The resulting reads were mapped to the human reference
genome NCBI36/hg18 using Bowtie 2 aligner (Langmead and Salzberg 2012)
(version 2.2.4). After alignment, reads were sorted using SAMtools (Li et al. 2009)
(version 0.1.19) and duplicate reads were marked using BamUtil (version 1.0.3).
All Strand-seq libraries were pre-filtered to avoid haplotype errors arising from low
quality data. For this, we excluded libraries with less than 50 reads/Mb, more than
5% level of background reads and/or exhibiting excessive genomic rearrangements,
aneuploidy events or uneven coverage (Fig. 3). BAM files passing our quality criteria
served as an input for our haplotyping pipeline.
3. PacBio and Strand-seq cross-validation
We incorporated PacBio data using a three-stage approach. First we mapped
PacBio reads to the human transcriptome (NCBI36/hg18, Ensembl release 54) using
bwasw module implemented in BWA aligner (version 0.7.12.) (Li and Durbin 2010).
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Second, for every PacBio read we recorded the specific variant at each position listed
in the HapMap reference. Lastly, we added strand information to each allele based
on the mapping directionality. To directly compare our haplotypes with the PacBio
dataset we selected all PacBio reads that overlapped with at least two heterozygous
positions in our Strand-seq haplotypes (Fig. 7). We filtered out reads containing
SNVs with a base quality less than 20. Next we calculated the percent of phased
PacBio reads that matched the phase we found for our haplotypes, to test the
level of concordance between these datasets. To assess non-random concordance,
we randomly shuffled the SNVs between the H1 and H2 Strand-seq haplotypes
and counted the number of concordant and discordant reads again. Reshuffling
eliminated the concordance between Strand-seq and PacBio data. PacBio data used
for this analysis were downloaded from the SRA database. Accession numbers:
SRR1163655 (NA12878), SRR1163657 (NA12891), SRR1163658 (NA12892)
(Tilgner et al. 2014).
4. Comparison of Strand-seq phasing with data from Fan et al.
We compared Strand-seq based phasing with data obtained from Fan et
al. (2011). First we compared overlap of meiotic recombination events localized
by Strand-seq (see Chapter 4 Table 1) and Fan et al.. Comparison was visualized
using R packages ggbio and ggplot2. Overlaps between recombination ranges were
summarized using R function findOverlaps from Genomic Ranges package. Next,
we compared the phasing of heterozygous deletions described in Fan et al. with
Strand-seq phasing. For this analysis we used homologue specific BAM files created
by Strand-seq for each individual in the trio (NA12878, NA12891 and NA12892,
see Chapter 2 Fig. 6A). Using a custom PERL script and SAMtools we counted the
number of homologue specific reads in regions of heterozygous deletions obtained
from Fan et al. Such read counts were corrected for the size of the deletion and
normalized per 1kb [ (readCount/deletionSize)*1000 ]. Such normalized read counts
were compared with the deletion profiles described by Fan et al. Lastly we compared
whole genome haplotypes for all family members between Strand-seq and Fan et al.
(Table 3).
5. Comparison of Strand-seq phasing with de novo genome assembly based
phasing
Strand-seq phasing for an individual (NA12878) was compared with de novo
genome assembly based phasing from Mostovoy et al (Mostovoy et al. 2016). Data
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necessary for comparison (assembled contigs in FASTA file and phased VCF file)
were downloaded from http://kwoklab.ucsf.edu/resources/. First we aligned Superscaffold 52 to the reference Chromosome X (NCBI36 build) using Lastz (Harris R. S.
2007) with the parameters used by Mostovoy et al., except that we used rdotplot as the
output format (--format=rdotplot --ungapped --notransition --maxwordcount=90%
--exact=500 --identity=95 --seed=match15 --ambiguous=iupac --match=1,5
--twins=1..100). The resulting file contained coordinates of each mapped part of the
contig relative to the Chromosome X. Using custom PERL script we transferred
the contig specific coordinates of phased SNVs from VCF file into Chromosome
X (NCBI 36) specific coordinates to make them comparable with phased Strandseq data. Next phased SNVs from Mostovoy et al. were compared to phased SNVs
covered in Strand-seq dataset. To exclude possible errors caused by alignment of
Super-scaffold to the reference Chromosome X we decided to align Strand-seq
phased reads to the Super-scaffold 52. For this we converted homologue specific
BAM files for the Chromosome X into a single FASTQ file for each homologue
using the bedtools <bamtofastq> function (bedtools v2.17.0). Before alignment we
created two haplotype specific references for Super-scaffold 52 by substituting every
SNV position with haplotype specific allele from previously downloaded VCF file.
Such haplotype specific reference were merged into a single FASTA file and indexed
using Bowtie 2 (v2.1.0). Subsequently homologue specific reads with unique ID were
merged into a single FASTQ file and were aligned using Bowtie 2 to the haplotype
specific reference for Super-scaffold 52. The resulting SAM file was converted into
a BAM file using SAMtools (v0.1.19-44428cd). Data were plotted using ggplot and
filtered for mapping quality of 30 and duplicate reads.

DISCUSSION
The results presented here show that Strand-seq, together with StrandPhase,
is a novel single cell haplotyping method that retains linkage information along whole
chromosomes. Because Strand-seq does not involve whole genome amplification
(WGA) prior to library preparation, the sequence bias and allelic drop-out introduced
by PCR amplification are reduced allowing extraction of highly accurate phase
information from single cells. By compiling SNVs across multiple Strand-seq
libraries, we were able to reconstruct whole genome haplotypes without generational
information. Each SNV is independently sampled in multiple single cell libraries,
allowing us to directly cross-validate variant calls made in a sample and rapidly build
highly accurate consensus haplotypes. Highlighting this, our results recapitulate
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the HapMap project reference haplotypes without statistical inference, population
or pedigree data, demonstrating the strength of our approach for clinical studies.
Additionally we have confirmed high accuracy of our approach in comparison to
various data sources including PacBio sequencing as well as published haplotypes
from other single cell study. Importantly, we have proved that accuracy phasing
using Strand-seq, despite its dependency on a reference genome assembly, is not
compromised by imperfections in the reference genome assembly.
Taken together, we propose that Strand-seq is a unique tool to completely
phase individual genomes, map meiotic recombination events in family trios and
explore haplotype structure in single cells. By avoiding pre-amplification Strand-seq
offers unmatched accuracy over other sequencing-based phasing techniques.
Data access
Strand-seq libraries selected for this study have been submitted to the European
Nucleotide Archive (http://www.ebi.ac.uk/ena) under the accession number:
PRJEB14185.
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ABSTRACT
Diploid genomes are not routinely phased into two haplotypes, representing
unique copies of the genome, and have to be assembled via various phasing
approaches. Here we present a novel single cell phasing technique able to distinguish
two parental genomes in single cells based on template strand directionality. Using
this approach, we mapped all meiotic recombination events in a family trio with high
resolution (median range ~14kb), and phased larger structural variants like deletions,
indels as well as balanced rearrangements like inversions. Lastly, the single cell
resolution of Strand-seq allowed us to observe loss of heterozygosity regions in
a small number of cells, a significant advantage for studies of heterogeneous cell
populations, such as cancer cells. We conclude that Strand-seq is a unique and
powerful approach to completely phase individual genomes and map inheritance
patterns in families, while preserving haplotype differences between single cells.

INTRODUCTION
The genome of an individual can be easily obtained with current sequencing
technologies. However, haplotypes which represents unique haploid genomes of
an individual, are usually hidden in a pile of reads representing diploid genome.
Therefore, various phasing techniques have been developed in order to tackle this
problem (see Chapter 1).
Haplotypes provides an additional layer of information which is useful
for many applications in human genetics. Essentially, haplotypes hold a spatial
information needed to better understand relationships between genetic variants and
phenotypes (de Bakker et al. 2006; Tewhey et al. 2011). For example, haplotypes
are vital to resolve instances of compound heterozigosity. Knowing whether two
deleterious mutations are in cis (on the same homologue) or trans (on different
homologues) have serious implications for prediction of the outcome of such mutations
(distinguishes a carrier from an affected individual). Besides that, haplotypes are
crucial to track inheritance patterns in human families and populations (Conrad et
al. 2006; Sabeti et al. 2002). Last but not least, haplotypes are important to study
patterns of loss of heterozygosity in cancer (Huang et al. 2007), as well as to study
allele-specific events like gene expression (Kasowski et al. 2010).
In this study we demonstrate several practical applications of Strand-seq
guided haplotyping, such as family information independent phasing of a single
individual, high resolution mapping of recombination events in a single family trio
and single cell resolution of haplotype structure. In addition, we managed to phase de
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novo germline variants of an individual and assign parental origin of such mutations.
Lastly, we illustrate how phased sequencing reads can be used to track and phase
structural variants such as deletions, inversion or duplications. Altogether, these data
prove Strand-seq as a powerful phasing technique with wide range of applications
that will find its use in a basic research as well as clinical practice.

RESULTS
Genome-wide mapping of meiotic recombination breakpoints in a family trio
Having shown that we can build accurate whole genome haplotypes without
the need to sequence family members (Chapter 3), we set out to study haplotype
inheritance in a family trio. To explore this, we generated Strand-seq libraries for
the father (NA12891) and mother (NA12892) of the HapMap child (NA12878). In
total, we selected 233 libraries for the father and 267 for the mother, for analysis
using our StrandPhase pipeline (see Chapter 3, Table 1). From these data, we
captured 82.5% and 72.7% SNVs present in the HapMap reference for the father
and mother, respectively, to build whole genome haplotypes for each parent. We
confirmed that phased parental haplotypes agreed with our findings for the child by
comparing the heterozygous variants in the child that were homozygous in at least
one parent. This allowed us to unambiguously assign the parental origin of 99.7%
of the child’s heterozygous SNVs, and thus predict which homologue was inherited
from the maternal versus paternal lineages (Fig. 1).
Following the phasing of whole genome haplotypes for each individual in
this family, we explored whether Strand-seq can be used to map individual meiotic
recombination events. We compared our assembled haplotypes to those reported in
the HapMap reference. Unlike the almost complete concordance seen in the child,
we observed multiple switches in the parental haplotypes (Fig. 2A, blue and red
dots). This is because the methods used to build the HapMap reference relied on the
haplotypes of the child to infer the haplotypes of the parents (Duitama et al. 2012).
However, the child’s genome is composed of recombined germline products, and
therefore the parental haplotypes in the HapMap reference contain a mixture of the
parental haplotypes. We infer that the haplotype switches between our data and the
HapMap reference data represent the locations of parental meiotic recombination
events. Indeed, an independent comparison of our derived consensus haplotypes
from the child to those of both parents, showed discrete positions where the parental
haplotypes inherited by the child had recombined (Fig. 2B, blue and red dots). For
instance, the child’s paternally-derived homologue of Chromosome 1 exhibited two
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distinct haplotype switches, where the first part of p-arm was most similar to Father
H2, the middle matched Father H1 and the last part of q-arm matched Father H2.
These haplotype switches represent locations of meiotic recombination in the paternal
gamete, resulting in a shuffling of the parental SNV alleles inherited by the child.
We observed 38 switches (including two on Chromosome X) in the maternal and 26
on the paternal homologues of the child, consistent with meiotic recombination rate
estimates in previous studies (Broman et al. 1998; Hou et al. 2013; Kirkness et al.
2013; Lu et al. 2012).

Figure 1: Comparison of Strand-seq child’s haplotypes with Strand-seq parental haplotypes.
To unambiguously assign the parental origin of each allele in the child, we assessed only high confidence
SNV positions (i.e. present in > 2 cells) that were heterozygous in the child. In addition, such positions
had to be homozygous in at least one parent and the other parent had at least one variant phased. Each
horizontal ideogram represents the two haplotypes of a chromosome, and each SNV is represented as a
vertical line in the ideogram, with the colour denoting the parental homologue they match. The child’s
haplotypes were either of paternal (blue) or maternal (red) origin.

To more precisely map these recombination events, we systematically
tracked parental haplotype inheritance in the child using a pairwise similarity test (see
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Methods, Section 1). This allowed us to precisely map recombination breakpoints,
at locations where similarity of a child haplotype switched, for example, from Father
H1 to Father H2 (Fig. 2C red arrowhead). In total, we mapped all 64 recombination
events, with a resolution as low as 408bp and the median breakpoint resolution of
14,385bp (Fig. 3 and Table 1). The location of recombination events in our study
matched almost perfectly to those found in another single cell phasing study (Fan
et al. 2011) be it with a 3-fold better resolution (see Chapter 3, Fig. 6A-C). Of
interest, we found that 1 in 3 of our meiotic recombination locations overlapped with
previously identified recombination hotspots (Kong et al. 2010) (Fig. 2D).

Table 1: The map of maternal and paternal recombination breakpoints.
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Figure 2: Genome-wide mapping of meiotic recombination breakpoints in a family trio.
A) Circular plots of Strand-seq haplotypes (H1 and H2) assembled for a family trio (mother, child, and
father) with each pair of homologues compared to the corresponding HapMap reference haplotypes.
Only heterozygous SNV positions are plotted along each chromosome. Strand-seq haplotypes for the
child (middle circles, yellow and brown) match the HapMap reference along the whole length of the
chromosome (see also Figure 2). Haplotypes from the mother (inner circle, light red and dark red),
and father (outer circle, light blue and dark blue) show multiple switches (blue and red dots) between
the Strand-seq haplotypes and those listed in the HapMap reference. B) Comparison of the Strand-seq
child’s haplotypes to the Strand-seq parental haplotypes, with only the heterozygous SNV positions
plotted for each homologue. We compared each of the child’s haplotypes independently to both the
parental haplotypes. Haplotype switches (blue and red dots) represent sites of meiotic recombination
and occur at almost every chromosome, both from the maternal and paternal germline. Red arrowhead
marks the switch event illustrated in (C). C) i) Similarity plot for Chromosome 4 depicting pairwise
comparison of each child homologue (C1 and C2) with both parental homologues (F1 and F2, or
M1 and M2, as indicated) (see Methods, Section 5). Lines depict continuous stretches of high (+10)
and low (-10) similarity. A high similarity score (e.g. 10) indicated all SNVs were matched between
the pairs, whereas a low similarity score (e.g. -10) indicated the homologues were dissimilar. This
illustrates that, for this chromosome, C1 was inherited from the father, and C2 was inherited from
the mother. Black arrowheads point to locations where the degree of similarity switched between the
inherited parental homologues (e.g. from F1 to F2, as shown in ii) red arrowhead) and mark locations
of meiotic recombination. ii) Enlarged region of Chromosome 4 showing the homologue-specific BAM
files generated for child’s homologue (C2) inherited from the father, and the corresponding paternal
homologues (F1 and F2). Read coverage (gray) was plotted for each BAM file, with heterozygous SNVs
highlighted (see legend). Using these SNVs the meiotic recombination breakpoint was narrowed to a
2,605bp region (lower panel). D) A comparison of the overlap of the meiotic recombination breakpoints
predicted in this study to the hotspots reported in the deCODE project. The middle panel illustrates the
genomic regions where a meiotic recombination breakpoint was found in our analysis, with each row
depicting a distinct recombination event and the color denoting overlap with the predicted deCODE
recombination rates corresponding to these locations (white indicates high levels of recombination,
and black marks low levels of recombination). The left and right panels show 50kb upstream and
50kb downstream of the defined meiotic recombination breakpoint, respectively, again with the color
representing the overlap with deCODE recombination rates. We saw high concordance between our
predicted breakpoints and those listed in the deCODE database, where 1/3 overlapped with deCODE
regions predicted to have high (> 50 standardized units, Kong et al. 2010) meiotic recombination rates.
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Figure 3: Size distribution of mapped recombination breakpoints.
The size distribution of all mapped recombination breakpoints. Vertical line shows that the majority
of breakpoints were mapped to a region less than 50kb in size. The outliers arise within centromeres,
where precise breakpoint mapping is challenged by reference assembly gaps and/or only a small
number of reads mapping uniquely.

In addition to meiotic recombination events, which involve reciprocal
exchanges of large blocks of homologous chromosomes, we also observed a number
of smaller phase switches. For instance, on homologue Child H1 of Chromosome 13,
we did not observe any meiotic recombination of the father’s homologues. Instead,
we localized a short region where the haplotypes exhibited a segmental decrease in
similarity to the corresponding paternal haplotype (Fig. 4A). Here, we identified four
consecutive SNVs that matched homologue Father H1 in a child homologue that
otherwise matched homologue Father H2 (Fig. 4B). Such a short switch in haplotypes
could result from homozygous inversions, two independent meiotic crossovers in
close vicinity, or originates from a gene conversion event. We examined the template
strand directionality of this region and did not find evidence supporting an inversion
(Sanders et al. 2016), suggesting this represents either a meiotic or a conversion
event. We located 18 additional regions in the child’s homologues that exhibited a
short haplotype switch involving at least 3 consecutive heterozygous SNV positions.
Taken together, our results demonstrate the power of Strand-seq to
comprehensively map meiotic recombination breakpoints and predict potential
gene conversion events within a family trio. In comparison to the mapping of
recombination events using isolated metaphase chromosomes or single sperm cells
(Fan et al. 2011; Wang et al. 2012), Strand-seq has the advantage that it avoids
genome pre-amplification and thus reduces PCR sequencing artifacts.
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Figure 4: Location of putative gene conversion event.
A) Similarity plot for Chromosome 13 depicting pairwise comparison of each child homologue with
both parental homologues. Green arrowhead points to a short region where similarity of Child H1 and
Father H1 decreases. This presents a putative meiotic event resolved as a gene conversion. B) Enlarged
region on Chromosome 13 of the child’s homologue inherited from the father. Along each homologue
(child H1, father H1 and H2) we plot read coverage (gray) with differing nucleotides highlighted (see
legend). In this short region 4 consecutive heterozygous SNVs (light blue) are switched.

Phasing of de novo variants in a family trio
With the ability to build whole genome haplotypes, we explored phasing
of unique individual variations. Expectedly, trio-based or population-based
haplotyping is highly inefficient at phasing variants that occur de novo (Bansal et
al. 2011). For example, only one in five de novo variants were phased in recent triobased whole-genome sequencing studies (Francioli et al. 2014; Kloosterman et al.
2015). To investigate the efficiency of haplotype phasing of unique variants within
an individual, we applied phasing to 49 previously described and validated germline
de novo mutations for NA12878 (Conrad et al. 2011). Of these, 42 were found in our
dataset and were phased within our consensus haplotypes (Supplemental Table S4).
The remaining 7 mutations were not covered in our Strand-seq dataset. To detect such
missing mutations, data from alternative sequencing technologies can be integrated
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with Strand-seq data, or more Strand-seq libraries can be analyzed to increase the
overall genome coverage. A previous study (Conrad et al. 2011) attempted to phase
the same alleles but was unsuccessful due to the large distance between each de
novo mutation. In addition, we were able to assign a parental homologue to the
42 de novo germline mutations identified in the child, with 37 of paternal and 5 of
maternal origin. This observation is consistent with previous studies reporting that
most de novo mutations in offspring are derived from the father (Francioli et al.
2014; Kloosterman et al. 2015). These results show that Strand-seq can phase both
inherited and individual-specific variants, a major advantage for clinical research.
Phasing of structural variants
In addition to SNVs, StrandPhase allows phasing of larger structural variants
(SV), such as deletions and insertions. To phase such variants we used Strand-seq to
split reads into homologue specific subsets for SV genotyping (see Chapter 2, Fig.
6A). Figure 5A shows an example of a heterozygous deletion in Father H2 that was
inherited by Child H1. Moreover, we propose this technique is able to characterize
individual homologues based on the copy number of segmental duplications (Fig.
5B, arrowheads). Importantly, balanced rearrangements like inversions that are
difficult to detect using current technologies can be reliably mapped and phased
using Strand-seq (Sanders et al. 2016). To our knowledge, Strand-seq is the only
technique able to simultaneously map and phase heterozygous inversions. (Fig.
5C-E). To explore the phasing efficacy of larger SVs using our technique, we set
out to phase variants previously reported for this family trio. First, the phase of all
experimentally validated deletions for NA12878, reported in Fan et al. (2011), were
confirmed using StrandPhase, and matched expected Mendelian inheritance patterns
(see Chapter 3, Table 3). To provide a more comprehensive set of SVs phased
by our method, we set to phase heterozygous deletions identified from phase 3 of
the 1000 Genomes Project (Sudmant et al. 2015). For this, we selected deletions
larger than 1kb and phased them for NA12878 based on template-strand specific
read count information (see Methods, section 2). Out of 348 selected deletions, 305
matched the phase stated in the 1000 Genomes Project while 8 deletions did not.
The remaining 35 deletions could not be reliably assessed because of low coverage
in homologue specific BAM files (see Supplemental Table S8 in Porubsky et al.
2016).
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Figure 5: Phasing of structural variants on Chromosome 2 and Chromosome 19.
A,B) UCSC Genome Browser view of reads from all single cells aligned to a single individual’s
homologue in a zoomed region of Chromosome 19 (Chr19). A) The disruption in read density illustrates
a heterozygous deletion found on Father H2 and inherited in the child (Child H1). B) A second deletion
downstream on Chr19, which is flanked by segmental duplications. Here reads were not filtered by
mapping quality because reads mapping to segmental duplications are assigned low mapping quality.
The absence of the Father H2 deletion in the child lineage suggests the variant arose de novo in the
father cell line. In addition, we can see two copy number variants overlapping with known segmental
duplications in this region. Read coverage of these regions suggests that copy number holds for
corresponding paternal (blue arrowheads) and maternal (red arrowheads) homologues inherited in the
child. C) Horizontal panels represent entropy values for every SNV in a single individual’s homologue
(H1 or H2) of a zoomed region on Chromosome 2 (Chr2). High values of entropy reflect the presence of
more than one allele at the variable site as a result of mixed haplotype structures at the locus. We can see
mixed haplotypes (more than one allele) in the father H1 and child H2. Breakpoints of this region are
drawn in dashed line. D) UCSC Genome Browser view showing Strand-seq reads in the corresponding
region for each individual, with the colour denoting the directionality of reads aligned to the reference.
The underlying Invert.R histogram (Sanders et al. 2016) shows the mixed representation of directional
reads aligned to the plus and minus strand of the reference genome in the father and the child, indicative
of a heterozygous inversion at the locus. E) Schematic representation of each homologue per individual
illustrating the phase of the inversion (arrows), which is placed to Father H2 and Child H1.

In addition to deletions larger than 1kb, we explored smaller indels as
well (see Methods, section 2). Out of all 302,555 heterozygous short indels only
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68,233 (22.6%) were phased successfully. This low number most likely reflects the
genotyping step (see Methods, section 2) and methods for phasing indels using low
coverage single cell sequencing data need to be improved. However, the concordance
of phased indels using Strand-seq in comparison to the 1000 Genomes Project was
97.7%, illustrating high accuracy. Taken together these results demonstrate that our
phasing approach can reliably phase different classes of structural variations.
Mapping of regional changes in haplotypes at the single cell level
Finally, we investigated the potential of Strand-seq to map mosaic
recombination events at the single cell level. For this, we performed a pairwise
similarity analysis to compare the consensus haplotypes built for each family
member (i.e. H1 and H2) to the single cell haplotypes of each individual Strand-seq
library (see Methods, section 3). In total, we identified 44 locations (8 in the mother,
19 in the father and 17 in the child) where the consensus haplotypes switched in a
homologue of a single cell (Fig. 6A and see Supplemental Table S9 in Porubsky
et al. 2016). For instance, in one maternal cell, Mother H1 switched to Mother H2
at the centromere of Chromosome 1 (Fig. 6B, I). This resulted in one haplotype
being converted to the other, thus marking a LOH region within the cell. Notably,
this loss was not due to a deletion, since comparable read depths were found for both
homologues (data not shown). The observed LOH patterns in these cells suggest that
mitotic recombination events might be commonly occurring between homologous
chromosomes (Moynahan and Jasin 2010) at a frequency of ~ 0.06 events per cell
(Fig. 6C). The possibility to explore LOH events and other genetic rearrangements
at the single cell level using Strand-seq is expected to have many applications in
studies of DNA repair and cancer.
Figure 6: Mapping regional changes in haplotypes at the single cell level
A) Size distribution of all loss of heterozygosity (LOH) regions located within single cell Strand-seq
libraries, plotted for each individual by chromosome and colored based on the family member. Black
circles mark LOH regions encompassing a whole chromosomal arm, some of which occurred near
the same genomic location in multiple single cells, and within different individuals (as exampled for
Chromosome 16 in B). B) Detailed analysis of LOH. Each single-cell identifier is assigned as H1 or
H2 based on the consensus haplotype it belongs to. The y-axis represents similarity values (+3, -3) of
this homologue, in comparison to the consensus haplotypes (see Methods, section 3), with the x-axis
representing the position along the single cell homologue (H1 and H2). Red arrows points to positions
where single cell haplotype starts to match opposing consensus haplotype. For Chromosome 16 of the
mother and the child we predict that recombination occurred in the centromeric region (dashed line).
Note that the observed LOH only occurs on one of the two homologues. C) Model for observed LOH,
where double strand break repair in mitotic cells results in homologous mitotic recombination between
homologues.
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Perspectives of using Strand-seq in research and clinics
Up to this point we have demonstrated few practical applications of Strandseq phasing which might be of interest for applied research and clinics. This rise a
multiple questions like what is the optimal amount of Strand-seq cells for phasing,
can we use other type of sequencing data to increase the density of our haplotypes
and lastly what are the sequencing cost per single cell. Proper answer to all points
mentioned above is the prerequisite to bring this technique closer to potential users.
To determine the optimal number of Strand-seq libraries required to build
accurate whole genome haplotypes, we down-sampled our datasets and assessed the
SNV coverage and density of resultant haplotypes. Subsets of single cell libraries
(between 25-200 cells) were randomly selected and haplotypes built for each. As
expected, we see a positive correlation between number of cells and percentage of
SNVs covered. We observed that the increase of covered SNVs is less prominent
at higher number of cells (Fig. 7A). On the other hand, increasing number of cells
is negatively correlated with decreasing distance between neighboring SNVs (Fig.
7B). From these data, we have estimated that about one hundred single cell libraries
(with an average genome coverage of ~ 2.5% per single cell library) are sufficient to
encompass 60-70% of the genomic SNVs using the current version of the Strand-seq
protocol (Fig. 7A, shaded gray region).

Figure 7: Evaluation of SNV coverage and SNV density in various subsets of Strand-seq libraries.
A) The percentage of covered SNVs is plotted for each subset and for each individual as a separate line.
B) The median distance between neighboring SNVs is plotted for each subset and for each individual
as a separate line.

In order to produce about one hundred good quality libraries (see Chapter
3, Fig. 3) we need to prepare at least two 96 well plates of Strand-seq libraries since
our success rate per plate is ~ 60%. Strand-seq library preparation currently costs
approximately $2,500 per 96 cells ($ 26/cell), not including sequencing costs. It
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takes ~ 3 working days to prepare 192 cells from sorting to sequence-ready Strandseq libraries. To obtain enough coverage, 192 barcoded Strand-seq libraries are then
pooled together and sequenced on a single lane of Illumina HiSeq 2500. In case
of paired-end protocol using rapid run 100 bp we obtain on average of 2,029,799
uniquely mapped reads/library. Sequencing cost may vary depending on the
platform used for sequencing (MiSeq, HiSeq or specialized sequencing service),
country or special discounts. In our settings whole process of preparing 192 Strandseq, including sequencing, costs approximately $9,000. This price seems to be high
in contrast with the overall genome coverage obtained from ~ 100 good quality
libraries, therefore we explored ways how to boost SNV coverage while maintaining
reported phasing accuracy of haplotypes spanning whole chromosomes.
To increase the number of phased SNVs we turned to the other sequencing
data from the same individual (NA12878). Specifically, we opt for publicly available
Illumina paired-end data from whole genome sequencing (WGS) (see Methods,
section 4). Our analysis shows that the vast majority of unphased polymorphisms
(92.5%) that locates within a distance lower than 500bp could be phased using a
combination of Strand-seq and regular WGS data (Fig. 8, light gray bar). This is
expected since the average fragment size of the WGS data was 450bp. We anticipate
that paired-end reads with longer fragment sizes or long-read sequencing data can be
used to phase other variants listed in the HapMap reference, not reachable with short
fragment reads. We predict that combination of Strand-seq with other data sources
will help to reduce overall costs and the same time will increase attractiveness of
Strand-seq guided haplotyping.

Figure 8: Improvement of phased SNV coverage by combining Strand-seq and WGS data.
In dark gray bars the frequency of distances between any phased heterozygous variants and the closest
unphased heterozygous variant from the HapMap reference is plotted. In the light gray bar we show
the estimated number of additional heterozygous variants listed in the HapMap reference that could be
phased using additional data from WGS.
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METHODS
1. Mapping meiotic recombination breakpoints
To map meiotic recombination events with higher resolution we created
homologue specific BAM files for each family member by merging the phased reads
across all single cells into two high density read files per individual (one representing
H1, and the other representing H2) (Chapter 2, Fig. 6A). During this step, duplicate
reads were filtered and sequencing reads from all single cell haplotypes were merged
together for each consensus haplotype. In order to compare the child with both
parents, we temporarily merged the child’s homologues with the father’s and mother’s
homologues, respectively using SAMtools (Li et al. 2009) ‘merge’ function and
performed SNV calling using GATK UnifiedGenotyper (version 3.2-2) (McKenna
et al. 2010) with default settings. This identified the heterozygous positions that
distinguished the child from each parent, which were used to assign the identity of each
the child’s homologues. In order to map meiotic recombination breakpoints at highresolution we performed a pairwise comparison of each child’s homologue to both
maternal and paternal homologues. For this comparison only parental heterozygous
positions covered in the child were considered. Every comparison was encoded
as a vector of zeros and ones based on the parental homologue to which child’s
homologue correspond (zero – parental homologue 1, one – parental homologue 2).
Then a circular binary segmentation algorithm (R package fastseg, minSeg set to 150)
(Klambauer et al. 2012) was applied on the binary vectors using a custom R script.
Segments smaller than 5Mb were filtered out. Meiotic breakpoints were localized
as the end position of one segment and start position of the following segment.
To visualize meiotic breakpoints, we calculated the level of similarity between
paired homologues by scanning the chromosome using a 10 k-mer (10 consecutive
heterozygous SNVs) long sliding window (moving by one heterozygous position
at a time). This allowed us to compare 10 heterozygous SNV positions between the
homologues and calculate the degree of similarity in the window. Similarity was
calculated as the reverse of Hamming distances with a match score +1 and mismatch
penalty -2. Meiotic recombination breakpoints were located as positions where
similarity of a single child’s homologue abruptly drops and instead matched the
other parental homologue. Final mapping and validation of meiotic recombination
breakpoints was done by visual confirmation of the haplotype switch.
To look for shorter switches in haplotypes we used homologue specific
BAM files for each family member, as discussed above. We performed a pairwise
comparison of each child’s homologue to both maternal and paternal homologues
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considering only parental heterozygous positions covered in the child. Initially,
we split each homologue into a smaller regions at positions of mapped meiotic
recombination events. Then using a 3 k-mer (3 consecutive heterozygous SNVs)
sliding window (moving by one heterozygous position at a time) we calculated the
level of similarity in every window, as mentioned above. Switch event breakpoints
were located as positions where similarity of a single child’s homologue drops and
instead matched the other parental homologue. Lastly we filtered out regions that
overlapped with regional switches in read directionality and with low SNVs of
quality (< 100). Putative gene conversion event was defined as a short region where
single child’s homologue corresponding to one parental homologue, matched the
other homologue instead.
To compare the location of our recombination breakpoint predictions to
those listed in the deCODE project, the deCODE recombination hotspot file was
downloaded from the UCSC Genome Table Browser database using table browser,
HapMap CEU hapmap release 24. We selected deCODE recombination rates
overlapping with regions of our meiotic recombination breakpoints. For each meiotic
recombination region defined in our data we look for overlaps with defined regions of
meiotic recombination rates. We repeated this process for regions 50kb downstream
and upstream from Strand-seq defined meiotic recombination breakpoints.
2. Strand-seq phasing of structural variants from 1000 Genomes Project
In order to prove that Strand-seq can be used as a tool to phase structural
variants (SV) of various sizes we explored previously mapped and phased variants
from 1000 Genomes Project (Sudmant et al. 2015). VCF file with phased SV for
this study was downloaded from ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/phase3/
integrated_sv_map/ALL.wgs.integrated_sv_map_v2.20130502.svs.genotypes.
vcf.gz. For our analysis we filtered out deletions smaller than 1kb. We extracted
coordinates of each deletion from the VCF file and transferred them from the
reference genome hg19 to hg18 using UCSC’s liftover tool. We decided to phase
this set of deletion for whole trio to be able to see inheritance patterns as well. For
this analysis we used homologue specific BAM files (Chapter 2, Fig. 6A) created by
StrandPhase. Next we simply counted the number of reads within the boundaries of
each deletion for all homologue specific BAM files using a custom PERL script and
SAMtools. Additionally, we excluded deletions with read count lower than 50 reads
across all homologue specific BAM files. We manually genotyped every deletion for
all three individuals. Next we attempted to phase smaller SV (< 1kb) like indels as
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well. List of mapped indels for NA12878 was obtained from:
ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/release/20130502/.
First we have transferred coordinates of all SVs in the list from the reference genome
hg19 to hg18 using overlapping rs IDs from dbSNP138. List of SVs from the VCF
file was then genotyped in both homologue specific BAM files using GATK’s
HaplotypeCaller with default settings (McKenna et al. 2010). Resulting VCF file is
available upon request.
3. Evaluation of single cell haplotypes
To test for haplotype switches at the single cell level, we performed a pairwise
comparison of each single cell haplotype to both consensus haplotypes for every
chromosome. As above, only heterozygous positions between consensus haplotypes
and the single cell were considered. For each heterozygous position, the consensus
base was called as highest abundant nucleotide at that position across all cells.
We scanned each chromosome by a 3 k-mer (3 consecutive heterozygous SNVs)
sliding window (moving by one heterozygous position at a time) to systematically
compare 3 heterozygous positions and assess the level of similarity between the
single cell haplotype and the consensus haplotype. For each comparison, the level
of similarity was calculated as a reverse of a Hamming distances with match score
+1 and mismatch penalty -2. We selected putative LOH regions where at least three
consecutive heterozygous positions switched in one haplotype of a single cell but
not in the other haplotype. We filtered regions smaller than 1kb, to ensure that not
all heterozygous positions are part of a single erroneous read, but were covered by
independent reads. Data visualization was performed using R package ggbio (Yin,
Cook, and Lawrence 2012).
4. Enrichment analysis of single cell haplotypes
To estimate how many additional HapMap reference variants can be phased
we used publicly available WGS data for NA12878 (SRR1910366 – NCBI SRA
archive). This dataset contains 250bp long paired-end reads sequenced on Illumina
2500 platform. The average fragment length sequenced was 450bp. We aligned these
data to the reference genome NCBI36 using the Bowtie 2 (Langmead and Salzberg
2012) aligner. Subsequently we searched for the read pairs for which at least one
mate of the pair overlapped with phased heterozygous SNV in our data. For this
we used ‘findOverlaps’ function from R package Genomic Ranges. Our analysis is
based on the fact the every given read pair originate from the same fragment of DNA
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(same haplotype), therefore every mate of the pair overlapping with a phased SNV
can be used as an anchor to phase the other mate of the read pair.

DISCUSSION
Here we have demonstrated few practical and important application of
Strand-seq guided haplotyping. While Strand-seq provide a robust framework to
phase diploid genomes of an individual there are few obvious limitations of this
technique. An important limitations of our current method is the requirement
for BrdU incorporation in dividing cells as the input for Strand-seq, and the low
genome coverage of single cell libraries. However, we believe these limitations are
mitigated by the possibility to rapidly phase entire chromosomes without family
or population information. Moreover, we have shown that low density haplotypes
obtained by Strand-seq can be augmented by other data, such as short- and longread whole genome sequencing (WGS) technologies. Use of alternative data types
will eventually allow for sequencing lower numbers of Strand-seq libraries while
keeping long-range phasing and high density of phased alleles. This will go hand-inhand with lowering the final costs needed to phase diploid genomes what will bring
this technique closer to the wider adoption in practice.
Additionally, we have shown that Strand-seq phasing can be combined
with mapping of structural variants, such as deletions and duplications, which is
of major interest for clinical research. Importantly, this technique offers a unique
possibility to map and phase balanced structural rearrangements like inversion,
which are notoriously difficult to map using current technologies. Furthermore, in
contrast to other techniques, partitioning of Strand-seq reads is not compromised by
homozygosity or low complexity regions and allows to phase structural variants in
such regions of the genome. Lastly, single cell resolution of our technique allows to
track haplotype differences at the single cell level. This is a valuable feature to study
heterogeneous cell populations, like cancer.
We expect that future studies on haplotypes will benefit from the combination
of Strand-seq and long-read technologies to assemble complete and chromosomelong haplotypes. As single cell sequencing becomes more and more accessible, we
anticipate that Strand-seq haplotyping will have an important contribution to de novo
assembly of haplotype-resolved personal genomes and thereby greatly facilitate
studies of genomic variants in human health and disease.
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Data access
The StrandPhase software, custom data processing scripts (Perl and R code) and data
used in this study are publicly available through GitHub repository (https://github.
com/daewoooo/StrandPhase). Strand-seq libraries selected for this study have been
submitted to the European Nucleotide Archive (http://www.ebi.ac.uk/ena) under the
accession number: PRJEB14185.
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ABSTRACT
The human genome is traditionally seen as a single continuous sequence of
nucleotides while in fact it consists from two unique copies of the genome that were
inherited from each parent. Therefore one should think of two haploid genomes, each
harboring a unique genetic composition called a haplotype. However, separation
of alleles that resides on different parental homologues, called phasing, remains
challenging using current techniques. To date, a number of phasing techniques have
been developed, however, not a single method can provide complete genome-wide
haplotypes at reasonable costs. Here we introduce a combination of long-range
haplotypes assembled by Strand-seq with read-based phasing approaches. Using
this approach we managed to deliver highly accurate, complete and genome-wide
haplotypes of a single individual genome (NA12878). We were able to reliably
assign > 95% of alleles to their parental haplotypes using as few as 10 Strand-seq
libraries in combination with 10x PacBio coverage. We propose that the combination
of Strand-seq with long-read technologies such as PacBio can provide an optimal
solution to chart the unique genetic variation of diploid genomes.

INTRODUCTION
Human genomes are diploid and as such possess two copies of each
chromosome, one inherited from the father (paternal copy) and the other from
the mother (maternal copy). At the DNA sequence level, these two homologous
copies are highly similar to each other, but they differ at a number of loci along the
chromosome. Such loci include single nucleotide variants (SNVs), indels, as well
as larger structural variants like deletions, duplications and inversions. In diploid
organisms there are typically two alleles for each variable locus, and the collection
of alleles that belong to a single homologous chromosome is called a haplotype. The
process of separating paternally and maternally inherited alleles along homologous
chromosomes is known as phasing.
Haplotypes provide an important layer of information that is valuable in
many areas of human genetics. For instance, resolving haplotype structure has been
successfully applied to track inheritance of traits in human pedigrees and populations
(Tewhey et al. 2011), mapping regions of meiotic recombination (Fan et al. 2011;
Wang et al. 2012), identifying variant-disease associations (Glusman, Cox, and
Roach 2014) detection instances of compound heterozygosity, and studying allelespecific events like DNA methylation or gene expression across long chromosomal
regions (Leung et al. 2015).
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There are essentially three principally different ways to phase alleles into
haplotypes: population-based haplotyping, genetic haplotyping and molecular (readbased) haplotyping. Currently the most promising approach is molecular haplotyping,
which relies on the data generated by next-generation sequencing (NGS) techniques.
NGS samples the human genome in the form of short molecules, called reads. Every
read that spans at least two heterozygous alleles is essentially a ‘mini’ haplotype
that can be assembled into a longer haplotype segments by partially overlapping
reads spanning the same variable locus. Assuming a diploid genome, all haplotypeinformative reads can be partitioned into two groups representing two alternative
haplotypes. However, this assumption is complicated by errors in sequencing as well
as genotyping. For these reasons assembly of haplotypes directly from sequencing
reads is a major challenge even if efficient algorithms are available and employed.
To date various read-based phasing methods have been developed that depend on the
alignment to the reference genome (Chen et al., 2013b; Aguiar et al., 2013; He et al.,
2010; Pirola et al., 2015; Browning et al. 2011) or based on de novo reconstruction
of haploid genomes (Pendleton et al. 2015; Mostovoy et al. 2016; Seo et al. 2016).
Unfortunately, read-based phasing methods are limited by the read length, the
density of heterozygous alleles in the genome and the depth of sequencing. These
problems can be partially resolved by using long-read sequencing technologies like
PacBio SMRT (Steinberg et al. 2014) or Oxford NanoPore MinION (Ammar et al.
2015) that are able to span multiple heterozygous loci in a single read fragment.
However, even long-read technologies have trouble to assemble whole chromosome
haplotypes, as they are unable to phase across long stretches of homozygosity or
centromeres. Instead, specialized experimental techniques that separate single
homologous chromosomes have been developed to physically connect alleles across
whole chromosomes (Ma et al. 2010; Brown et al. 2012; Fan et al. 2011). However,
such techniques are labor and time consuming and usually provide incomplete
sets of phased variants. An alternative to whole chromosome isolation is the use
of chromatin capture methods (Selvaraj et al. 2013; Putnam et al. 2016) or long
synthetic reads (Kuleshov et al. 2014; Zheng et al. 2016) that can capture linkage
information across long distance.
Recently, a novel single cell sequencing technique, called Strand-seq, proved
its value to provide highly accurate chromosome length haplotypes of a single
individual (Porubsky et al. 2016). While the haplotypes generated by Strand-seq
span the entire chromosomes, the density of phased alleles is lower in comparison to
read-based phasing. Therefore, integration of experimental and read-based phasing
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methods can become an optimal solution that utilizes the strengths of both phasing
approaches. In this study we developed a strategy to combine Strand-seq phasing
with long PacBio and short Illumina reads. For this purpose we have developed a
novel algorithmic solutions implemented in StrandPhaseR and WhatsHap software
(Patterson et al. 2015; Garg et al. 2016; Martin et al. 2016). We demonstrate that the
combination of long-range Strand-seq haplotypes successfully bridges PacBio and
Illumina reads into global haplotypes that span whole chromosomes. Decreasing
the number of Strand-seq cells and the depth of PacBio or Illumina reads brings
considerable reduction in cost as well as labor. We propose this integrative phasing
approach as a novel highly efficient and affordable option for reconstruction of
haplotype-resolved individual genomes.

RESULTS
To date several phasing approaches have been developed. All have their
own strengths and weaknesses and what makes them suitable only for a limited
range of applications. Ideally, one would like to obtain completely phased individual
genomes that span centromeres, homozygosity regions and genome assembly gaps,
while keeping error rates, costs and labor at minimum (Fig. 1A). In addition such
genome-wide haplotypes are necessary to shed a light into the long-range interactions
between regulatory regions (TFs, enhancers) and their targets (Fig. 1A).
In this study we have explored various phasing strategies in order to
accomplish the most complete, and cost-effective haplotypes of a single individual
using currently available sequencing technologies. We focused on read-based
phasing using Illumina and PacBio reads as they represent current standards for
short- and long-read sequencing, respectively. Long-range phasing information was
obtained by the recently published phasing Strand-seq phasing approach (Porubsky
et al. 2016). As an example we chose a well-studied individual (NA12878), which
has been extensively sequenced using multiple technologies (Zook et al. 2014)
providing high-coverage public sources of sequence information. For an evaluation
of the accuracy of phased haplotypes reported in this study we used publicly available
Illumina platinum haplotypes for the same individual (NA12878) as a ‘reference’
(see Data Access). The NA12878 (child) ‘reference’ haplotypes were completed
by genetic haplotyping using highly accurate parental genotypes and can therefore
serve as a gold-standard to assess the phasing accuracy throughout this study.
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Local read-based phasing
To begin, we have tested the phasing performance of read-based phasing
using the both long PacBio and short Illumina reads. To assemble haplotypes
directly from sequencing reads (Illumina or PacBio) we used the WhatsHap phasing
algorithm (Patterson et al. 2015; Garg et al. 2016) (see Methods and Data Access).
The main advantage of this algorithm is that it scales linearly with the number of
variants (alleles), and thus can be applied to data of various read lengths. Therefore,
it performs well with short-read technologies (Illumina) and is especially suited for
use with long reads (PacBio, Oxford NanoPore), synthetic reads (10x Genomics,
Illumina TruSeq) and global, but sparse haplotypes obtained from experimental
phasing (Strand-seq).
Read-based phasing approaches proved to be valuable to phase nearly
complete sets of variants, however, only short-range haplotypes can be assembled
with a limited number of alleles phased per haplotype (Fig. 1B). For instance, short
Illumina reads cannot connect neighboring variants that are further apart than the
length of the sequenced DNA fragments (insert size ~ 433bp, Supplemental Table
S1). Improvements can be achieved using longer sequencing reads from PacBio
sequencing effectively decreasing the number of phased haplotype segments while
increasing their size (Fig. 1B and Fig. 1D i, iii). However, even reads with median
size ~ 15kb cannot phase genomic variants over centromeres, genome assembly gaps
or regions of low heterozygosity (Fig. 1A). Thus only a small fraction of alleles is
phased in the largest haplotype segment, for both Illumina and PacBio with only
~ 0.06% and ~ 1.25% of phased reference variants, respectively (Fig. 1B, side
bargraph). In addition, we tested the effect of sequencing depth on completeness
and accuracy of Illumina and PacBio based haplotypes assembled using WhatsHap.
For this we have down-sampled original Illumina and PacBio datasets to the different
depths of coverage (see Methods). While short Illumina reads improved only a
little with increasing read depth, PacBio reads have shown a more prominent effect
of sequencing depth on the completeness and the accuracy of the final haplotypes
(Fig. 1D, ii and iii). However, neither Illumina nor PacBio reads can provide global
chromosome-length haplotypes but instead multiple short haplotype segments were
reported (Fig. 1D, i) with the largest of size ~ 16kb and ~ 1.7Mb for Illumina and
PacBio reads respectively (Fig. 1B).
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Figure 1: Phasing efficacy of read-based and experimental phasing approaches (example
Chromosome 1).
A) Two homologous chromosomes are shown (blue and black). Experimental phasing approaches like
Strand-seq can connect heterozygous alleles along whole chromosomes, however, at higher costs (time
and labor) and lower density of captured alleles. In contrast, read-based phasing can deliver highdensity haplotypes, but only short haplotypes are assembled with unknown phase in between them.
B) Graphical summary of phased haplotype segments for Illumina, PacBio and Strand-seq phasing
(Chromosome 1). Each haplotype segment is colored in a different color with the largest colored in
red. Side bargraph reports the percentage of SNVs phased in the largest haplotype segment. C) (i)
Barplot showing the percentage of phased variants from the total number reference (Illumina platinum
haplotypes) variants. (ii) Level of disagreement of selected phasing technologies in comparison to
reference haplotypes measured as switch error rate and Hamming error rate. D) Quality measures
assessing the quality of assembled haplotypes for different sequencing depths of Illumina and PacBio
reads.

Chromosome-length experimental phasing
To phase alleles globally across the whole length of all chromosomes,
specialized experimental techniques have to be employed. As mentioned above, in
this study we opt for Strand-seq based phasing (Porubsky et al. 2016) because of both
high accuracy and relatively high density of phased alleles. Strand-seq is a single
cell sequencing technique with an unique ability to distinguish parental homologues
based on the directionality of inherited template strands in single cells after one
cell division. This effectively resolves haplotypes for all chromosomes that inherited
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template strands corresponding to plus (Crick - C) and minus (Watson - W) strand
of the diploid genome. Following the segregation patterns of template strands in
daughter cells, there is about 50% chance that any given chromosome will inherit a
W and a C parental template and thus is informative for haplotype assembly. Unlike
such informative ‘WC chromosomes’, the remaining WW or CC chromosomes are
haplotype uninformative. Consequently, there is a minimal number of cells required
to have all chromosomes represented with WC state at least once. We estimated that
as low as 5 Strand-seq cells should on average be sufficient to completely phase
diploid genome (see Chapter 2). However, in order to accomplish more accurate
and complete haplotypes one should aim for a higher amounts of Strand-seq libraries
(Porubsky et al. 2016).
To phase multiple Strand-seq libraries we have developed an improved
phasing algorithm implemented in R package called StrandPhaseR (see Chapter
2). In comparison to our previously published phasing algorithm (Porubsky et al.
2016), the current version implements a more robust sorting based phasing approach
of single cell haplotypes into consensus haplotypes, such that conflicts of alleles
within both consensus haplotypes are reduced. Importantly, the current version of the
phasing algorithm can fill some of the missing alleles using haplotype uninformative
reads that originate from purely WW and CC chromosomes.
In this study we have selected 134 from publicly available Strand-seq
libraries (Porubsky et al. 2016) (see Data Access, Supplemental Table S2). We
used StrandPhaseR to assemble global chromosome-length haplotypes from
Strand-seq data. Next we tested phasing performance of three independent phasing
strategies based on PacBio reads, Illumina reads and Strand-seq in comparison to the
reference (gold-standard) haplotypes, presenting the longest Chromosome 1 (Chr1)
as an example. For each phasing strategy we evaluated the completeness and the
accuracy of the final haplotypes. PacBio reads managed to phase the largest portion
of reference SNVs (98.8%), while Strand-seq haplotypes were the least complete
(57.6%) (Fig. 1C, i). However, only Strand-seq based phasing managed to phase all
variants into a single haplotype spanning the whole length of Chromosome 1 (Fig.
1B). Considering the phasing accuracy of the final haplotypes, all three technologies
performed well on the local scale what is reflected in low switch error rates. On the
contrary, when long-range phasing accuracy was measured as a global Hamming error
rate, we observed that only Strand-seq can deliver global and accurate haplotypes
(Fig. 1C, ii).
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Clearly, a single phasing technology is inefficient to accomplish both global
and dense haplotypes with high accuracy. To account for this issue integrative
phasing approaches that combine global, yet incomplete experimental haplotypes
together with local high-density haplotypes from read-based phasing might provide
a solution. Therefore we explored if the chromosome-length haplotypes from Strandseq can serve as a haplotype backbone effectively connecting partial haplotypes
embedded in PacBio or Illumina reads.
Integrative read-based and experimental phasing
We sought to evaluate the feasibility of an integrative phasing approach
using a combination of Strand-seq data with either PacBio or Illumina reads using
WhatsHap (Patterson et al. 2015). We chose short and long sequencing reads to
provide a fair evaluation of phasing performance based on each technology. Illumina
sequencing is a cost-effective method of choice for many sequencing projects,
hence the method capable to phase such data is of high interest. Importantly, as the
long-read technologies continue to mature they hold the promise to resolve many
repetitive regions and structural rearrangements of the genome in a phased fashion
(Chaisson, Wilson, and Eichler 2015).
We predicted that the sparse yet global haplotypes from Stand-seq can be
enriched using parallel sequencing technologies, like PacBio or Illumina, while
preserving the long phasing information. To test this hypothesis, we have modified
our phasing algorithm (WhatsHap) to handle long phasing information from Strandseq data together with the much shorter haplotypes embedded in sequencing reads
(Supplemental Fig. S1, see Method). To discover the optimal combination of
Strand-seq and Illumina or PacBio data we have explored combinations of variable
numbers of Strand-seq libraries together with increasing depths of sequencing reads.
The ultimate goal of phasing is to phase genomes globally from the start
to the end of each chromosome. For this reason we are reporting haplotype quality
measures for the largest uninterrupted haplotype segment only. Combination of low
density Strand-seq haplotypes with either Illumina or PacBio reads increases the
number of variants that can be phased in the largest haplotype segment (Fig. 2A
i,ii). For short Illumina reads, this increase was gradual with increasing sequencing
depth and the number of Strand-seq libraries. In contrast, long PacBio reads showed
significant increase of haplotype completeness at 10x coverage regardless of the
number of Strand-seq libraries (Fig. 2A ii, green arrowhead). To establish the
optimal number of Strand-seq libraries we closely looked at the phasing contiguity
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using various library numbers separately for 10x PacBio and 30x Illumina coverage
(Fig. 2B). Notably, any number of Strand-seq libraries was able to deliver global
haplotypes spanning the whole length of Chromosome 1 at the given depth of
coverage (Fig. 2B ). We propose that as low as 10 Strand-seq cells combined with
10x PacBio coverage is sufficient to phase more than 95% of reference alleles into a
single haplotype that spans the whole Chromosome 1, reaching over centromeres and
homozygosity regions (Fig. 2B i, black asterisk). On the other hand combination
of 30x Illumina coverage with various numbers of Strand-seq libraries gradually
increased the completeness of the largest haplotype block. We suggest that 40
Strand-seq libraries are sufficient to reach reasonably complete and highly accurate
haplotypes covering more than 65% of reference alleles, however, at lower costs
than sequencing of ~ 100 Strand-seq cells (Fig. 2B ii, black asterisk).
Next we assessed the phasing accuracy of the largest haplotype assembled.
Expectedly, we observed slightly elevated switch error rates for the largest haplotype
segement at lower PacBio depths. This might be caused by imperfect allele calling
from error-prone PacBio reads, especially at lower sequencing depths (Fig. 3 i,ii).
These elevated error rates have to be considered in respect to the density of phased
alleles in the largest haplotype block where PacBio sequencing outperforms Illumina
at higher depths of PacBio coverage (10x and more) (Fig. 2B ii and Supplemental
Fig. S2 A,B). In line with previous observations the accuracy of Illumina-based
phasing was gradually increasing with sequencing depth and the number of Strandseq cells indicating that at least 30x coverage is needed. Since our goal is to generate
both global and accurate haplotypes, we measured the Hamming error rate of the
largest haplotype segment in comparison to the reference. Low Hamming error
rates demonstrate global accuracy of our approach and resilience to low frequency
switches caused by mis-phased haplotype segments (Fig. 3 iii,iv). Overall, the
level of haplotype completeness and accuracy abruptly increases at 10x coverage
of PacBio reads (Fig. 3 ii green arrowheads) while in case of Illumina reads this
increase is gradual and thus depth of coverage 30x and more is required to assemble
reasonably complete and accurate haplotypes (Fig. 3 ii,).
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Figure 2: Various combinations of Strand-seq and read-based phasing (Illumina, PacBio) example Chromosome 1.
A) Matrices showing different haplotype quality measures for various combinations of Strand-seq cells
(5, 10, 20, 40, 60, 80, 100, 120, 134) with selected coverage depths of Illumina or PacBio sequencing
data (2, 3, 4, 5, 10, 15, 25, 30, >30). This quality measures are reported only for the largest haplotype
segment. B) Similarly these quality measures are plotted as line plots. Green arrowhead points to PacBio
sequencing depth where completeness and accuracy of final haplotypes do not dramatically improve.

Interestingly, even when using the complete set of 134 Strand-seq libraries
in combination with given Illumina and PacBio coverages we can observed short
haplotype segments that could not be joined into the largest haplotype. This might
be due to the fact that Strand-seq uses MNase digestion to cut DNA and therefore
enriches only for DNA present in the nucleosome fraction of the genome. This
leaves a percentage (23%) of the genome never covered in Strand-seq libraries
(Supplemental Fig. S3 A,B). Another complicating factor might be the relatively
short length of Illumina reads (100bp) resulting in problems to map reads uniquely
to repetitive parts of the genome.
To prove that our approach is efficient for genome-wide phasing we
have assembled global haplotypes for all autosomes of NA12878 (Fig. 4A). The
completeness of the genome-wide haplotypes measured for the largest haplotype
block reached 95.7% and 69.1% using PacBio or Illumina reads, respectively (Fig.
4A, inset a). We further demonstrate high accuracy of such genome-wide haplotypes
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with low switch (< 0.004) and Hamming error (< 0.009) rates for both PacBio and
Illumina reads (Fig. 4A, inset b,c). Taken together, we propose combination of
Strand-seq and long PacBio reads as an optimal approach to assemble global and
dense haplotypes with the promise to phase many structurally complex and repetitive
regions of the human genome.

5

Figure 3: Required number of Strand-seq libraries for short- and long-read technologies example Chromosome 1.
Plots showing different haplotype quality measures for various combinations of Strand-seq cells (5,
10, 20, 40, 60, 80, 100, 120, 134) with selected coverage depths of Illumina or PacBio sequencing data
(2, 3, 4, 5, 10, 15, 25, 30, >30). (i, ii) Assessment of switch error rate. (iii, iv) Assessment of Hamming
error rate. Green arrowheads point to PacBio sequencing depth where completeness and accuracy of
final haplotypes do not dramatically improve. In case of Illumina sequecning such improvement is more
gradual.
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Figure 4: Recommended settings to phase certain amounts of individuals.
A) (i) Genome-wide phasing of NA12878 using combination of 40 Strand-seq libraries with 30x short
Illumina reads. (ii) Genome-wide phasing of NA12878 using combination of 10 Strand-seq libraries
with 10x long PacBio reads. Each chromosome is shown as a separate row in the ideogram. The
largest haplotype assembled is colored in red. INSET: a) Percentage of phased SNVs pairs in the
largest haplotype segment. b,c) Accuracy of the largest haplotype is expressed as switch error rate and
Hamming error rate. B) This diagram provides recommendations for the required number of Strandseq libraries to be combined with recommended minimum of 10x PacBio and 30x Illumina coverage
in order to reach global and accurate haplotypes for a depicted number of individual diploid genomes.
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METHODS
1. StrandPhaseR pipeline
To build whole genome haplotypes from Strand-seq data we have developed
new sorting based pipeline. Our improved phasing pipeline takes as input aligned
BAM (binary alignment map) files from single cells, which were filtered for
duplicate reads and low mapping quality reads (mapq < 10). Haplotype informative
WC regions are localized in every single cell as in Porubsky et al. (2016). Alleles at
supplied variable positions (set of SNVs obtained Illumina platinum haplotypes) are
identified separately for W and C reads in every single cell library. Such low density
single cell haplotypes are then processed by our phasing algorithm StrandPhaseR
(see Chapter 2). StrandPhaseR pipeline is available as R package from github
(https://github.com/daewoooo/StrandPhaseR).
2. Downsampling of Strand-seq libraries and read data (PacBio or Illumina)
To find out optimal combination of Strand-seq libraries (number of libraries)
with read data (depth of coverage) we have performed analysis of phasing performance
for various subsets of each dataset. In this study we have used total of 134 Strandseq single cell libraries. To simulate Strand-seq datasets that consists from various
amount of cell we have picked random subsets (5, 10 ,20, 40, 60, 80, 100, 120) from
the original 134 Strand-seq libraries. Read data, either for PacBio or Illumina were
downsampled using Picard (picard-tools-1.130). The average coverage of PacBio
and Illumina data is 39.6x and 49.6x respectively. Further, the Illumina and PacBio
read data is downsampled to meet defined depth of coverage (2, 3, 5, 10, 15, 25, 30).
Downsampling was performed for 5 independent trials to account for variability in
downsampled datasets.
3. Integration of experimental and read-based phasing using WhatsHap
As an input for integrative phasing Strand-seq haplotypes phased using
StrandPhaseR and stored in VCF format were combined with either PacBio or
Illumina alignments stored in BAM format to phase heterozygous variants obtained
from Illumina platinum haplotypes (see Data Access). We achieve this integrative
phasing of experimental and read-based methods by solving weighted minimum
error correction (wMEC) in WhatsHap (Patterson et al. 2015).
Mathematically, we jointly represent aligned reads (Illumina/Pacbio) and
Strand-seq phased VCFs in the form of SNP matrix, where the rows represent the
reads and columns represent the variant sites. The matrix is filled with 0, 1 and
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‘-’ entries where 0 and 1 means the allele in the read mismatches or matches with
reference and ‘-’ means the missing information. In wMEC, each SNV value comes
with an associated confidence degree, which can be set to a combination of the
confidence of the base call for that specific position, i.e. which allele the read comes
from, and the confidence of the mapping the whole read within the chromosome. The
confidence degree associated to each SNV is used as the cost of flipping or ignoring
the SNV value in order to remove errors. Therefore, by minimizing the total weight
of corrected SNVs, the optimization problem corrects the most probable sequencing
and mapping errors and can be viewed as a maximum likelihood approach.
WhatsHap is the first fixed-parameter tractable algorithm that provides an
exact solution with coverage as the parameter. It is independent of read-length,
therefore, it is suitable for the longer reads produced by PacBio sequencing or global
haplotype scaffolds obtained from experimental phasing methods like Strand-seq.
In WhatsHap, we follow a dynamic programming (DP) based approach from left
to right. We build DP table by storing minimum costs of assigning reads to one of
haplotype at each column. We compute the minimum costs by trying all possible
assignments and flipping the entries accordingly. Further, we perform this operation
till last column and backtrace to obtain two haplotypes. In addition, we can partition
the reads to two haplotypes and deliver haplotagged BAM files (Supplemental Fig.
S1).
4. Quality metrics of assembled haplotypes
To assess the quality of assembled haplotypes in this study we calculated
various quality metrics. See example (Supplemental Fig. S4A,B).
Completeness: To assess the completeness, we considered fraction of unphased
heterozygous SNVs. For read-based phasing, we say two heterozygous variants
are phased when one or more reads exist than span them. Therefore, we generated
phased segments for each connected component of reads. All the variants, but the
left-most in the haplotype segment are counted as phased. Thus, we compute fraction
as the total phased variants from all segments divided by total heterozygous variants.
In theory, we generate one block that span the whole chromosome leading to fraction
of unphased heterozygous SNVs as 0%.
N50 blocks lengths: a block N50 length of x signifies that at least 50% of all phased
SNVs were placed within segments containing x SNVs or more.
Accuracy: To assess the accuracy, we considered switch errors. Switch errors are
calculated by traversing the haplotype segments from left to right and computing
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the number of times a jump is needed from one haplotype to the other in order to
reconstruct the true haplotype. For the phasing error rate, we sum the switch errors
over all segments and divide by the total number of phased heterozygous SNVs.
The largest block statistics: In this study we are interested in haplotypes that span
the whole length of all chromosomes. Therefore we report all above mentioned
measures in respect to the largest haplotype segment that could be assembled given
the input data.

DISCUSSION
Here we have demonstrated that using Strand-seq global phasing, we can
stitch together short haplotype segments originating from sequencing reads, while
at the same time increase the completeness of final haplotypes. In addition, we
propose that larger structural variants like deletions and duplications can be phased
and detected at higher precision owing to the enhanced split read mapping of long
PacBio reads (Chaisson et al. 2015).
We emphasize that in this study we have used highly reliable genotypes
from Illumina platinum genomes as an anchor points for our integrative haplotype
assembly. However, such high quality genotypes might not be available for all
organisms. Therefore, potential users of such integrative phasing should keep in
mind that reliable genotypes are important what might result in additional costs
needed to assemble global and accurate haplotypes.
To date, Strand-seq has been successfully prepared from a wide range of
cell types taken from various organisms, what demonstrate wide applicability of
this phasing technique (Falconer et al. 2012; Sanders et al. 2016; Porubský et al.
2016). We expect such integrative phasing is going to be the method of choice to
build haplotype-resolved genomes in future phasing projects. We propose that such
integrative phasing approach will be beneficial even for population scale studies
where genome-wide haplotypes for multiple related or unrelated individuals are
needed. Based on the biological question in mind Strand-seq data can be combined
with short- or long-read data that can be produced either de novo or are already
available in a high-throughput and cost effective manner (Fig. 4B). Our further
efforts will focus on de novo assembly of haplotype-resolved genomes without the
alignment to the reference. This will provide us with true diploid representation of
individual genomes, which will have a profound implications to study variability of
personal genomes in health and disease.
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Data Access
Strand-seq libraries: For this study have been downloaded from the European
Nucleotide Archive (http://www.ebi.ac.uk/ena), accession number: PRJEB14185.
(Porubsky et al. 2016).
Reference haplotypes: In this study we use as a reference trio based haplotypes of
NA12878 obtained from Illumina platinum genomes (http://www.illumina.com/
platinumgenomes/)
(ftp://platgene_ro@ussd-ftp.illumina.com/2016-1.0/hg19/small_variants/NA12878/
NA12878.vcf.gz)
PacBio reads: Obtained from Genome in a Bottle Consortium (GIAB) (Zustin
Cook et al.) (ftp://ftp-trace.ncbi.nlm.nih.gov/giab/ftp/data/NA12878/NA12878_
PacBio_MtSinai/sorted_final_merged.bam).
Illumina reads: Obtained from 1000 Genome Project Consortium (ftp://
ftp.1000genomes.ebi.ac.uk/vol1/ftp/phase3/data/NA12878/high_coverage_
alignment/).
Code availability
The StrandPhaseR software is publicly available through GitHub.
(https://github.com/daewoooo/StrandPhaseR)
The WhatsHap software is publicly available through bitBucket.
(https://bitbucket.org/whatshap/whatshap)
Author’s contribution
D.P., S.G and A.D.S wrote the manuscript. D.P. and S.G analyzed and interpreted the
data. A.D.S. helped with the data analysis and the data interpretation. V.G. and P.M.L
helped with the data interpretation and writing of the manuscript. T.M. designed the
study and helped with the data interpretation and writing of the manuscript.
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Supplemental Figures 1-4

Supplemental Fig. S1: Integration of global and local haplotypes by WhatsHap algorithm.
An example solution of the weighted minimal error correction problem (wMEC) using WhatsHap
algorithm is shown. For simplicity base qualities used as weights are omitted from the picture (for
details on wMEC see Patterson et al. 2015). (i) Columns of the matrix represent 34 heterozygous
variants (SNVs). Continuous stretches of zeros and ones indicate alleles supported by respective reads
(0 – reference allele, 1 – alternative allele). First two rows of the wMEC matrix are represented by
Strand-seq haplotypes as one ‘super read’ connecting alleles along the whole length of the chromosome.
(1st row haplotype 1 alleles, 2nd row haplotype 2 alleles). Correction of two sequencing error (in red) is
shown for read 2 and 7 such that the costs for flipping the alleles are minimized. (ii) Reads partitioned
into two haplotype groups (Haplotpye 1 – dark blue, Haplotype 2 – light blue) such that minimal
number of alleles is switched (in red). As an illustration of long haplotype contiguity ensured by Strandseq ‘super reads’ we depict two non-overlapping groups of reads (gray rectangles) that can be stitched
together by Strand-seq (dashed lines). (iii) Final haplotypes are exported for both groups of optimally
partitioned reads.
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Supplemental Fig. S2: Correlation matrix between allele density and error rate in the largest
haplotype segment.
Columns of both matrices correspond to various depth of coverage used for both PacBio (brown) and
Illumina (yellow) sequencing data. Rows correspond to various numbers of Strand-seq libraries used
for phasing. First row shows results for only PacBio and Illumina data without Strand-seq libraries. A)
Relationship between number alleles and switch error rates is shown here. We see that about PacBio
depth 5x error rate is working in favor of PacBio long reads. The same is true for Hamming distance
presented in B).
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Supplemental Fig. S3: Underrepresented genomic regions in Strand-seq.
A) Distribution of coverage in merged Strand-seq libraries: For this analysis all Strand-seq libraries were
merged using SAMtools ‘merge’ function and reads were filtered for mapping quality 10. Coverage of
the genome was examined using SAMtools ‘mpileup’ function. On the x axis is plotted considered
depth of coverage and on the y axis is plotted corresponding percentage of the genome covered with the
given depth. In the red bar we highlight portion of the genome never covered in all Strand-seq libraries.
This might be caused by the problem to map reads to some regions as well as by the inaccessibility
of certain parts of the genome for MNase digestion during library preparation. B) Here we illustrate
that even at high number of Strand-seq libraries there is number of genomic regions that could not
be stitched together into a single haplotype. This might be cause by low density of global linkage
information provided by Strand-seq due to underrepresentation of such regions in Strand-seq data
caused by chromatin organisation of the genome. Black and green track – shows genomic regions that
are underrepresented in Strand-seq data. Bright green - underrepresented regions. Red track – DNaseI
hypersensitivity track for NA12878 obtained from UCSC genome browser. We see clear correlation
between underrepresented region and inaccessible chromatin.
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Supplemental Fig. S4: Quality measures used to evaluate predicted haplotypes.
Hypothetical phasing of 10 single nucleotide variants (SNVs) along a defined chromosomal region is
shown here. Each heterozygous SNV is represented in its two alellic forms (0 – reference allele, 1 –
alternative allele). True (reference) haplotypes are distinguished in blue colors and predicted haplotypes
in red. A) To count number of switch errors (black crosses) between true and predicted haplotypes
subsequent pairs of SNVs are recoded into a new binary string of 0’s and 1’s. Zero value is assigned if
a given pair of SNVs have equal values, otherwise we assign value 1 (see gray box). Absolute number
of differences in such binary strings is reported as a total number of switch errors. B) Absolute number
of differences between true and predicted haplotypes was calculated as Hamming distance along all
SNV positions.
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Supplemental Tables 1-2

Supplemental Table S1: Summary measures for PacBio and Illumina data (example Chromosome
1).

Supplemental Table S2: Summary measures for Strand-seq libraries.
Genome coverage is calculated as a percentage of genomic positions (excluding gaps in the genome)
covered with at least one read. Depth of coverage is calculated as an overall number of bases sequenced
per genomic position (excluding gaps in the genome).
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Undoubtedly, completion of the human reference genome has helped to
better understand the molecular basis of many human traits and diseases. While it
is now relatively easy to chart unique variation of individual human genomes using
state-of-the-art sequencing technologies, it remains challenging to distinguish what
portion of this variation belongs to the maternal and paternal copies of the genome.
Haplotypes-resolved genomes hold invaluable information applicable in
many areas of population and clinical genetics. For instance, haplotypes helped us
to better understand the relationship between genetic variants and diseases (Tewhey
et al. 2011). From a clinical perspective, haplotype-resolved personal genomes are
important to assess the context of mutations on homologous chromosomes (cis –
on the same homologue, trans – on different homologues) in order to predict the
effect of such potentially disease-causing mutations in offspring (Kitzman et al.
2011; Hoehe et al. 2014; Roach et al. 2010). Furthermore, haplotypes are required
to determine the parental origin of de novo mutations in a child (Conrad et al. 2011;
Kloosterman et al. 2015) and map meiotic recombination events. Lastly, haplotypes
are important to study loss of heterozygosity in cancer (Huang et al. 2007), as well
as allele-specific events like gene expression (Kasowski et al. 2010).
Due to the above-mentioned reasons our goal should be, for every genome
sequenced, to assign maternally and paternally inherited genetic variation to the
corresponding homologous chromosomes in the form of haplotypes. Ideally, one
would like to obtain highly accurate, genome-wide haplotypes for every single
homologous chromosome. However, available phasing methods differ widely in the
completeness, accuracy and the length of provided haplotypes (see also Chapter 1).
Especially, phasing of alleles across the entire length of all chromosomes is currently
very challenging unless both parents of the individual are also sequenced (Kitzman et
al. 2011; Amini et al. 2014) or specialized experimental techniques are applied (Ma
et al. 2010; Brown et al. 2012; Fan et al. 2011). In this thesis, I described a genomewide phasing technique based on single cell sequencing of inherited template strands
called Strand-seq (Porubsky et al. 2016).
Strand-seq is a sequencing technique in which parental DNA template
strands from single cells are sequenced and thus the structure and parental identity
of individual homologues is preserved. The technique was originally developed to
track the inheritance of sister chromatids in daughter cells after one cell division
(Falconer et al. 2012). The power of Strand-seq lies in its ability to distinguish
parental homologues based on the directionality of sequencing reads mapped to the
reference genome. Assuming random segregation of sister chromatids following
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cell division, around 50% of single daughter cells will generate reads that map in
both directions (‘+’ - Crick and ‘-’ - Watson) of the reference genome for a given
chromosome. In such cases, all SNVs present in reads mapping to either the Watson
or the Crick strand of the reference genome will, in theory, be derived from either
parent. Unfortunately, current bioinformatics pipelines are not suited to fully
exploit template strand directionality to phase diploid genomes and map genomic
rearrangements. The design and development of new bioinformatic analytical
tools, capable to handle the specific nuances of Strand-seq data, has been the most
important objective and challenge of my doctoral work.
In order to track template strand changes in single cells we have developed
BreakPointR, a software package written in R, specifically tailored to handle
directional reads stored in aligned BAM files. Furthermore, I have implemented
phasing pipelines (StrandPhase and StrandPhaseR), which are able to exploit the
haplotype information present in every single cell Strand-seq library. We believe
that these tools will be indispensable for future high-throughput analysis of Strandseq data (see Chapter 2). Future plans are focused on the implementation of the
analytical tools we have developed into a single toolbox. This toolbox, named
SingleCellToolkit will bring to potential users an easy to use environment to run
their own single cell analysis pipelines.
We have applied these tools (see Chapter 2) in order to assemble haplotypes
from multiple Strand-seq libraries, and we were able to reconstruct whole-genome
haplotypes of a single individual (NA12878) without the parental information or
statistical inference. We recapitulated reference haplotypes from HapMap project
with high precision (concordance 99.3%) along the whole length of all homologous
chromosomes for the whole family trio (child-NA12878, father-NA12891, motherNA12892). This allowed us to map all meiotic recombination events in the child
of this family with high resolution (median range ~14kb), what was 3-fold better
than in other single cell phasing study (Wang et al. 2012). In total, we mapped
64 recombination events, from which 38 on the maternal and 26 on the paternal
homologues of the child. These numbers are in close agreement with results from
previous studies (Fan et al. 2011) (see Chapter 3).
Besides SNVs, larger structural variants like deletions, insertions as well as
balanced rearrangements like inversions can also be phased. To map such genetic
variants we exploit the capability of Strand-seq to phase the directional reads for
specific chromosomes in every single cell and split them accordingly into two separate
high density haplotypes. Such reads can then be stored in two separate BAM files
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what allows an easy detection of larger structural variants (> 5kb) using BreakPointR
or other copy number detection tools. Importantly, balanced rearrangements which
are known to be notoriously difficult to map using current technologies, can be
directly visualized, mapped and phased using Strand-seq and our analysis pipelines,
a major interest for basic and clinical research (see Chapter 4).
Unlike other haplotyping techniques, Strand-seq retains the ability to
track haplotype differences at the single cell level. This is a valuable feature to
study heterogeneous cell populations, like cancer. We have observed a number of
localized regions with one haplotype being converted to the other, resulting in loss
of heterozygosity (LOH) at a specific genomic region within a single cell. Notably,
this loss was not due to a deletion, since the read depth analysis supported diploid
status of this locus. The observed LOH patterns suggest that mitotic recombination
events might be common between homologous chromosomes (Moynahan and Jasin
2010) at a frequency of ~ 0.06 events per cell. The possibility to explore haplotype
differences at the single cell level will be a significant advantage for studies of
heterogeneous cell populations, such as cancer cells (see Chapter 4).
Another important advantage of Strand-seq is that whole genome
amplification (WGA) prior to library preparation is avoided. As a result, genome
coverage bias and allelic drop-out introduced by PCR amplification are minimized
allowing assembly of highly accurate haplotypes. Of note, each SNV is independently
sampled in multiple single cell libraries, allowing us to directly cross-validate
obtained variant calls and build highly accurate consensus haplotypes.
Needless to say, like every haplotyping technique, also Strand-seq has its
limitations that have to be taken into account. One of them is the requirement for
BrdU incorporation in dividing cells as the input for library preparation in order to
remove only newly synthesized strands. Another limitation of Strand-seq libraries is
the low and non-uniform genome coverage. One factor that plays a role in coverage
non-uniformity is MNase digestion during library preparation. Not all genomic
DNA is bound to nucleosomes and the effectiveness of MNase digestion may also
vary depending on chromatin accessibility across the genome. To account for this
and to lower the effect of coverage inconsistencies throughout the genome we have
developed and implemented read-based genome binning strategies in BreakPointR
package. Moreover, low genomic coverage of single cell libraries results in
incomplete set of alleles phased in final consensus haplotypes assembled from single
cells.
Additionally, we have shown that low-density haplotypes obtained by

112

Strand-seq can be augmented by other sequencing methods, such as short- and
long-read whole genome sequencing (WGS) technologies. We demonstrated that
usage of alternative data decrease the number of Strand-seq libraries needed for
phasing while achieving long-range haplotypes and high density of phased alleles.
In Chapter 5 we have demonstrated that a combination of 10 Strand-seq libraries
with 10x PacBio coverage is sufficient to phase the majority of alleles into highly
accurate and chromosome-length haplotypes. A similar outcome was achieved with
30x coverage of short Illumina reads in combination with ~ 40 Strand-seq libraries.
We argue that such integrative phasing approaches will lower the costs and labor
requirements needed to phase diploid genomes in the future and, in turn, will bring
haplotype-resolved genomes closer to routine practice. We propose a prominent
role for Strand-seq in this task since this technique can provide a global haplotype
scaffold for other sequencing technologies.
The last limitation and a source of biases is the reference genome itself.
The ‘reference’ genome is used as a scaffold to align directional Strand-seq reads.
Therefore, any imperfections in the reference genome assembly will result in a range
of mapping artifacts that could be wrongly interpreted as real structural variants. The
typical example of such artifacts are misplaced contigs (Falconer et al. 2012) and
mapping biases caused by low complexity regions in the reference genome. Such
cases have to be treated with special attention and tools for the processing of Strandseq data have to be able to localize them. One way to uncover such biases is to look at
the frequency of such events in the population of cells (Sanders et al. 2016). We have
proved that accuracy of long-range phasing using Strand-seq is not compromised
despite its dependency on a reference genome assembly (see Chapter 3). However,
this might not apply for shorter haplotype stretches or complex genomic variants that
lie in the vicinity of repetitive regions of the genome, such as segmental duplications.
Nevertheless, most of the re-sequencing projects are based on the alignment
to the reference genome assembly which does not represent genome of the individual
in question but rather an ‘patchwork’ genome obtained by sequencing hundreds of
individuals. This might conceal important portion of individual’s genome variation
and results in an inadequate understanding of the genome architecture. The biggest
obstacle to assemble genomes de novo is the abundant repetitive sequence present in
the genome. Especially short sequencing reads are unable to resolve repeats that are
longer than the read itself. In contrast longer reads (PacBio or Oxford NanoPore) have
the capabilities to resolve more repetitive regions (Chaisson, Wilson, and Eichler
2015). The ultimate challenge is de novo assembly of haplotype-resolved individual
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genomes, what will open up new opportunities to study personal structural variation
across diverse human populations. As long-read sequencing technologies continue
to mature, and as low-input amplification methods improve, we anticipate that these
direct haplotyping methods will be refined over the next few years, becoming more
cost-effective and increasingly adoptable to automation, multiplexing and routine
use.
To bring haplotype-resolved de novo assembly of diploid genomes into
practice, new algorithmic solutions together with efficient data structures have to be
developed. Most genome assembly programs internally use a graph representation
to build the assembly, but ultimately produce a flattened structure for use by
downstream tools (Zerbino and Birney 2008; Schatz, Delcher, and Salzberg 2010).
Currently a graph structure is a natural way to represent a population-based genome
assembly, with branches in the graph representing all variation found within the
individual genomes (Church et al. 2015). Recently, formal proposals for representing
a population-based reference graph have been described (Marcus, Lee, and Schatz
2014; Dilthey et al. 2015; Paten, Novak, and Haussler). The established Global
Alliance for Genomics and Health (GA4GH) together with Pangenome consortium
(Marschall et al. 2016) is leading an effort to formalize data structures for graphbased reference assemblies, but it will likely take years to develop the infrastructure
and analysis tools needed to support these new structures and see their widespread
adoption across the biological and clinical research communities (Church et al.
2015).
Our better understanding of human genome variation should also be reflected
in updated models and structures currently used to represent haplotype-resolved
individual genomes. Essentially, haplotype-resolved genome of an individual can be
viewed as the smallest pan-genome structure comprised from two haploid genomes
one inherited from the mother and the other from the father. Such structure is meant
to provide a catalogue of physiologically and pathologically occurring variations
within a single individual. This will allow unbiased comparison of genomes at the
population scale and will ensure that unique set of variants of each haploid genome
will be considered.
We conclude that Strand-seq is a unique and powerful approach to
completely phase individual genomes and map inheritance patterns in families,
while preserving haplotype differences between single cells. We expect that future
studies on haplotypes will benefit from the combination of Strand-seq and long-read
sequencing technologies to assemble complete and chromosome-length haplotypes.
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As single cell sequencing becomes more and more accessible, we anticipate that
Strand-seq haplotyping will have an important contribution to de novo assembly
of haplotype-resolved personal genomes and thereby greatly facilitate studies of
genomic variants in human health and disease.
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Dutch summary (Nederlandse samenvatting)
Het in dit proefschrift beschreven werk is gericht op de uitdagingen en
mogelijkheden die de analyse van compleet gephaseerde diploide genomen middels
single-cell strand sequencing (Strand-seq) ons bieden. Ons initiële doel was het
ontwikkelen van een robuuste, gecomputeriseerde methode voor het samenstellen
van accurate haplotypes uit single cell Strands-seq libraries. Het volgende doel was
het valideren van de resultaten van de phasing methode tegenover de “gold standard”
haplotypes uit het HapMap project, alsmede het demonstreren van de toepasbaarheid
van mijn Strand-seq phasing methode. Tot slot werden de mogelijkheden onderzocht
om Strand-seq met andere sequencing methoden te combineren om de kosten te
verminderen en de compleetheid van de geanalyseerde haplotypes te vergroten.
Hoofdstuk 1 bevat een algehele introductie bestaande uit een samenvatting
van huidige en voorgaande haplotyping technologieën. Hierin wijs ik op het belang
van haplotype informatie in zowel fundamentele als klinische onderzoeken. In dit
hoofdstuk leg ik een sterke nadruk op opkomende technologieën zoals single-cell
sequencing, linked-read sequencing en long-read technologieën en analyseer ik de
capaciteit van deze technologieën op genomen te genereren waarbij de haplotype
informatie correct onderscheiden wordt. Ondanks de kracht en het potentieel van
Strand-seq zijn er op het moment weinig rekenkundige en gecomputeriseerde
methoden beschikbaar voor de analyse van deze data. In hoofdstuk 2 omschrijf ik
de ontwikkeling van een nieuwe bio-informatica pipeline die in staat is om kleine
nuances in Strand-seq data te detecteren. Met name beschrijf ik een methode om
breekpunten en haplotype phasing te extraheren uit Strand-seq data.
De validatie van deze tools wordt gepresenteerd in hoofdstuk 3. Voor de
validatie hebben wij gekozen voor een bekend familie trio van het HapMap project
te gebruiken, alsmede onafhankelijke bronnen als PacBio RNA-seq en andere single
cell phasing methoden. Dit onderzoek bevestigde de hoge accuraatheid van Strandseq phasing. Deze werd verder geverifieerd in een vergelijking met de novo assembly
gebasseerde phasing. In hoofdstuk 4 bijschrijf ik de toepassing van genoom-wijde
haplotypering met Strand-seq om zowel meiotische recombinaties alsmede haplotype
verschillen in kaart te brengen in een familie trio. Verder demonstreer ik de phasing
van grotere genetische varianten als deleties, duplicaties en inversies.
Om de kosten en de vereiste werklast die nodig is voor het phaseren van
het genoom van een enkel individu te verlagen heb ik de mogelijkheden verkent
om de globale phasering van Strand-seq te integreren met andere sequencing
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technologieën zoals PacBio of Illumina. In hoofdstuk 5 stel ik een geïntegreerde
phasing methode voor. Hierbij worden globale Strand-seq haplotypes gecombineerd
met DNA fragmenten waarvan de sequentie bepaald is. Een combinatie van Strandseq phasing met andere technologieën kunnen complete genomen voor lagere
kosten phaseren, met een grotere compleetheid en een hogere accuraatheid. Op basis
van onze resultaten verwachten wij dat toekomstige studies naar haplotypes een
combinatie van Strand-seq en long-read technologieën zullen gaan gebruiken om
complete haplotypes over hele chromosomen vast te stellen. Single-cell sequencing
technieken worden steeds toegankelijker. Wij verwachten dat het haplotyperen
middels Strand-seq een belangrijke rol zal gaan spelen in de de novo constructie
van haplotype-bepaalde persoonlijke genomen. Naar verwachting zal dit belangrijke
gevolgen hebben voor studies naar genetische variatie in relatie met gezondheid en
ziekte.
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Glossary
Allele – two or more alternative forms of a piece of DNA that resides on the same
locus in the genome.
BreakPointR – software package specifically tailored to search for change-points in
template strand inheritance using Strand-seq data.
Compound heterozygosity – the presence of two deleterious variants located
in the same gene either in cis (on the same homologue) or in trans (on different
homologues) conformation.
Crick – a positive, plus (‘+’) strand of the reference genome and also a read that
aligns in this direction.
Direct (experimental) haplotyping – direct observation of alleles on a single
molecule of DNA which represent haploid part of the genome.
Fosmid – an artificial construct consisting of bacterial DNA that includes section of
cloned genomic DNA of ~ 40kb in length.
Genetic haplotyping – the process of assignment the phase to the observed alleles in
a form of genotypes according to the principles of Mendelian segregation of alleles
in pedigrees.
Genotype – represent particular combination of alleles of a given organism, however,
relative position of alleles along the single homologue is unknown.
Haplotype – contiguous set of genetic variants that are co-located on the same
homologous chromosome and are inherted from the same parent.
Linkage disequilibrium – represents nonrandom segregation of alleles at different
loci in a population. Linkage disequilibrium decreases with genomic distance and is
not present between alleles residing on different chromosomes.
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Long-read sequencing – sequencing technology with raw read average size longer
than 1kb. Technologies that rely on assembly of short reads into a long ones belongs
here as well.
N50 value – standardized value used to evaluate achieved contiguity of assembled
haplotypes and represents the smallest haplotype block in which the sum of that
block and all larger blocks total to 50% of the complete haplotype assembly.
Population-based haplotyping – the process of inferring the most likely phasing
of common alleles from unordered genotype information based on the frequency of
shared haplotype block in a large populations
Homologous chromosomes – pair of chromosomes each inherited from one parent.
Homozygous allele – a locus in the genome where both homologues share the same
allele.
Heterozygous allele – a locus in the genome where both homologues chromosomes
differ and carry different alleles.
Homozygosity regions – localized regions of the genome at which both homologues
chromosomes are identical.
Indel – genetic variant that includes insertions and deletions of relatively short size
(< 50bp).
Loss of heterozygosity – loss of the normal, functional allele at a heterozygous
locus resulting in a homozygous conformation of alleles.
Paired-end reads – two reads sequenced from the opposite ends of the same DNA
fragment, further defined by a specific insert size
Phasing – process of assignment of genetic variants (alleles) to one of two
homologous chromosomes. Phase then denotes the relative position of alleles at a
given locus.
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Recombination event – position where two homologous chromosomes cross-over
and exchange pieces of DNA information during meiosis.
Strand-seq – single cell sequencing technique able to distinguish inherited parental
template strands based on the directionality they map to the reference genome.
StrandPhase – software package that specifically interrogates haplotype informative
(WC regions) in every Strand-seq library and uses greedy algorithm to obtain
consensus haplotypes.
StrandPhaseR – software package that specifically interrogates haplotype
informative (WC regions) in every Strand-seq library and uses binary sorting of
Watson and Crick strands to obtain consensus haplotypes.
Structural variation – copy number variants (insertion, deletions) or copy number
neutral differences between two homologous chromosomes.
Template state – the relative proportion of Watson and Crick reads in a chromosome
(or shorter chromosomal region) in a Strand-seq library. We distinguish WW, WC or
CC template state in a Strand-seq library.
Watson – a negative , minus (‘-’) strand of the reference genome and also a read that
aligns in this direction.
WC region – a template strand state that consists of approximately equal proportions
of reads aligned to the minus (‘-’) and plus (‘+’) strand of the reference genome.
Such regions are haplotype informative.
Minimal error correction problem – focuses on correction of a minimal number of
bases in the error-prone sequencing reads such that they can be partitioned into two
conflict free sets representing the two haplotypes. Weighted version of this problem
is abbreviated as wMEC.
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List of abbreviations
BAIT		
BAM		
bp		
BrdU		
C		
CC		
CNV		
Chr		
CPT		
DNA		
F		
FACS		
GC		
H1,2		
HLA		
HMW		
kb		
LD		
LOH		
M		
Mb		
MDA		
MEC		
NGS		
NCBI		
IGV		
PCR		
PE 		
SCE		
SCS		
SD		
SE		
SNV		
SV		
VCF		
W		
WC		
WGA		
WGS		
WW		
UCSC		

Bioinformatic analysis of inherited templates
Binary alignment map
base pair
5-Bromo-2’-deoxyuridine
Crick (template strand orientation) or Child’s homologue
Crick-Crick (template strand inheritance)
Copy number variation
Chromosome
Contiguity-preserving transposition
Deoxyribonucleic acid
Father’s homologue
Fluorescent activated cell sorting
Guanin-Cytosine pair
Homologous one or two
Human leukocyte antigen
High molecular weight
kilobase(s)
Linkage disequilibrium
Loss of heterozygosity
Mother’s homologue
Megabase(s)
Multiple displacement amplification
Minimal error correction
Next-generation sequencing
National Center for Biotechnology Information
Integrated genome viewer		
Polymerase Chain Reaction
Paired-end (read)
Sister chromatid exchange
Single-cell sequencing
Standard deviation
Single-end (read)
Single nucleotide variant
Structural variant
Variant calling format
Watson (template strand orientation)
Watson-Crick (template strand inheritance)
Whole genome amplification
Whole genome sequencing
Watson-Watson (template strand inheritance)
University of California, Santa Cruz
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