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Abstract
Since the inception of continuous integration, and later continuous delivery, the methods of
producing software in the industry have changed dramatically over the last two decades.
Automated, rapid and frequent compilation, integration, testing, analysis, packaging and delivery of
new software versions have become commonplace. This change has had significant impact not only
on software engineering practice, but on the way we as consumers and indeed as a society relate to
software. We have grown used to, and indeed come to expect, continuous deployment of new
software to everything from computers and mobile devices to vehicles and infrastructure. Because
of this, continuous integration and delivery systems play a pivotal role in modern society: as we live
in an increasingly software-intensive and software-dependent world, the quality and reliability of
the systems we use to build, test and deliver that software is a crucial concern. At the same time, it
is repeatedly shown that the successful and effective implementation of continuous engineering
practices is far from trivial, particularly in a large scale context.
This thesis approaches the software engineering practices of continuous integration and delivery
from multiple points of view, and is split into three parts, accordingly.
Part I focuses on understanding the nature of continuous integration and differences in its
interpretation and implementation. It is found that experiences of continuous integration vary
greatly from case to case, and also that there is a significant degree of divergence in
implementations of the practice. Furthermore, several types of impediments to successful adoption
of continuous practices are discussed, including challenges related to software-intensive embedded
systems and large scale development efforts.
In order to address this divergence and provide practitioners and researchers alike with better and
less ambiguous methods for describing and designing continuous integration and delivery systems,
Part II applies the paradigm of system modeling to continuous integration and delivery. Through
multiple iterations of design, industry application and evaluation, these modeling techniques are
refined and ultimately evolved into the Cinders architecture framework.
Meanwhile, Part III addresses the problem of traceability. It is established that traceability is far
from a unique concern to continuous integration and delivery, but due to their emphasis on high
speed and frequency these practices pose unique challenges which call for novel solutions and
improved infrastructure. One such solution – the open source framework Eiffel – is evaluated, and
its effects on traceability practice as well as on the mindset of engineers are considered. Finally, the
opportunities for further improvements to software engineering efficacy presented by the
traceability capabilities of such a framework are discussed.
The key contributions of this thesis are:
• Overview and classification of the many points of divergence in continuous integration
practice.
• Analysis and discussion of impediments to effective implementation of continuous
integration, particularly in a large scale context.
• Cinders, an architectural framework for the design and description of continuous integration
and delivery systems, is presented.
• Eiffel, an industry developed open source framework for continuous integration and
delivery, placing particular emphasis on scalability, technology agnosticism and traceability,
is presented and evaluated.
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Chapter 1. Introduction
1.1 The Rise and Prominence of Continuous Integration and
Delivery
Since its inception as an engineering discipline in its own right in the 1960’s, software
engineering has come to play an ever more crucial role in our society. Fifty years ago, electronic
and mechanical products were largely designed to serve a single function – phones were designed to
make phone calls, television sets were designed to view television broadcasts, cars were designed to
be driven and fridges were designed to preserve food – and their functionality was predominantly
determined by their hardware: their physical circuits, their wiring and their mechanical systems.
Today, however, we live in an age where that functionality is increasingly implemented in
software. It is not the case that hardware is unimportant – after all, the software requires hardware
to execute – but the hardware is becoming ever more generic. In other words, it is not so much the
physical hardware that sets two competing product models apart, as it is the software. Indeed, if one
were to open up one’s phone, television set, fridge or car, one would find that much of the hardware
is the same. Instead, the differentiating features have moved from the realm of hardware to the
realm of software. Consequently, those products have also become more generic: we now use our
phones to read the news and play games, we hold video conferences using our television sets, cars
drive themselves and our fridges write shopping lists.
This is all made possible by software, and our ability to create ever more complex software
algorithms at an ever higher level of abstraction. We find that the size of software roughly follows
Moore’s law [Moore 1965], doubling every two years [Rooijmans 1996, Genuchten 2007]. At the
same time, the safety criticality of software is also increasing: software controls major parts of the
infrastructure in modern society, and its robustness to withstand accidental failures as well as
malicious attacks is a key concern to not only engineers, but to all human beings.
This increasing size and complexity of software coupled with its growing importance and
ubiquity has led the software engineering community to pursue more efficient, effective and reliable
methods of producing software. One paradigm in this struggle is that of continuous software
engineering practices, driven by the idea that “If something hurts, do it more often”.
One such pain point in software engineering has long been the challenge of integrating multiple,
simultaneous changes to software. Large software systems are not the products of single mastermind software engineers: instead, they are the results of sustained collective efforts by tens,
hundreds or thousands of engineers working together in parallel. Integrating the changes made by
all these engineers has long been one of the major sources of delay, cost, risk and faults in software
engineering, and methods to accomplish this integration in a reliable yet efficient manner have been
sought for decades.
The scene thus set, continuous integration emerged in the late 1990’s, proposing that the best way
to solve this problem is not to do fewer and larger integrations, but instead more frequent smaller
ones. Similarly, other continuous practices have been proposed and adopted by the industry,
following the same logic: if it is better to ingrate as frequently as possible, then why not also test,
deliver, release and deploy as frequently?
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Today, continuous practices in software engineering have long since ceased to be a curious
novelty, but have become firmly established in the industry mainstream. The precise moment of
their birth is up for debate: depending on whether one counts the introduction of continuous
integration as a term by [Grady 1994], the definition of Extreme Programming in 1997 or its
subsequent popularization by [Beck 2000], these practices are now in their early twenties or late
teens. During that time they have not only greatly influenced industry practice, but also stirred
substantial interest in the research community, not least with regards to their effect on related
aspects of software engineering, such as configuration management, traceability, communication,
testing and planning.
Today we find ourselves at a point where continuous integration and delivery – along with the
related practice of continuous deployment – serve a mission critical role in large parts of the
software industry: the fully automated continuous integration and delivery pipeline is the method of
transforming source code changes into tested and documented product revisions with known
content, quality and functionality.
At the same time, these pipelines are highly complicated and complex systems in their own right,
particularly in large scale contexts, requiring significant effort and resources to design, implement
and maintain. Yet they are quickly becoming not so much a competitive edge as a simple hygiene
requirement: consumers have grown used to, and indeed come to expect, continuous deployment of
new software to their electronic devices. Today, everything from desktop operating systems and
mobile phone apps to cars are continuously updated with new and – hopefully improved – versions
without user interaction. At the same time these expectations are seeping into business-to-business
segments of the software industry, where e.g. network and telecommunications operators
increasingly seek continuous deployment of software from their equipment vendors.
This means that not only is the efficacy of these continuous integration and production pipelines
of critical importance – that is, how quickly and cheaply they can churn out new versions and
improve R&D efficiency by e.g. providing feedback to developers – but their quality as well: a
single bad revision let slip by these systems has the potential to wreck a computer, crash a car or
shut down a power plant. We live in an increasingly software-intensive and software-dependent
world, and the systems we use to build, test and deliver that software is a crucial concern in modern
society.
Apart from its importance, what makes the field of continuous integration and delivery a
fascinating topic of both research and practice is its multidisciplinary nature. Continuous practices
affect the entire software production chain: from requirement handling, issue tracking and
traceability, through programming, compilation, linking and integration to testing, analysis,
packaging, documentation and deployment. Along the way it touches upon a long list of related
fields, many of them not strictly software engineering fields: project planning, information
visualization, organizational theory, psychology, team behaviors, communication, resource
optimization, customer relations and sales, to mention a few. Consequently, it requires a truly
holistic view of the software engineering process and constantly offers new unexpected perspectives
and insights – particularly at the boundary where technology and human behavior meet.
This thesis represents one small step in the attempt to better understand, support and evolve the
practices of continuous integration and delivery. Because of the multidisciplinary nature of the field
it actively and deliberately moves between multiple points of view, seeking multiple angles of
attack to address the larger goal of making great software better and faster.
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1.2 Problem Statement
Based on the reasoning in the previous section, the starting point of this thesis is the following
problem statement:
The software engineering practices of continuous integration and delivery have since their
inception evolved from radical avant-garde ideas to become firmly established in the industry
mainstream, to the point where at least ostensible adoption is often taken for granted. Their
ubiquity in multiple industry segments, including safety-critical systems, places great demands on
not only their efficacy, but also their quality in the sense of preventing faulty and potential
dangerous software from being released into the wild. At the same time, practitioners witness and
report stark differences in interpretations, implementations and experiences of continuous
integration and delivery implementations. This is disconcerting as it pulls into question the ability
to reliably adopt these practices with the required level of efficacy and quality. Consequently, an
improved understanding of their implementation and their impact on software engineering, along
with improved methods and techniques for the adoption, design and evolution of continuous
integration and delivery pipelines, is urgently called for.
This problem statement in turn has given rise to the fundamental question of How can continuous
integration and delivery practices be effectively, efficiently and reliably adopted, and what is the
impact of such adoption? This fundamental question can in turn be broken down, and a number of
sub-questions can be derived from it (colored in purple), as shown in Figure 1.
Other questions relate specifically to the two respective practices, and can only be formulated by
first defining those practices in detail. This is surprisingly problematic, as there are multiple
definitions and interpretations of various continuous practices in use. To exemplify, [Humble 2010]
discusses the confusion regarding continuous integration, delivery and release, while [Rodriguez
2016] concludes that while some authors separate continuous delivery and deployment, others “use
the terms continuous deployment and continuous delivery interchangeably”.
This lack of consensus regarding terminology renders the community great harm and impedes
progress for practitioners and researchers alike: unless one is clear on what one describes, studies,
presents recommendations for or otherwise reports on, it is very difficult for the community to
benefit from and build upon those findings. Consequently, to gain increased clarity short-term and
consensus long-term, the definitions of continuous integration and delivery used here are
developers frequently integrating their changes with a common development branch, which is
frequently and rapidly built and tested to evaluate those changes and treating each of those changes
as a release candidate, to be frequently and rapidly evaluated through one's continuous delivery
pipeline, and that one is always able to deploy and/or release the latest working version, but may
decide not to for business reasons, respectively (colored blue in Figure 1).
In the case of continuous integration, it is relevant to ask how each of the three parts of the
practice can be achieved: frequent integration of changes, frequent and rapid builds, and frequent
and rapid testing. Similarly, in the case of continuous delivery, how can the pipelines be reliably
designed, how can release candidates be frequently and rapidly evaluated, and how can they be
made to meet any applicable legal and regulatory expectations, so that they are actually deployable
and/or releasable?
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Figure 1: Problem domain breakdown.

This latter question is highly significant and arguably often overlooked. Some types of software,
such as various online services, can be deployed under little or no regulatory constraints. In other
cases, on the other hand, such as the safety-critical software of self-driving cars,
telecommunications or airplanes, what has been changed, why it has been changed and how it has
been verified must be rigorously documented and accounted for.
This is but one example of the multidisciplinary nature of continuous integration and delivery. Its
adoption is not only a software engineering challenge, an organizational challenge, a legal and
regulatory challenge or a communication and human behavior challenge: it is all of the above.

1.3 Research Objectives
Based on the problem statement and its breakdown in the previous section, the following research
objectives have been phrased:
•

Identify and investigate the impact of continuous integration and delivery adoption practices
in an industry context.
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•

Identify and investigate any impediments to continuous integration and delivery adoption,
particularly related to frequent integration, frequent and rapid builds or frequent and rapid
testing.

•

Present industry-validated systematic and reliable methods for the design and description of
continuous integration and delivery implementations, allowing stakeholders of different
backgrounds to align on a single comprehensive view of their production pipeline, enabling
design and analysis of hypothetical implementations and supporting case-to-case
comparison of de facto practice to foster dissemination of good practice.

•

Investigate solutions to the problem of rapidly and frequently documenting and analyzing
release candidates to meet legal and regulatory demands.

•

Investigate solutions to the problem of frequent and rapid evaluation of release candidates in
the continuous delivery pipeline.

1.4 Research Methodology
This section describes the employed research methodology – "the overall approach to the entire
process of the research study" [Collis 2009]. There are many methods for collecting data as well as
the subsequent analysis of and drawing of conclusions from that data. Hence the methodology to
apply in any particular study must be chosen carefully, and shall be considered in light of the type
of research results to be achieved by the study.
The next section describes the types of research results achieved in this thesis, followed by the
research process and the research methods. The methodology of each individual chapter of the
thesis is is presented in detail in Section 1.8.

1.4.1 Types of Research Results
There are many types of research results manifest in software engineering literature. [Shaw 2002]
lists the following eight types:
•

Procedure or technique: A new or better way to do some task, such as design,
implementation, measurement or evaluation

•

Qualitative or descriptive model: Structure or taxonomy for a problem area; architectural
style, framework, or design pattern; non-formal domain analysis

•

Empirical model: Empirical predictive model based on observed data

•

Analytic model: Structural model precise enough to support formal analysis or automatic
manipulation

•

Notation or tool: Formal language to support technique or model

•

Specific solution: Solution to application problem that shows use of software engineering
principles; careful analysis of a system or its development

•

Answer or judgment: Result of a specific analysis, evaluation, or comparison

•

Report: Interesting observations, rules of thumb
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Of these eight, this thesis presents the following five: Procedure or technique; Qualitative or
descriptive model; Notation or tool; Answer or judgment; Report. Section 1.8 presents the type of
research results per individual chapter.

1.4.2 Research Process
[Bailey 2012] defines research as "a systematic process based on the scientific method that
facilitates the identification of relationships and determination of differences in order to answer a
question". This is an iterative process involving multiple steps.
There are two perspectives from which to regard the research process of this thesis. One is the
overarching process of moving from problem identification to solutions over the studies included in
the thesis. In such broad terms, each part of the thesis represents its own respective step in that
process:
•

Part I: Continuous Integration and Delivery Practice Impediments and Divergence
focuses on problem identification. The practices of continuous integration in delivery in
industry and their descriptions in literature are studied and described, and theories as to the
underlying reasons for observed problems and differences are formulated.

•

Part II: Continuous Integration and Delivery Modeling and Architecture identifies,
following on the work presented in Part I, the lack of systematic methods for the description
and design of continuous integration and delivery systems as a problem to be solved.
Through several studies such methods are iteratively designed, applied, analyzed and
refined, leading up to the proposal of the Cinders architecture framework.

•

Part III: Continuous Integration and Delivery Traceability takes a more forward-looking
stance by identifying the problem of traceability in software engineering in general, and in
continuous integration and delivery – with their emphasis on high speed and frequency – in
particular, as a serious software engineering concern. It then moves on to study the
availability of solutions that meet the continuous delivery requirements on rapid traceability
analysis, and analyzes the open source framework Eiffel in this regard. It then looks even
further beyond that, identifying more efficient testing practices in general and dynamic test
case selection in particular as a problem to be studied further, with possible solutions to be
found given the traceability capabilities afforded by Eiffel.

This iterative process is also shown in Figure 2, where Chapters 2-6 (colored red) of Part I
address the fundamental questions of identifying consequences and challenges, with Chapter 6
serving as a bridge to set the scene for the next level. Chapter 7-9 (colored yellow) of Part II
subsequently seek to answer how the practice can be improved, while Chapter 10-11 (colored
green) of Part III look ahead, asking how these practices may enable further improvements to
software engineering practice.
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Figure 2: Iterative research process seeking progressively deeper understanding of the
research field.

The second perspective is that of the process followed in each individual chapter. This is
discussed in Section 1.8, and also addressed in the individual chapters themselves.

1.4.3 Research Methods
[Easterbrook 2008] identifies the five research methods most relevant to software engineering:
•

Controlled Experiments (including Quasi-Experiments) strive to test one or more
hypotheses by manipulating one or more independent variables and measuring any effects
on dependent variables through experimentation.

•

Case Study is "an empirical inquiry that investigates a contemporary phenomenon within its
real-life context, especially when the boundaries between phenomenon and context are not
clearly evident" [Yin 2002]. Such case studies may be either exploratory, used as initial
investigations to build theories, or confirmatory, for the purpose of evaluating, comparing
and possibly refuting theories.

•

Survey Research investigates a broad yet well-defined population to identify
characteristics. While the use of questionnaires is common, other data collection techniques
such as the parsing of logs can be used.
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•

Ethnographies focus on culture and sociological aspects of interactions within a
community, emphasizing the importance of field observation while consciously striving to
avoid imposing any preconceptions on behalf of the researcher. In software engineering this
method can be used to analyze cultures within communities of practitioners.

•

Action Research strives to intervene in the studied situation and solving the observed
problems, while at the same time analyzing and documenting that experience.

In addition to these five, a powerful research method is that of literature reviews:
•

Literature Reviews are "a means of identifying, evaluating and interpreting all available
research relevant to a particular research question, or topic area, or phenomenon of interest"
[Kitchenham 2004]. The studies included in the review are called primary studies, while a
literature review is a secondary study. Consequently, a literature review by definition relies
on other work being done in the area of interest – typically employing one or more of the
five methods listed by [Easterbrook 2008]. Literature reviews can be used in several
contexts, such as formulating theories, assessing state of the art or evaluating hypotheses.

Of the above methods, the chapters in this thesis use the following four: Case Studies; Survey
Research; Action Research; Literature Reviews. Section 1.8 presents the methods used per
individual chapter.

1.5 Research Questions
This section presents the research questions driving the research presented in this thesis. As
described in more detail in Section 1.6, the thesis in structured into three distinct parts, each
addressing continuous integration and delivery from its own respective point of view. Consequently,
the research questions are presented for each individual part in Table 1.
Note that several of the chapters do not pose explicit research questions. In these cases, the
questions presented in Table 1 are phrased specifically for the purpose of providing the reader with
an overview of questions addressed throughout the thesis. To exemplify, Chapter 2 presents four
hypotheses which are here rephrased and presented as research questions.
As shown in Table 1 and discussed further in Section 1.6, the research questions in Part I very
much focus on understanding the nature of continuous integration and differences in its
interpretation and implementation: what are the benefits, what are the impediments, which are the
points of divergence in the practice, and what are the causes of that divergence?
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Part I

Chapter

Research Question

RQ 1.1

2

Does continuous integration support the agile testing practices of
automated customer acceptance tests and writing unit tests in
conjunction with production code?

RQ 1.2

2

Does continuous integration contribute to improved communication
both within and between teams?

RQ 1.3

2

Does continuous integration contribute to increased developer
productivity as an effect of facilitating parallel development in the
same source context and reduced compiling and testing locally
before checking in?

RQ 1.4

2

Does continuous integration improve project predictability as an
effect of finding problems earlier?

RQ 1.5

3

What is the impact of using agile principles and practices in largescale, industrial software development?

RQ 1.6

4

Which factors must be taken into account when applying continuous
integration to software-intensive embedded systems?

RQ 1.7

5

What is the correlation between size of an area of direct change
impact and the continuity of continuous integration in industry
practice, and how does it affect developer behavior?

RQ 1.8

6

Is there disparity or contention evident in the descriptions of various
aspects of the software development practice of continuous
integration found in literature?

Part II

Chapter

Research Question

RQ 2.1

7

To what extent can differences in perceived benefits of continuous
integration be explained by differences in practice, as documented
by a descriptive model?

RQ 2.2

8

How may continuous integration modeling be applied to benefit
industry practitioners in their day-to-day work?

RQ 2.3

8

How can the continuous integration specific modeling techniques of
ASIF and CIViT be effectively applied in tandem to complement each
other?

RQ 2.4

9

In what way can the paradigm of architecture frameworks favorably
be applied to facilitate the design and description of continuous
integration and delivery systems?

Part III

Chapter

Research Question

RQ 3.1

10

How can traceability needs of large scale software development in
industry be effectively addressed in a continuous integration and
delivery context?

RQ 3.2

11

How may traceability data automatically generated in real time
throughout the continuous integration and delivery pipeline be used
to improve software testing practices?

Table 1: Thesis research questions.

Part II goes on to search for ways of documenting, describing and analyzing implementations of
continuous integration and delivery. Through several iterations of design, industry application and
evaluation of these techniques, Chapter 9 arrives at the Cinders architectural framework.
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Part III, on the other hand, does not build upon Part II. Instead it asks related questions stemming
from industry experience: given these large scale implementations of continuous integration and
delivery, how are we to meet the ever present demands on traceability? And going one step further,
given that level of traceability infrastructure and capability, what can we do to further improve our
software engineering practices?
From the perspective of the problem domain breakdown (see Figure 1), each of these research
questions can be mapped to one or more of the leaf nodes of that graph, as discussed in Section
12.1.

1.6 Thesis Outline and Article Overview
The main body of this thesis consists of articles published in major journals and conferences, as
well as a contributed book chapter. Several included articles are in review or in press. Each article,
its state, background and place in the thesis is discussed below. All included articles have largely
been included as is, with the exception of minor layout and formatting adjustments.
In this thesis the articles are not included chronologically, but rather structured thematically into
three parts. The reason for this is that each part deals with the field of continuous integration and
delivery from a distinct and partly independent point of view.

1.6.1 Part I: Continuous Integration and Delivery Practice Impediments
and Divergence
Part I investigates continuous integration and delivery practices in industry, establishing that there
is a high degree of divergence in how they are implemented, in what their experienced benefits are
and in the degree to which continuity is actually achieved. One conclusion of these findings is that
better techniques for modeling and communicating continuous integration systems is required, and
ends by presenting an initial proposal for such a modeling technique.
•

Chapter 2 Ståhl, D., & Bosch, J. (2013). Experienced benefits of continuous integration in
industry software product development: A case study. In The 12th IASTED International
Conference on Software Engineering (pp. 736-743).

•

Chapter 3 Lagerberg, L., Skude, T., Emanuelsson, P., Sandahl, K., & Ståhl, D. (2013). The
impact of agile principles and practices on large-scale software development projects: A
multiple-case study of two projects at Ericsson. In ACM/IEEE International Symposium on
Empirical Software Engineering and Measurement (pp. 348-356). IEEE.

•

Chapter 4 Mårtensson, T., Ståhl, D., & Bosch, J. (2016). Continuous Integration Applied to
Software-Intensive Embedded Systems – Problems and Experiences. In press; accepted by
The 17th International Conference on Product-Focused Software Process Improvement.

•

Chapter 5 Ståhl, D., Mårtensson, T., & Bosch, J. (2017). The continuity of continuous
integration: correlations and consequences. In press; accepted by Journal of Systems and
Software.

•

Chapter 6 Ståhl, D., & Bosch, J. (2014). Modeling continuous integration practice
differences in industry software development. Journal of Systems and Software, 87, 48-59.
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1.6.2 Part II: Continuous Integration and Delivery Modeling and
Architecture
Part II proceeds to study the problem of modeling continuous integration and delivery systems,
evolving the model proposed in Part I and combining it with methodology proposed in related
work. This work and the experiences gained from application in multiple industry cases results in
the proposal of Cinders, a unified architecture framework for continuous integration and delivery
systems.
•

Chapter 7 Ståhl, D., & Bosch, J. (2014). Automated software integration flows in industry:
a multiple-case study. In Companion Proceedings of the 36th International Conference on
Software Engineering (pp. 54-63). ACM.

•

Chapter 8 Ståhl, D., & Bosch, J. (2016). Industry application of continuous integration
modeling: a multiple-case study. In Proceedings of the 38th International Conference on
Software Engineering Companion (pp. 270-279). ACM.

•

Chapter 9 Ståhl, D., & Bosch, J. (2016). Cinders: The Continuous Integration and Delivery
Architecture Framework. In review.

1.6.3 Part III: Continuous Integration and Delivery Traceability
Part III recognizes that traceability in software engineering is a crucial problem lacking adequate
attention and support from tooling and infrastructure in the industry. It is explained how continuous
integration and delivery adoption threatens to exacerbate the consequences of this lack, as its focus
on speed and high frequency of release candidate production precludes manual solutions to the
problem. In this context Eiffel, an open source framework for continuous integration and delivery,
and its ability to satisfy real time traceability needs is investigated. Finally, the implications of Eiffel
usage for dynamic runtime selection of test scope are discussed.

•

Chapter 10 Ståhl, D., Hallén, K., & Bosch, J. (2016). Achieving traceability in large scale
continuous integration and delivery deployment: usage and validation of the Eiffel
framework. Empirical Software Engineering, 1-29.

•

Chapter 11 Ståhl, D., & Bosch, J. (2016). Dynamic Test Case Selection in Continuous
Integration: Test Result Analysis using the Eiffel Framework. In press; accepted for
inclusion in Analytic Methods in Systems and Software Testing.

1.7 Applicability of the Research Results
The software engineering practices of continuous integration and delivery are widely used
throughout the software industry. Consequently the research presented in this thesis is, on the
whole, generally applicable to software engineering at large. That being said, several chapters
present studies which are conducted in the context of a specific domain, or focused on the specific
challenges of certain types of software engineering – particularly that of large scale projects
involving large numbers of software engineering professionals of multiple roles. Table 2 presents
the focus and context of each chapter.

11

Chapter

Focus

Context

2: Experienced Benefits of
Continuous Integration in
Industry Software Product
Development: A Case Study

Large scale

Industry; large scale

3: The Impact of Agile
Principles and Practices on
Large-Scale Software
Development Projects

Large scale

Industry; large scale

4: Continuous Integration
Applied to Software-Intensive
Embedded Systems –
Problems and Experiences

Embedded systems

Industry; large scale;
embedded systems

5: The Continuity of
Continuous Integration:
Correlations and
Consequences

Large scale

Industry; large scale;
embedded systems

6: Modeling Continuous
Integration Practice
Differences in Industry
Software Development

General

General

7: Automated Software
Integration Flows in Industry:
A Multiple-Case Study

General

Industry

8: Industry Application of
Continuous Integration
Modeling: A Multiple-Case
Study

General

Industry; large scale

9: Cinders: The Continuous
Integration and Delivery
Architecture Framework

General

Industry

10: Achieving Traceability in
Large Scale Continuous
Integration and Delivery

Large scale

Industry; large scale

11: Dynamic Test Case
Selection in Continuous
Integration: Test Result
Analysis using the Eiffel
Framework

General

General

Table 2: Focus and context of research studies.

1.8 Detailed Overview of Research Processes and Methods
This section presents the research process and methods of each individual chapter.
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1.8.1 Chapter 2: Experienced Benefits of Continuous Integration in
Industry Software Product Development: A Case Study
This chapter presents a literature review and a multiple-case study of industrial experiences of
continuous integration among software professionals working in large scale development projects.
•

Type of research result: Answer or judgment; the chapter answers the question of how
software engineers perceive the benefits of their respective continuous integration
implementations, and how those perceptions differ, particularly examining four continuous
integration benefits proposed in related work.

•

Research process: The presented research begins by reviewing related work, and thereby
phrasing hypotheses as to the potential benefits of continuous integration. These hypotheses
are then investigated through the study of four industry cases and interviews with the
engineers employed in those cases.

•

Research methods: Literature Review; related work is studied in search of explicit claims
to the benefits of continuous integration, informing the subsequent interviews. Case Study;
four independent product development projects, considered representative for the studied
company, are investigated, primarily by interviewing a total of 22 engineers of multiple
working in those projects.

1.8.2 Chapter 3: The Impact of Agile Principles and Practices on LargeScale Software Development Projects
Chapter three presents an explorative study of the impact of agile practices, including continuous
integration, in two separate cases.
•

Type of research result: Answer or judgment; the study presents a list of found effects of
agile practices.

•

Research process: The study starts by identifying the problem of lacking empirical studies
on the effects of agile software development in a large-scale, industrial setting. A conceptual
framework for effects of agile software development was constructed based on the results of
a literature review, and evidence for these effects in the two studied cases is gathered
through a web-based survey.

•

Research methods: Literature Review; published literature was searched for effects of agile
software development, the results of which formed the basis of a conceptual framework.
Survey Research; the main method of data collection was an online survey distributed to 240
project members across the two studied cases.

1.8.3 Chapter 4: Continuous Integration Applied to Software-Intensive
Embedded Systems – Problems and Experiences
This chapter summarizes experiences from applying continuous integration in software-intensive
embedded systems contexts.
•

Type of research result: Report; a list of seven topics representing potential impediments
for the application of continuous integration to embedded systems development is presented,
and mapped to the seven corner stones of the practice listed by [Duvall 2007].

13

•

Research process: The starting point of the study is the experience that successful
implementation of continuous integration is in many cases far from trivial, and the intuition
that the nature of embedded systems development poses specific challenges. To investigate
this, experiences from two independent cases are reported, compared and analyzed in the
context of Duvall's seven corner stones.

•

Research methods: Case Study; the study reports and discusses experiences and difficulties
from two separate cases, and then compares those experiences to draw conclusions.

1.8.4 Chapter 5: The Continuity of Continuous Integration: Correlations
and Consequences
This chapter searches for correlations between size and the continuity of various continuous
integration implementations.
•

Type of research result: Procedure or technique; Qualitative or descriptive model; Notation
or tool; Answer or judgment; Report.

•

Research process: This chapter notes that not all ostensibly continuously integrating
projects are as continuous, and hypothesizes that this is related to size. Various methods of
measuring size and continuity, respectively, are then discussed and a set of relevant metrics
decided upon. Data is then collected and analyzed, both exploratively and by examining
correlations between collected metrics of size and continuity, respectively.

•

Research methods: Survey Research; this study mines software repository logs to analyze
the behavior of 1,049 developers from six cases over a two month period. Case Study; the
quantitative information gathered from software repository logs was complemented by
qualitative information on process and practice in each of the studied cases.

1.8.5 Chapter 6: Modeling Continuous Integration Practice Differences
in Industry Software Development
Influenced by the study presented in Chapter 2, this chapter performs a literature review to
investigate divergence in continuous integration practice as reported in published literature.
•

Type of research result: Answer or judgment; it is found that there is a high degree of
divergence with regards to interpretation and/or implementation of continuous integration,
specifically in 16 identified areas. Qualitative or descriptive model; based on the results of
the literature review, a descriptive model addressing the 16 identified points of divergence is
proposed.

•

Research process: Based on the findings presented in Chapter 2, this chapter begins by
hypothesizing that the observed differences in experience may be – at least in part – due to
differences in actual practice. To investigate this, a systematic literature review is conducted,
confirming a high degree of divergence. Identifying the problem that a clear, unambiguous
method for expressing such implementations is lacking, a model addressing the 16 identified
areas of divergence is proposed. The applicability of the model is subsequently
demonstrated in an illustrative case study.

•

Research methods: Literature Review; a systematic literature review of descriptions of
continuous integration practice is conducted.

14

1.8.6 Chapter 7: Automated Software Integration Flows in Industry: A
Multiple-Case Study
This chapter studies continuous integration practices in five independent cases through
application of the model proposed in Chapter 6 and interviews with software engineers in those
cases.
•

Type of research result: Answer or judgment; the studied modeling technique is confirmed
to be applicable to a wide range of industry contexts. Report; six guidelines for design and
implementation of continuous integration systems are presented.

•

Research process: The research presented in this chapter starts with identification – based
on previous work as well as practical experience – of the problem that continuous
integration practice is rife with divergence and conflicting interpretations. To improve
understanding of this problem, the methods of Chapters 2 and 6 are applied in tandem:
interviewing software engineers regarding their experiences of continuous integration, and
modeling the continuous integration systems, respectively. The resulting models are then
compared in search of possible explanations to the differences in experienced effects, and
guidelines resulting from this analysis for continuous integration systems are presented.

•

Research methods: Case Study; this research investigates five independent cases and
documents their respective practices and experienced effects, respectively.

1.8.7 Chapter 8: Industry Application of Continuous Integration
Modeling: A Multiple-Case Study
In this chapter two continuous integration modeling techniques – Automated Software Integration
Flows (ASIF) and Continuous Integration Visualization Technique (CIViT) – are applied to four
industry cases.
•

Type of research result: Qualitative or descriptive model; while the chapter does not
introduce any new models per se, it proposes improvements to the investigated modeling
techniques. Answer or judgment; it is concluded that the modeling techniques ASIF and
CIViT can be favorably combined. Report; guidelines for and experiences from continuous
integration modeling are presented.

•

Research process: In a sense picking up where Chapter 7 ends, two problems are identified.
First, there is a lack of research on how continuous integration modeling can be applied to
benefit industry practitioners in their day-to-day work. Second, two continuous integration
modeling techniques have been proposed in literature, and it is unclear how they relate to
one another conceptually as well as in practice. Consequently the two models are applied in
tandem to four live industry cases to assess their effectiveness.

•

Research methods: Action Research; the studied continuous integration modeling
techniques are applied to industry cases and their ability to address their needs and
challenges is evaluated. Literature Review; an overview of the current state of continuous
integration research is presented.
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1.8.8 Chapter 9: Cinders: The Continuous Integration and Delivery
Architecture Framework
This chapter formulates two suppositions: that an architecture framework can be defined which
unifies existing continuous integration and delivery modeling techniques, and that such an
architecture framework can be shown to address requirements derived from previous application of
those techniques, respectively. These suppositions are then investigated, resulting in the design of a
continuous integration and delivery architecture framework.
•

Type of research result: Qualitative or descriptive model; the main research result of the
chapter is the architecture framework Cinders.

•

Research process: The chapter presents research driven by the two suppositions listed
above. By reviewing literature, documented experiences from continuous integration and
modeling are collected. Through thematic analysis these experiences are transformed into
requirements on an architecture framework. A solution to the identified problems is then
designed in the form of Cinders. This solution is subsequently evaluated through interviews
with previous users of continuous integration and delivery modeling techniques, through
analysis of requirements compliance, through application to live industry cases and through
a group interview with continuous integration specialists.

•

Research methods: Literature Review; literature is searched for experiences of continuous
integration and delivery modeling, forming input to the architecture framework design.
Action Research; the Cinders architecture framework is applied to industry cases and its
ability to address their needs and challenges is evaluated.

1.8.9 Chapter 10: Achieving Traceability in Large Scale Continuous
Integration and Delivery
This chapter consists of three separate parts: an investigation into the industry developed
continuous integration and delivery framework Eiffel, identification of prominent traceability needs
in the industry and validation of the Eiffel framework.
•

Type of research result: Notation or tool; the chapter presents the Eiffel framework as a
tool addressing the challenges of traceability in continuous integration and delivery.
Procedure or technique; apart from the tool itself, the procedure of real-time in situ
generation of trace links – as opposed to ex post facto analysis of documents – realized by
the Eiffel framework is discussed.

•

Research process: The chapter begins by investigating the Eiffel framework through
perusal of documentation, informal discussions with continuous integration architects,
demonstrations and participant observation. To identify traceability needs in large scale
industry projects, 15 software engineering professionals in three cases are then interviewed
and their responses thematically analyzed. Based on the identified needs, the Eiffel
framework is subsequently validated using five methods: interviews with users of the
framework, interviews with engineers not using the framework, comparison of traceability
data gathering process with and without Eiffel, searching literature for solutions comparable
to the Eiffel framework and observer participation.
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•

Research methods: Case Study; processes and the behavior and experiences of software
engineers in three independent cases are studied in order to investigate the validity of the
Eiffel framework. Literature Review; related work is reviewed in order to answer the
question "Which solutions to the traceability problem in a continuous integration and/or
delivery context have been proposed in literature?".

1.8.10 Chapter 11: Dynamic Test Case Selection in Continuous
Integration: Test Result Analysis using the Eiffel Framework
This chapter does not present any research study, but discusses traceability as prerequisite for
dynamic run-time selection of test cases based on findings in previous work, along with experiences
gained both as a researcher and a practitioner of continuous integration and delivery.
•

Type of research result: Report; the inherent conflict between the emphasis on speed and
frequency in continuous integration and delivery, on the one hand, and the need for thorough
and extensive testing to achieve a high degree of confidence in release candidates, on the
other, is discussed along with its implications for traceability.

•

Research process: The chapter focuses on problem identification. By analyzing previous
findings and experiences, it points to an area in need of further investigation.

•

Research methods: The chapter does not present any study of its own, but discusses studies
performed in previous work. Consequently, no specific research method was employed.

1.9 Related Publications
Two related publications are not included in this thesis.
•

Ståhl, D., & Bosch, J. (2014). Continuous Integration Flows. In Continuous Software
Engineering (pp. 107-115). Springer International Publishing. This book chapter
summarizes and discusses the findings presented in several of the articles included in Part I
of the thesis.

•

Ståhl, D., Hallén, K., & Bosch, J. (2016). Continuous Integration and Delivery Traceability
in Industry: Needs and Practices. In 42nd Euromicro Conference on Software Engineering
and Advanced Applications (pp. 68-72). IEEE. This conference paper is a shorter
presentation of the work described in Chapter 10.

1.10 Contributions to the Articles
This thesis contains articles resulting from research and work by multiple authors. This section
describes my personal contributions to each of the articles.
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1.10.1 Chapter 2
Ståhl, D., & Bosch, J. (2013). Experienced benefits of continuous integration in industry software
product development: A case study. In The 12th IASTED International Conference on Software
Engineering (pp. 736-743).
My contribution to this article was ideation, research design, data collection, analysis and the
writing of the paper. Jan Bosch acted as mentor, sounding board and reviewer.

1.10.2 Chapter 3
Lagerberg, L., Skude, T., Emanuelsson, P., Sandahl, K., & Ståhl, D. (2013). The impact of agile
principles and practices on large-scale software development projects: A multiple-case study of two
projects at Ericsson. In ACM/IEEE International Symposium on Empirical Software Engineering
and Measurement (pp. 348-356). IEEE.
This article is based on the MSc thesis of Lagerberg and Skude. My contribution to the thesis and
the subsequent article was ideation, supervision, coaching and reviewing. Lina Lagerberg and Tor
Skude collected the data, analyzed it and wrote the article. Per Emanuelsson and Kristian Sandahl
acted as reviewers and mentors to Lagerberg and Skude.

1.10.3 Chapter 4
Mårtensson, T., Ståhl, D., & Bosch, J. (2016). Continuous Integration Applied to SoftwareIntensive Embedded Systems – Problems and Experiences. In press; accepted by The 17th
International Conference on Product-Focused Software Process Improvement, 2016.
Research design, data gathering and analysis for this article was a joint effort between myself and
Torvald Mårtensson, with Mårtensson performing the larger share of the work and writing the
resulting paper. I reviewed the paper, while Jan Bosch acted as mentor, sounding board and
reviewer.

1.10.4 Chapter 5
Ståhl, D., Mårtensson, T., & Bosch, J. (2017). The continuity of continuous integration:
correlations and consequences. In press; accepted by Journal of Systems and Software.
The research design of this article was jointly developed between myself and Torvald
Mårtensson. I collected the primary case data and parts of the validation data, analyzed it and wrote
the paper. Mårtensson collected the majority of the validation data and acted as a reviewer. Jan
Bosch acted as mentor, sounding board and reviewer.

1.10.5 Chapter 6
Ståhl, D., & Bosch, J. (2014). Modeling continuous integration practice differences in industry
software development. Journal of Systems and Software, 87, 48-59.
My contribution to this article was ideation, research design, data collection, analysis and the
writing of the paper. Jan Bosch acted as mentor, sounding board and reviewer.
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1.10.6 Chapter 7
Ståhl, D., & Bosch, J. (2014). Automated software integration flows in industry: a multiple-case
study. In Companion Proceedings of the 36th International Conference on Software Engineering
(pp. 54-63). ACM.
My contribution to this article was ideation, research design, data collection, analysis and the
writing of the paper. Jan Bosch acted as mentor, sounding board and reviewer.

1.10.7 Chapter 8
Ståhl, D., & Bosch, J. (2016). Industry application of continuous integration modeling: a
multiple-case study. In Proceedings of the 38th International Conference on Software Engineering
Companion (pp. 270-279). ACM.
My contribution to this article was ideation, research design, data collection, analysis and the
writing of the paper. Jan Bosch acted as mentor, sounding board and reviewer.

1.10.8 Chapter 9
Ståhl, D., & Bosch, J. (2016). Cinders: The Continuous Integration and Delivery Architecture
Framework. In review.
My contribution to this article was ideation, research design, data collection, analysis and the
writing of the paper. Jan Bosch acted as mentor, sounding board and reviewer.

1.10.9 Chapter 10
Ståhl, D., Hallén, K., & Bosch, J. (2016). Achieving traceability in large scale continuous
integration and delivery deployment: usage and validation of the Eiffel framework. Empirical
Software Engineering, 1-29.
My contribution to this article was ideation, research design and the writing of the paper. Data
collection and analysis was performed jointly by myself and Kristofer Hallén, who also acted as a
reviewer. Jan Bosch acted as mentor, sounding board and reviewer.

1.10.10 Chapter 11
Ståhl, D., & Bosch, J. (2016). Ståhl, D., & Bosch, J. (2016). Dynamic Test Case Selection in
Continuous Integration: Test Result Analysis using the Eiffel Framework. In press; accepted for
inclusion in Analytic Methods in Systems and Software Testing.
This book chapter was the result of Jan Bosch being invited to contribute to Analytic Methods in
Systems and Software Testing and subsequently inviting me to co-author it. My contribution was to
propose the topic and write the chapter. Jan Bosch acted as mentor, sounding board and reviewer.
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Part I:
Continuous Integration and Delivery
Practice Impediments and Divergence
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Chapter 2. Experienced Benefits of Continuous
Integration in Industry Software Product
Development

This chapter is published as:
Ståhl, D., & Bosch, J. (2013). Experienced benefits of continuous integration in industry software
product development: A case study. In The 12th IASTED International Conference on Software
Engineering (pp. 736-743).
Abstract
In this paper, we present a multi-case study of industrial experiences of continuous integration
among software professionals working in large scale development projects. In literature, multiple
benefits of continuous integration are suggested, but case studies validating these benefits are
lacking. This study investigates the extent to which continuous integration effects – increased
developer productivity, increased project predictability, improved communication and enabling
agile testing – suggested in literature are experienced in industry development projects. The study
involves four independent products at different levels of continuous integration maturity within
Ericsson AB. In each of these products developers, testers, project managers and line managers
have been interviewed. Their experiences of continuous integration are quantitatively assessed and
discussed in comparison to the continuous integration benefits proposed in related work.

2.1 Introduction
Continuous integration was popularized in the late '90s as part of eXtreme Programming [Beck
2000]. It is a software development practice where changes are integrated early and often. There is a
wide spectrum of proposed beneficial effects of this practice in related work, such as enabling agile
testing, communicating development status within the team or increasing developer productivity,
while others suggest an increase in project predictability. In other words, there isn't one
homogenous understanding of what the exact consequences of introducing continuous integration in
software development are, and case studies confirming claimed effects are lacking. Additionally,
there may be contextual differences between development projects that impact the extent to which
potential effects of continuous integration manifest, which are not yet fully understood.
This paper formulates, based on findings in related work, a series of hypotheses of what the
benefits of continuous integration are. Then, through a quantitative case study of industry
development projects, the validity of each hypothesis is examined. The contribution of this paper is
first that it uses an industrial multi-case study of large-scale software development to validate two
hypotheses related to continuous integration: it improves communication both within and between
teams and it improves project predictability. Second, it questions another hypothesis: continuous
integration supports agile testing; the empirical data of this study does not allow us to fully validate
this. Third, it is validated that continuous integration increases developer productivity. In this case,
however, only one of the two reasons for this increase suggested in related work is supported: while
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the effect of continuous integration facilitating parallel development is validated, the claim that it
provides a significant reduction of compilation and testing overhead prior to checking in changes is
not.
The remainder of this paper is organized as follows. In the next section, the research method used
for the study is described. In Section 2.3 the hypotheses based on claims made by related work are
formulated. The collection of the case study data is discussed in Section 2.4. In Section 2.5 the data
and the hypotheses are examined, and the paper is then concluded in Section 2.6.

2.2 Research Method
The research was conducted by reviewing existing articles on continuous integration. Based on
these articles hypotheses as to the effects of adopting continuous integration were formulated. Data
was then gathered through interviews with industry software professionals, and the data was
investigated in order to validate or disprove the hypotheses.

2.2.1 Study of Related Work
The first steps of systematic literature review were used to find articles that make explicit claims
as to benefits of continuous integration. This resulted in a set of seven articles (see Section 2.3),
some of which were in agreement, but several of which proposed continuous integration effects not
mentioned in the other articles. This made it clear that there are differing expectations on
continuous integration as a practice, and indeed differing experiences of it. To capture and
investigate the benefits proposed in the selected articles, hypotheses describing the effects of
continuous integration in software development projects were then formulated (see Section 2.3).

2.2.2 Interviews
The most appropriate method to examine the validity of the formulated hypotheses, we
concluded, was by investigating the extent to which software professionals recognize the proposed
benefits in their work. In order to compile a representative data set we decided to interview
professionals both in different development projects and working in different disciplines. Therefore
four products where chosen (see Section 2.4.1), and in each of those products interviews with
developers, testers, project managers and line managers were conducted. The interviews were semistructured, with questions prepared to cover effects proposed in related work, but encouraging
interviewees to discuss and elaborate on their answers. In some cases additional questions were
added to the interview guide as a result of such discussions: in cases where the interviewee didn't
necessarily disagree with an effect, but suggested other causes than those stated in the hypothesis
we felt that it was important to capture this by including it in subsequent interviews.
For each effect the interviewees were asked whether they had experienced it from the continuous
integration implementation currently in place in their product development. The interviewees were
also asked to quantify their answers by assigning them scores representing the extent to which they
perceived continuous integration contributing to those effects. These scores range from 0 (not at
all), to 7 (very much).
In total, 22 individuals spread across the products included in the study and representing the roles
described above were interviewed.
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2.2.3 Investigation of Data
The answers provided by the interviewees were collated, upon which average scores and standard
deviation of scores were calculated for each continuous integration effect as well as for the entire
data set.
The average scores assigned by the interviewees were used to determine whether their
perceptions and experiences support the formulated hypotheses, and the standard deviations were
used to determine to what extent there was consensus among them.
Some interviewees refrained from answering certain questions. This was due to one of two
reasons: either the question was not understood, or they did not consider themselves to have the
experience or be in a position where they could tell whether a particular continuous integration
effect was manifest. Regardless of the reason, such missing answers were omitted from the data set
and consequently not included in the calculation of score averages and standard deviations.

2.3 Hypotheses
To find articles based on which hypotheses concerning the effects of continuous integration could
be formulated the first steps of systematic literature review were used. The IEEE Xplore database
was searched for publications with the terms "continuous", "integration" and "software" either in
their titles or abstracts, which returned 361 matches.
From reading the abstracts of these papers we determined that a large number of these 361
articles, however, did not deal with the software practice of continuous integration, but rather with
subjects such as signal processing and artificial intelligence. From those dealing with the software
practice of continuous integration, a smaller set of 33 articles were found to potentially make
concrete and tangible claims as to benefits of continuous integration. These articles were reviewed
in full, and the hypotheses below were formulated to represent explicitly proposed benefits of
continuous integration effects found in seven of them [Boehm 2005, Downs 2010, Goodman 2008,
Lacoste 2009, Liu 2009, Miller 2008, Stolberg 2009].
•

Hypothesis 1: Continuous integration supports the agile testing practices of automated
customer acceptance tests and writing unit tests in conjunction with production code. In
[Stolberg 2009], continuous integration is considered essential in supporting agile testing.
Agile testing is in this context considered to involve practices such as customer defined
acceptance tests, automating said tests and running them in the regression test suite at least
daily, as well as developing unit tests for all new code during a sprint (an iterative sprint
based process was used) and then running those unit tests with every build.

•

Hypothesis 2: Continuous integration contributes to improved communication both within
and between teams. The problems of effectively communicating within a development team
are investigated in [Downs 2010], which states that the continuous integration constituted a
significant part in how the team communicated and consequently had a significant effect on
the work flow. However, while [Downs 2010] investigated a single team, we consider it to
be equally important to cover large scale development projects where more than one team is
involved. Thus the hypothesis is phrased in such a way as to capture both intra-team and
inter-team communication.
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•

Hypothesis 3: Continuous integration contributes to increased developer productivity as an
effect of facilitating parallel development in the same source context and reduced compiling
and testing locally before checking in. It is reported from one project switching to
continuous integration [Lacoste 2009] that it allowed them to easily maintain more than one
line of development, thereby increasing the flow of changes. Additionally, [Mille 2008]
calculates the net gains of adopting continuous integration by measuring time saved by the
developers not compiling and testing locally before checking in versus the time spent on the
continuous integration framework itself. This implies that the primary benefit of continuous
integration is as a time saver for developers. The third hypothesis was phrased to cover both
of these proposed benefits.

•

Hypothesis 4: Continuous integration improves project predictability as an effect of finding
problems earlier. [Goodman 2008] claims that with continuous integration, the company
studied in the article is now able to release frequently and predictably. [Liu 2009] finds that
continuous integration testing is an effective method of discovering bugs continuously, and
[Boehm 2005] supports this view, claiming that continuous integration is helpful in finding
problems earlier rather than later.

2.4 Data Collection
This section describes the data collection process.

2.4.1 Studied Products
This section describes the four products included in the case study. All of these are Ericsson
products, due to the ease with which we were able to obtain access to them, but they are all
developed by independent organizations within the company. From the many dozens of
development projects in Ericsson these four were selected to ensure a good distribution and
representativeness of software development projects at large. We wanted to capture projects with
very short experience of continuous integration, as well as those with relatively longer experience.
We also wanted to represent products where the continuous integration was explicitly broken into
stages, with later stages focused on the integration of prebuilt binary components, similar to the
approach described in [Roberts 2004], as well as products where this is not the case. In other words,
we wanted to include one product representing each quadrant of the diagram shown in Figure 3.

Figure 3: The four quadrants of software development
projects represented in the case study.
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It shall be noted that all of the studied products were, at the time of the study, being actively
developed by multiple teams.

2.4.1.1 Product A
Product A is a network node, developed by tens of cross-functional development teams. Each
team delivers into the product mainline every few months, on average. In other words, new changes
are integrated into the product mainline, with the product consequently being rebuilt and retested
several times a week. At the time of the case study, the development organization of product A was
in the planning stage of their continuous integration implementation and was chosen to represent
products with short experience and lesser focus on binary components (see Figure 3).

2.4.1.2 Product B
Product B is actually a portfolio of products that interacts with a wide array of network nodes.
Unlike the other products in the case study, which are considering or have adopted continuous
integration at a mature stage in the product life cycle, product B was designed for large scale
continuous integration from the outset, using a binary integration based approach similar to that
described by [Roberts 2004]. At the time of the case study the portfolio was still in its first year of
development. This product was chosen to represent products integrating binary components, but
with short experience of continuous integration (see Figure 3). Measured in number of teams,
product B was at the time of writing the smallest product in the case study, with less than ten crossfunctional development teams.

2.4.1.3 Product C
The software delivered by product C is developed by tens of cross functional teams and
integrated into a large number of hardware and software configurations, placing strict requirements
on variability and extensive verification. Each team pushes into the product mainline approximately
once a week, on average, using a time slot reservation system. In this regard, the continuous
integration of product C can be described as a quicker variant of the process previously in place in
product A. This illustrates the elasticity of how the term continuous integration is sometimes used in
large scale software development.
Having a similar approach as product A to building the product, but longer experience, product C
was chosen to represent the upper left quadrant of Figure 3.

2.4.1.4. Product D
Product D is a network node, developed by tens of cross-functional development teams. Several
years prior to the case study the development organization switched from a previous integration
approach, with late integration of large changes, to continuous integration. Their continuous
integration setup compiles changed modules in the first stage and then, via binary integration, builds
and verifies the full node.
For these reasons, product D was chosen to represent product development with a longer
experience of continuous integration as well as a greater focus on binary components.
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2.4.2 Interview Guide
The interview guide consisted of eleven questions, designed to address the four hypotheses (see
Section 2.3).

2.4.2.1 Supporting Agile Testing
The first hypothesis states that continuous integration supports the agile testing practices of
automated customer acceptance tests and writing unit tests in conjunction with production code. To
examine this hypothesis, two questions were included in the interview guide:
1. To what extent have you experienced continuous integration supporting agile testing, in the
sense of automated customer acceptance tests?
2. To what extent have you experienced continuous integration supporting agile testing, in the
sense of writing unit tests in conjunction with new production code?

2.4.2.2 Improving Communication
The second hypothesis states that continuous integration contributes to improved communication
both within and between teams. This hypothesis was addressed by the following questions:
3. To what extent have you experienced continuous integration contributing to improved intrateam communication?
4. To what extent have you experienced continuous integration contributing to improved interteam communication?

2.4.2.3 Increasing Developer Productivity
The following questions were designed to address the hypothesis that continuous integration
contributes to increased developer productivity as an effect of facilitating parallel development in
the same source context and reduced compiling and testing locally before checking in:
5. To what extent have you experienced continuous integration improving developer
productivity, as an effect of less local compiling and testing before checking in?
6. To what extent have you experienced continuous integration facilitating parallel
development in the same source context?
In addition to these questions, it was suggested during the study that there may be other causes of
potentially increased developer productivity, and so the following questions were also included in
the interview guide:
7. To what extent have you experienced continuous integration improving developer
productivity as an effect of easier re-basing and merging?
8. To what extent have you experienced continuous integration improving developer
productivity as an effect of more effective troubleshooting?

2.4.2.4 Improving Project Predictability
The final hypothesis is that continuous integration improves project predictability as an effect of
finding problems earlier. The following question was included to examine this:
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9. To what extent have you experienced continuous integration improving project
predictability, as an effect of finding problems early?
While related work is largely focused on describing unit tests and (functional) acceptance tests in
relation to continuous integration, we were also curious about whether early non-functional system
testing is improving predictability in the industry:
10. To what extent have you experienced continuous integration improving project
predictability, as an effect of early non-functional system testing?
Furthermore, it was suggested during the study that predictability also increases because
integration is performed outside of the project's critical path. The reasoning here is that small, early
and incremental integrations can be done in parallel with development, while traditional "big bang"
integrations towards the end of the project inevitably take place on the critical path. We considered
it to be worth dedicating an extra question to this:
11. To what extent have you experienced continuous integration improving project
predictability, as an effect of integration taking place outside of the critical path?

2.4.3 Interviewees
To ensure a sufficient distribution of interviewees in each of the projects developing the studied
products, managers of these products were asked to suggest interviewees representing developers,
testers, project managers and line managers. One to two representatives of each role in each product
were interviewed.

2.5 Hypotheses and Data Examination
This section examines the data gathered in the study and discusses it in relation to the formulated
hypotheses.

2.5.1 Examination of Data
A total of eleven questions pertaining to the formulated hypotheses are included in the data set.
Across all eleven questions, the average standard deviation of scores assigned by interviewees (on a
scale of 0 to 7, see Section 2.2.2) to their experiences of continuous integration effects was 2.30. We
believe that this high standard deviation reveals a large amount of disagreement. Even though the
exact causes of this disagreement are currently not understood, we nevertheless find this to be an
interesting result in itself: it supports the view that perceptions and experiences of continuous
integration differ (see Section 2.2.1).
In order to determine whether a hypothesis was validated by the empirical data, the average score
for the questions pertaining to that hypothesis was used: an average of 3.5 or above is considered a
validation. For hypotheses with multiple stipulated causes, all causes must be validated for the
hypothesis itself to be fully validated. Also note that some questions (e.g. questions 10 and 11) are
not designed to validate any hypotheses, but merely to provide additional data. Furthermore, we do
not consider a score below 3.5 to necessarily rule out the validity of an effect, but instead may be an
indication of a correlation that is not yet fully understood.

27

2.5.2 Examination of Hypotheses
This section discusses each hypothesis in turn and presents the results of the questions pertaining
to those hypotheses. The scores given by the interviewees in response to these questions are
depicted in Figures 2 through 5. In each figure, the average score is displayed as a horizontal bar.
Also, the distribution of responses is represented as a candlestick chart [Morris 1992], with the
vertical bar representing the minimum and maximum scores, while the lower and upper boundaries
of the box represent the first and third quartiles respectively.

2.5.2.1 Supporting Agile Testing
The first hypothesis is that continuous integration supports the agile testing practices of
automated customer acceptance tests and writing unit tests in conjunction with production code,
which is addressed by questions 1 and 2 (see Section 2.4.2.1). The scores are displayed in Figure 4.

Figure 4: Average scores assigned by interviewees in response to questions 1 and
2 (see Section 2.4.2.1). The lower and upper bounds of the boxes represent the
first and third quartiles, respectively.

Question 1 (support of agile testing in the sense of automated customer acceptance tests) received
an average score of 2.82, with a standard deviation 1.90.
Question 2 (support of agile testing in the sense of unit tests written in conjunction with
production code) received an average score of 3.77, with a standard deviation of 2.33.
The support for the hypothesis from this result is ambiguous: while the interviewees perceive an
effect on supporting unit tests written in conjunction with production code, their experience of the
customer acceptance test effect is significantly weaker. Some of the interviewees suggested that this
is because they don't have any direct interaction with end customers – rather their "customers" tend
to be another department or internal testers – and that they didn't make use of this particular testing
process.
Even though scores of question 2 are significantly higher, it was argued several times during the
study that this should not be considered so much an effect of continuous integration, as a
prerequisite.
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In conclusion, we find that our study can not fully validate this hypothesis, although it is partly
supported. It does appear clear, however, that there is a correlation between agile testing practices
and continuous integration (and a point could arguably be made that continuous integration itself is
one such practice), but the exact nature of this correlation is not fully understood. In particular, it
remains unclear what is cause and what is effect, and what the contextual prerequisites of successful
interaction between continuous integration and customer acceptance tests are. It is also unclear to
what extent the particular circumstances of the studied products affect the ability of these benefits to
manifest: as hinted at by the interviewees themselves, it is possible that in a different context the
support for automated customer acceptance tests would be more pronounced.

2.5.2.2 Improving Communication
The second hypothesis states that continuous integration contributes to improved communication
both within and between teams, which is addressed by questions 3 and 4 (see Section 4.2.2). The
scores are displayed in Figure 5.

Figure 5: Average scores assigned by interviewees in response to questions 3 and
4 (see Section 2.4.2.2). The lower and upper bounds of the boxes represent the
first and third quartiles, respectively.

Question 3 (improving intra-team communication) received an average score of 3.77, with a
standard deviation of 2.83.
Question 4 (improving inter-team communication) received an average score of 3.85, with a
standard deviation of 2.44.
The data gathered in the case study validates the hypothesis, both on account of intra-team and
inter-team communication. It should be noted, however, that the average scores for these questions
are not exceedingly high, while the standard deviation is above average. But this does not tell the
full story: looking at the distribution in Figure 5 it becomes evident that experiences, particularly in
response to question 3, are very polarized. Indeed, elaborating on these questions, interviewees gave
diverging accounts of how product build and quality status was communicated in their respective
products. Therefore we believe that further investigation into how differences in continuous
integration implementations affect these potential benefits is warranted.
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2.5.2.3 Increasing Developer Productivity
The third hypothesis is that continuous integration contributes to increased developer productivity
as an effect of facilitating parallel development in the same source context and less compiling and
testing locally before checking in, which is addressed by questions 5 and 6. In addition, questions 7
and 8 address the same effect, but suggest different causes (see Section 4.2.3). The scores are
displayed in Figure 6.

Figure 6: Average scores assigned by interviewees in response to questions 5, 6,
7 and 8 (see Section 2.4.2.3). The lower and upper bounds of the boxes represent
the first and third quartiles, respectively.

Question 5 (increased productivity as an effect of less local compiling and testing before
checking in) received an average score of 2.08, with a standard deviation of 2.79.
Question 6 (increased productivity as an effect of facilitating parallel development) received an
average score of 4.91, with a standard deviation of 2.02.
Question 7 (increased productivity as an effect of easier re-basing and merging) received an
average score of 3.46, with a standard deviation of 2.95.
Question 8 (increased productivity as an effect of more effective troubleshooting) received an
average score of 2.92, with a standard deviation of 2.18.
There are striking differences in how interviewees rate the contribution to developer productivity,
depending on which cause the question addresses. Increased productivity as an effect of easier rebasing and more effective troubleshooting receive moderate support, while the time saving aspect
(question 5) received very low scores. All of these effects also had medium to high standard
deviation, indicating differing opinions. Figure 4 clearly shows that questions 5 and 7, especially,
received polarized responses which warrant further investigation.
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In contrast, in the experience of the interviewed software professionals in this study, there is a
significant effect in facilitating parallel development in the same source context (question 6). Here
the standard deviation is also relatively low, with first and third quartiles close together, indicating a
higher degree of consensus. It is worth noting, however, that even so there are individuals who do
not perceive this effect at all.
In conclusion, we find that the case study partly supports the hypothesis, while also indicating
that there may be other (albeit lesser) causes for increased productivity, such as more effective
troubleshooting and easier rebasing and merging.
It should be noted that in addition to the low scores assigned to the time saving effect, as
suggested by [Miller 2008], one interviewee went as far as to claim that in fact the exact opposite is
true: as a consequence of adopting continuous integration, developers become more careful in
verifying their changes before checking them in, as it is considered of utmost importance to not
break the build needlessly. Indeed, this point of view also has support in literature [Humble 2010].
However, this does not necessarily rule out the validity of the effect itself: there may be differences
in context that determine to what extent certain benefits can manifest. For instance, all the
development projects of this study are significantly larger than that studied in [Miller 2008],
containing many times the number of development teams.
It is conceivable that such environmental factors can influence whether it's beneficial for
developers to skip local compiling and testing before checking in. The high standard deviation can
be interpreted as supporting this assumption – there is simply significant disagreement among the
interviewees as to whether this is a benefit of continuous integration or not – but currently it is not
understood what those factors are or what their influence is.

2.5.2.4 Improving Project Predictability
The fourth hypothesis is that continuous integration improves project predictability as an effect of
finding problems earlier, which is addressed by question 9. Additionally, questions 10 and 11 are
also about improved project predictability, but suggest different reasons for it (see Section 2.4.2.4).
The scores are displayed in Figure 7.
Question 9 (improving predictability as an effect of finding problems early) received an average
score of 4.77, with a standard deviation of 1.53.
Question 10 (improving predictability as an effect of early non-functional system testing)
received an average score of 3.42, with a standard deviation of 1.98.
Question 11 (improving predictability as an effect of performing integration outside of the critical
path) received an average score of 3.67, with a standard deviation of 2.36.
The gathered data clearly supports the hypothesis that continuous integration improves project
predictability as an effect of finding problems early. Not only did this effect receive the second
highest average score in the data set: it also received the lowest standard deviation and was the only
effect that every individual participating in the study perceived to some extent. This indicates a
strong consensus among the interviewees.
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In addition to this, the data suggests that predictability may also be improved by early nonfunctional system testing and integrating outside of the project's critical path, although to a lesser
degree. It deserves to be pointed out, that even though the average scores of questions 10 and 11
were not among the highest in the data set, they do not show the same polarization in responses as
questions pertaining to communication and productivity (see Sections 2.5.2.2 and 2.5.2.3).

Figure 7: Average scores assigned by interviewees in response to questions 9, 10
and 11 (see Section 2.4.2.4). The lower and upper bounds of the boxes represent
the first and third quartiles, respectively.

2.5.3 Validation of Hypotheses
Based on the data presented above, we find that the first hypothesis (continuous integration
supports the agile testing practices of automated customer acceptance tests and writing unit tests in
conjunction with production code) can not be validated by this case study, although interesting
questions remain to be answered.
Furthermore, we find that the second hypothesis (continuous integration contributes to improved
communication both within and between teams) is validated, with the caveat that experiences are
very disparate.
In addition, we find that the fourth hypothesis (continuous integration improves project
predictability as an effect of finding problems earlier) is validated.
Finally, the third hypothesis (continuous integration contributes to increased developer
productivity as an effect of facilitating parallel development in the same source context and less
compiling and testing locally before checking in) is partly validated: we found support for the first
of the stipulated causes, but not the latter.
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2.6 Conclusion
It is our conclusion that there exists not one, but several benefits to continuous integration. We
also find that each of our hypotheses (see Section 2.3) is, at least partly, supported by the collected
data, even in cases where they can not be unambiguously validated.
It is shown that there is a relationship between continuous integration and the agile testing
methods of automated customer acceptance tests and writing unit tests in conjunction with new
production code. There are, however, unanswered questions raised as to whether continuous
integration supports the unit test practice, or if it's the other way around, or if they support each
other. It is also difficult to isolate the effect of continuous integration on the practice of automated
customer acceptance testing from contextual factors (such as organizational structure, culture and
customer availability) in our data.
Furthermore the data shows, with the caveat that interviewees report disparate experiences, that
continuous integration is generally perceived as having a positive effect on communication – not
just within the team, as suggested by [Downs 2010], but in larger projects also between teams.
There is also strong support for the hypothesis that continuous integration improves developer
productivity, but only for one of the reasons originally stipulated: while there is a strong consensus
in the study that it facilitates parallel development, there is very weak support for the time saving
aspect proposed by [Miller 2008]. It shall be noted, however, that in this case there is an exceptional
lack of consensus: a number of interviewees do perceive this effect very strongly. This leaves us
with an unanswered question: why do the experiences from this proposed effect differ? Are there
factors that determine whether it's a benefit or not to save time by not compiling and testing before
checking in?
In addition to the causes for improved productivity mentioned in the original hypothesis, we also
found support for productivity increases due to more effective troubleshooting and easier re-basing
and merging, although to a lesser extent than the parallel development effect.
We also find that our case study strongly supports the hypothesis that continuous integration
improves project predictability by finding problems earlier. In addition to this, it is also shown that
predictability is further improved because non-functional system testing can be performed early and
integration can be performed outside of the project's critical path.
Additionally, we find no reason to believe that the effects discussed in this article constitute an
exhaustive list of continuous integration benefits. It should also be noted that potentially negative
effects of continuous integration have not been discussed, which we believe to be an important topic
of further research.
Finally, it is our conclusion that, for most effects, the standard deviation of responses is very high,
indicating that experiences of continuous integration differ. Viewed in light of the wide spectrum of
continuous integration benefits described in literature, however, it is not altogether surprising. We
do, however, believe that this is an important area that deserves further investigation: what are the
causes of these differences in experienced continuous integration effects? Are they due to individual
perception, differences in culture and process between the development projects, or inherent
differences in the products being developed? Or could it be that the concept of continuous
integration has been interpreted and implemented in different ways? At the time of writing this is
not clear. It is conceivable, however, that a better understanding of potential differences in
continuous integration implementations and their effects could help software development projects
to shape their continuous integration in such a way as to optimize for the benefits they seek to
achieve.
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Chapter 3. The Impact of Agile Principles and Practices
on Large-Scale Software Development Projects
This chapter is published as:
Lagerberg, L., Skude, T., Emanuelsson, P., Sandahl, K., & Ståhl, D. (2013). The impact of agile
principles and practices on large-scale software development projects: A multiple-case study of two
projects at Ericsson. In ACM/IEEE International Symposium on Empirical Software Engineering
and Measurement (pp. 348-356). IEEE.
Abstract
BACKGROUND: Agile software development methods have a number of reported benefits on
productivity, project visibility, software quality and other areas. There are also negative effects
reported. However, the base of empirical evidence to the claimed effects needs more empirical
studies.
AIM: The purpose of the research was to contribute with empirical evidence on the impact of using
agile principles and practices in large-scale, industrial software development. Research was focused
on impacts within seven areas: Internal software documentation, Knowledge sharing, Project
visibility, Pressure and stress, Coordination effectiveness, and Productivity.
METHOD: Research was carried out as a multiple-case study on two contemporary, large-scale
software development projects with different levels of agile adoption at Ericsson. Empirical data
was collected through a survey of project members.
RESULTS AND CONCLUSIONS: Intentional implementation of agile principles and practices
were found to: correlate with a more balanced use of internal software documentation, contribute to
knowledge sharing, correlate with increased project visibility and coordination effectiveness, reduce
the need for other types of coordination mechanisms, and possibly increase productivity. No
correlation with increase in pressure and stress were found.

3.1 Introduction
Agile software development (ASD) methods are often advertised as a contrast to the traditional,
plan-driven approach to software development [Dybå 2008] and the reported and argued benefits
are numerous. ASD methods are claimed to increase software quality [Li 2010], improve
communication [Pikkarainen 2008] as well as coordination [Strode 2012] and increase productivity
[Sutherland 2008], to name just a few. However, the lesser emphasis on documentation could lead
to inferior knowledge management in the long term [Stettina 2011] and the focus on constant
delivery of results could increase the pressure on the software professionals [Strode 2012, Stray
2012]. More empirical studies on the effects of ASD methods are asked for by several researchers,
especially on which effects could be expected in a large-scale, industrial setting [Dybå 2008,
Breivold 2010].
The contribution of this research is empirical evidence on the impact of using agile methods in
large-scale software development at Ericsson. The design of study comprises two projects. The first
project, named Project A, is a mature project using a classical waterfall method [Pfleeger 2006],
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which has been improved over many years, now also including a few agile practices. The second
project, named Project B, is recently started with the clear intention of being an agile project. The
projects are particularly interesting for comparison since Product B is planned to replace Product A
in future. To the best of our knowledge this study is the only one that compares two simultaneously
running projects.
Project A and Project B are large commercial projects with 420 and 120 members respectively.
The projects have a large number of teams (15 and 14 respectively). The developers are mature,
with 56% and 37% having more than one year ASD experience, respectively. [Dybå 2008] made a
systematic review of experience based agile project studies. From 1996 studies they filtered out 36
studies that were experience based, out of which only four were investigating projects with mature
developers (more than one year experience of ASD).
The data collection was made through a survey of project members with a web-based
questionnaire focusing on effects from ASD found in a systematic literature review [Lagerberg
2013]:
1. Less and insufficient documentation.
2. Facilitated knowledge sharing.
3. Increased project visibility.
4. Increased pressure and stress.
5. Effective coordination.
6. Increased productivity.
This article is organized as follows: Section 3.2 gives the definition of agile principles and
practices used in the study, Section 3.3 describes the study context and methodology, Section 3.4
presents the results, which are related to earlier studies in Section 3.5. In Section 3.6 the results are
summarized and discussed. Section 3.7 concludes the article.

3.2 Agile Principles and Practices
The Agile Manifesto [Agile 2001] lists a set of values upon which ASD relies. Along with these
values, there is also a set of principles. Principles are "domain-specific guidelines for life" [Beck
2005], showing how the values can be applied in different areas. Thirdly there are practices, which
are even more concrete, specific applications of the values and principles. This research was
focused on the effects of agile practices.

3.2.1 Definition of Studied Agile Practices
We studied the agile practices in use in the two projects, where effects were reported in earlier
research [Lagerberg 2013]. The studied practices were defined as follows:
•
•

•
•

Daily meetings means that agile development teams should have daily, short meetings to
keep everyone up to date with the current progress and what others are doing [GtAP 2011].
Demo means that at the end of an iteration, a working product incorporating the completed
work should be demonstrated to the Product Owner and other stakeholders [Schwaber
2004].
Empowerment refers to agile development teams being autonomous, self-organizing and
self-managing [Schwaber 2004].
Information radiators are highly visible physical displays of updated information about the
software development project [GtAP 2011]. A Scrum task board is an example of an
information radiator.
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•

•

•
•
•
•
•

Iteration planning is done to decide what should be done in the coming iteration. Often
includes preparing a sprint backlog, breaking down requirements to smaller work items,
estimation of effort, as well as planning of what features should be included in coming
releases [Schwaber 2004].
Iterative and incremental development is when software development is done in
iterations, often called sprints. In each iteration, visible functionality – increments – is added
to a working piece of software [GtAP 2011].
Open office space is when development teams are located together in an open environment
that enables face-to-face communication [Abrantes 2011].
Retrospectives are meetings held at the end of an iteration to reflect on what went well and
what could be improved for the next iteration [GtAP 2011].
Sign up is the practice of sign up means that teams members sign themselves up for tasks,
instead of being assigned [GtAP 2011].
Task board is a place where the progresses of tasks are visualized [GtAP 2011].
Whole team means that an ASD team consists of people with a broad variety of skills,
including analysts, developers and testers [Abrantes 2011].

3.3 Research Design
To investigate what impact the use of agile principles and practices have in Project A and Project
B, we chose to regard each project as a separate case and conduct a holistic multiple-case study [Yin
2009]. This methodology was chosen since it gives the opportunity to collect both quantitative and
qualitative data [Yin 2009] and gain a complex, detailed understanding of how agile principles and
practices work in a natural large-scale, industrial setting [Creswell 2007], as opposed to e.g. an
experiment where the issue under study is separated from its context [Creswell 2007]. The two
studied projects were chosen to show different perspectives of a development process: one planbased and one agile approach with different amounts of implemented agile practices. The study was
performed during the fall and winter of 2012 and 2013.
The study is an explorative study in the sense that there is no predefined hypothesis to be tested;
rather the goal is to contribute as much knowledge as possible within the selected areas of study.
This has to be balanced against the time we can expect the informants to spend on the survey.

3.3.1 Research Context
This section details the company and the projects in which the research was conducted.

3.3.1.1 Company
Ericsson is a global telecommunications company that develops, produces and sells
telecommunications equipment, services and software. Software revenue accounted for 24% of the
total revenue in 2011, making Ericsson the world's fifth largest software company [Kooten 2011].
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3.3.1.2 Project A – The Plan-Based Project
Project A is responsible for designing, developing and maintaining new versions of Product A – a
product that supports telecommunication networks and have been in development for more than ten
years. It has a hierarchical project organization and runs on a biannual release schedule, following a
traditional waterfall model [Pfleeger 2006], with clearly defined and separate roles for separate
departments. Extensive, document-intense handovers are necessary between the departments. That
being said, steps have been taken to address perceived challenges in integration, dependency
management and flexibility, caused by said model by implementing certain agile practices (see
Table 4). For instance, several teams have begun working iteratively, some use Scrum, and
continuous integration and test automation have been implemented in parts of the project. However,
these efforts are typically partial; leading us to consider Project A to be a traditional, plan-based
software development project.
Characteristics

Project A

Project B

Product age

More than 10 years

1 year

#People

420 (+480 external
consultants)

120

#Teams

15

14

#People/#Teams

28.0

8.57

Development organization

Separate sub-projects for
System Analysis, Design, and
Integration & Verification

Cross-functional teams.
Separate supporting teams.

Development team's
responsibility

Horizontal: architecture layers Vertical: features

Process model

Plan-based, waterfall

Scrum

Iteration length

1 month

3 weeks

Product release frequency

9 months

3 weeks (potentially)

Integration frequency

Once per month

Continuously

Architecture

Component-based

Service-oriented

Table 3: Characteristics of Project A and Project B

3.3.1.3 Project B – The Agile Project
The purpose of Project B is to design, develop and deploy a product, Product B, which in the long
run can replace Product A. The project was launched in the beginning of 2012 and has not yet
released any product to customers. Project B uses an agile project management method inspired by
Scrum, consisting of a flat organization where everyone reports to the same agile manager. The
development process is inspired by feature driven development (FDD) and the entire project is
executed in iterations. Cross-functional teams are responsible for all phases in the development
process, but supporting teams handle the project management, continuous analysis, Continuous
Integration (CI) framework execution etc.
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Every cross-functional team includes system analysts, designers and testers, as well as a Scrum
Master and a Product Owner. The teams in Project B are responsible for features, compared to
product/architecture layers in Project A. To enable the team to deliver business value at the end of
each sprint, each team requires vertical competence across all layers of the system architecture and
also across the design, implementation and testing areas. This requires a competence shift compared
with the specialized functional departments traditionally used within Ericsson. Project B has
implemented a large number of agile practices (see Table 4) and we consider it an agile software
development project.
Practice

Project A

Project B

Product backlog

Partial

Full

Collective ownership

Partial

Partial

Continuous integration

Partial

Full

Daily meetings

Partial

Full

Demos

Partial

Full

Empowerment

Not in use

Full

Iteration planning

Partial

Full

Iterative and incremental development

Partial

Full

On-site customer

Not in use

Not in use

Open office space

Full

Full

Pair programming

Not in use

Not in use

Refactoring

Not in use

Full

Retrospectives

Partial

Full

Sign up

Partial

Full

Simple design

Not in use

Not in use

Task board

Partial

Full

Whole team

Not in use

Full

Table 4: Adoption of agile practices in Project A and Project B.

In parallel with the new product, Project B designs and implements an extensive end-to-end CI
framework. The idea is that the integration should be done automatically upon code commit, the
tests should be automatically executed and feedback on build and test results should be given
quickly to the developers. If the tests on all levels pass, the deployment should be made
automatically.
We consider that Project A and Project B differ sufficiently in their ways of working and are
sufficiently similar in other aspects that the impact of using agile principles and practices can be
studied by comparing the two projects. Regarding similarities, they both operate in the same
corporate context and the people working in them don't differ appreciably in education level or
experience. Additionally they develop a product with the same functional requirements, which is to
be sold to similar customers. Finally, the two projects have the same technical preconditions. They
are both large-scale projects with hundreds of software professionals and more than ten different
teams.
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3.3.2 Research Methodology
This section describes the employed research methodology.

3.3.2.1 Literature Review
The first steps of a systematic literature review [Kitchenham 2007] was performed in order to
collect propositions to what impact the use of agile principles and practices could have in Project A
and Project B [Lagerberg 2013]. The search phrase "agile software development" AND
(effect* OR impact*) was used in the Inspec database. Results were limited to articles
written in English, Swedish and Spanish and published between 2005 and 2012. The initial result
set included 281 hits. After removing duplicates, 229 hits were left. The title and abstract of these
229 hits were investigated and 77 articles were selected for further investigation. After reading first
the conclusions and then the full articles, any articles that were not based on empirical studies in an
industrial setting were culled. This resulted in 17 articles. Finally 5 articles referenced in the 17
selected articles were included, which yielded a set of 22 articles used for data extraction. The
results of the literature review were synthesized in a conceptual framework, consisting of possible
effects of agile principles and practices within six different areas in Project A and Project B. We
chose to focus on reported effects of concrete practices, to enable for transferability and
comparability between different projects. The 14 articles most relevant to the results presented in
this article are presented in Table 5.

3.3.2.2 Data Collection
Empirical data were collected through a survey of project members; the 1st, 2nd, and 5th authors
had further full access to internal documents concerning the two projects.
The survey invitations were distributed via e-mail to a sample of 120 members of Project A and
all 120 members of Project B, on two separate occasions during fall 2012. The surveys were open
for one week (Project A) and two weeks (Project B) and hosted on a paid version of SurveyMonkey.
The survey of Project A was responded by 34 persons, this is a response rate of 28%, which
corresponds to 8.1% of the project members. The survey of Project B was responded by 52 project
members, which corresponds to 43% of the total project members.
The survey questionnaire included 30 questions in seven different sections:
• Background questions and experience of software development
• Experiences of ASD in Project A/B
• Knowledge sharing in Project A/B
• Software documentation in Project A/B
• Project visibility in Project A/B
• Work environment (Pressure and stress) in Project A/B
• Coordination in Project A/B
The questionnaire also included an open-ended question that gave the possibility to comment on
the ways of working in Project A/B. Participation in the survey was voluntary and the responses
were collected anonymously. The full survey and a summary of the results are available in the
appendix of [Lagerberg 2013] for free at: http://urn.kb.se/resolve?urn=urn:nbn:se:liu:diva-89658
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ID

Study reference

S1

Li, J., Moe, N. B., & Dybå, T. (2010). Transition from a plan-driven process to scrum:
a longitudinal case study on software quality. In Proceedings of the 2010 ACM-IEEE
international symposium on empirical software engineering and measurement (p. 13).
ACM.

S2

Pikkarainen, M., Haikara, J., Salo, O., Abrahamsson, P., & Still, J. (2008). The impact
of agile practices on communication in software development. Empirical Software
Engineering, 13(3), 303-337.

S3

Strode, D. E., Huff, S. L., Hope, B., & Link, S. (2012). Coordination in co-located agile
software development projects. Journal of Systems and Software, 85(6), 1222-1238.

S4

Stettina, C. J., & Heijstek, W. (2011). Necessary and neglected?: an empirical study of
internal documentation in agile software development teams. In Proceedings of the
29th ACM international conference on Design of communication (pp. 159-166). ACM.

S5

Stray, V. G., Moe, N. B., & Dybå, T. (2012). Escalation of commitment: a longitudinal
case study of daily meetings. In International Conference on Agile Software
Development (pp. 153-167). Springer Berlin Heidelberg.

S6

Mishra, D., & Mishra, A. (2008). Workspace environment for collaboration in small
software development organization. In International Conference on Cooperative
Design, Visualization and Engineering (pp. 196-203). Springer Berlin Heidelberg.

S7

McHugh, O., Conboy, K., & Lang, M. (2012). Agile practices: The impact on trust in
software project teams. Ieee Software, 29(3), 71-76.

S8

Petersen, K., & Wohlin, C. (2010). The effect of moving from a plan-driven to an
incremental software development approach with agile practices. Empirical Software
Engineering, 15(6), 654-693.

S9

Laanti, M., Salo, O., & Abrahamsson, P. (2011). Agile methods rapidly replacing
traditional methods at Nokia: A survey of opinions on agile transformation.
Information and Software Technology, 53(3), 276-290.

S10

Abbas, N., Gravell, A. M., & Wills, G. B. (2010). The Impact of Organization, Project
and Governance Variables on Software Quality and Project Success. In Agile
Conference (AGILE), 2010 (pp. 77-86). IEEE.

S11

Ilieva, S., Ivanov, P., & Stefanova, E. (2004). Analyses of an agile methodology
implementation. In Euromicro Conference, 2004. Proceedings. 30th (pp. 326-333).
IEEE.

S12

Layman, L., Williams, L., & Cunningham, L. (2004). Exploring extreme programming
in context: an industrial case study. In Agile Development Conference, 2004 (pp. 3241). IEEE.

S13

Lee, G., & Xia, W. (2010). Toward agile: an integrated analysis of quantitative and
qualitative field data on software development agility. Mis Quarterly, 34(1), 87-114.

S14

Benefield, G. (2008). Rolling out agile in a large enterprise. In Hawaii International
Conference on System Sciences, Proceedings of the 41st Annual (pp. 461-461). IEEE.

Table 5: The most strongly contributing studies included in the theoretical framework.

3.3.2.3 Data Analysis
The data from all sources were combined and analyzed using the pattern-matching logic [Yin
2009], where the theoretical patterns synthesized in the conceptual framework were matched with
the patterns visible in the gathered data. The survey was analyzed with help of the software IBM
SPSS 20. The presence of the expected effects of ASD in Project A and Project B was investigated
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by studying the mean (μ) and standard deviation (σ) of the questions that corresponded to an effect.
The interval scale [Lekvall 2001] used for these questions ranged between one and seven, where the
endpoints represented "extreme values". Accordingly a mean value above four was considered an
indication that the investigated effect was present in the project. To investigate differences between
the two projects, the non-parametric Mann-Whitney U-test for independent samples was used, since
the majority of the variables couldn't be considered normally distributed in a Shapiro-Wilk test. The
Mann-Whitney null hypothesis of equal means was rejected for an asymptotic significance (p)
smaller than α=0.05 and thus indicating a statistically significant difference in means between the
two projects.

3.3.3 Validity of the Study
A low response rate can threaten the validity of a survey [Manzo 2012]. We can note that even
though participation in our survey was voluntary, it yielded an acceptable response rate, especially
in Project B. The respondents also represented different functional roles and levels of experience in
a satisfactory manner. Another possible threat to the validity is that the survey questions don't
capture the real perceptions of the survey respondents [Lekvall 2001]. To mitigate this risk we let
persons with domain knowledge, including the project management of Project B, review the
questions and the methodology and also piloted the questionnaire beforehand.
To improve the validity, the study results was presented to Project A and Project B for validation
and they were given the opportunity to present their views not only on the data, but also on our
analysis.

3.4 Results
In this section we present the survey results of agile principles and practices found in Project A
and Project B within the six studied areas. In each area we also formulate the findings and discuss
possible explanations. We believe that readability is increased by focusing on one practice at the
time, rather than splitting the content in one survey result and one discussion section.

3.4.1 Internal Software Documentation
The members from both Project A and Project B perceived the "overall amount of internal
software documentation" in their project as just right (see Table 6). There was however, a
significant difference between the two projects regarding several software documentation items.
The internal software documentation items in Project B were on average perceived as very close to
just right, while they in Project A were perceived as slightly too much. We can therefore see in
Project B has a better, more balanced use of internal software documentation, rather than an
insufficient use, as reported by [Stettina 2011]. There could be several explanations why we didn't
find the same pattern as [Stettina 2011]. A first one is that the findings of [Stettina 2011] simply
aren't valid for all agile projects, or for large-scale agile projects. It's also possible that Project B
isn't fully following agile principles and practices in this regard. Assumable general Ericsson
policies and directives affect the software documentation produced in Project B.
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Documentation type

Project A μ

Project A σ Project B μ

Project B σ

Overall amount

3.95

1.40

3.78

1.10

Importance of internal documents

4.92

1.64

5.60

1.18

Change requests

4.46

1.29

3.88

0.90

Code comments

3.25

1.81

4.00

1.03

Design specifications

3.67

1.68

3.66

0.97

Process documentation

4.64

1.71

3.79

1.08

Requirement specifications

4.59

1.47

3.37

1.30

Technical documentation of code

3.16

1.57

4.22

0.89

Trouble reports

4.87

1.49

4.00

0.65

Work packages

4.30

1.52

3.86

0.89

Table 6: Survey results on the amount of internal software documentation. Range of values 17. Significant differences in italics.

The survey respondents from Project B didn't perceive internal documentation as significantly
more important, nor believe that it can be replaced with face-to-face conversation to a larger extent
than the survey respondents from Project A. We therefore believe that internal software
documentation is important, no matter the ways of working.
Surprisingly enough the survey respondents from Project A spent less time on documentation
than the respondents from Project B. In Project A, 58.3% of the respondents spent 15 minutes or
less daily on producing internal software documentation, which is line with agile projects [Stettina
2011]. However, only 43.5% spent 15 minutes or less in Project B. Again, this may be explained by
the large scale of both projects and general company documentation policies. It can also be a
question of attitude. Members of Project B are working with the intention of being agile, which is
generally conceived as a positive, more modern way working. Thus they might be less apt to
complain.

3.4.2 Knowledge Sharing
The abstract concept of knowledge sharing was measured from three aspects: to what extent the
project members help each other with their project work, to what extent they feel that their project
members can help them and how much they have learned about other functional areas from team
members. The survey results on knowledge sharing are found in Table 7.
There was no statistically significant difference in how much the project members got help or to
what extent they felt that their team member have the necessary capabilities to help them. It was
clear that knowledge was shared within both projects. There was however, a statistically significant
difference between the two projects in the extent agile practices contribute to knowledge sharing,
which supports the findings of [Strode 2012, Mishra 2008, McHugh 2012, Petersen 2010]. The
members of Project B felt that the iteration planning meetings give insights about the project to a
higher extent than the members of Project A. The members of Project B also felt that they get
insights from the retrospective meetings and the demos to a much higher extent.
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Category

Project A μ

Project A σ Project B μ

Project B σ

Get help

4.77

1.45

4.98

1.27

Team members possess necessary
capabilities

5.38

1.42

5.53

1.47

Number of activities performed

1.67

1.30

2.44

1.62

I have gained insights from other
functional areas than my own

4.27

1.86

5.46

1.68

The sprint planning meetings give
me insights about the project I
wouldn't get otherwise

4.33

1.65

5.40

1.40

The retrospective meetings give me 3.70
insights about the project I wouldn't
get otherwise

1.69

5.32

1.67

The demos give me insights about
4.32
the project I wouldn't get otherwise

1.84

5.22

1.64

Table 7: Survey results on knowledge sharing. Range of values 1-7. Significant differences in
italics.

In Project B there was further a significantly larger knowledge sharing between different
functional roles, compared to Project A. The members from Project B had gained more insights
from other functional areas than the members from Project A and had also performed a greater
number of activities from different functional areas. We can interpret this that the practice of whole
team is more widely spread in Project B, compared to Project A, and that this has had positive
effects on the knowledge sharing. This would be in line with the findings of [Strode 2012, Petersen
2010], who reported that the practice of whole team widens the developer's knowledge and make
team members able to perform each other's activities.

3.4.3 Project Visibility
Based on the survey data (presented in Table 8), there is a considerable difference of the
perceived project visibility between the two projects. The members of Project A don't consider
themselves aware of the statuses of the other project teams, while the members of Project B do. The
same statistically significant difference was present for the entire project's status; Project A
members didn't consider themselves aware, while the Project B members did. This supports the
findings of [Li 2010, Pikkarainen 2008, Laanti 2011]. The shorter development cycles and the
constant delivery of value are believed to have facilitated for the project members to grasp the status
of the project. When the survey respondents were asked outright what practices they considered
important for their awareness of the project's status, continuous integration and iteration planning
received the highest scores, while open office space, demos and task boards received lower scores,
although still considered important in both projects. Both projects also considered themselves aware
of the status of their own project team. Our results thereby confirm the findings of [Pikkarainen
2008], that project visibility is increased by several agile practices. They also confirm the findings
of [Laanti 2011], that it is possible to achieve increased project visibility in large-scale projects.
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Awareness of

Project A μ

Project A σ Project B μ

Project B σ

Team status

5.60

1.29

6.04

1.21

Other teams' status

3.32

1.70

4.27

1.94

Project status

3.64

1.87

4.98

1.64

Table 8: Survey results on project visibility. Range of values 1-7. Significant differences in
italics.

3.4.4 Pressure and Stress
The average levels of negative stress and pressure stated by the survey respondents from Project
B are all slightly higher than the average levels stated by members from Project A (see Table 9).
However, the difference was not statistically significant. The survey respondents from both projects
felt moderately stressed and pressured by their project work. The negative stress caused by demos
and sign-up, as reported by [Strode 2012, McHugh 2012], was present to a moderate extent inside
both projects. Especially the demos are causing negative stress for the members of Project B. The
negative stress caused by a pressure to report progress on the daily meetings, reported by [Stray
2012], does not seem to be present to a large extent neither in Project A nor in Project B.
Level of stress caused by

Project A μ

Project A σ Project B μ

Project B σ

Project work in general

3.59

1.62

3.93

1.72

Demos

3.82

1.91

3.93

1.84

Sign-up

3.19

1.42

3.89

1.79

Daily meetings

2.94

1.95

3.32

1.99

Table 9: Survey results on pressure and stress. Range of values 1-7. Significant differences in
italics.

In summary, Project B with more agile principles and practices doesn't increase the overall level
of stress and pressure to a large extent, but some agile practices are perceived as stressful. Also,
stress is something very individual and there was a high dispersion in the answers that these effects
vary from person to person.

3.4.5 Coordination Effectiveness
The level of coordination effectiveness in the two projects was asked for explicitly in the survey
and calculated from a set of survey questions, constructed from the model of coordination
effectiveness proposed by [Strode 2011]. The survey results on coordination effectiveness are
shown in Table 10. From the survey it was clear the level of coordination effectiveness in both
projects was high. Finally we saw that the members from Project B felt more aware of the other
teams, than the members from Project A. We consequently conclude that Project B has achieved a
higher both inter-team and intra-team coordination effectiveness than Project A with less overhead.
This supports the findings of [Strode 2012].
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Coordination Effectiveness

Project A μ

Perceived

4.80

1.73

5.14

1.71

Calculated

4.15

1.63

5.25

1.03

Daily meeting help in knowing what
team members are doing

6.17

1.10

5.64

1.42

Team task board help in knowing what 5.33
team members are doing

1.80

5.17

1.76

Other teams' task boards help in
knowing what they are doing

1.79

4.18

2.09

3.93

Project A σ Project B μ Project B σ

Table 10: Survey results on coordination. Range of value 1-7. Significant differences in italics.

We believe that the most important contributor to the higher coordination effectiveness is the use
of whole teams in Project B and the fact that these teams are responsible for features instead of
architecture layers, as this has considerably reduced both the handovers between functional
departments and within them, compared to Project A. The design of the open office space in Project
B does also increase coordination effectiveness. While the members in both projects sit together in
an open office space, the cross-functional teams sit together in Project B, and as such every team
member is in the proximity of most persons he or she needs to coordinate with. This is in line with
the concept of proximity that [Strode 2012] described as an important coordination mechanism.
Additionally it can be seen that the daily meetings form an important coordination mechanism in
both projects, as proposed by [Strode 2012, Mishra 2008]. Regarding information radiators, or more
exactly task boards, they seem to be increasing coordination effectiveness inside the team, but not
between teams. No significant difference in this was found between the projects and neither in
Project B, where task boards are more consistently used by all teams did the project members feel
that it helped them to know what the other teams are doing to a large extent.

3.4.6 Productivity
Respondents from both projects mentioned productivity in the open-ended survey question. They
thought that "time is lost on planning" when working in an agile way. It is true that the recurrent
meetings associated with agile ways of working, e.g. daily meetings, retrospectives and iteration
planning meetings take quite a lot of time. However, if the meetings were decreased, the many
positive effects of the meetings we found both in earlier research and in our own study, among them
improved project visibility and knowledge sharing, might be lost. More research on the effects of
meetings is needed to investigate this argumentation.

3.4.7 Additional Results
A positive impact of several agile principles and practices was reported by the participants of the
survey in Project A. This indicates that a partial implementation can give positive results. However,
we see that the full implementation of the agile practices across the entire project in Project B gives
stronger results. In summary, the way agile principles and practices are implemented in Project A,
but especially in Project B, was found to have many positive effects according to our informants'
perceptions. We believe this provides evidence that agile ways of working can be beneficial in
large-scale implementations.
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3.5 Related Work
The number of studies on ASD conducted in a large-scale industrial setting is limited [Dybå
2008, Breivold 2010]. We therefore chose to include also studies conducted in small projects in our
theoretical basis and the set of the related work [Lagerberg 2013]. In Table 5 we show the earlier
studies included in the theoretical basis most closely related to the results presented in previous
section. Tables 11 and 12 compare our findings with the findings of the earlier studies within the six
studied areas, as well as within three study characteristics. In general, our findings confirm the
effects observed in other industrial studies. However, we can note deviations within some areas. S2
and S4 reported that agile projects may produce an insufficient amount of internal software
documentation, while we observed that the agile ways of working in Project B correlated to a more
balanced use of internal software documentation. S3, S5 and S7 all reported on an increased level of
pressure and stress when working in an agile way, but we saw no increase in the level of pressure
and stress when comparing Project A and Project B. S8 and S9 are similar to our study conducted in
a large-scale, industrial setting. S8 is conducted at Ericsson, but found no increase in productivity
when changing from a plan-driven to an agile way of working.
ID

Documentatio
n

Knowledge
sharing

Project
visibility

Coordination
effectiveness

Productivity

Our
work

Balanced

Facilitated

Increased

Increased

Possibly
increased

Facilitated

Increased

Insufficient

Increased

S1
S2

Insufficient

S3
S4

Facilitated
Reduced;
insufficient

Increased

Insufficient

S5
S6

Facilitated

S7

Reduced

Facilitated

S8

Reduced

Increased

S9

Increased
Insufficient

No increase

Increased

S10
S11
S12
S13

Increased
Facilitated

Increased
Increased

S14

Increased
Increased

Table 11: Our findings in relation to related work (Part I).
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ID

Stress

Major method

Major data source

Population / team
size

Our
work

Not
increased

Multiple-case study

Survey, 86 respondents in
Ericsson. Metrics.

420+120

S1

Single-case study

12 semi-structured
interviews, 1344 defect
reports

6

S2

Multiple-case study

Semi-structured and group
interviews F-secure

6+6

Multiple-case study

11 semi-structured
interviews. 3 companies

6+10+5

Survey

Survey, 79 respondents, 8
teams, 13 countries

Unknown

Single-case study

20 semi-structured
interviews

Unknown

Case study

Observations

Unknown

Multiple-case study

25 interviews

10+9+8

S8

Single-case study

33 interviews in Ericsson

43+53+17

S9

Survey

500 respondents in Nokia

>1000

S10

Survey

129 respondents

Unknown

S11

Experiment/
case study

EXPERT metrics in Rila
Solutions

4+4

S12

Single-case study

XP metrics (Defect reports,
LOC); interviews in Sabre
Airlines Solutions

6+10

S13

Multi-method: field
interviews, survey,
case study

36 semi-structured
interviews. 565 survey
respondents; metrics (ontime and on-budget
completion, software
functionality)

Survey: 1750

S14

Experience report

Internal surveys

150 teams

S3

Increased

S4
S5

Increased

S6
S7

Increased

Table 12: Our findings in relation to related work (Part II).

3.6 Discussion
This section discusses the study and its findings.

3.6.1 Summary of Findings
This study investigated the impact of using agile principles and practices in two large-scale
software development projects at Ericsson – the largely plan-based project Project A and the
entirely agile project Project B – within six different areas: Internal software documentation,
Knowledge sharing. Project visibility, Pressure and stress, Coordination effectiveness and
Productivity.
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The found effects in the studied projects were:
1. Balanced use of internal software documentation
2. Facilitated knowledge sharing
3. Increased visibility of the status of other teams and the entire project
4. Effective coordination, with less overhead
5. Possibly increased productivity
It was further found that:
1. Internal software documentation is important also in agile software development projects,
and cannot fully be replaced with face-to-face communication.
2. It's possible to make a partial implementation of agile principles and practices, and still
receive a positive impact.
3. It's feasible to implement agile principles and practices in large-scale software development
projects.
Agile principles and practices were not found to increase negative pressure and stress within the
studied projects, although some agile practices were perceived as stressful.

3.6.2 Contributions to Industry and Research
Our study provides more empirical evidence on the impact of ASD in large-scale, industrial
software development projects, as asked for by e.g. [Dybå 2008, Breivold 2010]. We had access to
two large-scale, industrial software development projects during half a year and have been able to
show that the use of agile principles and practices has had a positive impact in both of them. This
could serve as a positive case for other industrial organizations planning to implement the same
ways of working. We have also shown that a survey is a good source of data in a case study.

3.6.3 Limitations of the Study
We studied what impact the ways of working, namely an agile way of working, have within a
software development project. It is unknown, but possible that other factors may have the same
impact. The agile teams in Project A and all teams in Project B have implemented a wide range of
agile practices. It was not always possible to separate which agile practice/practices have
contributed to a certain effect. In many cases it is considered that the important contributor is the
entire combination of agile practices.
As for all case studies, transferability of the results beyond the borders of the case is troublesome.
In [Yin 2009], Yin argues that transferability should be discussed from the theoretical foundations
upon which the study was constructed. We gathered suggested effects from other industrial studies
and believe that when we confirmed the same effects, other industrial organizations with similar
conditions should be able to achieve the same effects. Nevertheless all expected effects weren't
visible in the projects we studied and more industrial case studies in similar and different contexts
are needed to fully understand how ASD works in large-scale, industrial software development
projects.
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3.7 Conclusions
We have been able to perform a multiple-case study of two large-scale software development
projects with a web-based survey responded by experienced informants as the major source of data.
Since many factors were similar between the projects a comparative analysis was possible. The
study at hand is one of few studies in a large-scale agile software development context.
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Chapter 4. Continuous Integration Applied to SoftwareIntensive Embedded Systems – Problems and
Experiences
This chapter is currently in press:
Mårtensson, T., Ståhl, D., & Bosch, J. (2016). Continuous Integration Applied to Software-Intensive
Embedded Systems – Problems and Experiences. In press; accepted by The 17th International
Conference on Product-Focused Software Process Improvement, 2016.
Abstract
In this paper we present a summary of factors that must be taken into account when applying
continuous integration to software-intensive embedded systems. Experiences are presented from
two study cases regarding seven topics: complex user scenarios, compliance to standards, long build
times, many technology fields, security aspects, architectural runway and test environments. In the
analysis we show how issues within these topics obstruct the organization from working according
to the practices of continuous integration. The identified impediments are mapped to a list of
continuous integration corner-stones proposed in literature.

4.1 Introduction
Continuous integration is widely promoted as an efficient way of conducting software
development. The practice is said to enable that tests can start earlier, that bugs are detected earlier
and to increase developer productivity [Duvall 2007, Ståhl 2013]. Martin Fowler's popular article
[Fowler 2006] is often referred to as a summary of the practice of continuous integration. Paul
Duvall summarizes continuous integration in a similar way into a list of seven corner-stones [Duvall
2007]. The corner-stones (here labeled C1-C7) are presented in Table 13. Applications of
continuous integration and other agile practices on large, complex systems have been presented by
Craig Larman and Bas Vodde [Larman 2009] and Dean Leffingwell [Leffingwell 2010]. There are
also reports describing various experiences from introducing continuous integration practices, often
together with other agile practices [Downs 2010, Karlström 2002, Miller 2008, Roberts 2004,
Stolberg 2009]. However, these reports do not describe experiences from applying continuous
integration to software-intensive embedded systems (software systems combined with electronic
and mechanical systems).
The topic of this paper is an overview and discussion of factors specific for software-intensive
embedded systems that could constrain a full adaptation of continuous integration (as defined by
Duvall's corner-stones). The authors of this paper have under a long period of time been involved in
software development projects for large-scale and complex systems. Through our work in various
roles related to integration and testing, we have gained experiences of problems and issues related
to the practices of continuous integration.
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The main contribution of this paper is a summary of factors that we believe must be taken into
account when applying continuous integration to software systems combined with electrical and
mechanical systems. Further work could examine solution approaches that can be applied in
multiple case-studies.
The remainder of this paper is organized as follows. In the next section the study cases are
described. Subsequently in Section 4.3 we present the problems and issues that we have
experienced regarding seven topics. In Section 4.4, we present an analysis of how the topics
described in Section 4.3 are related to the corner-stones for continuous integration that were
presented in Section 4.1. The paper is concluded in Section 4.5 where we summarize those
relationships.
Id

Continuous Integration Corner Stone

C1

All developers run private builds on their own workstations before committing their
code to the version control repository to ensure that their changes don't break the
integration build

C2

Developers commit their code to a version control repository at least once a day

C3

Integration builds occur several times a day on a separate build machine

C4

100% of tests must pass for every build

C5

A product is generated that can be functionally tested

C6

Fixing broken builds is of the highest priority

C7

Some developers review reports generated by the build, such as coding standards
and dependency analysis reports, to seek areas for improvement

Table 13: Duvall's seven corner stones of continuous integration.

4.2 Case Study Companies
In order to discuss impediments for continuous integration, we will compare experiences from
two study cases, which both are companies developing large-scale and complex software for
products which also include a significant amount of mechanical and electronic systems.

4.2.1 Study Case A
Study Case A is a telecommunications company with a wide range of products that serves the
B2B market. The products are highly software-intensive, but also include significant electronic and
mechanical parts.
Study Case A has an advanced system of automated build and test, which has been implemented
to support continuous integration. Build, test and analysis of varying system scope and coverage run
both on event basis and on fixed schedules, depending on needs and circumstances. A wide range of
physical target systems as well as a multitude of both in-house and commercial simulators are used
to execute these tests.
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4.2.2 Study Case B
Study Case B is developing airborne systems and their support systems. The main product is the
Gripen fighter aircraft, which has been developed in several variants. Gripen was taken into
operational service in 1996. An updated version of the aircraft (Gripen C/D) is currently operated by
the air forces in Czech Republic, Hungary, South Africa, Sweden and Thailand. The next major
upgrade (Gripen E/F) which will include both major changes in hardware systems (sensors, fuel
system, landing gear etc) and a completely new software architecture.
Continuous integration practices such as automated testing, private builds and integration build
servers are applied in development of software for the Gripen computer systems. The software
teams commit to a common mainline. Testing is conducted in simulated environments, rigs and test
aircraft.

4.3 Problems and Experiences
In this section we will compare the conditions at Study Case A and Study Case B regarding seven
topics (derived from the characteristics of the companies' products). The seven topics are shown in
Table 14. In general, our experiences of applying continuous integration practices are positive, but
we present challenges related to applications with complex software systems together with
mechanical and electronic systems.
Id

Topic Title

T1

Complex user scenarios need manual testing

T2

Compliance to standards shifts focus away from working software

T3

Longer build time due to tightly coupled systems

T4

Complete system a secondary concern due to many technology fields

T5

Restricted access to information due to security aspects

T6

End-to-end testing impossible without architectural runway

T7

Test environments often a limited resource with bespoke hardware

Table 14: The seven topics discussed in Section 4.3.

4.3.1 T1: Complex User Scenarios Need Manual Testing
Study Case A is developing communications solutions where systems interact with other systems.
The user experience is limited to measurable capabilities such as quality and data transfer speed.
Every other aspect of the user experience is linked to the user interface of products that are provided
by other companies.
Study Case B on the other hand develops a product where the pilot cockpit is a vital part of the
product. The pilot's judgment is critical with regards to whether the presentation and manoeuvring
of sensors, weapons and other systems on the displays can support the pilot to fulfill the assigned
missions.
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Our experience is that usability testing for a product such as the Gripen fighter (Study Case B) is
very difficult to discuss in terms of automated testing. Testing with the purpose of checking if for
example a symbol is presented after a button is pressed can be automated, but the pilot's judgment
when evaluating a complex user scenario is extremely difficult to replace with an automated test
case. Our experience is that the challenges of testing which include subjective experiences are
clearly valid for Study Case B, but are much less pronounced (if present at all) at Study Case A.

4.3.2 T2: Compliance to Standards Shifts Focus Away From Working
Software
Development of airborne systems follows standards like DO-178B or specifically in Sweden
RML-V-5. Development is to a great extent requirement-driven, where high-level requirements are
broken down into low-level system requirements. Specific roles are responsible for quality
assurance through reviews and audits. The telecom industry also has rules and regulations, but often
not to the same extent as avionics software systems.
If evidence that the product is compliant to a standard is at the same importance as the product
itself, however, a document review can be seen as time-critical and be given higher priority than
software problems. Our experience is that Study Case B (fighter aircraft) to a greater extent than
Study Case A (telecom systems) has milestones and project progress connected to audits (on system
design or software) or formal documents (a document is issued that is required at a certain stage in
the process).

4.3.3 T3: Longer Build Time Due to Tightly Coupled Systems
The Gripen aircraft (Study Case B) is a highly integrated system which uses rate-monotonic
scheduling with a cyclic execution pattern. Both execution within a computer and communication
between the central computers are scheduled. Our experience is that when working with a highly
integrated (tightly coupled) system, a small delivery to the main track may cause building and
linking of a large part of the computer system which implies long build times.
Study Case A’s telecom systems have varying degrees of real time characteristics, typically
depending on the level of abstraction with regards to the underlying physical interfaces. Similarly,
the degree of coupling and ability to modularize also varies. Study Case A has had (where possible)
very positive experiences of increasing "integration time" modularity – in other words, building and
testing the systems in smaller, independent pieces. This approach is impeded by the tighter coupling
of Study Case B.

4.3.4 T4: Complete System
Technology Fields

Secondary Concern

Due to

Many

Development of a product requires knowledge of all technology fields that the product covers.
The Gripen aircraft (Study Case B) covers technology fields spanning from for example
aerodynamics, engine control and electrical power system to communication system, navigation and
mission planning. The telecom products of Study Case A also cover many technology fields, such as
network optimization or handling of customer data.
Our experience is that a large number of technology fields fosters silo behaviors. The
organization tends to establish tailored ways of working for each system (technology field) and also
tends to see it as "our system", and treating the complete system as a secondary concern. This is
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arguably as a consequence of limited understanding of the unique challenges and requirements
governing the many parts of the complete system. Silo mentality in not unique for this scenario, but
we find it severely exacerbated when these silos operate in separate engineering disciplines with
little or no understanding of one another's unique characteristics or challenges.

4.3.5 T5: Restricted Access to Information Due to Security Aspects
All companies have to take into account how to protect company confidential information.
Almost every company has a strategy for how to avoid information leakage. Another aspect is the
ability to protect customer data. That is, to ensure that information about one customer's
performance or available functionality is not exposed to other customers. Both Study Case A and
Study Case B must make allowances for this.
A third aspect is defense-related security. Defense-related security includes safe-guarding of
national security and foreign policy objectives for all (military) customers, but also to follow export
control regulations for parts or sub-systems supplied by a foreign vendor. US arms regulations
demand that it is secured that only specified individuals have access to software included in
defense-related items, which increases the difficulty of a common understanding of the product.
Export control of US technology (especially arms regulations) is regulated by The International
Traffic in Arms Regulations. Our experience is that these regulations are affecting Study Case B
(fighter aircraft), but are not relevant for Study Case A (telecom systems).

4.3.6 T6: End-to-end Testing Impossible without Architectural Runway
Platforms like .NET or Java Virtual Machine enable a developer to rapidly produce software that
includes both user input/output and communication with other software modules. Embedded
systems developed by Study Case A (telecom systems) and Study Case B (fighter aircraft) are not
built on a commercially available platform like .NET. Instead, the development of an entirely new
product includes a long period of in-house construction of a platform with all infrastructure
functions. When you start from a clean slate you give up the luxury of a platform with working
infrastructure including for example communication between systems, functional monitoring or
data registration.
Dean Leffingwell defines the term architectural runway as infrastructure sufficient to allow
incorporation of new requirements (new functionality) [Leffingwell 2010]. Development for
bespoke hardware with tight dependencies to the physical interfaces miss out the benefits from a
commercially available platform. Consequently, the architectural runway is much longer.
Our experience from both study cases is that at the initial phase of development of a new product
(lasting for a significant part of the project) the sub-systems cannot be integrated. Due to this, the
product cannot for a long time be functionally tested end-to-end to expose any problems.

4.3.7 T7: Test Environments Often a Limited Resource with Bespoke
Hardware
Development of embedded systems is highly dependent on bespoke hardware, both mechanical
and electronic parts. The telecommunication equipment delivered by Study Case A (for example
network nodes) often contain specialized internally developed hardware, and is deployable in a
large number of variants. The equipment may also coexist with a wide variety of topologies,
including equipment developed by Study Case A and/or any competing vendor. The computer
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system in the Gripen aircraft (Study Case B) is built on internally developed hardware and
equipment developed for aeronautical applications. Gripen is designed in different variants, and
each variant has sub-variants. Simulators with models of hardware are used by both Study Case A
and B, but have limitations regarding for example timing.
When the system is based on bespoke hardware (not running on any standard computer) and
hardware is considered expensive or in short supply, the test environments often become a limited
resource. Further on, a large number of hardware configurations (caused by customer-specific
hardware) increases the test effort needed for every build. Our experience is that both Study Case A
and Study Case B are highly dependent on bespoke hardware, with Study Case A having to handle a
greater degree of differences in hardware configurations.

4.4 Analysis
In the previous section we compared the conditions at Study Case A and Study Case B regarding
seven topics (T1-T7 in Table 14) related to product characteristics, based on our experiences. In this
section we will analyze how this relates to the seven-bullet summary of continuous integration (C1C7 in Table 13).

4.4.1 C1: All Developers Run Private Builds
The first corner stone (C1) states that "All developers run private builds on their own
workstations before committing their code to the version control repository to ensure that their
changes don't break the integration build".
Test environments easily become a limited resource if the system is based on bespoke hardware
(T7). We argue that if the developers build and test in a simulated environment, they cannot fully
ensure that the exact same test cases will not expose problems during test activities that run on real
hardware.

4.4.2 C2/C3: Commit Code and Build Often
As we find the two corner-stones "Developers commit their code to a version control repository
at least once a day" (C2) and "Integration builds occur several times a day on a separate build
machine" (C3) related they will be jointly discussed.
Build time is correlated with the size of the code base. If a product can be divided into several
parts that are built and linked in parallel as separate binaries, build time can be reduced. If the
product is a tightly coupled system, such sectioning is more difficult or even impossible which
implicates a longer build time. We argue that a long build-and test-time (T3) reduces the developer's
interest in committing to the main track often, and the developers will not commit their code to the
repository at least once a day. Kent Beck quite simply states that "if integration took a couple of
hours, it would not be possible to work in this style" [Beck 2000]. If build- and test-time for the
integration build (T3) extends to several hours, this severely limits the number of integration builds
that can be produced in a day.
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4.4.3 C4: 100% of Tests Must Pass for Every Build
To use automated tests to support the practices of continuous integration is a far more effective
approach than manual testing [Duvall 2007]. We find automated tests to be a prerequisite for the
continuous integration of any non-trivial software system.
Testing should include different categories of tests, from unit tests and component tests to
functional tests and tests of load/performance and other capabilities. Tests of Human Machine
Interaction (HMI) differ from other types of testing, as the purpose of the tests are to check that the
usability is considered at least good enough by user representatives. Manual usability tests take
longer time to execute and are less predictable than automated tests, which means they cannot be
repeated for every integration build (at a build rate of several builds a day or more).
When the system is based on bespoke hardware (not running on any standard computer) and
hardware is considered expensive or in short supply, the test environments soon become a limited
resource. Further on, a large number of hardware configurations (caused by customer-specific
hardware) increases the test effort needed for every build. With a wide range of hardware
configurations it is no longer clear what "100% of tests must pass" actually means – does it mean
testing on all valid configurations or a representative subset?
Test environments more easily become a limited resource with bespoke hardware, especially if
the product uses many hardware configurations which increases the test effort (and consequently
the demand of test environments). A large number of hardware configurations also increases the risk
for flaky tests, as there are more test environments to maintain.
We argue that both a product with complex user scenario testing (T1) and many bespoke
hardware configurations (T7) can be impediments when trying to adhere to the rule that "100% of
tests must pass for every build".

4.4.4 C5: A Product is Generated that Can Be Functionally Tested
Before a first version of all infrastructure for the complete product has been developed, the
developers don't have a minimum viable product which then can be incrementally expanded upon.
That is, before the architectural runway is established, the product cannot be generated (assembled)
and cannot be functionality tested end-to-end (T6).
Another aspect is that is important that all participants have common understanding of the desired
functionality of the product. We argue that if the product has a large number of technology fields
(T4) and especially if the technology fields are not adjacent, it becomes more difficult to agree on
the content and meaning of functionality tests. Security aspects (T5) can also be an impediment,
such as when developers are hindered from communicating freely regarding the exact content of the
functions they have built. This further increases the difficulty of a common understanding of the
product, which also becomes an impediment related to testing the product end-to-end.

4.4.5 C6: Fixing Broken Builds Is of the Highest Priority
Fixing broken builds fast restores the confidence for a stable and sound main track. If status of
the software is undisputed as the full picture of status in the project, it is easy to keep focus on
fixing broken builds fast.
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"Working software over comprehensive documentation" is one of the values in the agile
manifesto, which also fully applies to continuous integration. This might be seen as a value that
collides with the principles of development of safety-critical, highly regulated software such as
medical devices, nuclear power stations or flight-critical software. This conflict is also discussed by
Janet Gregory and Lisa Crispin [Gregory 2015].
Regulated environments typically apply one or several standards that require that the developing
organization should "show evidence" of compliance to the standard, which should be done in
written documents. We argue that the obligation to show compliance to a standard (T2) can be an
impediment in relation to the intention of fixing broken builds as the highest priority.

4.4.6 C7: Developers Review Reports to Seek Areas for Improvement
The last corner stone states that "Some developers review reports generated by the build, such as
coding standards and dependency analysis reports, to seek areas for improvement". We argue in the
same way as for corner-stone C5 (Section 4.4.4) that a large number of technology fields (T4) and
security aspects (T5) make it more difficult to achieve a common understanding of the product.
Only a few people have an overview of the whole product, and in many cases information cannot be
shared due to security restrictions. To some extent, this affects how developers review reports on
other parts of the product than where they are working themselves.

4.5 Conclusion
The analysis in the previous section relates the seven topics to the corner stones for continuous
integration that were presented in the introduction. The analysis is summarized into the following
bullets:
•

If the developers run tests in a simulated environment, they cannot fully ensure that the same
tests will pass for the integration build that runs on real hardware

•

Tightly coupled systems (causing long build- and test-time) implies additional challenges
related to frequent deliveries and integration builds several times a day

•

A product with complex user scenarios and/or bespoke hardware (especially a large number
of hardware configurations) implies that the rule "all tests must pass for every build" must
be replaced with other testing approaches

•

In a highly regulated environment, "fixing broken builds" must be balanced against other
project objectives

•

At the initial phase of development of a new product (before the architectural runway is
established) the sub-systems cannot be assembled in order to test the system functionally
end-to-end and expose any integration problems

•

It is more difficult to achieve a common understanding of a product with a large number of
technology fields or security aspects, which affects tests and reviews

The relations that were found are summarized in Figure 8.
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Figure 8: Relations between corner stones and impediments.

We believe that these experiences represent an area of further work of high relevance to large
segments of the software industry. Any research promising to mitigate the discussed impediments
would be of great value in the embedded software development community.
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Chapter 5. The Continuity of Continuous Integration:
Correlations and Consequences
This chapter is currently in press as:
Ståhl, D., Mårtensson, T., & Bosch, J. (2017). The continuity of continuous integration:
correlations and consequences. In press; accepted by Journal of Systems and Software.
Abstract
The practice of continuous integration has firmly established itself in the mainstream of the
software engineering industry, yet many questions surrounding it remain unanswered. Prominent
among these is the issue of scalability: continuous integration has been reported to be possible to
scale, but with difficulties. Understanding of the underlying mechanisms causing these difficulties
is shallow, however: what is it about size that is problematic, which kind of size, and what aspect of
continuous integration does it impede? Based on quantitative data from six industry cases
encompassing close to 2,000 engineers, complemented by interviews with engineers from five
companies, this paper investigates the correlation between the continuity of continuous integration
and size. It is found that not only is there indeed a correlation between the size and composition of a
development organization and its tendency to integrate continuously. There is also evidence that the
size of the organization influences ways of working, which in turn correlate with the degree of
continuity.

5.1 Introduction
Today the agile practice of continuous integration is wide-spread in the industry. Numerous
projects – particularly large scale projects – still struggle to fully realize the practice, however.
These difficulties have been studied in related work [Roberts 2004, Rogers 2004] and by us in
previous work [Ståhl 2014b, Ståhl 2016]. As the size of a software development effort increases
several things tend to happen. The size of the code base increases, implying longer build times. The
number and the scope of tests tend to increase, implying longer test times. This in turn leads to a
decreased time frame in which to integrate one's changes – assuming one does not want to leave the
office before verifying that the change was successful. Furthermore, a great number of developers
involved implies both an increased rate of changes and more people impacted by failed integrations.
Taken together, these factors represent a significant challenge to successfully implementing
continuous integration. [Beck 2000] quite simply states that "if integration took a couple of hours, it
would not be possible to work in this style". Despite this, there are numerous examples of very large
scale implementations of continuous integration in industry – many of them arguably highly
successful – but a question worth investigating is this: are all continuous integrations
implementations equally continuous?
We posit that the answer is no: in previous work [Ståhl 2014a] we have found differences in a
number of factors, including build frequencies, integration frequencies and build durations, from
case to case. We further posit that a reasonable assumption is that such differences may be related to
the size of the software product being developed and/or the organization developing it. As [Rogers
2004] points out, a "natural reaction" to the difficulties above is to "reduce the frequency of
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commits" but that "committing less frequently means that more changes are included in each
integration, which, in turn, increases the likelihood of merge conflicts and, if integration problems
do occur, increases the difficulty of fixing those problems". In conclusion, this "undermines the
benefits of continuous integration".
In line with this we often find – both as practitioners and researchers – that members of large
projects often do not speak of continuous integration in terms of "developers committing", but
rather "teams delivering", hinting at an underlying difference in both practice and mindset [Ståhl
2014b]. That being said, those teams may integrate very frequently internally before "delivering"
their work to the mainline, and this is certainly in line with part of the practice as it is described by
[Fowler 2006]: "members of a team integrate their work frequently, usually each person integrates
at least daily – leading to multiple integrations per day". This is problematic, however, because
there may be hundreds of developers external to one's team, who are just as exposed to the
consequences of one's changes as one's team members. Conversely, only a subset of one's
organizational team may be actively involved in or affected by the integrated changes. In this sense,
it is arguably more accurate to think of anyone operating in the same code base as one's "team".
Indeed, such team internal integration is clearly incompatible with other parts of Fowler's definition,
which goes on to state that "everyone commits to the mainline every day" – not just a team branch!

Figure 9: Module dependencies and direct change impact. Circles represent modules of a
system; edges represent dependencies, pointing from the dependent to the dependency.
Shaded circles represent modules directly impacted by changes made in module a (and
consequently with which such changes need to be synchronized). Modules b and c are thus
shaded as they depend on the latest version of a – any change to a must therefore be
synchronized with b and c. Modules d, e and f, however, are isolated by their versioned
dependencies. From this point of view direct impact does not leak downstream, however:
changes in a will not affect h and consequently must not be synchronized, even though the
opposite is true. Similarly, module f would need to synchronize any changes with module g,
but they are both insulated from a.
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Consequently, we hypothesize that the size of the development context directly impacted by any
changes made by the developer – demarcated by explicitly versioned dependencies – correlates with
the continuity of continuous integration within that context. To exemplify, at one end of the
spectrum we would find microservices with separate source repositories and continuous integration
and delivery pipelines [Newman 2015], partitioning the system into clearly separated parts within
which developers are afforded a high degree of autonomy. At the other end, however, we would find
large monoliths in which any change made by that same developer results in rebuilding and retesting the entire product, because it has the potential to directly impact any other part of that
product and consequently any other member of the organization developing it. Figure 9 clarifies the
boundaries of the area of direct change impact by providing an example of how modules within a
system depend on one another and how direct impact is either contained or leaked by these
dependencies.
Following this reasoning, we phrase the following research question: What is the correlation
between size of an area of direct change impact and the continuity of continuous integration in
industry practice, and how does it affect developer behavior?
The contribution of this paper is three-fold. First, it provides both researchers and practitioners an
improved understanding of the underlying factors affecting the de facto outcome of continuous
integration practice in industry – one we in previous work have found to vary widely [Ståhl 2013] –
by investigating and documenting the correlation between multiple metrics of size and integration
continuity. Second, it sheds light on how developer behavior is affected by these factors. Third, it
discusses architectural decisions which may help practitioners in improving their continuous
integration practice and by extension the manufacturability of their software.
This paper is organized as follows. The next section provides an overview of related work with
regards to the challenges involved in scaling continuous integration. This is followed by the
employed research method in Section 5.3, and presentation of and reasoning behind the selected
metrics in Section 5.4. The results are then presented in Section 5.5 and subsequently analyzed in
Section 5.6. The findings are validated in Section 5.7, whereupon threats to validity are discussed in
Section 5.8. The paper is then concluded in Section 5.9. The full interviewee responses from the
validation interviews are available in Appendix A.

5.2 Related Work
The difficulties of scaling the practice of continuous integration – and by extension, continuous
delivery – have been highlighted in literature.
Continuous integration "build" (typically including compilation and certain types of tests)
duration varies greatly from case to case, from "a few minutes" [Woskowski 2012] to more than an
hour [Roberts 2004, Yuksel 2009]. As practitioners and as researchers in previous case studies we
have ourselves found similar or even longer durations. If [Beck 2000] is to be taken literally (see
Section 5.1), such durations are close to invalidating the practice altogether.
Apart from large projects typically taking longer to build, [Rogers 2004] points out that a larger
number of developers "increases the rate of code production" and "means that more people are
dependent on a working build". In other words, size not only increases the challenges through
increased time and resources required to compile, test and analyze the software as well as an
increased volume of changes to be compiled, tested and analyzed; size also magnifies the
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consequences of failure. This dynamic, Rogers finds, drives behaviors such as more infrequent
integrations and rigorous pre-commit procedures – a finding confirmed by us in previous work
[Ståhl 2014b].
To better understand the phenomenon, one might picture a single lane road with a checkpoint.
The guard at the checkpoint is tasked with inspecting every vehicle passing the checkpoint. If the
checks can be performed in a matter of minutes and traffic is light – say one or two vehicles an hour
– this will work well. As traffic increases, however, the guard will have trouble to keep up and
queues will begin to form, and if the checks no longer take minutes but an hour or more, the
situation becomes untenable: major congestion with dozens or hundreds of vehicles stuck in traffic
ensues. This way, size drives multiple factors which exacerbate one another.
There are multiple strategies for addressing this challenge, such as writing faster tests [Rogers
2004] or reducing compilation times. Perhaps the most frequently proposed approach is modularity,
however. To exemplify, [Roberts 2004], calls for "enterprise continuous integration" based on
modules integrated as binaries. Other sources support this view, stating that "modularizing features,
lower coupling, and increased cohesion enable deployment and continuous delivery" [Bellomo
2014] and "development needs to be modularized into smaller units, i.e. the build process needs to
be shortened so that tests can be run more frequently" [Olsson 2012].
To continue the simile of the single lane road and the checkpoint, modularization has the effect of
spreading traffic across multiple (but still single lane) roads, each with its own checkpoint – with
each checkpoint being given only a subset of the total responsibility, thereby speeding up the
procedure.
This focus on the importance of modularity supports us in our hypothesis that the size of the
context in which developers operate is relevant for successful adoption of the practice, and it is an
improved understanding of that relationship and its mechanisms that this paper targets.

5.3 Research Method
In order to answer the research question, this study searches for correlations between metrics of
direct change impact area size and the continuity of its continuous integration. This work consists of
three distinct parts. First, the identification of conducive metrics for size and continuity,
respectively. Second, the collection and analysis of primarily quantitative data from six primary
industry cases, in order to confirm or reject the hypothesis that continuity correlates with size – and
if confirmed, investigate the nature of such a correlation. Third, the validation of any resulting
conclusions through interviews with senior engineers in additional cases.

5.3.1 Metrics Identification
To search for correlations, two types of metrics must be identified: size metrics and continuity
metrics. Furthermore, for each type multiple metrics are needed, as there is some room for
interpretation of either. To exemplify, while we based on experience hypothesize that size impacts
continuity, which kind of size is actually relevant? Size of the organization, or size the source code,
or perhaps its complexity?
Consequently, with support from literature we searched for relevant metrics fulfilling several
criteria: general in the sense of being applicable to not only a single programming language or
paradigm, pragmatic in the sense of being repeatedly and reliably applicable to multiple cases with
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good tool support and widely used and recognized, not least by industry practitioners. This last part
is particularly important, as we believe that by using metrics frequently used by practitioners the
results become more accessible. The identified metrics and the reasoning behind selecting them is
presented in Section 5.4.

5.3.2 Data Collection and Analysis
As far as possible, data was collected via querying of source code management systems (e.g.
using git1 rev-list and analogous commands to count commits, committers et cetera), performing
static code analysis (using Lizard2) or continuous integration servers (e.g. counting Jenkins3 job
executions). During collection from source code management systems, any commits made by
automated agents (e.g. build scripts) were filtered out.
During the collection process it soon became evident that several of the identified metrics were
not feasible to collect as planned (see Section 5.5.2) and consequently eliminated. The remaining
metrics were collated into a table, and Pearson's test for linear correlation [Agresti 2011] was
applied to each pair of size and continuity metrics, respectively in search of statistically significant
correlations. Conclusions were then drawn from the results of this analysis as well as from
exploratory analysis of the data set. These conclusions were then used to inform the design of the
interview guide used to validate the findings (see Section 5.3.3).

5.3.3 Validation
To validate the findings and to secure generalizability, an interview guide addressing the findings
was created. Using this guide, ten separate individual interviews were conducted with ten engineers
in five independent companies, including the company of the six primary cases.
The interviews were conducted face-to-face or by phone, depending on circumstances, by one
interviewer transcribing the interviewee responses during the interview. Each response was read
back to the interviewee to ensure accuracy. The interview questions were sent to the interviewees at
least one day in advance to give them time to reflect before the interview, and each interviewee was
encouraged to provide qualitative statements and individual reflections in addition to their direct
answers.
The questions were designed to rate the extent to which the interviewees agree with a number of
statements related to the original hypothesis (see Section 5.1) and the subsequent findings. The
responses were then collated and analyzed in comparison with the findings, as presented in Section
5.7.

5.4 Metrics Identification
This section presents the selected metrics used in the study, and the reasoning behind their
selection.

1
2
3

https://git-scm.com
http://terryyin.github.io/lizard
https://jenkins.io
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5.4.1 Size Metrics
When discussing the size of an area of direct change impact, there are two distinct categories of
size measurements to consider. One is size of the software itself, e.g. the source code. The other is
the size of the organization developing that software.

5.4.1.1 Software Size
Since the first dedicated book on software metrics [Gilb 1976] was published forty years ago, a
number of approaches to measuring software size along with related concepts, such as complexity,
have been proposed. Among these, lines of code (LOC) is a ubiquitous measurement of software
size. As pointed out by [Fenton 2000], its use for measuring software effort and productivity
actually predates software engineering as a recognized discipline, and is still widely used today –
arguably in no small part because it is very straight forward to measure.
Lines of code as a metric is not without its critics, however. It has been claimed to be "a crude
measure" used "as a surrogate measure of different notions of software size (including effort,
functionality or complexity)" [Fenton 2000]. Nevertheless, it is applicable to any programming
language, with the caveat that a line of code written in one language may be more expressive – and
the code consequently denser – than a line of code written in another language. It is also widely
used and easy to reliably and automatically measure. Furthermore, according to the mathematical
framework for software engineering measurements proposed by [Briand 1996] it is a true
measurement of software size.
As for the claim that lines of code is actually used as a surrogate for other notions, we do not
dispute this; yet we argue that as the purpose of this work is not to investigate causality, but rather
to search for correlations, this is of secondary importance.
Apart from lines of code, another frequently used metric is cyclomatic complexity, also known as
the McCabe metric [McCabe 1976]. Admittedly, it is not a software size metric, but instead
measures the related concept of software complexity. Despite this, cyclomatic complexity is of
interest for two reasons. First, it makes intuitive sense that software complexity might impact the
effort of integrating parallel work and thereby the continuity of that integration. Second, like lines
of code, cyclomatic complexity is ubiquitous in the software industry with a wide array of popular
code analysis tools supporting it (Lizard, SonarQube4, ndepend5, Checkstyle6 or the Eclipse Metrics
plugin7).
In addition to these, numerous other metrics have been proposed in literature over the years. To
exemplify, [Halstead 1977] lists a number of "basic properties and their relations", namely program
length, program volume and program purity, programming effort and language level, with methods
for calculating each of these. Further, [Briand 1996] discusses and classifies a large number of
metrics in the context of their software measurements framework. For size alone they list
"#Statements, #Modules, #Procedures, Halstead's Length, #Occurrences of Operators, #Occurrences
of Operands, #Unique Operators, #Unique Operands". That being said, none of these have achieved
the popularity and tool support of lines of code and cyclomatic complexity.
While the size metrics discussed above capture the state of the software at some particular point
in time, another approach is to document the accumulated effort expended in reaching that point.
The reasoning is that software that has been under development for a long time and by a large
4
5
6
7

http://www.sonarqube.org
http://www.ndepend.com
http://checkstyle.sourceforge.net
https://sourceforge.net/projects/metrics
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number of people may be very complicated and difficult to integrate continuously,
disproportionately to its apparent size. One popular method of measuring such an effort –
particularly in agile projects – is to use Story Points [Cohn 2005] or similar estimations of effort
and/or time. The problem is that such estimations are only internally consistent within a context
with agreed upon rules or guidelines for performing that estimation. It is rare to find estimations
that are consistent and comparable across projects or organizations, not to mention across
companies. In other words, we do not find estimations of expended effort to be a feasible size
metric for the purposes of our study.
Consequently, in this work, we have selected the following two software size metrics8:
•

Si1. Lines of code: The number of lines of code in the area of direct change impact.

•

Si2. Cyclomatic complexity: The total cyclomatic complexity of the source code in the area
of direct change impact.

5.4.1.2 Organization Size
There are multiple ways in which one might measure the size of an organization, and similarly
several reasons to believe it may be an important factor. In the words of [Perry 1994], "even in the
most tool-intensive parts of the process [...] the crucial job of tracking down sources of
inconsistency and negotiating their resolution is performed by people". This and the fact that a
substantial portion of the time of software engineers is taken up by activities other than actual
programming – such as meetings and discussions – speaks to the importance of an effective
organization. Furthermore, [Brooks 1975] famously asserts that product quality is affected by
organizational structure, while the often cited Conway's Law states that "organizations that design
systems are constrained to produce systems which are copies of the communication structures of
these organizations" [Conway 1968].
The original hypothesis driving this study is that the size of an area of direct change impact may
be correlated to the continuity of its continuous integration. There are several straight forward
metrics for this size: the total headcount the organization(s) developing the software of that area and
the number of actual developers. Following our experiences described in Section 5.1, that in some
cases developers do not so much "commit" to the mainline as teams "deliver" to it, we argue that the
actual number of people performing mainline commits is also an interesting data point.
However, following the reasoning above regarding organizational and communication structures,
analyzing the complexity of the developing organization is also of interest – analogous to the
inclusion of cyclomatic complexity in software size metrics (see Section 5.4.1.1).
[Nagappan 2008] proposes a set of eight organizational metrics for the purpose of predicting
failure-prone software, some of which are strictly size related and similar to the above (e.g. number
of engineers and the percentage contributing to development), while others address what we refer to
as continuity, discussed in Section 5.4.2 (e.g. edit frequency). Several are, on the other hand, related
to organization complexity. While all of potential interest, due to scope and time restraints of our
study we selected what we consider the most promising: depth of master ownership. In the words of
[Nagappan 2008], "this metric determines the level of ownership of the binary depending on the
number of edits done" and relates to "less diffusion of activities, a single point of approval/control
which should improve intellectual control", which we argue may be related to the ability to make
rapid, frequent changes to the software.
8

With the admission that cyclomatic complexity is, strictly speaking, not a size metric, yet conducive to our purposes
as discussed in Section 5.4.1.1.
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Consequently, we have selected the following metrics of organization size:
•

Si3. Total headcount: The number of members in the organization developing the software in
the area of direct change impact, regardless of role. As opposed to Si 4, this includes not only
developers, but e.g. line managers, testers, configuration managers, product owners, project
managers et cetera.

•

Si4. Number of developers: The number of software developers in the organization
developing the software in the area of direct change impact.

•

Si5. Number of mainline committers: The number of committers to the software mainline of
the area of direct change impact.

•

Si6. Depth of master ownership: The hierarchical depth of the organization developing the
software in the area of direct change impact. Influenced by [Nagappan 2008], but adapted to
represent the maximum vertical distance between the members of the smallest
organizational unit performing at least 75% of the changes. To exemplify, if more than 75%
of all changes would be performed by developers all sharing the same manager, the depth
would be 1. If instead their closest shared manager would be their "grandparent", the depth
would be 2.

5.4.2 Continuity Metrics
Looking at the continuous integration definition provided by [Fowler 2006], it says that "usually
each person integrates at least daily" and that it allows one to "detect integration errors as quickly as
possible". To measure the continuity of the practice, then, one might study the number of
integrations (or commits) to the mainline per developer in a given time interval as well as the lead
time from commit to feedback on its build and test results. The latter is less than trivial to measure,
however: we know that the scope of activities in continuous integration varies greatly [Ståhl 2014a];
thus long lead times might simply be a consequence of an ambitious test regime. Additionally, as
test activities may be separated into stages [Brooks 2008, Sturdevant 2007, Sunindyo 2010, Yuksel
2009], i.e. providing incremental feedback, it is not obvious where to place such measurement
points. To exemplify, one case might appear to provide much faster feedback (and thus appear to be
more continuous) simply by having a smaller scope, while another case providing equivalent
feedback in the same amount of time, but in subsequent stages performs additional tests, would
appear to be slower.
Another relevant metric is the number of "builds" in an activity. Again, this has been found to
vary from case to case [Ståhl 2014a], but going back to [Fowler 2006] it is clear that "each
integration is verified by an automated build (including test)". However, apart from anecdotal
evidence and findings in related work (see Section 5.2) simple reasoning shows that this may be
problematic in large scale: if a thousand developers integrate once a day then, assuming a ten hour
working day, this results in a hundred integrations per hour, or one to two integrations per minute. If
each one is to be verified individually, that would require a very fast build indeed, not to mention
the time required for humans to analyze and act on the results of those builds.
On a related note the size of integrated changes is also of interest, given that a frequently stated
purpose of continuous integration is to avoid "big bangs" and instead make more frequent but
smaller changes, thus achieving continuous growth of verified functionality.
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Finally, our research question not only concerns correlations, but also asks for any effects on
developer behavior (see Section 5.1). If it is the case that continuous integration is less continuous
on the mainline in larger areas of direct change impact, is it possible that developers instead
integrate frequently outside of the mainline, e.g. on team branches (following our reasoning in
Section 5.1)?
Consequently, we include four continuity metrics:
•

Co1. Number of mainline commits per developer: The number of commits on the mainline
branch during the studied time period, divided by the number of developers in the area of
direct change impact.

•

Co2. Number of non-mainline commits per developer: The number of commits to branches
other than the mainline during the studied time period, divided by the number of developers
in the area of direct change impact.

•

Co3. Average mainline commit size: The average number of lines of code changed per
mainline commit during the studied time period.

•

Co4. Number of mainline builds: The number of integration builds per commit on the
mainline during the studied time period. In case of multiple subsequent activities forming a
pipeline, count the first (or "root") activity.

5.4.3 Context
In addition to the above metrics, the following factors were documented for each studied case to
provide context:
•

Cn1. Age: Age of the source code in the area of direct change impact.

•

Cn2. Product type: The type of product, e.g. embedded software system or web application.

•

Cn3. Industry: The industry context, e.g. telecommunications or defense.

•

Cn4. Source code management system: The source code management system used, e.g. Git
or Subversion9.

•

Cn5. Continuous integration server: The continuous integration server used, e.g. Jenkins or
Bamboo10.

5.5 Results
This section first presents the studied cases, and then proceeds to present the collected data.

5.5.1 Primary Cases
The primary cases of the study is a set of six modules in a telecommunications system developed
by a large software company. The system has been commercially available for multiple years and is
deployed around the world; as a whole, the overarching development project is very large,
involving thousands of engineers, but the system is also highly modularized. New versions of each
9 https://subversion.apache.org
10 https://www.atlassian.com/software/bamboo
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module are continuously integrated as binaries (similarly to what is described by [Roberts 2004]),
with all inter-module dependencies handled by separately versioned interfaces and developed at
multiple sites and by separate units within the company. Consequently we regard these modules to
be separate areas of direct change impact (as defined in Section 5.1), and particularly suited for this
study as they vary greatly in size but are still within the same company and even the same overall
development project – implying that other and potentially confounding factors (such as culture or
management style) are somewhat similar.

5.5.2 Metrics Feasibility
In the data collection phase it soon became evident that not all of the identified size and
continuity metrics (see Section 5.4) were feasible, from a strictly pragmatic point of view. These are
discussed in detail below. All other metrics could be collected without significant difficulty, and are
presented in Section 5.5.3.

5.5.2.1 Software Size Feasibility
The software size metrics Si1 and Si2 (see Section 5.4.1.1) proved impossible to collect with any
satisfactory level of quality. There were several reasons for this:
•

Divergence in languages and styles: Each of the studied cases uses its own mix of
languages (predominantly C/C++, Java and Python). While a complicating factor adding
considerable noise to the resulting data, this was anticipated and would, by itself, arguably
have been manageable.

•

Divergence in tools and tests handling: All of the studied cases handle their tools and tests
differently – storing them in separate repositories, in more or less stringent directory
structures, or closely intertwined with the production code. Consequently, in some cases it
was impossible to reliably separate non-production code from production code. To cope with
this we measured the software size of each case both with and without non-production code,
but for both data sets we ended up with a significant degree of uncertainty and estimations.

Based on the difficulties above, the software size metrics Si1 and Si2 were eliminated from our
study. We still believe that software size may be a relevant factor worthy of further exploration, but
that it requires a larger population, more sophisticated metrics and/or a more homogeneous
population to be feasible.

5.5.2.2 Non-Mainline Commits Feasibility
Metric Co2 (see Section 5.4.2) was designed to capture developer behavior outside of the
software mainline by measuring how often developers commit to team or feature branches, rather
than integrating with the "master" branch. In most cases this proved impossible, however: when
used, such localized branches existed in private, unmanaged repositories with no central tracking
mechanism. Instead we collected qualitative data on de facto and recommended ways of working
with regards to non-mainline commits and branches by asking the engineers in each respective case.
This qualitative data is analyzed and discussed in comparison with the quantitative data in Section
5.6.3.
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The difficulties encountered with regards to Si1 and Si2 (see Section 5.5.2.1) prompted us to also
question the feasibility of measuring the size of commits (Co3). Analysis of the nature of the
commits, however, revealed that even if e.g. the code base included non-production code such as
various tools, these were not updated by the typical commit the same way that the production code
was: in a sense, they constituted "ballast". Consequently, this metric is much less problematic.

5.5.3 Collected Data
The collected metrics are based on 5,071 commits made by 1,049 unique committers (in
organizations of in total 1,852 engineers) over a two month period. This low number –
approximately five commits in two months per developer in organizations ostensibly practicing
continuous integrations – is interesting in itself. We again reflect on differences in mindset between
"developers committing" and "teams delivering" (see Section 5.1) and further analyze the
significance of the collected data in Section 5.6.
As described in Section 5.3.2, Pearson's test of linear correlation was applied to each pair of size
and continuity metrics, excluding Si1, Si2 and Co2 (see Section 5.5.2). The result of the correlations
analysis is shown in Table 15, with p representing the two-tailed p value and R representing
Pearson's R statistic, all calculated using the SOFA Statistics11 open source statistical package.
Metric

Co1: Mainline commits Co2: Mainline commit
size

Co4: Mainline builds
per commit

Si3: Total headcount

p: 0.1523
R: -0.662

p: 0.004796
R: 0.943

p: 0.03508
R: -0.843

Si4: Number of
developers

p: 0.1588
R: -0.654

p: 0.005981
R: 0.936

p: 0.03845
R: -0.835

Si5: Number of
committers

p: 0.1757
R: -0.635

p: 0.01039
R: 0.916

p: 0.01384
R: -0.902

Si6: Depth of master
ownership

p: 0.1417
R: -0.674

p: 0.9294
R: 0.047

p: 0.8185
R: -0.122

Table 15: Overview of Pearson's test of linear correlation results for size and continuity
metrics. Results of particular interest are highlighted in bold font.

5.6 Analysis
This section presents the analysis of the collected quantitative and qualitative data from the
primary cases. As described in Section 5.3.2, the primary method of analysis was to verify the
hypothesis by testing the correlation between the size of the developing organization and the
continuity of continuous integration. Following this direct investigation of the original hypothesis,
however, the collected data was also analyzed in a more exploratory fashion in search of
unanticipated patterns and tendencies.
The following subsections discuss a number of perspectives gained from these analyses.

11 http://www.sofastatistics.com
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5.6.1 Size of Commits and Size of Organization
As shown in Table 15, the data collected from the six primary cases shows a clear correlation
between the number of people involved and the average size of commits. This is true for the total
headcount, number of developers as well as actual committers of code during the studied two month
interval – a fact which is not entirely surprising, as these size metrics themselves are strongly
linked. Figure 10 exemplifies this by plotting Si5 versus Co3. Interestingly, this is analogous to
recent findings in related work that productivity correlates negatively with organizational size
[Scholtes 2016], which in turn builds upon a large and long-established body of work on the
economics of scale [Boehm 1984, Boehm 2000, Stigler, 1958].

Figure 10: Plot of number of mainline committers (Si5) versus average mainline commit size
(Co3).

The data does not show any correlation at all with regards to Si6. The depth of master ownership
varies between 1 and 6, and is not strictly related to the headcount of the organization: the deepest
case has far from the largest headcount. Our conclusion from this is that to the extent that depth is
relevant to the continuity it is not strong enough a factor to bear out by itself in such a small sample
size, where it is overshadowed by the headcount metrics.
Rather than considering Si6 in isolation, however, one may reason about it in combination with
the other size metrics: where headcount represents the width of an organization, Si6 represents its
depth or height, depending on perspective. We argue that such a combination of the two metrics is
not arbitrary, but that it makes intuitive sense: if the developer needs to coordinate not only with a
large number of colleagues, but colleagues far removed physically and/or organizationally, that is
reasonably an aggravating factor. Following this line of reasoning, when plotting the total
organizational area of each primary case against its continuity, the result is a somewhat increased
correlation. In the example of number of mainline committers versus commit size (see Figure 10), p
71

decreases from 0.01039 to 0.009672 (see Figure 11). To summarize, we find that the collected data
shows that the headcount (or width) of the developing organization affects the average size of
commits, and consequently the continuity of continuous integration; on a more speculative note we
also argue that there is also some reason to believe that its depth may be a relevant factor, albeit a
weaker one.

Figure 11: Plot of number of mainline committers (Si5) times organizational depth (Si6) versus
average mainline commit size (Co3).

5.6.2 Frequency of Commits and Size of Organization
From the collected data we find that there is a tendency for developers of larger organizations to
commit less frequently, but with p values ranging from 0.14 to 0.18 for all size metrics (see Table
15), the correlation is not strong enough to draw any conclusions.

5.6.3 Size of Commits and Ways of Working
Looking at the graphs shown in Section 5.6.1, it is clear that – unsurprisingly – the size of the
organization is not the only factor in determining continuity: some of the cases are well below or
above of the trend line. This poses the question whether the cases above and below, respectively,
have anything in common. An interesting data point in this context is the qualitative information
received from the practitioners with regards to ways of working in each case. Labeling the cases as
either prescribing integration directly with the mainline or integration via local branches shows the
two cases of the former category below the trend line, and the four cases of the latter category all
above the trend line. Figure 12 demonstrates this by splitting the plot shown in Figure 10 into the
two categories, with separate trend lines.
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Another item of interest which presents itself when exploring the data is that the behavior of inhouse developers is, in some cases, very different from that of external consultants. Of the six cases,
three make heavy use of external consultants (more than 25% of commits): cases B, D and F shown
in Figure 12. In cases B and D – located above the trend line and integrating via local branches
rather than directly with the mainline – external consultants make significantly larger commits than
internal developers: the average external commit is approximately twice as large as the average
internal commit (across a total of 1,277 commits by 236 committers). In case F, however – well
below the trend line and emphasizing direct mainline integration – the average size of commits is
approximately the same across both populations.

Figure 12: Split of cases according to way of working with regards to integrating directly with
the mainline or via local branches. The former category is shown as yellow triangles, and the
latter as red rhombuses. The overall trend line of both categories (blue) is preserved for
reference.

While these findings are far from conclusive, we argue that they make intuitive sense and that
they do point at a very interesting phenomenon. It is entirely conceivable that external consultants,
not physically present where most of the development is conducted and therefore presumably
missing out on much of the day-to-day communication and social interaction, tend to work more
closely with other external consultants on local branches and staying there longer before integrating
with the development mainline. That is, unless directly integrating with the mainline as individual
developers – rather than delivering as a team from a local branch – is the mode of operations,
whereupon such differences are mitigated or even eradicated.
The data collected from the six primary cases is unfortunately not sufficient to conclusively
answer this question. Based on the above line of reasoning, however, regarding the behavior of
external consultants as noise in the overall data set (as it is presumably unrelated to the size of the
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area of direct change impact) and consequently removing all commits by external consultants from
the data set produces a much stronger correlation between organizational size and continuity. To
exemplify, the two-tailed p value of Si3/Co3 correlation decreases from 0.004796 to 0.001683.
Correlation with number of mainline committers (Si5/Co3) decreases similarly, and when combined
with the depth of the organization (as shown in Figure 11) decreases further in Pearson's test of
linear correlation to a p value of 0.006686 and an R value of 0.932 (see Table 15 for reference). This
correlation is also shown in Figure 13.

Figure 13: Plot of number of mainline committers (Si5) times organizational depth (Si6) versus
average mainline commit size (Co3), excluding commits by external consultants.

5.6.4 Number of Builds and Size of Organization
As shown in Table 15, the size of the organizations correlates not only with the average size of
commits, but also the frequency of builds relative to the number of commits. This correlation –
with depth of the organization taken into account, as in Section 5.6.1 – is plotted in Figure 14. Its
Pearson's p and R values are 0.01293 and -0.906, respectively.
The reason that this number is interesting is that it provides an indication of the capability to
build and test every change to the source code independently, rather than batching multiple changes
into one build (see Section 5.4.2 for a more in-depth discussion).
Looking at the values of the vertical axis the reader may reflect that even at the low end they are
all above or close to one build per commit, which intuitively should still be fine. It shall be noted,
however, that the data includes a large number of "extraneous" builds: manually triggered builds,
scheduled off-hours builds, retries et cetera. As a consequence, the number of builds acting on
newly introduced changes is much smaller.
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Figure 14: Plot of number of mainline committers (Si5) times organizational depth (Si6) versus
number of mainline builds per mainline commit (Co4).

5.6.5 Frequency of Commits and Composition of Organization
Generally speaking, all three metrics related to the "width" of the organization (Si3, Si4 and Si5)
correlate with the same continuity metrics (see Table 15). This is not surprising, as they are
themselves correlated: an organization with larger headcount tends to have more developers, which
implies more people committing code. They do not correlate perfectly, however, and there is some
variance in proportion of developers to total headcount – that is, people whose main responsibility it
is to actually develop software as opposed to working on the software product in any capacity,
including developers, testers, line managers, product owners et cetera (see Section 5.4.1.2).
Exploring this variance reveals an interesting link to developer behavior, shown in Figure 15.
Incidentally, the percentage of the organization contributing to development has also been identified
as a relevant metric for software quality in related work [Nagappan 2008].
Pearson's test of linear correlation yields a two-tailed p value of 0.04519 and an R value of
-0.821. In other words, the correlation is not as strong as the ones presented in Section 5.6.1, but
highly interesting nonetheless. It is worth pointing out that what this plot shows is not that fewer
commits are made per engineer if a lower proportion of them are developers (which would be
wholly expected, and indeed confirmed by the data collected in this study). Instead, it suggests that
the behavior of those who actually are designated developers changes the smaller the fraction of the
workforce they constitute.
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One could argue that this finding is counter intuitive: the more personnel that is available in
"supporting" roles, one might reason, the more developers should be able to focus on writing and
committing code. What this data implies is that the opposite is happening with regards to
committing frequently, with the caveat that it says little about productivity per se. On the other
hand, one might also speculate that an organization with a low proportion of developers is less
focused on actual software development as a craft than it is on other aspects of product
development, such as project planning, requirements management, documentation and reviews, and
that development practices such as continuous integration suffer as a consequence.
On a side note, it is worth noting that even in the most continuous case the number of commits
per developer is only 11.6 over a two month period – a far cry from the prescribed minimum of one
per day.

Figure 15: Plot of total headcount (Si3) over number of developers (Si4) versus number of
commits per developer during the studied two month period (Co1).

5.6.6 Context Metrics
The gathered context metrics (Cn1-5) show that each case was embedded software in the
telecommunications industry and each used Git and Jenkins for SCM and CI server, respectively.
They had been in development for three to eight years, but no correlation with continuity could be
established.
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5.6.7 The Case for Design for Manufacturability
As discussed in Section 5.1, the question driving this work is not whether large scale software
development can adhere to continuous integration – we know from experience that this is possible.
The six primary cases are a case in point: they are all integrated into a very large system,
continuously integrating and delivering new versions at a very rapid rate. We also know, however,
that it can be problematic, and related work suggests that the solution has to do with modularity
[Bellomo 2014, Olsson 2012, Roberts 2004]. It is important to understand, however, that there are
different types of modularity: a runtime modular system may well be developed, built and tested as
a monolith, and consequently qualify as but a single area of direct change impact. Hence, the
continuity of continuous integration would seem dependent on the architectural design of the
system.
The architectural style of microservices focuses on methods of splitting a software system into
small, relatively autonomous fragments, which can then be deployed, scaled and upgraded in their
own independent life cycles. Its proponents stress the importance of considering the structure of the
organization developing the system so that teams can take end-to-end ownership of "their" services |
in effect, making Conway's law work for them [Newman 2015]. In this regard, the microservices
style may be considered to be at one extreme of the modularity spectrum. That being said, a
microservices style of system architecture is not without its problems. Particularly, given its heavy
use of modern cloud oriented infrastructure, it can be difficult to achieve in an embedded software
context – a context already posing significant challenges to the adoption of continuous integration
[Mårtensson 2016] – often due to resource constraints and strict real-time requirements leading to a
higher level of integration and connectedness between components that, in turn, violates the
principles of a microservices architecture.
We believe that not only do the results presented in this paper strongly support the concepts
underpinning the microservices architectural style, but also in a broader sense point towards the
importance of considering the manufacturability (or perhaps more accurately the developability) of
software in architectural decisions: how can the software be designed and partitioned not just to
achieve desired runtime characteristics, but to optimize its development and integration? We argue
that while the concept of design for manufacturability has always been a core concern for most
engineering disciplines, it has largely been neglected in software engineering. This is not entirely
surprising, as the concept of manufacturing does not translate cleanly to the realm of software.
Nevertheless we believe that it is applicable in the slightly modified sense of developability and that
data presented in this work suggests that the size of direct change impact – and consequently
modularity – is a crucial factor.

5.7 Validation
As described in Section 5.3.3, ten individual interviews with senior software engineers in five
independent companies (one of them the company of the primary cases, see Section 5.5.1) were
conducted in order to validate the findings presented in Section 5.6 and to investigate their
generalizability. All five companies operate in separate industry segments: military aeronautics,
telecommunications, road vehicles, video surveillance and military electronics and radar,
respectively. All five companies are members of Software Center12.

12 http://software-center.se
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5.7.1 Interview Guide
The interview guide first queried the extent of the interviewees' experience: how many years of
industry software development experience did they have, and what was the largest development
project they had been involved in, in terms of headcount? This contextual information was included
because – assuming that the findings in Section 5.6 are valid – the extent to which engineers have
experienced their effects may depend on the situations they have been exposed to.
Having explained the meaning of size and "the continuity of continuous integration", the
remaining interview questions (see Table 16) were used to query the interviewees' opinions based
on their experiences from their reference projects. For each question, the interviewees were given
the option to decline to answer in case they did not feel that they had the required experience or
insight.
Interview Questions
IQ2

Does each developer push his/her commits to the main track, or do the developers
commit to a team or feature branch, which is then integrated into the main track?

IQ3

Would you agree that there is a correlation between the size of the software
product
and the continuity of continuous integration?

IQ4

Would you agree that there is a correlation between the size of the organization
and the continuity of continuous integration?

IQ5

Which is most important for the correlation between scale and the continuity of
continuous integration – size of the organization or size of the software product?

IQ6

Would you agree that there is a correlation between hierarchical depth of the
organization and the continuity of continuous integration?

IQ7

Would you agree that there is a correlation between the proportion of software
developers (to the overall headcount of the developing organization) and the
continuity
of continuous integration?

IQ8

Would you agree that there is a correlation between the "integration time"
modularity
of the software architecture and the continuity of continuous integration?

Table 16: Validation interview questions.

The interviewees were asked to rate their answers to questions IQ 3-4,6-8 on a scale of 1 to 5, with 1
representing "Do not agree" and 5 representing "Fully agree". Similarly, they were asked to rate
their answers to IQ5 on a scale of 1 to 5, with 1 representing "Size of the organization" and 5
representing "Size of the software product". The full interviewee responses are available in
Appendix A while an overview of their responses to questions IQ3-8 is shown in Figure 16.
Questions addressing the behavior of external consultants (discussed in Section 5.6.3) were
deliberately omitted from the interview guide. This was because while the differences in behavior
exhibited in the primary cases are interesting, we believe that further data is required before
drawing any clear conclusions suitable for validation in this format. The questions were also kept at
a relatively high level of abstraction, e.g. not going into details with regards to types of continuity,
as we felt that the introduction of such specific concepts in an interview situation would only serve
to muddy the waters and risk confusing the interviewees.
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5.7.2 Interview Responses
The responses clearly show that engineers are widely experiencing a correlation between size and
continuity, confirming the quantitative data of our study (IQ 3-4). In particular, the responses suggest
a correlation in the case of organizational size. Indeed, when asked which might be the more
important factor (IQ5), the majority of interviewees considered organizational size to be the
dominant factor. It is also interesting to note that a number of the interviewees spontaneously
commented that size does not prevent continuity, but rather that it comes down to how the
architecture of the product (and the organization) deals with that size: "this works if you don't have
dependencies between the teams", "this depends on the architecture", "with decoupled components
and by allowing a certain margin of error you can reduce the impact" and "there are ways you can
architecturally mitigate [the problems]". That being said, there were dissenting voices, e.g. stating
that size is not the important factor but rather "the goal of the organization is what is essential".
Meanwhile, others agreed that there is a strong correlation, but provided the additional perspective
that not only does size affect the ability to work continuously, but also drives the need, saying that
particularly a "large project needs continuous integration but it is hard to work that way".

Figure 16: Candlestick chart of interviewee responses to questions IQ 3-8, displaying quartiles
zero through four for each question.

Interviewees gave very mixed responses with regards to correlation with organizational
hierarchies (IQ6). Some stated that it is completely irrelevant, while others believed it to be an
important factor. One take on this issue is that hierarchies can have an adverse effect on the ability
to unite on a shared vision, which in turn affects the ability to adopt continuous integration. As one
interviewee put it, "it's about communication, culture and common understanding". In summary, we
find that with regards to hierarchical depth in the development organization, the interviewee
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responses are as inconclusive as the quantitative data. That being said, we see significant potential
for further work in this area to better understand the mechanisms at play and attempting to answer
the question of why senior engineers in the industry display such divergence in their experiences
(see Section 5.9.1).
The question concerning the composition of the organization (IQ 7) yielded largely positive
responses. The interviewees reflected that, counter to the notion that more supporting roles would
enable developers, it is harmful in that it "slows down the process [because it] removes the
responsibility from developers" and "a lot of boards and forums slows down the development
process". One went so far as to say that "this is the most important issue", since "there are so many
people who don't understand software". Interestingly enough, another interviewee from the same
company and indeed the same project took the opposite view: "there is no relation between software
work and other tasks". One may speculate as to the cause of such disparate views – we find it
plausible that it is related to the individual's own background and role in the organization.
That being said, we feel compelled to comment on the undertone of frustration and urgency we
experienced from several of the interviewees in response to this question. It was clear to us that
what they perceived as the inability of an organization dominated by "people who work with
papers" to understand software in general and continuous integration in particular was a subject
they felt very strongly about. This cultural aspect and its impact on continuous integration practice
is also a subject we have discussed in previous work [Mårtensson 2016].
The final question concerning the existence of a correlation between continuity and modular
architecture (IQ8) received generally strong agreement with the majority of interviewees scoring 4
or 5. Their comments offer further support of our interpretation of the quantitative data, e.g. stating
that "if the system is large and you don't have modularity you have a constant war between changes
and conflicts between teams". Interestingly, one interviewee held what might be considered an
opposite view: yes, there is a correlation, but "it is better to have a fully integrated product" as this
"drives a common vision" which they felt was the single most important factor in achieving
continuity.
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Figure 17: Overview of the organizational size of the projects the interviewees reported
experiences from. Cases where commits were made via team or feature branches are
represented by blue squares, while cases where individuals integrate directly with the mainline
are represented by red rhombuses and highlighted by the shaded area.

One interesting observation can be made from studying IQ 2, querying the size and ways of
working of the projects the interviewees have experienced. Comparing their stated ways of working
– committing directly to the mainline or via team and/or feature branches – to the size of their
respective organizations one finds that it is only the smallest projects which actually utilize the
former strategy (see Figure 17). This way of working, in turn, appears from the quantitative data to
be linked to the continuity of continuous integration (see Section 5.6.3).
A full report of interviewee comments is presented in Appendix A.

5.7.3 Validation Summary
In summary, we find that the interviewee statements of ten senior engineers in five independent
companies confirm our analysis of the data collected from the primary cases:
•

Engineers in industry do see a correlation between size and the continuity of continuous
integration, particularly when it comes to organizational size.

•

There is no consensus among engineers in the industry regarding any correlation between
hierarchical depth in the organization and the continuity of continuous integration.

•

Engineers in industry do see a correlation between organizational composition and the
continuity of continuous integration.

•

Engineers in industry do see a correlation between modular architectural styles and the
continuity of continuous integration.
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•

There is a correlation between organizational size and ways of working with regards to
integration and branching.

5.8 Threats to Validity
This section discusses threats to construct validity, internal validity and external validity.

5.8.1 Threats to Construct Validity
In this work we have presented the hypothesis that it is the size of the area directly impacted by
changes that matters. This is what we have studied, and the statements by interviewed practitioners
lend some support to this hypothesis, but it can not be ruled out that other definitions of size –
equally applicable to the studied cases – may be as relevant or even more so. This can be interpreted
as a threat to construct validity.
Our position is that the study clearly shows that size matters. The exact details of the underlying
mechanisms are unclear, however. Consequently any attempt at defining the precise boundaries of
the entity the size of which matters are going to include a certain element of speculation, as one is
forced to reason about which connections matter and which do not. To exemplify, if one is overly
generous one might argue that the entire Internet is a single "system". If one is overly conservative,
on the other hand, one might argue that a single source file is its own isolated entity. The answer, if
indeed there is a single answer, clearly lies somewhere in between, and we argue for what we
consider to be a reasonable definition based on experiences and observations (see Section 5.1). As
long as this caveat is kept in mind, we do not believe this fact poses any significant threat to
construct validity.

5.8.2 Threats to Internal Validity
Of the 12 threats to internal validity listed by [Cook 1979], we consider Selection, Ambiguity
about causal direction and Compensatory rivalry relevant to this work.
•

Selection. The studied cases were not randomly selected, but rather purposively sampled:
they were selected to create a population of accessible cases as similar as possible in all
respects but their size. Similarly, interviewees were purposively sampled to represent as
wide a segment of the industry as possible. Considering the rationale of these samplings and
the fact that the resulting data sets are mutually supportive, however, we consider this threat
to be mitigated.

•

Ambiguity about causal direction. While we in this study discuss correlation, we are very
careful about making statements regarding causation. In other words, there is no threat to the
validity of the study per se. That being said, we do argue that causation is a plausible
explanation for our findings and that e.g. larger organizations lead to reduced continuity, but
the precise relationships deserve more in-depth attention. Consequently, we consider this to
be an important topic for further work.

•

Compensatory rivalry. When performing interviews and comparing scores or performance,
the threat of compensatory rivalry must always be considered. In our validation interviews,
however, the questions (see Table 16) were deliberately designed to be value neutral by
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assessing correlation, rather than judging own capability, performance or skill. That being
said – in line with our experiences from previous work – we found the interviewed
engineers more prone to self-criticism than to self-praise.

5.8.3 Threats to External Validity
The quantitative data is gathered from six cases within a single company. While representing a
total body of 1,852 engineers, it is conceivable that the findings from these cases are only valid for
the one company, or the one industry segment. For this reason the validation was designed to bring
in perspectives from a larger number of companies developing other types of products. By
confirming the findings from quantitative data in one case with statements from engineers in five
companies operating in separate industry segments, we argue that this threat has been mitigated.

5.9 Conclusion
In this paper we have studied the correlation between the size of software development efforts
and the ability to practice continuous integration. Based on findings in related work and our own
observations as both researchers and practitioners, we have hypothesized that the size of the
development context directly impacted by any changes made by the developer – demarcated by
explicitly versioned dependencies – correlates with the continuity of continuous integration within
that context.
To investigate this hypothesis we have identified six size metrics and four continuity metrics and
collected data from six industry cases, analyzing 5,071 commits made by 1,049 unique committers
in organizations encompassing a total of 1,852 engineers over a two month period. During this
process we found that several of the attempted metrics – lines of code, cyclomatic complexity and
developer behavior on team and/or feature branches – were, for reasons discussed in Section 5.5.2,
not feasible.
As discussed in detail in Section 5.6, however, analysis of the remaining metrics reveals that
organizational size clearly correlates with continuity – a finding which is validated by subsequent
interviews with ten senior engineers in five independent companies operating in separate segments
of the industry: military aeronautics, telecommunications, road vehicles, video surveillance and
military electronics and radar. A summary of assertions, support from quantitative data and
validating interviews and conclusions, respectively, resulting from this study is shown below.
•

Assertion: A larger software size correlates with lower continuity.

•

Support from primary cases: Product size metrics could not be gathered.

•

Support from validating interviews: Industry engineers report experiencing such a
correlation, albeit to a lesser degree than organizational size. Several interviewees qualified
their responses by saying that size matters, but it also depends on the software architecture.

•

Conclusion: We consider it plausible that software size negatively affects the continuity of
continuous integration.
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•

Assertion: A larger organizational size correlates with lower continuity.

•

Support from primary cases: A clear negative correlation with regards to size of commits
and number of builds is evident in the data. There is also a tendency for larger organizations
to commit less frequently, but the p value is not small enough to draw any definitive
conclusions.

•

Support from validating interviews: Industry engineers strongly support the correlation.

•

Conclusion: There is a clear negative correlation between organizational size and continuity
– particularly with regards to size of commits and number of builds.

•

Assertion: A larger proportion of developers in the organization correlates with higher
commit frequency.

•

Support from primary cases: The collected data shows a clear tendency of developers in
organizations with a higher proportion of non-developers to commit less frequently.

•

Support from validating interviews: Industry engineers largely support this assertion.
While some disagree, others were adamant that a software development organization with a
large proportion of non-developers will struggle to "understand software" and consequently
experience difficulties in adopting continuous integration.

•

Conclusion: We consider it highly plausible that continuity correlates positively with the
proportion of developers in the organization. That being said, even in the most continuous of
the studied cases falls far short of the often cited goal that "each person integrates at least
daily" [Fowler 2006].

•

Assertion: A modular architectural style supports continuous integration.

•

Support from primary cases: The studied cases are all modules in a larger system – a
system which is itself continuously integrated, rapidly and frequently producing new release
candidates. The larger the organization of each respective module, however, the less
continuously it is developed.

•

Support from validating interviews: Industry engineers strongly support the notion that
architecture plays a key role in enabling continuous integration, stressing a number of
factors including competition and conflicts between teams, coordination between parts of
the software and the time required for building and testing.

•

Conclusion: In line with claims in related work and the correlations found in the studied
data, we argue that breaking down large systems – software systems but perhaps even more
importantly organizations – into smaller pieces is a key enabler for continuous integration at
scale.

•

Assertion: A deeper hierarchy of the organization correlates with lower continuity.
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•

Support from primary cases: The data does not show any clear correlation.

•

Support from validating interviews: There is no consensus among the interviewed
industry engineers.

•

Conclusion: This study offers no support for the notion that hierarchical depth is an
important factor in general, but does not rule out that it may be relevant in particular
circumstances.

•

Assertion: External consultants exhibit a less continuous behavior than internal developers
when integrating via team or feature branches.

•

Support from primary cases: Half of the studied cases rely heavily on external consultants
(25% of more of commits). Of these, in the two using team or feature branches the external
consultants made approximately twice as large changes, on average. In the third case,
integrating directly with mainline, there was no significant difference between in-house
developers and external consultants.

•

Support from validating interviews: Not addressed in interviews.

•

Conclusion: We do not believe that the data set allows for any definitive conclusions, but it
does suggest an interesting phenomenon.

•

Assertion: Integrating directly with the mainline, as opposed to via team or feature
branches, leads to increased continuity. Furthermore, larger organizations tend to use team
or feature branches.

•

Support from primary cases: Among the studied cases there is a clear difference between
cases where developers integrate directly with the mainline, and cases where they do not.

•

Support from validating interviews: Analysis of the background of the interviewed
engineers reveals that only the smallest of the organizations they represent practice direct
integration with the mainline.

•

Conclusion: Our study suggests that direct integration with the mainline is superior from a
continuity point of view, but that larger organizations are unable or unwilling to work in
such a way.

5.9.1 Further Work
Apart from questions raised in Section 5.8, we believe that this study also opens up other
promising and important avenues for further work.
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The argument that a key enabler for continuous integration is the successful communication of a
shared vision in the organization – touched upon from several points of view in the interviews –
deserves further attention. It begs the question of how such a successful vision can be formulated
and how it can be communicated. Any interplay with organizational size and/or depth is particularly
interesting, as our study strongly suggests that larger organizations struggle with the adoption of
continuous integration. We hypothesize that one explanation for this could be the difficulty of
uniting on a single goal in a large organization. Another explanation could be a tendency for
engineers to focus on and optimize for their small part of the whole, as the complete system is much
too large for them to overview.
A second avenue is that of manufacturability. This work suggests that as a consequence of
architectural design decisions, software can be more or less easy to integrate, and by extension to
develop. It is far from clear what those architectural decisions are, however. Modularity – in
particular "integration time" modularity – is clearly relevant, but there are many ways to achieve
modularity and many ways to handle dependencies between modules and mapping of organization
to modules. The statement by one of the interviewees that their earlier "transfer to cross functional
teams was not good" and that their "previous component-based organization was faster" prompts a
number of questions for the research community to address.
Third, the indication that external consultants may exhibit less continuous behavior than their inhouse counterparts is highly interesting and worth of further study.
Last but not least, while this work reports on the size of areas of direct change impact and
correlations with the continuity of continuous integration, we can also identify another dimension:
the time dimension, or more accurately the life cycle dimension, of such an area. In other words,
how far in the life cycle of the product is that context decoupled (and actually not directly
impacting) from that of the larger product or system? Here, as in Section 5.6.7, we find
microservices at one end of the spectrum, where the parts of the system are first integrated in
deployment. At the other end we find a monolithic system with a single source, where the point of
integration between every developer of the product is immediately upon code commit. We consider
the question of whether and how this time dimension affects development practices in general, and
continuity in particular, to be a highly relevant area of further work.
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Chapter 6. Modeling Continuous Integration Practice
Differences in Industry Software Development
This chapter is published as:
Ståhl, D., & Bosch, J. (2014). Modeling continuous integration practice differences in industry
software development. Journal of Systems and Software, 87, 48-59.
Abstract
Continuous integration is a software practice where developers integrate frequently, at least daily.
While this is an ostensibly simple concept, it does leave ample room for interpretation: what is it the
developers integrate with, what happens when they do, and what happens before they do? These are
all open questions with regards to the details of how one implements the practice of continuous
integration, and it is conceivable that not all such implementations in the industry are alike. In this
paper we show through a literature review that there are differences in how the practice of
continuous integration is interpreted and implemented from case to case. Based on these findings
we propose a descriptive model for documenting and thereby better understanding implementations
of the continuous integration practice and their differences. The application of the model to an
industry software development project is then described in an illustrative case study.

6.1 Introduction
Continuous integration has, not least as one of the extreme programming practices [Beck 1999],
become popular in software development. It is reported to improve release frequency and
predictability [Goodman 2008], increase developer productivity [Miller 2008] and improve
communication [Downs 2010], among other benefits. In previous work we found that the proposed
benefits of continuous integration are disparate not only in literature: there are also great differences
in the extent to which practitioners in industry software development projects have experienced
those benefits [Ståhl 2013]. Consequently, we asked ourselves whether this disparity might be
because of differences in the way the continuous integration practice itself had been implemented in
different projects, be it because the concept had been interpreted differently or because the project
context restricted the freedom of that implementation. Indeed, among the four projects included in
the study there were indications that this may be the case, but as that study was not intended for this
new research question it did not contain sufficient data to satisfactorily answer whether such
differences manifest in software development at large.
Consequently, we decided to establish whether there are also differences in continuous
integration descriptions found in the literature, and if so, in which regards the described
implementations differ. In this paper we show the results of the systematic review conducted in
order to answer this question, along with a proposed descriptive model for continuous integration
practice variants based on its findings.
In this work we have focused on process related differences, rather than differences in tooling.
While we recognize that tooling may improve or otherwise affect a continuous integration
implementation, the practice of continuous integration itself requires no particular tools at all
[Fowler 2006]. Consequently we regard tools to be of secondary importance, but not of primary
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interest. Furthermore, we have not included contextual factors such as the size and longevity of the
projects, the business environment or similar parameters. While they may conceivably correlate
with variations in continuous integration practice – indeed, we consider the investigation of such
correlations an important field of study in itself – they are not themselves aspects of continuous
integration.
The contribution of this paper is twofold. First, it shows that there is not one homogeneous
practice of continuous integration. Rather there are variation points – those evident in literature are
presented and discussed individually in this article – with the term continuous integration acting as
an umbrella for a number of variants. This is important, because when consequences of continuous
integration are reported and discussed, it must be understood that such consequences potentially
may not apply to the practice of continuous integration as a whole, but rather be related to a
particular variant of it. Therefore, the second contribution of this article is that a descriptive model
that addresses all the variation points uncovered in the study is proposed. Such a model enables
better study and evaluation of continuous integration and can thereby bring a finer granularity to our
understanding of the practice.
The remainder of this paper is structured as follows. In the next section the research method is
described. Then the aspects of continuous integration described in literature, and the statements
pertaining to those aspects, are presented and analyzed in Section 6.3. In Section 6.4 the proposed
model is described, and then applied to a software development project in an illustrative case study
in Section 6.5. The paper is then concluded in Section 6.6.

6.2 Research Method
The research was conducted by first reviewing existing articles on continuous integration to find
differing descriptions of the practice, with the purpose of identifying aspects where there is
contention in published literature. In other words, we searched for aspects (represented by clusters
of statements, see Section 6.2.2) where different attributes or characteristics of the practice are
evident, as such areas can then be considered to constitute potential variation points. To exemplify,
some sources describe how checks and barriers are implemented to prevent non-correctional
changes to be integrated on top of a broken build, whereas others relate how anyone is able to
contribute anything at any time (see Section 6.3.2.8). As these are clearly differing views, this area
is considered a variation point in the practice of continuous integration. In contrast, aspects where
differing views are either not evident (see e.g. Section 6.3.1.4) or only addressed by a single source
(see e.g. Section 6.3.1.5) are not regarded as potential variation points, the reasoning being that
there appears to be consensus in the industry or that there is insufficient source material to reliably
assess them. Based on this literature review a model for the description and documentation of
continuous integration implementations was then constructed, intended as a guide to help ensure
that the variation points discovered in the literature review are covered.

6.2.1 Systematic Review
As a result of observations of dramatically different experiences of continuous integration
benefits [Ståhl 2013], and our assumption that this may be caused by differences between industry
software development projects in how the concept of continuous integration is interpreted and
implemented, we wanted to find an answer to the question of "Is there disparity or contention
evident in the descriptions of various aspects of the software development practice of continuous
integration found in literature?". To answer this question we conducted a systematic review
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[Kitchenham 2004], where a review protocol was created and informally reviewed by colleagues.
The protocol described the research question above, the sources to be searched (the IEEEXplore
and Inspec databases), the exclusion and inclusion criteria of the review (see Table 17) and the
method of extracting and clustering descriptive statements found in the publications (see Section
6.2.2). Following this the sources were searched (October 2012), with ACM subsequently being
added for completeness, for publications relating to the software practice of continuous integration.
The search terms yielded 64, 79 and 45 results in IEEE, Inspec and ACM respectively.
Combined, these result sets contained 112 unique items. Exclusion criteria EC1, EC2 and EC3 (see
Table 17) were applied to this set, and the abstracts of the remainder were studied to determine
whether they dealt with the software practice of continuous integration, or pertained to other fields
of research (exclusion criterion EC4). This left a set of 76 publications.
Finally, these 76 publications were reviewed in full in search of descriptions of continuous
integration practices (exclusion criterion EC5). Such descriptions were found in 46 of the reviewed
articles.
Inclusion criteria
IC1

Papers, technical reports, theses, industry white papers and
presentations with the terms "continuous integration" and
"software" in their titles or abstracts.

Exclusion criteria
EC1

Where studies were published multiple times (e.g. first as a
conference paper and then as a journal article) only the most
recent publication was included.

EC2

Material not available to us in English or Swedish.

EC3

Posters for industry talks lacking content beyond abstract and/or
references.

EC4

Material that does not address the software practice of continuous
integration, or only mentions it in passing.

EC5

Material that does not describe one or more aspects of how
continuous integration practices are, can or should be
implemented.

Table 17: Inclusion and exclusion criteria of the literature review.

6.2.2 Analysis of Literature
Statements as to the nature of continuous integration found in the 46 publications of the literature
review were extracted and clustered in groups addressing similar aspects, where one statement may
be included in more than one cluster. This yielded 180 discrete, descriptive statements pertaining to
one or more aspect of continuous integration and 22 clusters (see Table 18). Following this, any
group not containing any disparity in their statements were culled. In other words, only groups of
statements describing aspects of continuous integration where contention was evident were
preserved. This could either manifest as multiple statements in disagreement, or as statements
themselves identifying disparity. Additionally, clusters containing statements from only one unique
source were culled.
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Cluster

Statements Unique
sources

Contention Claimed
disparity

C1

Build duration

10

9

Yes

Yes

C2

Build frequency

10

8

Yes

No

C3

Build triggering

32

29

Yes

Yes

C4

Build version selection

2

2

No

No

C5

Component dependency
versioning

6

3

No

No

C6

Definition of failure and
success

8

6

Yes

No

C7

Fault duration

5

5

Yes

Yes

C8

Fault frequency

1

1

No

Yes

C9

Fault handling

9

9

Yes

No

C10

Fault responsibility

6

5

No

No

C11

Integration frequency

7

7

C12

Integration on broken builds 6

6

Yes

No

C13

Integration serialization and
batching

6

6

Yes

Yes

C14

Integration target

8

6

Yes

Yes

C15

Lifecycle phasing

1

1

No

Yes

C16

Modularization

17

11

Yes

Yes

C17

Pre-integration procedure

16

12

Yes

Yes

C18

Process management

1

1

No

No

C19

Scope

50

40

Yes

No

C20

Status communication

19

16

Yes

Yes

C21

Test separation

11

9

Yes

Yes

C22

Testing of new functionality

10

9

Yes

Yes

Yes

Table 18: Clusters of descriptive statements extracted from literature, shown alongside the
number of constituent statements, the number of unique sources from which those statements
were extracted, whether there exists contention between the sources and whether there are
within the cluster single sources claiming disparity of implementations, respectively.

It shall be noted that determining what in this context constitutes an aspect of continuous
integration practice – and thereby a cluster – is ultimately a call of judgment. Particularly,
automation is not included, even though it is frequently brought up by papers discussing continuous
integration, e.g. stating that "test cases [...] will be folded into the automated regression test suite"
[Sturdevant 2007], that "an automated integration server not only makes integration easy, it also
guarantees that an integration build will happen" [Rogers 2004], "the build process has to be fully
automated" [Dösinger 2012] or that "the build process is initiated automatically" [Pesola 2011] to
mention a few. For the purposes of this study, we have taken the position that the practice of
continuous integration is by definition automated, as described by Martin Fowler: "Each integration
is verified by an automated build" [Fowler 2006]. Indeed, from the literature included in this study,
we have not found reason to reconsider this position. One source goes so far as to consider it a
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criterion for success that "all [continuous integration] steps pass without error or human
intervention" [Rasmusson 2004], and so questions of e.g. whether test cases are included in
automated test suites rather becomes a matter of the scope of continuous integration, which is
covered by its own statement cluster (see Section 6.3.2.13).

6.2.3 Proposing a Model
Based on the analysis of the literature review, a model for documenting continuous integration
was created. The purpose of this model was to cover all the statement clusters displaying contention
or disparity, thereby answering all the relevant questions that may set one particular instance of
continuous integration apart from another, yet at the same time being practical to use.
The benefit to researchers from using such a model is that it may help focus attention on the
aspects of continuous integration that act as differentiators, and it provides a method for managing
the multitude of continuous integration variants in existence. The benefit to software development
professionals – to practitioners of continuous integration – is that it lists choices that they can make
– and possibly have already made, consciously or unconsciously – with regards to implementing
continuous integration. Such information can be an important factor in successfully improving one's
development process.

6.3 Statement Clusters
This section describes each of the clusters of statements found in the literature (see Section 6.2).
In Section 6.3.1, those clusters that were culled from the set are presented. Then, in Section 6.3.2,
the preserved clusters are discussed.

6.3.1 Culled Clusters
Clusters either not containing more than one unique source, or not found to display disparity or
contention were culled from the set. These are described and discussed below.

6.3.1.1 Build Version Selection
It is pointed out in [v. d. Storm 2008] that "the continuous integration system should always
attempt to build the latest version of the software", while [v. d. Storm 2007] states that "if the latest
build of a component has failed [...] an earlier successful build is used instead". While these
perspectives seem to differ, it shall be understood that they deal with different contexts: one
discusses source code revision, while the other concerns itself with handling component failures in
a modularized environment. Therefore there is no contention between them – indeed, they are
entirely compatible with each other – and this cluster was therefore culled.

6.3.1.2 Component Dependency Versioning
One topic found in several of the papers is that of modularization of the product, and whether to
rebuild the entire product upon integration of new changes, or only those components affected by
the change (see Section 6.3.2.11). In the latter case, some articles discuss version handling of such
components. It is stated that each component shall be built individually, with new versions made
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available for every such build [Roberts 2004]. It is also said that component dependencies shall be
on the latest available version and that only one version of any one component may occur in a
system configuration [v. d. Storm 2008]. Furthermore, if a component build fails, then the latest
working version shall be used for dependencies in its stead [v. d. Storm 2007].
There is only a small number of articles addressing this aspect – which is not altogether
surprising, as it is only relevant in a component oriented continuous integration setup – and no
direct contention between them.

6.3.1.4 Fault Frequency
The issue of fault frequency in continuous integration is discussed by [Brooks 2008], where two
development teams have been compared. Among other findings, it is pointed out that one team
suffered much more frequent build failures than the other. It is readily conceivable that, while being
a complex factor dependent on multiple parameters, the frequency of errors in continuous
integration can have an impact on the development effort. Lacking additional sources, however, this
cluster was culled from the set.

6.3.1.4 Fault Responsibility
Multiple sources describe how developers causing faults in continuous integration are also
responsible for correcting those faults [Miller 2008, Yuksel 2009], e.g. stating that it is "the
responsibility of [the last person who checked in code] to ensure that a reported bug is resolved
immediately" [Ablett 2007]. Additionally, the practice of developers not leaving work until their
changes have been successfully verified is mentioned [Miller 2008, Rogers 2004]. No statements
contradicting these stated practices were found in the study, with the exception of [Janus 2012],
describing how a "Quality Manager" interprets the produced code analysis metrics. This, however,
is only for non-critical violations of coding standards, and so we find that this cluster does not
display any contention or disparity.

6.3.1.5 Lifecycle Phasing
It is stated in [Holck 2003] that continuous integration may be performed "during a phase of
integration and tests; or it may be part of iterative methods". While other sources in the study do not
explicitly discuss this – causing this cluster to be culled – it shall be noted that, in our
understanding, it is implicit in many of the studied publications that continuous integration takes
place during, if not necessarily limited to, development.

6.3.1.6 Process Management
In [Holck 2003] it is noted that the degree of control over continuous integration processes
differs, giving examples of projects using "less structured processes" as opposed to "central
management of the build process". This aspect was, however, not highlighted by other sources in
study.
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6.3.2 Preserved clusters
Statement clusters containing more than one unique source and either displaying contention
between sources, or containing sources themselves acknowledging diversity in implementations
were preserved. These clusters are presented and discussed below.

6.3.2.1 Build Duration
Some publications in the study give more or less exact figures for the duration of "builds" (where
the scope of what a build entails varies, see Section 6.3.2.13); time from check-in to notification of
verdict can be "several minutes" [Downs 2010] or "a few minutes" [Woskowski 2012], or the time
required to compile and run tests can be over an hour [Yuksel 2009]. Some articles highlight that
build duration does vary from project to project [Brooks 2008] and that this can be of some
importance, as a too long duration means that "continuous integration starts to break down" [Rogers
2004] and the build time must be quick enough to "allow the CI server to keep up with the changes
and return feedback to the software engineers while their memory of the changes is still fresh"
[Dösinger 2012]. Others discuss separating quick test suites from slower ones to provide
incremental feedback [Roberts 2004], removing slow tests altogether from the regular continuous
integration builds and instead running them on a separate schedule [Holmes 2006], or how
parallelism caused by modularization can affect build durations [v. d. Storm 2008], as it is remarked
that "the primary factor influencing the build time is the increasing number of tests" [Rogers 2004].
From this it is clear that not only is build duration a variation point for continuous integration and
considered to be of great importance; it is also not an independent variable. Instead, it is highly
dependent on what is included in the build. This would pose a problem if one were to attempt
classification and comparison of continuous integration implementations, as any measurement of
build duration would also have to take into account what is actually achieved in that duration. The
abstract concept as such, represented by this statement cluster, however, is preserved for the
purposes of this study.

6.3.2.2 Build Frequency
It shall be noted that for the purposes of this study, we make a distinction between build
frequency and integration frequency (see Section 6.3.2.7). By the former we mean the frequency at
which continuous integration "builds" (regardless of the scope of those builds) are performed, while
the integration frequency refers to how often changes are brought into the product development
mainline (typically in the form of source code changes). We consider these to be two crucially
different activities which may or may not be synchronized.
The build frequencies described in literature vary. Some mention "multiple builds per day"
[Stolberg 2009] or "every few hours" [Rogers 2003], in contrast to the daily builds practiced by
others [Holck 2007]. Yet the frequency does not just vary between projects, it may also vary within
the same project. Separation of slow activities into more infrequent cycles is described [Holmes
2006, Downs 2010, Woskowski 2012, Long 2008] as well as performing "weekly integration"
builds while modules are tested in isolation "several times a day" [Tingling 2007].
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6.3.2.3 Build Triggering
The vast majority of statements on how continuous integration builds are triggered describe how
source code changes cause a build to start [Liu 2009; Bowyer 2006, Holmes 2006, Ablett 2007,
Rogers 2003, Rogers 2004, Sturdevant 2007, Stolberg 2009, Kim 2009a, Kim 2009b, Pesola 2011,
Cohan 2008, Janus 2012, v. d. Storm 2007, Woskowski 2012, Dösinger 2012, v. d. Storm 2005,
Matsumoto 2012, Gatrell 2009, Gestwicki 2012]. This is not always the case, however: builds can
be executed at a certain time each day [Holck 2007], or a mixed approach where some activities run
on a fixed schedule while others are triggered by source code changes can be used [Tingling 2007,
Hoffman 2009, Downs 2010, Woskowski 2012].
Another setup is where multiple activities are chained together in a sequence. A source code
change triggers the first activity [Yuksel 2009], while subsequent activities are triggered by
"successful execution and evaluation of prior events" [Hill 2008]. There is reason to believe that
this may be more common than the number of explicit statements suggests, as it is sometimes
hinted at or implied, e.g. stating that when "a step in the process fails, further process steps are
skipped" [Dösinger 2012]. Though such a statement is not unambiguous enough to be counted to
the statement cluster total, it does imply that there are process steps which are triggered by the
success of upstream steps.
In a modularized scenario, where each component has its own continuous integration, a build can
also be triggered by a new version of a component dependency being made available [Roberts 2004,
v. d. Storm 2007].

6.3.2.4 Definition of Failure and Success
What is considered a failure in a continuous integration build is touched upon by several sources.
Commonly, if any test fails during the build, then the build as a whole is failed [Ablett 2007,
Rasmusson 2004], with some sources explicitly mentioning that compilation must also succeed
[Downs 2010, Janus 2012, Yuksel 2009] (although it may be argued that compilation errors are
implicitly not allowed, even where the source does not explicitly state it).
This zero tolerance toward test failures is not ubiquitous, however: it is put forward that for most
teams "it is fine to permit acceptance tests to break over the course of the iteration as long as the
team ensures that the tests are all passing prior to the end of the iteration" [Rogers 2004]. Yet others
impose additional requirements before they will consider a build to be successful, such as a certain
level of test coverage [Yuksel 2009] or the absence of severe static code analysis warnings [Janus
2012].

6.3.2.5 Fault Duration
Fault duration – that is, how long a detected fault persists before it is successfully addressed – is
not extensively discussed in the studied sources, but there are statements indicating differences. One
example is a comparatively strict approach where "if any compilation errors or any test failure
occurs, the relevant developer should solve the problem in less than 30 min or revert the check-in"
[Yuksel 2009], whereas another notes that "the great majority of build breaks were fixed within an
hour" [Miller 2008], without explicitly stating any similarly precise rules. Much longer fault
durations are also described: "there were several occasions when [...] the code was broken for up to
two weeks" [Tingling 2007]. Indeed, [Brooks 2008] recognizes that build failure length differs:
while some would be "stuck for hours because of a broken build", others have "very few of these
problems".
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Yet the question of fault duration is dependent on that of the definition of failure and success, as
demonstrated by one source claiming that typically not all types of test failures need to be fixed
immediately, but can be left until "the end of the iteration" [Rogers 2004]. Consequently, the
question of fault duration only really becomes meaningful in a context where "fault" is well defined.
That being said, there are clear differences in fault duration as it is described by the sources in our
study, and consequently the cluster is preserved.

6.3.2.6 Fault handling
How faults, once detected, are handled (e.g. given what priority by whom) is touched upon by a
number of sources. Several describe a policy of fault fixing being given top priority, either as the
personal responsibility of the developer committing the fault [Yuksel 2009] (a policy which would
arguably presume that the offending commit can always be identified), as the responsibility of the
developers "that have committed Source Code since the last successful integration" [Janus 2012], or
as the responsibility of the last developer to check in code, who is then responsible "to ensure that
[the fault] is resolved immediately, for example by reverting to an older version or by fixing the
problem in another way" [Ablett 2007]. Another source describes how "after an initial investigation,
one developer would fix the build while the rest of the team continued with their work" [Miller
2008], hinting at a more flexible delegation of work.
Some sources display a slightly more relaxed attitude with regards to faults, however. It is stated
that there's a difference between types of tests, some of which may not be a priority to fix [Rogers
2004]. One source describes a development team displaying a certain extent of ambivalence: while
fixing faults is not a top priority, broken builds cause a number of problems unless fixed quickly –
e.g. promoting a "laissez-faire attitude" and hiding other problems – and it is suggested that perhaps
"a team policy could be instituted to make the broken build the highest priority, ahead of any other
work items" [Downs 2010]. In a multi-step integration setup it is furthermore stated that if one step
fails, then "further steps are skipped" [Dösinger 2012].
In other words, while sources take a similar position on the question of responsibility per se (see
Section 6.3.1.4), there are different views on the methods used and priority given to addressing
these faults.
As something of a special case in this context, if one uses a modularized continuous integration
implementation with separate builds per component, it is mentioned that if a component build fails,
then the latest successful build of that component is used by downstream dependencies [v. d. Storm
2007].
In conclusion, there are clear differences in how one reacts to and handles a continuous
integration fault once it has been detected, even though this, as is indeed the case with other aspects,
is not an independent variable. As the definition of a fault (see Section 6.3.2.4) or whether one uses
modularized continuous integration (see Section 6.3.2.11) varies, so the very meaning of fault
handling is not constant.
6.3.2.7 Integration Frequency
Integration frequency, as opposed to build frequency (see Section 6.3.2.2), is described by a
number of sources. It is claimed that "on average developers check in once a day" [Miller 2008],
and that while the integration frequency "will vary from project to project, from developer to
developer, and from modification to modification [...] a good rule of thumb [is that] developers
should integrate their changes once every few hours and at least once per day" [Rogers 2004]. Other
sources conclude that this implies that there will be multiple integrations per day [Watanabe 2012],
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relating how "on average, a version was submitted to the source control system every hour over the
period studied" [Gatrell 2009], although presumably this would depend on the number of
developers co-existing in the same source context.
While not mentioning any figures, other sources simply claim that integration should be "frequent
and timely" [Baumeister 2011] or "[performed] regularly and early" [Dösinger 2012]. Meanwhile,
[v. d. Storm 2008] states that even though current usage of the term continuous integration often
does not consider the frequency at which check-ins are made, "continuous integration proper [...]
includes the continuous checking in of changes, however small they may be”.
To conclude, we do not consider contention to be evident in this cluster – not least because
several of the sources are very vague – but it still fulfills the preservation criteria, as disparity is
claimed.

6.3.2.8 Integration on Broken Builds
There are different approaches as to whether commits on top of revisions that failed in continuous
integration are acceptable or not. Several sources describe how commits are not allowed unless the
latest continuous integration build was successful [v. d. Storm 2008], saying that "once the build is
broken other developers cannot check in their work" [Miller 2008], that "all merge requests [are
refused] unless they contain a special tag [identifying them as fixes]" [Lacoste 2009] and that
"developers not working directly on fixing the problem are not permitted to commit their changes
[because] it could greatly complicate the problems for the people engaged in fixing the build"
[Rogers, 2004].
Others are less concerned. In "decentralized" continuous integration, developers are allowed to
"add contributions to the development version at any time" [Holck 2007]. In another case, check-ins
on broken builds were not prevented, even though it was suggested that this sometimes caused
problems, since "new code could conceivably be problematic too, but the confounding factors
would make it difficult to determine exactly where the problem was" [Downs 2010].
To summarize, the consensus appears to be that code commits on broken builds can be
problematic, but whether enough so to actively try to prevent it (by process or by automated
blocking of unwanted check-ins) is contended.

6.3.2.9 Integration Serialization and Batching
While it is common to let committed changes trigger new builds (see Section 6.3.2.3), it's an open
question how one handles a situation where multiple changes are made during the time span of a
single build. This can be particularly relevant in a context of slow build times and high integration
frequency. This is discussed by [Rasmusson 2004], pointing out that there are different approaches
to serialization and batching: the check-in process can be serialized in order to minimize failures
and "avoiding all integration conflicts", as opposed to "the more normal free flowing practice
whereby any developer can optimistically check-in as soon as they have run the build locally and all
tests pass". One source states that polling for changes implies "batching the revisions to be tested"
[Lacoste 2009], while another claims that "every commit should build the mainline on an
integration machine" [Stolberg 2009], with references to tooling used for achieving this.
It shall also be noted that in a situation where activities (particularly tests, see Section 6.3.2.15)
are separated into stages it is possible that those stages are not executed at the same frequency
[Tingling 2007, Hoffman 2009, Downs 2010], in effect batching changes in between different
integration activities.
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6.3.2.10 Integration Target
The integration target aspect concerns where developers check in their changes. Most of the
publications in the study do not explicitly deal with this, but rather state that, for example, a change
in the source code repository triggers a build (see Section 6.3.2.3) without specifying where in the
repository those changes are made. There are, however, some that go into details.
One method is that of every commit resulting in a new build on the product "mainline" [Stolberg
2009] and letting developers check in to the development version at any time [Holck 2007]. It is
described how "all the development teams [were moved] into one common code branch – no private
branches" and "each code check-in is now immediately integrated" [Goodman 2008].
Multiple branches are also used, however. One variant is the pattern of a single development
branch into which new changes are merged, and a "stable" branch into which "all the revisions
vetted by [the continuous integration] are pushed", the latest version of which is used for
deployment [Lacoste 2009]. Another variant is to let each team in a multi-team project integrate
internally, using their own integration server, before integrating with the project at large (as a
response to problems encountered when attempting to scale continuous integration) [Rogers, 2004].
However, the same source continues, this "creates the problem of cross-team integration" where
"teams are potentially building up an integration debt". Indeed, another source relates how, when
implementing continuous integration, the initial decision was made "that each individual Scrum
team should have a dedicated and private server", but "as integration issues were being discovered
very late" they put "all teams onto a single server environment again" [Sutherland 2011].

6.3.2.11 Modularization
While there are sources making explicit statements that their continuous integration is not
modularized [Rasmusson 2004], e.g. claiming that "the entire software is built [and] tested" upon
changes [Ablett 2007] or that "testing in the CI process focuses only on 'local' projects" [Dösinger
2012], it is our understanding that sources where this topic is not discussed generally presume a
non-modularized approach. For the most part, the sources that do deal with modularization are
positive examples, in that they either explain how continuous integration can be modularized or
describe examples of such modularization.
In such sources, it is related how products can be composed of "hundreds of components with
complicated dependency relationship[s]" and "the source code of each [component] is controlled
independently" [Kim 2008]. Expanding on this concept, another source describes how components
rely on pre-built artifacts of their dependencies, and "integrating the whole application then means
building the topmost component in the dependency hierarchy" [v. d. Storm 2008]. Furthermore it is
stated that each component has its own continuous integration cycle, following which it is published
to be tested in combination with other components [Roberts 2004], that "continuous integration can
be seen as a [directed acyclic graph], where nodes correspond to package builds and edges
correspond to dependencies among packages" [Beaumont 2012] and that components are rebuilt if
they themselves are changed, or one of their dependencies change [v. d. Storm 2007]. Similar
concepts are also discussed by [Rogers 2004].
Additionally, a modularized approach to continuous integration is claimed to impact feedback
times. It is described how "modules were tested in isolation and embedded into the program"
[Tingling 2007] and that such a practice enables faster feedback, because "instead of building the
complete system on every change", only the components that have affecting changes are rebuilt [v.
d. Storm 2008]. In a similar vein, it is claimed that while a single source repository is often assumed
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in continuous integration, this in fact scales poorly, thus motivating a modularized approach
[Roberts 2004]. To facilitate testing of components in such an environment, "surrogates" can be
used "to simulate the behaviors of unavailable components" [Liu 2009], and it is described how
tests can be executed in several steps: first by component, then for the system at large [Kim 2008].
It is noteworthy how, unlike most continuous integration aspects in this study, statements
pertaining to modularization are mostly found in sources explicitly focused on that very problem. In
contrast, few other sources mention it at all. This leads us to the conclusion that in many cases, nonmodularized continuous integration is the default alternative, possibly even adopted without being
consciously chosen.

6.3.2.12 Pre-Integration Procedure
The pre-integration procedure of continuous integration refers to which actions are prescribed
prior to performing an integration, e.g. by checking in source code. In some cases, these procedures
can be practically non-existent, with one source arguing that the benefit of continuous integration
can be measured as the time saved by developers not compiling and testing before checking in
[Miller 2008]. Others offer the option without prescribing any mandatory process, with developers
running small subsets of tests rather than waiting for the centrally executed test suite [Holmes
2006]. It is also related how developers "typically [...] run tests before checking in changes"
[Brooks 2008] and that "developers could ensure their check-in [...] both by manually compiling the
code [...] and by executing the set of unit tests, [but] few did so" [Downs 2010]. These examples
appear to share the sentiment that "fundamentally, it needs to be acceptable to break the build"
[Rogers 2004].
Other sources provide examples or mandatory pre-integration procedures, where developers are
obliged "to integrate their own contributions properly" [Holck 2007]. This can take various forms,
such as reviews before checking in [Downs 2010, Janus 2012], running light-weight "developer
builds" [Rasmusson 2004], performing "a pre-check [...] before committing" [Woskowski 2012] or
"[ensuring that] all corresponding unit tests are successful" [Alyahya 2012]. One source stresses the
importance of testing before integration, fearing that the alternative "would be a nightmare"
[Lacoste 2009], while [Yuksel 2009] describes a checklist of mandatory activities, where before
committing any code, the developers must compile the whole system, design and code the needed
unit and integration tests, and finally execute the entire unit and integration test suites.
Clearly, there are stark contrasts in what procedures are required before integrating. One source
remarks on this, stating that it is "a common approach [to] institute a strict and thorough pre-commit
procedure that will make it as hard as possible for developers to break the build", but that such
procedures also have negative side effects [Rogers 2004]. The automation of pre-integration
procedures is also discussed, since the developers "may forget [or] may not follow the practices"
[Alyahya 2012].

6.3.2.13 Scope
By scoping of continuous integration we refer to the amount and type of activities included in the
practice, either as part of a single "build", or separated into several stages (see Section 6.3.2.15).
Typically the compilation (where applicable) of source code followed by testing is included
[Alyahya 2012, Miller 2008, Liuet 2009, Bowyer 2006, Kim 2008, Holmes 2006, v. d. Storm 2008,
Ablett 2007, Hill 2008, Holck 2007, Rogers 2003, Rogers 2004, Sturdevant 2007, Stolberg 2009,
Roberts 2004, Tingling 2007, Sunindyo 2010, Kim 2009a, Kim 2009b, Pesola 2011, Goodman
2008, Rasmusson 2004, Beaumont 2012, Cannizzo 2008, Hoffman 2009, Moreira 2010, Downs
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2010, Cohan 2008, Huang 2008, Brooks 2008, Janus 2012, v. d. Storm 2007, Yuksel 2009,
Matsumoto 2012, Lier 2012] – even in sources that do not explicitly state this, it is to our
understanding often implicitly the case. The tests are frequently combined with static and/or
dynamic code analysis [Miller 2008, Holmes 2006, Hill 2008, Kim 2009a, Cannizzo 2008, Moreira
2010, Woskowski 2012], even though this can be considered to be "Continuous Measurement" and
therefore not part of the scope of continuous integration itself [Janus 2012].
The types of tests executed varies: some only run automated unit test suites [Miller 2008, Bowyer
2006, Hill 2008, Moreira 2010], others also run integration tests [Alyahya 2012, Liu 2009, Holmes
2006, Downs 2010, Huang 2008, Woskowski 2012, Baumeister 2011, Watanabe 2012], functional
and/or non-functional system tests [Holmes 2006, Sturdevant 2007, Cannizzo 2008, Baumeister
2011] and/or acceptance tests [Holmes 2006, Stolberg 2009, Roberts 2004, Cannizzo 2008,
Watanabe 2012]. Continuous integration can also involve creating installation packages [Miller
2008, Pesola 2011, Cohan 2008, Gestwicki 2012], so that a release "boils down to selecting the
desired build" [v. d. Storm 2007], and deploying the project [Ablett 2007, Rogers 2003, Stolberg
2009, Sunindyoet 2010, Pesola 2011, Goodman 2008, Moreiraet 2010, Cohan 2008, Dösinger 2012,
Lier 2012, Gestwicki 2012]. It shall be noted, however, that the term "deployment" in this context is
loosely defined and may refer to different activities.
In conclusion, we consider merely compiling and unit testing to be the
integration "build" activities. Then, other activities can be added on top of this,
limited to various types of more advanced testing, code analysis, packaging
Indeed, it's essentially possible "to chuck everything into [the build], including
[Rogers 2004].

basic continuous
including but not
and deployment.
the kitchen sink"

6.3.2.14 Status Communication
There are various approaches to communicating the continuous integration status, e.g. sending
notifications of build failures [Dösinger 2012, Matsumoto 2012], in development projects.
Dispatching e-mails is common [Sturdevant 2007, Stolberg 2009, Kim 2009a, Kim 2009b, Hoffman
2009, Downs 2010, Gestwicki 2012], either notifying the last person to check in [Ablett 2007],
"relevant developers" [Yuksel 2009] or "the whole development [project]" [Lacoste 2009]. Other
communication methods can be used, such as RSS [Stolberg 2009] web pages [v. d. Storm 2005] or
dashboards [Baumeister 2011]. This may then be displayed on "information radiators" [Ablett 2007,
Goodman 2008, Hoffman 2009, Downs 2010], making the current status visible to all in the
vicinity. Other methods include differently colored lava lamps and robotic dogs walking up to the
responsible developers, "[displaying] to the team that it is not happy with that developer, in a
friendly, funny and playful way" [Ablett 2007].
One source extensively discusses and evaluates differences in notification methods, and
concludes that a combination of multiple communication channels can have a great impact on
awareness of and responsiveness to broken builds [Downs 2012].

6.3.2.15 Test Separation
Test separation refers to the practice of segmenting test suites into multiple parallel or sequential
activities. Similar to the case of modularization (see Section 6.3.2.11), sources that touch upon this
issue tend to be positive examples, and it is difficult to find explicit statements to the effect that
testing is not separated, although to our understanding this is the case in a number of the articles in
the study. That being said, one source argues that even though it's common to have "a single
integration process that compiles the code, runs the unit tests and the acceptance tests, builds
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deployment packages for QA and the customer, validates code coverage and checks coding
standards amongst other things" [Rogers 2004], this is not necessarily a good thing, as they increase
the build duration (see Section 6.3.2.1) and thereby delay feedback. Consequently, tests are
sometimes separated into multiple activities.
One separation approach is to "segment tests by functional area and to only run those tests
thought to be affected by the code change" [Brooks 2008] or to split test suites by components [Kim
2008]. Commonly tests are separated into sequential stages based on the time it takes to execute
them and the context in which they run [Sturdevant 2007, Sunindyo 2010, Brooks 2008, Yuksel
2009], e.g. "one an 'express build' that just runs unit tests to give a basic idea of the success of an
integration; another a longer 'full' build that actually runs database processes, acceptance tests,
deployments, etc." [Roberts 2004], or slower tests are performed on a different schedule altogether
[Tingling 2007, Woskowski 2012]. Another source states in passing that continuous integration "is
the automation of sequential build process steps" [Dösinger 2012], which could be interpreted as
implying that automated steps are linked together in a chain of sequential stages, but is ultimately
too ambiguous to be included in the statement cluster.

6.3.2.16 Testing of New Functionality
Some sources in the study describe testing in continuous integration as primarily safe-guarding
legacy functionality [Downs 2010] by "[testing] against a suite of automated regression tests"
[Ablett 2007]. Continuous integration can, however, be used for validating new functionality as
well, by creating the automated test cases before the production code is implemented [Liu 2009,
Holmes 2006, Yuksel 2009], or in parallel with the implementation [Sturdevant 2007, Stolberg
2009, Tingling 2007, Goodman 2008]. Some sources discuss the use of test-driven development,
e.g. stating that "writing failing unit tests prior to writing any production code, then writing only
enough production code to make the test pass" is required practice [Gestwicki 2012], yet do not
explicitly describe the practice in relation to continuous integration and could therefore not be
included in the statement cluster.

6.4 A Descriptive Model
It is apparent that continuous integration implementations vary in a multitude of ways.
Consequently, we conclude that to derive more value from studies and discussions on continuous
integration and its effects, more comprehensive information about the actual particular
implementation or implementations at hand is required. In this section we propose a model, or
guide, for how to better document the practice, that is designed to address every one of the variation
points discovered in the systematic review (see Section 6.3.2). The model consists of two parts: the
Integration Flow Anatomy – depicting activity and input nodes and their relationships (see Section
6.4.1) – and the node attributes applying to those nodes (see Section 6.4.2). Both of these parts,
together forming the complete descriptive model, are detailed in turn below, as well as how they
were designed and which variation points they cover. Following this there is a discussion on how to
use a subset of the attributes and possible constraints (see Section 6.4.3).
As an alternative to defining a new model, existing ways of representing variability were also
considered, with particular attention paid to the COVAMOF framework [Sinnema 2004]. We
consider the problem of representing activities, their scope, relationships and characteristics in a
software integration process, however, to be a much simpler one than that of modeling e.g.
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variability, dependencies and interactions of software components. In addition, not all concepts (e.g.
dependencies and realizations) necessarily translate well across the problem domains.
Consequently, we have opted for the model described in this section.

6.4.1 Integration Flow Anatomy
A number of statements found in the systematic review touch upon how a "build" may consist of
large numbers of interconnected steps, performing various tasks, which conditionally trigger each
other. These steps may be executed in parallel or in sequence, or run on different schedules
altogether. They may concern themselves with the entire product, or with separate components. As
one of the articles in the study explains, this can be thought of as a directed acyclic graph (DAG)
[Beaumont 2012].
We find that by using such a DAG to depict the steps, or activities, of an integration process,
several questions can be answered. Therefore, a meta-model was constructed with the aim of being
able to accurately reflect all the variants possible from the variation points discovered in the
systematic review. This meta-model is shown in Figure 18. It consists of two types of nodes: Input
(e.g. source code) and Activity (e.g. execution of test cases). Activities may be triggered by either
input or activity nodes, with the conditions under which the trigger is activated (e.g. the source
activity succeeded or failed) documented. Furthermore, both activity and input nodes contain a set
of attributes describing their scope and characteristics.

Figure 18: The meta-model of the descriptive model. Note that the attribute set of either node
type is flexible: the depicted model contains all attributes required to address the uncovered
variation points (see Section 4.4.2), but both sub-sets and super-sets are conceivable.
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The nodes themselves and their triggering relationships can be used to answer questions
pertaining to the variation points of modularization and build triggering (see Sections 6.3.2.11 and
6.3.2.3, respectively). Section 6.4.2 describes how the remainder of the variation points are covered
by adding attributes to the nodes.

6.4.2 Node attributes
This section presents a set of attributes, grouped into themes, for the activity and input nodes of
the Integration Flow Anatomy (see Section 6.4.1). These attributes are derived from the variation
points uncovered in the literature review (see Section 6.3.2). As each group of attributes is presented
below the reasoning behind it and the variation points addressed by each attribute is explained.
It shall be noted that, when applying the model, the actual attribute set used may vary – with the
information conveyed by the descriptive model varying accordingly – depending on the scope and
purpose of the application of the model. A study focusing, for example, solely on the
communication aspects of a particular integration flow may choose to exclude attributes deemed
irrelevant to that purpose. This is further discussed in Section 6.4.3.

6.4.2.1 Scope Attributes
The scope theme of attributes applies to the activity nodes and addresses the scope (see Section
6.3.2.13), test separation (see Section 6.3.2.15) and testing of new functionality (see Section
6.3.2.16). The following attributes are designed to fully cover these variation points:
•

legacy-testing: a list of testing activities applied to legacy code. Different nomenclature is
used by different sources – testing activities mentioned by articles in the study include e.g.
unit, acceptance, system, integration, performance and function tests.

•

new-functionality-testing: a list of testing activities applied to functionality that is not yet
fully implemented or considered legacy. Definitions of what constitutes legacy may vary.

•

analysis: a list of analysis activities carried out, e.g. static code analysis or test coverage
measurements.

•

packaging: a boolean signifying whether the product is packaged and made ready for
deployment.

•

deployment: a list of environments (e.g. a lab environment or live customer systems) to
which the product is deployed as part of this activity.

The legacy-testing and new-functionality-testing attributes are derived from both the test
separation and testing of new functionality variation points. Since test activities may be split across
multiple different steps, it's important to document in the DAG which nodes contain which types of
testing. Also, since it's evident that projects treat testing of new functionality differently, the test
activities need to be documented in two separate attributes for legacy and new functionality,
respectively.
The analysis, packaging and deployment attributes all address the scope variation point. Apart
from testing, these are the three areas where the systematic review shows that the scope differs, and
so these attributes are included in order to clearly show which, if any, of the tasks of analysis,
packaging and deployment are performed in any given activity node.
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6.4.2.2 Build Characteristics Attributes
The build characteristics theme contains questions pertaining to build duration (see Section
6.3.2.1), build frequency (see Section 6.3.2.2), integration frequency (see Section 6.3.2.7),
integration on broken builds (see Section 6.3.2.8) and integration serialization and batching (see
Section 6.3.2.9). To answer these questions, we propose that the following attributes shall be
applied to the activity nodes:
•

duration: the average duration of the activity.

•

execution-frequency: the execution frequency of the activity.

•

trigger-frequency: the triggering frequency of the activity.

•

batching-allowed: a boolean signifying whether integrations may be batched into single
builds.

•

trigger-modifiers: a list of descriptions of possible modifiers to the activity's triggering
behavior.

The duration attribute reflects the time required to execute an activity and addresses the build
duration variation point. Similarly to the scope of the entire continuous integration being equal to
the union of its constituent parts, its duration is then equal to the total duration of the activity nodes
on its critical path.
Furthermore, though seemingly similar, execution-frequency and trigger-frequency are treated
as separate attributes, corresponding to the separate variation points of build frequency and
integration frequency. The former documents how often an activity is executed, whereas the latter
how often it is triggered. Depending on the type of trigger this metric obviously has different
meanings: in a situation where the trigger is a source code change it shows the frequency at which
new content is integrated, whereas if it's a new version of a component being published it shows the
frequency at which that component is being made available for integration with the larger system.
Regardless it's informative – in particular, it's relevant to the batching-allowed attribute
(corresponding to the variation point of integration serialization and batching): where the
integration frequency is higher than the build frequency, does one batch those integrations into a
single build or not?
Finally, the trigger-modifiers attribute is derived from the variation point of integration on
broken builds. Here any impact of the activity's state or context on the trigger, e.g. failures blocking
new incoming changes unless they are flagged as fixes, should be documented.

6.4.2.3 Result Handling Attributes
Like the build characteristics theme of attributes (see Section 6.4.2.2), result handling attributes
apply to each individual activity node (see Section 6.4.1). This theme covers the definition of failure
and success (see Section 6.3.2.4), fault handling (see Section 6.3.2.6), fault duration (see Section
6.3.2.5) and status communication (see Section 6.3.2.14). In order to address these variation points,
we propose the following attributes:
•

result-definition: a list of possible results and their definitions.

•

status-communication: a description of when, how and to whom the activity's status is
communicated.

•

fault-handling: a description of how discovered faults are addressed: by whom, and given
what priority.
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•

fault-duration: the average duration of unbroken faulty status of the activity.

The result-definition attribute describes what is considered e.g. a faulty or successful execution
of the activity. As possible outcomes may vary, a description shall be given per outcome. The
status-communication, fault-handling and fault-duration attributes all address their
corresponding variation points.

6.4.2.4 Input node attributes
This section describes the proposed attributes that apply to the input nodes of the model. The
relevant variation points in this context are pre-integration procedure (see Section 6.3.2.12) and
integration target (see Section 6.3.2.10). From these the following two attributes are derived:
•

pre-integration-procedure: a description of the procedure required before integrating
changes.

•

integration-target: a description of where the integration takes place (e.g. which branch
and the rules governing it).

The pre-integration-procedure attribute describes what, if anything, the developer must do in
order to integrate, and thereby create the change-set that serves as input to the activities of the
integration flow. The integration-target attribute, on the other hand, describes whether the context
of that integration is e.g. a team branch or a "mainline" branch.

6.4.3 Attribute Selection and Constraints
We recognize that it is not always desirable, practical or even possible to assemble all the data
required by the full list of attributes proposed above. This is the reason why the meta-model does
not prescribe any mandatory attributes. Obviously, the more complete the model, the more
information and potential value it brings, but none of the proposed attributes explicitly requires any
of the other in order to be valid or meaningful. A hypothetical descriptive model containing only a
sub-set of attributes is shown in Figure 19 to serve as a simple illustrative example.
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On a further note, we have not identified any definite constraints in the sense of invalid or
impossible attribute combinations creating invalid areas in the attribute space. However, this does
not rule out that such areas, or areas that in practice are unpopulated, exist. In future work, we
intend to investigate this further by means of gathering empirical data through multiple-case studies
(see Section 6.6.4.3).

Figure 19: A description model, containing all proposed scope and build characteristics
attributes, of a hypothetical simple integration flow.

6.5 Illustrative Case Study
This section describes how the model proposed in Section 6.4 was applied to a development
project, in this article referred to as Project A, within Ericsson AB. The assembled model and its
data is not presented in its entirety in this article – instead, the purpose is to illustrate the steps
involved in assembling the model and to present an example of how those steps may play out and
the insights such an exercise may provide.
It shall be understood that the descriptive model (see Section 6.4) is not based on this case study,
but on a systematic review (see Section 6.2.1). Neither is it intended as a complete validation of the
model, beyond demonstrating that it can be applied with positive results. Furthermore, conducting
the case study did not give cause for revising the model.

6.5.1. Project A
In Project A, multiple development teams are responsible for developing one of the components
of a network node, with non-trivial integration dependencies to the other components of the node.
The project was chosen as a case study candidate when one of the authors was invited to assist in
improving its continuous integration implementation. In that situation, the model was used in order
to establish the baseline implementation, and as a basis for identifying and planning improvement
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activities. Based on the multiple continuous integration case studies conducted in previous work
[Ståhl 2013] and our experience of industry software development, we deemed the project
representative of industry practice and therefore suitable to serve as an illustrative example of
application of the model.

6.5.2. Sketching the Integration Flow Anatomy
The first step of building the model was to sketch the Integration Flow Anatomy. This was done
in front of a whiteboard, in collaboration with engineers working in the project, by analyzing the
actual activities configured in Jenkins, their continuous integration tool. By studying how the
Jenkins activities, or Projects, related to each other and their contents we were quickly able to create
a graph of the component's entire flow (see Figure 20), including its internal delivery to another part
of the organization, and also determine the scope attributes of the activity nodes. During this work it
soon became evident that the emerging anatomy had not been entirely clear to the project members
themselves beforehand, which shows that this in itself can be a rewarding exercise from an
educational point of view. It was also discovered that the delivery from D1 (see Figure 20) to the
receiving organization was done manually and that not much data on this was available.
Consequently this was identified by the engineers as a prioritized area of the project's integration to
improve.

Figure 20: The Integration Flow Anatomy of Project A. Activity D1 was followed by a manual
delivery to another part of the organization, which was outside the scope of the case study.
The figure only shows the anatomy itself, with all node attributes deliberately left out.

6.5.3 Determining the Input Node Attributes
Following the Integration Flow Anatomy, the attributes of the input node was discussed. This
took the form of an unstructured interview between the authors and the project's engineers, with the
authors asking for descriptions of the current pre-integration-procedure and integration-target
(see Section 6.4.2.4) in Project A. With regards to the integration-target attribute, it was suggested
by the engineers themselves that the current implementation, where a "develop" branch was used
both as the integration branch for all the developers and as the release branch from which deliveries
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were picked, might prove to be unsuitable in the future. It was agreed, however, that in the project's
current early stage of development this solution was adequate, but that it may have to be revised in
the future.

6.5.4 Determining the Activity Node Attributes
All the build characteristics attributes (see Section 6.4.2.2) for the activity nodes could be
gathered by the authors themselves by analyzing the configuration of the project's continuous
integration tool, Jenkins. One insight gained while collecting the trigger-modifiers information was
that the first activity, A1, was in Jenkins configured as being part of the same "Project" (the entity
used to configure an activity in Jenkins) as D1, meaning that A1 would not be ready to start work on
new changes until all other activities had finished. The consequence of this was that the entire flow
became serial, in the sense that it was unable to work on more than a single change-set at any given
time. It was concluded that this was a problem that should be addressed, not least because it caused
under-utilization of available hardware.
Furthermore, this example illustrates how activities in the Integration Flow Anatomy may not
necessarily map directly to e.g. Jenkins Projects – rather, the activities in the model should
correspond to how the project members themselves would conceptually describe their integration
flow. It may be argued, then, that if that description does not easily translate into how the activity
entities of one's continuous integration tool are configured, then this should be seen as an indication
that there may be a problem with said configuration, as indeed turned out to be the case in the
studied project.
Finally, in a second session, the result handling attributes (see Section 6.4.2.3) of each activity in
the integration flow was discussed with the project's engineers. In this project, the result handling of
all the activities in the flow were similar – for instance, the status of all activities considered
relevant were visualized in real time using a special information radiator functionality in the
continuous integration tool, thereby made available to all stakeholders. Also, while failure in any
activity would cause mails to be sent out to all developers and project support staff, it was a
dedicated team's responsibility to act on those failures, and then escalate to developers if deemed
necessary. Though it was said that this may not be the best solution, and that it would be better if the
developers themselves had the mindset to take that responsibility directly, the result handling in the
project was considered satisfactory and no urgent improvement needs were identified.

6.6 Conclusion
This section presents the conclusions of the conducted literature review, the model proposal, the
illustrative case study and remaining questions left unanswered.

6.6.1 Disagreements in Related Work
It is clear from the conducted literature review that there is currently no consensus on continuous
integration as a single, homogeneous practice. Out of the 22 statement clusters synthesized from
statements extracted from the included articles, differences and/or disagreements were evident in all
but six (see Section 6.3). Not only does this mean that, in order to make a meaningful comparison
of software development projects, simply stating that they use continuous integration is insufficient
information as we instead need to ask ourselves what kind of continuous integration is used. It also
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means that, taking into account the dramatic differences in experienced continuous integration
effects [Ståhl 2013], we need to ask which aspects or variants of continuous integration any
proposed benefit (or disadvantage) is an effect of. For this purpose, based on the findings in our
study, we have proposed a descriptive model for better documentation of continuous integration
variants.

6.6.2 Model Proposal
In this paper we have proposed a descriptive model of continuous integration implementations,
based on variation points evident in literature. We believe that using this model will enable us to
better understand implementations of continuous integration and how they compare to each other.
This in turn is a prerequisite for studying correlations between differences in those implementations
and differences in their experienced effects. If we are to reach a level of understanding where a
development project is able to pro-actively and confidently design its continuous integration
according to the benefits it wishes to maximize, then this is an important step on that path. That
being said, it is also clear that applying the model to one's own integration flow, with or without
comparing it to others, can be a valuable and educational experience, as it may provide insights into
one's own development process.

6.6.3 Model Validation
We have demonstrated through an illustrative case study the applicability of the model proposed
in this article to an industry development project, and that tangible benefits can be derived from it.
Not only did the model bring to light the actual anatomy and characteristics of the integration flow
in the project – something that had thitherto been an opaque part of the environment for a number of
the project members – but it was also able to indicate areas where opportunities for improvement
could be found and served as a basis for the planning of activities to pursue those improvements.
That being said, however, while the research presented in this article demonstrates that disparity
in multiple areas exists, the sample size is insufficient to fully understand their distribution and
consequently the actual space of variations. Also, we do not assume that we have identified every
possible variation point in this research. There may still be important differentiators not yet included
in the model, particularly as continuous integration as exercised by practitioners may well evolve in
the future. Therefore, additional data provided by further case studies would help in improving our
understanding of not only the value ranges and statistical distribution of the model's attributes, but
could also uncover attributes that are as of yet missing. Based on the case studies conducted in
previous work [Ståhl 2013] and our professional experience we expect such case studies to allow
refinement of the proposed model, but not lead to major disruption.
In conclusion, we would consider future case studies applying the model to a larger number of
industry software development projects to be an important contribution, both in that they would
serve to further validate and refine the model and at the same time provide additional data points in
the study of continuous integration itself – in particular, we find that comparative case studies of
multiple implementations are lacking in contemporary literature.

6.6.4 Open Questions for Further Research
A number of questions still remain unanswered in the field of continuous integration.
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6.6.4.1 Correlations Between Differences in Practice and Differences in
Experience
In previous work [Ståhl 2013] we have identified disagreement among software development
professionals as to the benefits of continuous integration experienced in their projects. In the
research presented in this article we have further demonstrated that continuous integration
implementations themselves may differ. Consequently, what we ask ourselves is whether there is a
correlation between these differences in experience on the one hand, and differences in
implementation on the other. Would it be possible to improve our understanding in such a way that
we cannot only present a model for describing variants of the practice, but also demonstrate that
these variants allow for different effects? If so, could that be used to allow industry professionals to
decide which flavor of continuous integration they should strive for, based on the benefits they
prioritize?
We are still far from such an understanding of the practice. In order to get there we need a
sufficient body of data detailing both experienced effects and the variation points of continuous
integration in a number of projects utilizing continuous integration. We therefore propose that case
studies be performed in this area.

6.6.4.2 Contextual Differences
Software development projects obviously differ in more ways than in how they have chosen or
been able to implement continuous integration. They may be of varying size, longevity, budget,
organizational structure, competence setup, geographic distribution etc. While the number of such
conceivable variation points may be nearly infinite, it is nevertheless possible that some of them
interact with the variation points of continuous integration. It may be that certain contextual factors
enable or are enabled by particular variants of continuous integration, or that they influence the very
interpretation of the continuous integration concept.
We believe that case studies investigating such relationships in the industry would be a valuable
contribution in this area.

6.6.4.3 Internal Constraints and Correlations of the Model
We have proposed a model containing a number of attributes, grouped into themes, covering the
variation points where we have shown that continuous integration implementations can and do
differ. What is not understood is how, if at all, these variation points correlate. It is conceivable that
some variants enable or disable each other, or certain variants tend to manifest together, allowing us
to cluster them an identify "typical species" of continuous integration. Conversely, it is possible that
constraints exist such that certain areas of the combinatorial space created by these attributes are
invalid, or unpopulated in practice.
It could also be that some of the variation points identified in this research are so tightly coupled
that they can be better understood as different manifestations of the same underlying practice,
thereby allowing variation points to be merged and the model simplified.
Our understanding of these questions would be furthered by access to larger sets of empirical
data. To this end, we propose multiple-case studies to be conducted, where the proposed model is
applied and any constraints and correlations are searched for.
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Chapter 7. Automated Software Integration Flows in
Industry: A Multiple-Case Study
This chapter is published as:
Ståhl, D., & Bosch, J. (2014). Automated software integration flows in industry: a multiple-case
study. In Companion Proceedings of the 36th International Conference on Software Engineering
(pp. 54-63). ACM.
Abstract
There is a steadily increasing interest in the agile practice of continuous integration. Consequently,
there is great diversity in how it is interpreted and implemented, and a need to study, document and
analyze how automated software integration flows are implemented in the industry today. In this
paper we study five separate cases, using a descriptive model developed to address the variation
points in continuous integration practice discovered in literature. Each case is discussed and
evaluated individually, whereupon six guidelines for the design and implementation of automated
software integration are presented. Furthermore, the descriptive model used to document the cases
is evaluated and evolved.

7.1 Introduction
Continuous integration is an agile software development practice, involving automation and
frequent integration of software changes. It was popularized in the late ’90s as part of eXtreme
Programming [Beck 2000], and since then numerous benefits to software development have been
reported.
In previous work, we have investigated the effects of continuous integration, as experienced by
software development project members [Ståhl 2013], as well as the rich variation of continuous
integration interpretations and implementations in evidence in contemporary literature [Ståhl
2014a]. Given that continuous integration is a highly popular agile practice [West 2010] with
steadily growing interest over the last decade 13 we consider this to be an important area of research:
while various benefits, such as improved release frequency and predictability [Goodman 2008],
increased productivity [Miller 2008] and improved communication [Downs 2010] are reported by
some, but not experienced by all, we know very little about what actually causes a particular benefit
to manifest, or to not manifest. We have conducted a multiple-case study, documenting both
software integration practice and experienced effects in each individual case, to improve our
understanding of the choices facing industry professionals in designing their software integration
flows, and the consequences of those choices.
The contribution of this paper is that it provides multiple examples of how the problem of
software integration — from small to very large scale — is tackled in the industry today, using a
descriptive model. Each case is individually evaluated based on previously established differences

13 Google trends: continuous integration.
http://www.google.com/trends/explore#q=%22continuous%20integration%22. Retrieved July 30, 2013.
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in practice, and generalized guidelines for the design of automated software integration are derived
from the studied cases. In addition, the model used to document the studied cases is evolved and
validated.
The remainder of this paper is structured as follows. The next section provides a short
background of our study, introducing the reader to the subject and the model used to document the
cases. In Section 7.3 the research method is described. Then, in Section 7.4, the studied cases are
detailed and the collected data is presented. In Section 7.5 generalized guidelines based on the
multiple-case study are proposed. The paper is then concluded in Section 7.6.

7.2 Background
As software professionals with experience from developing, maintaining and supporting
continuous integration in a number of industry cases and contexts, we have seen the term
"continuous integration" used to describe very different practices. In previous work we have
confirmed that industry professionals' experiences of continuous integration vary greatly [Ståhl
2013], and that there is a large number of variation points where continuous integration, as
described in literature, varies [Ståhl 2014a]. This prompted us to develop a descriptive model to
capture these differences, allowing us to more accurately study, document and compare different
variants. This model builds on the concept of integration as a Directed Acyclic Graph (DAG), as
suggested by [Beaumont 2012], with automated activities constituting interdependent nodes in that
graph.
Based on our findings we are today hesitant to use the term "continuous integration", as it implies
a degree of consensus and similarity which we do not find evident in industry practice. For instance,
we tend to find ostensibly "continuous" cases where activities are carried out much more
infrequently than some observers might consider to qualify as being continuous. Moreover, these
frequencies vary from activity to activity in the same case. For the purposes of this study we
therefore refrain from judging the "continuousness" of cases, and to emphasize this we instead use
automated integration flows as an umbrella term. Automated, because automation is one of few
aspects of continuous integration in which there is consensus in literature, with sources e.g. stating
that "an automated integration server [...] guarantees that an integration build will happen" [Rogers
2004] or even considering it a criterion for success that "all [continuous integration] steps pass
without error or human intervention" [Rasmusson 2004]. Flows, because source changes pass
through the graph of interconnected integration activities, in sequence or in parallel, to reach some
desired state, typically involving some degree of verification. In this way one's level of confidence
in these source changes, or derivatives thereof (e.g. versions of the product), may successively
increase as they progress through the system.
Consequently, though all the cases in our study are considered continuous integration by their
respective companies, we describe them as automated integration flows consisting of interconnected
automated activities, each with its respective scope and characteristics. Indeed, given the great
degree of variation in literature previously established, we would expect a detailed industry
multiple-case study to reveal a number of differences between these cases. Such differences include,
but aren't limited to, the anatomy of the integration flow itself, communication methods and
consequent effectiveness in communication, and the level of ambition of the integration flow.
Furthermore, we would expect divergent scopes, not just including various forms of regression
testing, but numerous other activities, e.g. performance and stability testing, static and dynamic
analysis, as well as deployment activities. We would also anticipate differences in the speed and
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frequency of the automated activities, ultimately affecting the speed at which the project members
receive feedback from them, as well as in the degree of parallelism and modularity of the
integration flow.

7.3 Research Method
The research was conducted as a multiple-case study of the integration flows of industry software
development projects, with subsequent analysis of the results gathered from that multiple-case
study.

7.3.1 Multiple-Case Study
The multiple-case study included five separate software development projects from four different
companies: Ericsson AB, Jeppesen, Saab AB and Volvo Cars. The research was carried out as an
Associated Project of the Software Center14 initiative at Chalmers University of Technology, with
all participant companies being Software Center partners. Each of these companies runs a multitude
of software development projects, from which we selected a total of five as cases for the study. In
selecting the cases we aimed for the best possible spread in both size (as in number of individuals
active in the project) and longevity (as in how long the project has been under active development),
while at the same time having to take factors such as accessibility and particular wishes of the
participating companies into account. The headcount of the studied cases ranges from 7 to 1200,
and their longevity from 2 to 20 years.
Apart from attempting to achieve a good distribution, our only qualifying criterion in the case
selection process was that of automation: only automatically triggered and executed flows were
included in the case studies. Apart from the reasons discussed in Section 7.2, we also expect
automated activities to be more consistent in their behavior over time than corresponding manual
activities, thereby making the automated integration flow as a whole a more consistent and reliable
case to study.
It shall be noted that the term "project" does not necessarily correspond to the studied companies'
own terminology or classification. They may be referred to "programs", rather than "projects", or
consist of multiple smaller projects, or constitute only a small part of a much larger project. Instead,
for the purposes of this research, "project" shall be understood to mean a clearly delineated
integration flow, with one or more sources and one or more sinks, through which changes made to a
product or set of products are processed and/or verified. This integration flow may itself be a subset
of a larger development context and, if so, the study and all its questions shall be understood to limit
their scope to that smaller subset.
Each case study was separated into two distinct parts: the project's integration flow model and the
effects of its software integration flow as experienced by the project members. These parts are
described in detail below.

14 http://www.software-center.se
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7.3.1.1 Integration Flow Model
The aim of the first part of each case study was to document the actual anatomy and
characteristics of the project's integration flow, and for this purpose we applied the descriptive
model developed by us in previous work (see Section 7.2), with minor refinements (see Section
7.4.1). It represents automated activities (e.g. testing, analysis and packaging), external triggering
factors and input as nodes in a graph, with triggering and input relationships connecting them. The
data used to populate the model was gathered through a combination of workshops with software
integration engineers and analysis of available data, such as configuration files and logs. Some of
the data (e.g. building the anatomy and result handling information) was drawn exclusively from
discussions in such workshops, while other characteristics (i.e. build-duration, build-frequency and
trigger-frequency) would be gathered by analyzing data if available, and if not, from responsible
engineers' testimony. Conversely, due to its inherent unpredictability and presumed irregularity,
fault-duration would only be gathered from data and, if such data would be unavailable, omitted
from the study.
For further details on the descriptive model, its data fields and their meaning, please see [Ståhl
2014a].

7.3.1.2 Experienced Effects
The second part of each case study consisted of individual interviews with six project members:
two developers, two testers, one project manager and one line manager (or as close equivalents
thereof as possible, would any of these roles not be present in the project), totaling 30 interviews for
the multiple-case study. The interviewees were asked to rate on a scale from -7 to +7 to what extent
they had experienced the project's integration flow contributing to various effects, with -7 and +7
representing a very negative and a very positive contribution, respectively. A score of 0 would
represent either no experienced contribution, or absence of the capability in question. In case the
interviewee failed to understand the question or considered it to be inapplicable, he or she would
also be given the option to not respond. Apart from the scoring of their experiences, additional
information and testimony volunteered by the interviewees provided qualitative context. In total,
each interviewee was asked fourteen questions: To what extent have you experienced that your
project’s software integration flow affects...
•

E1. ... the adoption of agile practices, other than continuous integration?

•

E2. ... agile testing, in the sense of automated customer acceptance tests?

•

E3. ... agile testing, in the sense of writing unit tests in conjunction with new production
code?

•

E4. ... communication in general within the project?

•

E5. ... communication within the individual teams?

•

E6. ... communication between teams?

•

E7. ... developer productivity in general?

•

E8. ... the developers' ability to check in with a minimum of overhead?

•

E9. ... the developers' ability to effectively work in parallel in the same source context?

•

E10. ... the developers' ability to effectively deal with rebasing and merging?

•

E11. ... the developers' ability to effectively troubleshoot faults?
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•

E12. ... project predictability in general?

•

E13. ... the ability to discover faults early?

•

E14. ... the ability to perform software integration off the project's critical path?

These questions were derived from those used by us in previous work [Ståhl 2013], which in turn
were based on continuous integration benefits reported in literature. They can be grouped into four
topics: supporting agile practices (questions E2-E3), supporting communication (questions E5-E6),
improving productivity (questions E8-E11) and improving predictability (questions E13-E14).
However, we considered it plausible that within each topic there may be effects other than those
covered by the literature on which the questions were based. Consequently, for each topic we added
a more generalized question in order to capture any such effects (questions E1, E4, E7 and E12).
Within each category of project members, in case there were multiple candidates (as would
typically be the case for developers and testers), the company's contact person for the study was
asked to choose randomly, with the only limitation that the interviewees be competent and
experienced enough to understand and answer the questions.

7.3.2 Analysis
With each of the case studies completed, the gathered data was analyzed for the following
purposes:
•

Model Analysis. The validity of the model used to document the cases and any need for
refinement was analyzed based on the gathered data along with comments and suggestions
from the interviewed engineers.

•

Case Evaluation. The models, scores and comments by interviewees and engineers were
analyzed against the background outlined in Section 7.2. After individual evaluations, the
complete set of cases was then analyzed, based on which guidelines for the design of
automated integration flows were proposed.

7.4 Case Study
This section presents the participant companies and details the multiple-case study, including the
application and evolution of the model.

7.4.1 Model Evolution
As described in Section 7.3.1.1, a model for describing software integration flows proposed by us
in previous work [Ståhl 2014a] was used in the case study. Part of applying the model to the studied
cases was to also look for insufficiencies and areas of improvement. To this end, input and change
proposals from the interviewed engineers were welcomed. As a result, already in the very first case
it became apparent that even though the integration engineers claimed to "really like the model" and
that its application gave a sobering and educational perspective on their day-to-day work, there was
a problem with ambiguity in how the triggering of and input to activities was represented in the
original version of the model. Consequently, the model was updated to include two separate
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relationships: trigger and input, with a new node type representing external triggering factors and
the trigger-frequency attribute moved from the activity node to the trigger relationship (see Figure
21).
The evolved model was successfully applied to all the studied cases, with no further cause to
revise it being encountered. The only situation where we experienced some difficulty was in
representing the extreme parallelism of case E. We do not consider this to be so much a problem
with the model, however, as with comprehending and documenting such a vast number of activities
in a limited amount of time. Indeed, it was repeatedly commented by employees in case E that a
major issue with their integration flow was the heavy and obscure management of the very large
number of components and their corresponding automated activities (see Section 7.4.2.5).

Figure 21: The evolved meta-model.

7.4.2 Cases
The multiple-case study included five independent industry software development projects from
four companies (see Section 7.3.1). Each case is presented below, with the gathered data, and
discussed from the perspective of previously established variations in software integration practice
(see Section 7.2). It should be noted that the integration flow models provided below are heavily
compressed: all attributes have been omitted, with noteworthy examples highlighted and discussed
in text, rather than included in the figures. For each case, however, with the exception of triggerfrequency (see Section 7.4.1), available data for all 14 attributes proposed by [Ståhl 2014a] was
collected for every activity node. The intent of providing the compressed models is to provide the
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reader with an understanding of the overall anatomy, and a reference while reading the descriptions
and evaluations of the cases, rather than a visualization of the complete data set. We have in past
experience found that merely providing a brief description of a given integration flow is
insufficient, as there is too much confusion in terminology and too many possible variation points.
In contrast, a graphical representation showing the precise paths taken by software artifacts in the
integration flow gives a more solid base for meaningful comparison and experience exchange. It is
for this reason the model was first developed, and compressed representations of the studied
integration flows have been included in Figures 22, 24, 26, 28 and 30. It should be noted that all the
node names in these figures have been changed, both for reasons of reader comprehension and of
confidentiality.

7.4.2.1 Case A
Case A is a product development project at Ericsson AB. The product has been under
development for approximately six years, with in excess of 1200 employees actively developing its
software. The foundations of the project's current software integration flow were laid in an early and
much smaller part of the project's life-cycle, with the intent of supporting test automation and rapid
integration, although the term "continuous integration" wasn't used at the time. A compressed model
of the integration flow is shown in Figure 22.

Figure 22: A compressed model of the integration flow of case A.

The product is built daily, with the resulting package going into acceptance testing. In parallel
with this, a suite of unit tests and static and dynamic analysis activities (e.g. code coverage, memory
consistency and code complexity checks) are performed. In order to achieve faster feedback, a basic
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subset of the acceptance tests are executed in an activity which runs on an hourly schedule (the full
Acceptance Test activity takes approximately 7 hours). This Hourly Basic Acceptance Test activity
uses the latest product build, assuming it passes the Product Smoke Test Screening, with delta
packages automatically added on top as parts of the product are changed. A typical work day starts
out with a "fresh" product version running in the Hourly Basic Acceptance Test activity. Then, as
changes are introduced during the day, delta packages are accumulated, only to be wiped clean
when a new version, incorporating the day's changes, is verified by the Product Smoke Test
Screening.
There are a few things especially worthy of mention in this integration flow. One is the process of
actually making a change to the SCM Mainline, i.e. the developer pushing his or her code to the
common development branch. Apart from the developers being expected to execute relevant test
cases before pushing, each change (or "delivery", as the project members refer to it) must be
manually approved by a project manager before it is allowed onto the SCM Mainline. The
consequence of this is a queuing situation, with an elaborate ticket system having sprung up to
support it, where low priority "deliveries" can be put on hold for extended periods of time.
Furthermore, the average size of a "delivery" is much larger than what a developer produces in a
few hours or even days of work, which is not surprising given that everything produced by such a
large number of developers must pass through this needle's eye, partitioned into a limited set of
"deliveries". Consequently, the frequency of the hourly and daily activities is deceptive: the actual
speed and frequency at which the average project member receives feedback is dramatically lower,
and varies depending on how their changes fare in the queue.
It should also be noted that the SCM Mainline node affords no parallelism: if there is a blockage,
as interviewees testify is frequently the case, it effectively halts the entire project. This is coupled
with a stated lack of communication: several interviewees profess little knowledge of the status or
content of the automated activities, e.g. saying that there is "lots of valuable information in there,
but we have failed at communicating it". This would seem to be, at least in part, related to the fact
that several of the automated activities do not yield a clear "pass or fail" result. Instead, they
generate logs, which are then inspected in order to determine whether there were any problems —
something only a small minority of project members actually do, or are even capable of doing.
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Figure 23: Distribution of interview responses for each experienced effect (see
Section 5.3.1.2) in case A, with the horizontal bars representing quartiles zero
through four.

In combination, these factors have resulted in different parts of the project having developed their
own integration processes prior to integrating with SCM Mainline, i.e. additional integration flows
upstream of what is depicted in Figure 22, with some of these tributary flows being quite elaborate.
This is interesting in that it represents a different approach to parallelism than that of
modularization, as sometimes proposed in literature [Roberts 2004, Rogers 2004, v. d. Storm 2007]:
what we would describe as parallelism by organization, as opposed to parallelism by architecture.
While the exact consequences of this approach could not be established in our study, interviewees
stated that a strong "us and them" mentality prevailed in the project. They also suggested that this
parallelization approach wasn\t the result of any conscious decision, but rather believed that it had
spontaneously emerged as a response to the lack of modularization, as the architecture hadn't
evolved to accommodate the scaling up of the project.
As seen in Figure 23, the experienced effect responses from case A project members are mixed,
with particularly negative response to questions E1 (adoption of agile practices), E7, E8, E9, E10
(various aspects of developer productivity) and E14 (performing integration off the critical path). In
their comments and explanations, the interviewees consistently returned to the fact that the
automated integration was too far downstream — by the time changes actually made it into SCM
Mainline all the "important" activities, the things that the project members felt actually had an
impact (e.g. integrating and testing locally within their team or sub-project), had already taken
place. With regards to communication, one interviewee opined that the integration flow "draws
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attention away from what really matters" and is misleading as to what is actually going on in the
project. With regards to developer productivity it was described how, while in queue to "deliver" to
SCM Mainline, developers would be caught in perpetual cycles of re-basing and re-testing as the
SCM Mainline was updated, yet not being afforded a slot to "deliver" themselves.

7.4.2.2 Case B
Case B is an environment tracking and management system for military aircraft, developed by
Saab AB. It has been under development for approximately 14 years, with 10 employees currently
involved. The code depends on a project developed by another in-house group (Dependency1), and
is in turn integrated by two other projects (Dependent1 and Dependent2). This integration flow can
be seen in the model in Figure 24.
One of the striking features of this integration flow is the inconsistent trigger and input
relationships. All activities can be triggered manually, but some are also triggered by changes in
their respective code repositories, while others rely on scheduled triggering. Similarly, some are
triggered by a successful build of one of their dependencies, yet others are not. Furthermore, while
Product Instant Build integrates output generated by Dependency1 Instant Build, Dependent1
Nightly Build instead accesses the Dependency1 code repository for its input. The same behavior is
displayed by Dependent2 Build, which is triggered by the successful execution of Product Instant
Build, but accesses the Product SCM system instead of any output generated by the upstream build
activity. Unsurprisingly, there is little central control or management of the integration flow. Rather,
a number of projects share the same Jenkins 15 continuous integration server, in which they configure
their own jobs and depend on each other as they see fit.

15 http://jenkins-ci.org
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Figure 24: A compressed model of the integration flow of case B. The code base for case B is
built and tested by the Product Instant Build activity.

The scope of case B's integration flow is limited: Product Instant Build performs functional
testing, while the other activities do not test at all, but merely perform compilation. The results are
communicated via web pages generated by Jenkins, with some activities taking less than five
minutes and others averaging 100 minutes. There is a limited degree of parallelism: one activity can
run independent of failures in the others, but since they (with the exception of Product Instant
Build) do not consume the output of the latest successful dependency build, but rather access its
code repository directly, any faults introduced in one component propagate to its dependents
unchecked.
Figure 25 displays interviewee responses for experienced effects in case B. As can be seen in the
figure, responses were almost exclusively either indifferent or positive, though not exceedingly so.
The general attitude among the interviewees was that the integration flow is a benefit and support,
though making use of it is clearly optional: one developer, despite having been involved in the
project for some time, was only vaguely aware of its existence and hadn't experienced any effects
whatsoever, giving a score of zero to every single question. In other words, the automated
integration flow constitutes an appreciated, but highly optional, part of the development
environment of case B, developed and maintained by individual enthusiasts.
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Figure 25: Distribution of interview responses for each experienced effect (see Section
5.3.1.2) in case B, with the horizontal bars representing quartiles zero through four.

7.4.2.3 Case C
A visualization system for military aircraft developed by Saab AB, case C employs 7 people and
has been in development for 10 years. Compared to other cases in the study, its integration flow is
simple, with only two activities (see Figure 26).
The build activities, Product Build Configuration A and Product Build Configuration B, are
triggered by changes in the Product SCM system. While they can in theory be triggered manually,
this never happened during the period studied. The builds also bring in dependencies deployed to a
separate Dependency Repository, though updates to it do not cause any new builds. Both build
activities are short, with a duration of 2-3 minutes, with a very limited scope: the product is only
compiled, without any automatic testing or analysis taking place. Status is communicated via web
pages generated by Jenkins and mails sent out to committing developers upon failure, meaning that
they themselves do not have to actively find out if they caused a fault.
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Figure 26: A compressed model of the integration flow of case C. The two activities only differ
in that they use different build environment configurations.

The interviewee responses to experienced effects in case C, shown in Figure 27, were largely
positive, though not unanimously so. Negative experiences were chiefly voiced by individuals with
experience from other companies and projects, who were frustrated by the very small scope of the
integration flow, in two senses. First, with no testing or analysis taking place the automated
activities aren't comprehensive enough, and may possibly even be harmful, as they can cause a false
sense of security and even hamper much needed improvements in multiple areas. Second, the
automated integration is limited to the product in isolation, and does not include other products in
the larger system environment, meaning that only local and relatively trivial faults are caught by it.
Other project members, on the other hand, explicitly stated that they didn't have outside experience
and were therefore unable to make comparisons, but were happy with the current setup as it was an
improvement over having no automated integration at all, as had until recently been the case.
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Figure 27: Distribution of interview responses for each experienced effect (see
Section 5.3.1.2) in case C, with the horizontal bars representing quartiles zero
through four.

7.4.2.4 Case D
The youngest project in the study, case D has been running for two years and employs
approximately 50 personnel. It is responsible for developing part of the on-board software for Volvo
Cars’ electric vehicles. The integration flow of case D is to a great extent shaped by the fact that the
software is developed using AUTOSAR16 modeling. As can be seen in Figure 28, it is relatively
elaborate.
There are two main entry points in the integration flow depicted in Figure 28. One is the manual
triggering of Baseline Definition, creating a baseline of the current source models, which will be
used in subsequent activities. The other is the scheduled nightly execution of Model Variant
Adjustment and Test Model Generation. These aren't triggered by Baseline Definition, but use its
output. Downstream activities are then triggered by Model Variant Adjustment. Noteworthy is that
in order to actually compile the software, an XML file describing the interfaces of all the
components of the system, of which case D is only one part, must be created. The responsibility of
XML Processing and Repair is to prepare an XML document describing the parts developed within

16 http://www.autosar.org
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case D, so that it may be combined with that of all the other components, generating a Flattened
XML. This is done manually by a third party, outside of case D’s control, causing a discontinuity in
the integration flow.

Figure 28: A compressed model of the integration flow of case D.

Figure 29 displays the interview responses for experienced effects in case D. The general
perception is clearly positive, E13 (finding faults early) in particular receiving high scores. An
interesting fact is that, as pointed out above, the automated integration is limited in scope,
performing little more than generating and compiling the project code once a night. The positive
responses, in spite of this, suggest to us that a significant amount of the project's efforts are
expended on the transformation of models into compiled code. This is supported by interviewee
comments, with developers claiming that the majority of their time is spent on overhead in model
handling, rather than on actual development.
Furthermore, the entire integration flow is serialized: all activities act on the AUTOSAR
Repository once a night. While this may be considered infrequent, the Baseline Definition activity
only executes slightly more frequently, on average every 17 hours. This would indicate that the pace
of development is low enough that the build frequency isn't a major concern.
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Something that is not evident in Figure 29 is the very strong segregation between interviewee
categories in their experienced effects. While developers were somewhat positive, and managers
very much so, testers were nearly indifferent: the third quartile of all tester responses combined was
zero. This adds further testimony that the integration flow focuses on code generation and
compilation, rather than testing and verification.

Figure 29: Distribution of interview responses for each experienced effect (see Section
5.3.1.2) in case D, with the horizontal bars representing quartiles zero through four.

7.4.2.5 Case E
The case E development project produces a number of Jeppesen's products for airline fleet and
crew management including optimization algorithms. The development involves some 140 people,
and builds on a product that was initially created some 20 years ago. In case E one has striven for a
very modularized architecture: products consist of "features", consisting of components. Apache
Maven17 has been used to implement this setup, but with a home grown "Baseline" system for
controlling dependency versions, instead of Maven's native dependency versioning. The
modularization is extremely fine grained — there are hundreds of components, several times more
than there are employees working on the project. As all these components come with their own
17 http://maven.apache.org
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respective automated activities, the entire integration flow of case E is, in terms of number of
activities, enormous. Consequently, three components, deemed representative by the project's
configuration management team, constituting part of one "feature" of one product, were chosen to
be included in the model shown in Figure 30.

Figure 30: A compressed model of the integration flow of case E. Out of hundreds,
three representative components were chosen to be included in the model.

Changes made to the components’ repositories cause "snapshot" builds, i.e. transient component
builds which do not constitute releases. Instead, when a new version of the product is to be built, its
"baseline", identifying all its constituent parts' versions, is modified, which in turn triggers release
builds of components and then features as required. Status web pages are generated for each build
activity, and upon failure mails are also sent to "Build Masters", configuration managers and
committing developers, who are expected to give high priority to correcting the fault. The scope and
duration varies from activity to activity, and depending on whether it’s a "feature" or component
level activity.
The interviewee responses for experienced effects in case E, shown in Figure 31, are mostly
positive, with scores pertaining to developer productivity (E7 to E10) being somewhat mixed. This
was also reflected in the interviewees' comments as they elaborated on their responses: all of the
interviewed project members were highly aware of the automated integration flow, both its design
and its purpose. They were also largely satisfied with it, and happy with its ability to support the
project. The exception to this was that it was seen as adding overhead to the development process,
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particularly as a consequence of the very large number of components. It was described how they
have moved from a monolithic build and integration system to a modularized one. In retrospect,
however, there was consensus that they had taken the modularization much too far. Therefore, they
were now developing a third system, attempting to strike a balance between the two opposites.

Figure 31: Distribution of interview responses for each experienced effect (see Section
5.3.1.2) in case E, with the horizontal bars representing quartiles zero through four.

7.4.3 Case Comparison
As anticipated (see Section 7.2), we find a high degree of disparity in the approaches to and
implementations of automated integration flows. Not least, as is evident from the compressed
models (see Figures 22, 24, 26, 28 and 30), the flow anatomies themselves are very different. We
argue that this in itself is an important result, even though it makes it difficult to define any
meaningful integration flow taxonomies based on the currently available data.

129

7.5 Guidelines
This section presents six guidelines pertaining to the design of automated integration flows, based
on our analysis of the multiple-case study.

7.5.1 Comprehensive Activities
Some of the studied cases — particularly case A (see Section 7.4.2.1) — have a large scope in
their automated integration flow: they employ extensive arrays of tests and static and dynamic
analyses. The information derived from this is, difficulties in effectively communicating it aside
(see Section 7.5.2), highly valued. At the other end of the scale is case C, where the only automated
verification is whether the code compiles or not (see Section 7.4.2.3). Case C interviewees with
experiences from automated integration flows elsewhere considered this to reduce its value, or
possibly even making it harmful in that it instills a false sense of achievement and security. Another
symptom of a small scope is seen in case D, where testers see little to no value in the integration
flow (see Section 7.4.2.4).
Our conclusion from this is that a large scope of test and analysis activities can to great effect be
included in an automated integration flow, and that not doing so is at best under-utilization of its
potential. Thus, we propose comprehensive activities as our first guideline: construct the automated
activities such that their scope affords a sufficient level of confidence in the artifacts processed by
them.

7.5.2 Effective Communication
We can see that the way in which the information generated by the integration flow is
communicated differs between the studied cases, and that these differences impact the project
members. Whereas some notify developers by mail when they have caused faults (see Sections
7.4.2.3 and 7.4.2.5), others leave it up to the individual to check the status themselves, which they
may or may not actually do. In case B one of the developers was only barely aware that automated
integration even existed (see Section 7.4.2.2) — a strong indication in a project of ten people that
there is a communication deficit — preventing that person to derive any benefit from it.
Even if information is available it may not be understandable to everyone. Case A interviewees
were frustrated by their inability to decipher the information generated by the integration flow (see
Section 7.4.2.1), also preventing them from benefiting from it.
We conclude that even a very comprehensive integration flow can lose its value unless its results
are received and understood by the project members. Thus, our second guideline is effective
communication: ensure that the integration flow itself and its output are easily accessible and
understandable by all its stakeholders.

7.5.3 Immediacy
Not only does the speed and frequency of the automated activities in our study differ — both
between and within cases — but so does their accessibility. In particular, being allowed onto the
SCM Mainline of case A can be a lengthy and demanding process (see Section 7.4.2.1), whereas in
all the other cases the integration flow either picks up changes whenever the developer chooses to
submit them, or includes them in daily builds.
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During interviews, case A employees consistently returned to this complaint: the integration flow
is "too far down-stream", any feedback from it comes much too late and the impression that it's not
for their benefit, but for "someone else's", sentiments clearly reflected in their scoring of
experienced effects (see Figure 23). It should be noted that at a glance this is not apparent. From the
perspective of SCM Mainline (see Figure 22) there is a "continuous" in-flow of changes, but from
the developers' point of view the integration is anything but. That being said, we believe that this
situation in case A is strongly related to its dimensioning (see Section 7.5.4).
To conclude, we propose that project should strive for immediacy: make the integration flow
easily and quickly accessible for the project members. We would also like to stress that lack of
immediacy may be caused by a number of factors, such as the duration and frequency of the
automated activities in the flow, or by process related factors as seen in case A.

7.5.4 Appropriate Dimensioning
Something that sets case A apart in our study is its size in combination with the many project
member statements describing problems caused by the lack of immediacy (see Section 7.5.3). We
can also conclude that at the point of SCM Mainline, the flow is completely serialized, with ensuing
queuing and "traffic jams" (see Section 7.4.2.1).
In this sense, case E is at the other end of the scale (see Section 7.4.2.5). In their setup, with
hundreds of largely independent components, there is a much higher degree of parallelism: failure
in one component doesn't necessarily affect development in another, and almost certainly not in all
at once. On the other hand, this comes at a price, as case E interviewees almost unanimously point
out: managing all the components and their build activities becomes unwieldy and demanding,
causing them to attempt to create a new system with just the right amount of parallelism.
This intuitively makes sense: maintaining an extensive highway network is only cost effective to
the extent there is traffic to utilize it, and this issue is clearly related to size, or more precisely to
"traffic" in the integration flow. Case B displays only a small degree of parallelism (which is also
lessened by the lack of accuracy, see Section 7.5.5), and case C none at all. In both of these cases
the in-flow of changes is much smaller than the duration of the automated activities allows for, and
there is no congestion, but then cases B and C, with their 10 and 7 employees respectively, are
dramatically smaller than cases A and E.
Consequently, our fourth guideline is appropriate dimensioning: adjust the capacity of the
automated integration flow according to the traffic it must handle. Based on the limited number of
cases in our study, it is impossible to say exactly when this becomes an issue. We would argue,
however, that an expected frequency of input to an automated activity does carry clear implications
for its execution frequency (and consequently duration) and/or the extent to which input must be
batched, suggesting that pro-active dimensioning is feasible.

7.5.5 Accuracy
As previously discussed (see Section 7.2), in a software integration flow where an artifact (e.g. a
product version) passes through a number of activities, designed to test and analyze it, our level of
confidence in that artifact successively increases. This requires, however, that all of the activities
actually act upon the same artifact, as we see examples of in cases A and E (see Sections 7.4.2.1 and
7.4.2.5). In case B, however, while some activities are triggered by the successful execution of their
dependencies, they do not use its output: instead they check out code from the dependency's
repository (see Section 7.4.2.2). The consequence of this is that the dependent isn't acting upon the
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previously tested artifact, thereby building confidence in it, but on a source revision close in time to
a revision that has been tested — possibly the same, but possibly not, making the concept of
increasing levels of confidence inapplicable. In addition, this situation also risks introducing
inconsistencies in compile-time, caused by e.g. differences in compiler settings and environment,
which may affect the behavior of the resulting binary.
A similar issue arises in case D, where the actual compiled code is dependent on input created by
a third party, which in turn is based on the output of case D's integration flow at some earlier point
in time (see Section 7.4.2.4).
Based on these findings, we propose the guideline of accuracy: for all activities, know well what
the input is, its history and consequently what level of confidence may be assigned to it.

7.5.6 Lucidity
One observation of the modeled cases is that even though in each case there is a flow of
connected activities, the exact nature, as in which paths an artifact may take, isn't always lucid.
Indeed, where this was discussed with the engineers during workshops, they stated that they weren't
used to thinking about their integration as a flow. Recognizing the difficulties in communicating
complicated integration activities to developers and other project members — e.g. stating that "only
a handful of people actually know how this works" — they suggested that "thinking in flows" may
be helpful. There is also reason to believe that adoption of the flow concept can help avoid
discontinuities and inconsistencies, such as discussed in Section 7.5.5, by raising their visibility: by
tracing these flows during the workshops the engineers were in several cases surprised by certain
aspects of their own system and became aware of problems that had previously been obscure to
them. Our final guideline is therefore lucidity: keep the flow of changes through the integration
system clear and unambiguous. Not only does this help the status of the system to be more easily
communicated, but inherent problems in its design may be more easily spotted.

7.6 Conclusions
In this section our conclusions from the study and the subsequent analysis are presented.

7.6.1 Model Validation
In the early stages of applying the integration flow model to the five cases of our study we
deemed it necessary to refine it, as described in Section 7.4.1. Following this we found no further
need to revise the model. Therefore we consider the updated version, with additional node and
relationship types (see Figure 21), to be, to the best of our knowledge, generally applicable to
industry software development.

7.6.2 Guidelines
Based on the multiple-case study we propose six guidelines for the design and implementation of
automated software integration flows (see Section 7.5). The complete list of guidelines is shown in
Table 19.
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7.6.3 Future Work
While our case study has furthered our understanding of the nature and variants of industry
software integration flows, many questions are still left unanswered. We still do not have sufficient
data to connect particular integration flow variants to particular experienced effects. One obstacle to
this is the great diversity among the cases: each one is distinct from all the others, making it
impossible for us to categorize them and then compare the categories (see Section 7.4.3). Whether
any such meaningful categories at all exist could be answered by further studies increasing the
number of documented cases, and if so, comparative analysis may yield valuable results.
Finding unobtrusive ways of obtaining quantitative data from integration flows would also be a
valuable contribution. While project members' estimation of experienced effects gives some insight,
it is always subjective and limited by the interviewees' experiences and frames of reference.
Consequently, we argue that complementing such information with e.g. measurements of
integration flow throughput and product defect rates would constitute a valuable contribution to the
field.
Guideline

Description

Comprehensive Activities

Construct the automated activities such that their
scope affords a sufficient level of confidence in the
artifacts processed by them.

Effective Communication

Ensure that the integration flow itself and its output
are easily accessible and understandable by all its
stakeholders.

Immediacy

Make the integration flow easily and quickly accessible
for the project members.

Appropriate Dimensioning

Adjust the capacity of the automated integration flow
according to the traffic it must handle.

Accuracy

For all activities, know well what the input is, its history and consequently what
level of confidence may be assigned to it.

Lucidity

Keep the flow of changes through the integration
system clear and unambiguous.

Table 19: Proposed guidelines.
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Abstract
The popular agile practice of continuous integration has become an essential part of the software
development process in many companies, sometimes to the extent that delivery to customer is
impossible without it. Due to this pivotal role it is an important field of research to better understand
the practice: continuous integration system behavior, improvement identification and analysis of
change impacts. This paper investigates the effects of modeling of such systems, by applying two
continuous integration modeling techniques to four separate industry cases in three companies.
These techniques are found to complement each other, and their ability to help professionals gain a
better understanding of their continuous integration systems, to communicate around them and to
support technical work is demonstrated. In addition, guidelines for conducting similar continuous
integration modeling work are presented and feedback on the studied models provided. This work
presents software professionals with demonstrably effective methods for design and analysis of
continuous integration systems and thereby improving the efficacy of a vital part of their software
development efforts, while supporting researchers with recommendations for and feedback on
available modeling techniques.

8.1 Introduction
While the agile practice of continuous integration has received considerable attention in the last
decade – not least in industry, where the employment of, or at least aspiration to continuous
integration is prevalent – the precise nature of continuous integration implementations are typically
superficially and ambiguously described [Ståhl 2014a]. At the same time, continuous integration
(and delivery) is known to be complicated and difficult to get right, particularly in enterprise scale
development [Roberts 2004, Rogers 2004] where continuous integration systems (the coherent
system of infrastructure, tools and processes applied to achieved the practice) can be highly
complex and require dozens or hundreds of engineers to develop and maintain – indeed, it should be
no surprise that the systems that integrate, build and test complex very-large-scale software systems
are themselves highly complex. We also find that these systems tend to yield varying results [Ståhl
2013]. It is furthermore difficult to obtain an end-to-end overview and understanding of such a large
scale continuous integration system and the effects of integration results [Alyahya 2011], not least
since large numbers of people in multiple roles [Krusche 2014], as well as a multitude of tools, such
as build tools, version control systems and test automation frameworks, are involved [Hoffman
2009, Kim 2009a, Yuksel 2009], all while operating under strict time constraints [Jiang 2012].
It follows then that it can be difficult both to understand and to agree on where and how to
improve a continuous integration system. At the same time, continuous integration has evolved into
an integral and business critical element of software development in many companies, and an area
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of enormous investment: in our work we frequently encounter companies and projects where tens of
millions of dollars are invested, where organizations of hundreds of engineers are dedicated to
supporting continuous integration, and where as much as 25% of the total development capacity is
tied up building and maintaining continuous integration and delivery capabilities. Consequently, we
consider it an important area of research to find methods supporting practitioners in achieving a
holistic view of their continuous integration systems – better understanding them, determining how
to improve them and how to predict the implications of such improvement efforts.
As it has long been generally accepted that models and diagrams can both help understand and
communicate complicated software systems, we posit that modeling holds great promise for
addressing these problems in the domain of continuous integration. In previous work we have
participated in the development of two different modeling techniques – Automated Software
Integration Flows (ASIF) [Ståhl 2014a, Ståhl 2014b] and Continuous Integration Visualization
Technique (CIViT) [Nilsson 2014] – created in different contexts, driven by different needs and
serving different purposes; yet they both describe the same phenomenon. Consequently we have
investigated the industry application of these techniques in tandem, specifically analyzing their
ability to complement one another and their ability to bring benefit to industry practitioners in their
work. Based on our findings we also present methods for effective continuous integration modeling,
and discuss our results and the studied modeling techniques in the context of related work within
the research community.
The contribution of this paper is three-fold. First, it demonstrates that modeling is an effective
practice in analyzing, designing and communicating continuous integration systems. Second, it
shows that available modeling techniques specifically designed for the continuous integration
domain can effectively be used as complements to one another. Third, it affirms in vivo
applicability of these modeling techniques to large scale industrial cases and provides practitioners
and researchers with recommendations for their use.
The remainder of this paper is structured as follows. The next section provides a background and
introduction to continuous integration modeling techniques, followed by our research questions.
Then, in Section 8.3, the research method is presented. Section 8.4 presents the results of the
multiple-case study and the subsequent analysis. Related work is then reviewed in Section 8.5 and
threats to validity are discussed in Section 8.6, whereupon the paper is concluded in Section 8.7.

8.2 Background
In previous work we have established that not only are there divergent expectations on the
practice of continuous integration in industry [Ståhl 2013], but its implementation also varies
greatly [Ståhl 2014a]. Specifically to address the detected variation points of the practice, a
modeling technique, Automated Software Integration Flow (ASIF) was developed, evolved and
successfully applied to multiple large-scale industry projects and used to phrase guidelines for
continuous integration implementation [Ståhl 2014b].
In parallel a separate and independent modeling technique for continuous integration –
Continuous Integration Visualization Technique (CIViT) – was developed and also successfully
used in industry settings [Nilsson 2014], with one of us participating in the original research.
While both techniques, used independently, are demonstrably effective, we posit that as they
ultimately address the same problem domain and strive to enhance understanding of the same
practice, they should also be compatible in the sense that they can favorably be used to offer
complementary views, possibly satisfying different needs from different perspectives.
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The remainder of this section describes the two modeling techniques in greater detail, compares
them, and presents the research questions motivating the work reported from in this paper.

8.2.1 Modeling Techniques Introduction
Modeling is fundamental to and used to great effect in many aspects of software engineering. The
positive results in previous work described above notwithstanding, the use of modeling to describe,
analyze and communicate continuous integration systems is in our experience uncommon in the
industry, and arguably under-researched – a research area not to be confused with the continuous
integration of model based software. As discussed further in Section 8.5, we have searched for
modeling and visualization approaches to the design of continuous integration systems, but to our
great surprise only found work on two techniques, which we ourselves have been involved in.
Consequently, we have proceeded by including these two techniques in our study.

8.2.1.1 The CIViT Technique
The Continuous Integration Visualization Technique (CIViT) was developed through a multiplecase study – in which one of the authors of this paper participated – of large companies "striving
towards continuous deployment of software", with the aim of visualizing "end-to-end testing
activities in order to support the transformation towards continuous integration" [Nilsson 2014]. In
CIViT, tests are split into four categories: testing new functionality requirements, legacy
functionality requirements, quality requirements and edge cases (defined as "unlikely or weird
situations", often discovered through considerable investigative effort in customer systems): F, L, Q
and E, respectively. The test coverage in each category is measured along with the degree of
automation and the feedback loop length at various test scopes (e.g. at "component" level and "full
product" level), all of which is plotted in a graph, as exemplified in Figure 32.

8.2.1.2 The ASIF Technique
The Automated Software Integration Flow (ASIF) technique offers a graphical view of an
integration system, where nodes represent activities, inputs and triggering factors, and edges show
input consuming relationships and triggering relationships, respectively. An example instantiation is
shown in Figure 33. The modeling technique particularly focuses on the automated activities and
their characteristics, building on the concept of software integration as a Directed Acyclic Graph
(DAG) of interconnected activities [Beaumont 2012].
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Figure 32: An example of a CIViT model. As can be seen from the green icon borders there is a
high degree of automation in lower system tiers, but much less so in the Release and
Customer tiers. At the same time, it's worth noting that the green filling signifies that it is
mostly at these higher system tiers that a high degree of test coverage is achieved.

It should be noted that the ASIF technique does not prescribe which attributes to include in the
model. Depending on the choice of attributes the model may provide both qualitative and
quantitative data, and it may be used to depict different aspects of the integration flow. A base set of
attributes designed to cover variation points found in literature has been proposed by us in previous
work [Ståhl 2014a]. In this particular study, however, we have chosen to include attributes that map
as closely as possible to CIViT concepts (Att1-6), in order to capture any cross-fertilization of the
two techniques. In addition, attributes that in previous work have been found to be of great interest
to professionals (Att7-13) were included.
•

Att1: The steps required before integrating new code with the integration target. Possible
values: {none, review, queue, tests, automated}.

•

Att2: The average duration of the activity, measured in minutes. Possible values: {0-5, 530, 30-60, 60-120, 120+}.

•

Att3-6: The percentage of requirements, explicit or implicit, as estimated by the responsible
engineers, covered by (automated) tests performed by the activity. Possible values: {0-5,
5-25, 25-75, 75-95, 95-100}. These attributes correspond to the four test types
documented in the CIViT model [Nilsson 2014].

•

Att7: The type of branch or repository the input node represents. Possible values:
{private, team, development, release}.
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•

Att8: Whether the activity involves deployment of the software, either to lab equipment or to
customers. Possible values: {none, lab, customer}.

•

Att9: Whether the activity performs any code analysis (e.g. memory profiling, style checks
or complexity analysis). Possible values: {none, static, dynamic}.

•

Att10: What constitutes a successful verdict of the activity. Possible values: {none, noncatastrophic, tests-passed, metrics-satisfactory, artifactsbuilt}.

•

Att11: How the status of the activity is communicated to its stakeholders. Possible values:
{none, mail, web-page, radiator-screen, reporting-meeting,
other}.

•

Att12: The typical interval from a failure verdict until the subsequent success verdict. This is
only applied to activities that operate in a non-private context, as the information is
irrelevant on e.g. a developer's private test branch. Possible values: {n/a, minutes,
hours, days}.

•

Att13: The percentage of activity executions that result in a failure verdict. Possible values:
{0-1, 1-10, 10-25, 25-50, 50-100}.

Figure 33: The ASIF model representing the current situation of one of the cases, included to
provide an outline of the nature of the technique. This was the first model type to be created in
each of the four cases. Triangles, rectangles, circles and hexagons represent inputs,
automated activities, triggers and janitorial tasks, respectively. Textual information has been
intentionally blurred.

Att1 in combination with Att2 and the shape of the ASIF Directed Acyclic Graph (DAG) can be
used to determine the feedback loop lengths of the CIViT model. What in CIViT is referred to as
test scope, e.g. component scope or product scope, is derived from the context of an activity in the
ASIF graph itself.
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As can be seen above, the attributes are limited to small sets of possible values. This approach of
classification over qualitative descriptions or precise quantitative values in the node attributes was
deemed sufficient due to the similarly rough classification used in CIViT. In addition, in previous
work we have frequently experienced that engineers find it difficult to estimate quantitative
attributes with any precision – therefore we consider ostensibly exact values to be at best
meaningless, and quite possibly deceptive.
During the case studies reported from in this paper we used a modified variant of the technique
where what we term janitorial tasks (e.g. automatic merging of source code or voting in code review
tools), to which the activity attributes are not applicable, were represented as hexagon graph nodes
with a short description, rather than as regular activity nodes, as shown in Figure 33.

8.2.2 Research Questions
The two techniques presented above approach the problem of software integration modeling at
different levels of abstraction and address different needs. The CIViT model does not deal with the
individual activities in detail, but instead focuses on overall capabilities in the integration flow:
what is tested, is it automated, and when is feedback made available?
As for the ASIF technique, its detailed view of individual activities and their causal relationships
contains much more information – given the right attributes, it could in fact constitute a superset of
the CIViT information. Partly due to this richness, interpreting it may require some effort, however.
Where high level information on how the integration ow as a whole serves its users has been
obtained in previous work it has been through comparison and analysis of multiple modeled cases
along with a considerable number of interviews with developers, testers and managers – a process
which is slow, labor intensive and clearly impractical for industry application.
Based on this reasoning we posit that the two modeling techniques may complement each other:
ASIF can provide a detailed picture of the integration system, while CIViT, viewing the same data
from a different perspective, can provide a more easily accessible overview. This may aid the
identification of areas of improvement, an ability we consider particularly important when aspiring
to rapid release schedules, typically following on the heels of continuous integration, as there is
some reason to believe that this shrinks the test scope [Mäntylä 2013] and may even adversely
affect software quality [Khomh 2012]. In addition to this, it is conceivable that ASIF modeling
could serve to clarify how proposed improvements could be implemented and thereby help analyze
their implications.
While investigating this, we also wish to seize the opportunity of contributing any resulting
experiences and insights from performing continuous integration modeling, leading us to the
following research questions:
•

RQ1: How may continuous integration modeling be applied to benefit industry practitioners
in their day-to-day work?

•

RQ2: How can the continuous integration specific modeling techniques of ASIF and CIViT
be effectively applied in tandem to complement each other?
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8.3 Research Method
In order to address the research questions a multiple-case study of self-described continuous
integration projects in industry was carried out, where the studied modeling techniques could be
applied and evaluated. Recognizing that expectations on, experiences from and design of
continuous integration systems vary greatly [Ståhl 2013, Ståhl 2014a] we found it important to
study not just a single case, but multiple, in order to achieve data triangulation [Runeson 2009].
The research was executed as a Software Center 18 research project – Software Center is a
partnership between five universities and seven non-competing companies to provide a shared
research and development environment. Consequently, the studied cases were selected from among
the Software Center partner companies. Each case was followed up by interviews with a total of ten
case study participants. The results from the interviews were then analyzed along with our own
observations from the multiple-case study in order to produce our results.
In each studied case the selected modeling techniques were applied in modeling workshop
sessions. Participants in these workshops were engineers of various roles (e.g. integration architect,
configuration manager, project manager, enterprise architect and test coordinator), appointed by
their respective companies as knowledgeable of the integration systems. Based on our previous
experiences from similar work [Ståhl 2014b] our requirements were that the very engineers
responsible for building and maintaining the software integration systems be present, as they are
most likely to possess the required level of detailed knowledge of the systems.
The models were created – with the researcher at the keyboard – in real time during these
workshops and shown on a big screen or overhead projector, enabling all participants to verify their
accuracy as they were being assembled. Due to logistical necessities the workshops of all cases
were split into multiple sessions, some of them conducted over video conference, with a total
effective time spent varying between two and a half and seven hours. Each case contained at least
one face-to-face session.
The modeling sessions were designed to address the research questions, based on our reasoning
with regards to the respective strengths and weaknesses of the modeling techniques and their
potential to complement one another (see Section 8.2.2): the first step in each session was to create
an ASIF model describing the current state. Then, where possible using the data available from the
ASIF model, a CIViT model was created. Finally the ASIF model was manipulated to represent a
wanted state.
Following the modeling sessions, interviews were conducted with the participants. To achieve
data and observer triangulation [Runeson 2009] as many interviewees of the varied participant roles
as possible were included, reaching a total of ten engineers across all four cases. The minority of
participants who were not interviewed were excluded because they only participated during parts of
the sessions, or because they were unavailable for interviews.

18 http://www.software-center.se
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To what extent do you consider...
IQ1

... the Current ASIF helpful in defining the automated activities of the
CIViT model?

IQ2

... the CIViT model helpful in building the
Wanted Position ASIF model by providing high
level goals?

IQ3

... the Wanted Position ASIF model helpful in
writing requirements and/or technical specifications for integration
system improvements?

IQ4

... the CIViT and ASIF modeling techniques combined an effective
means of planning integration system improvements?

Table 20: Interview questions.

Similarly to the modeling session design, the interview questions were phrased based on our
research questions and reasoning with regards to the strengths and weaknesses of the techniques
(see Section 8.2.2). The interviews were semi-structured and carried out individually, either face-toface, over phone or over video conference, as circumstances permitted, with responses transcribed
and read back to the interviewees during the interviews. The interview guide consisted of four
opinion/value interview questions [Hove 2005] (see Table 20). The interview questions were
designed to answer the research questions by obtaining the participants' experiences from and
reflections on the application of the modeling techniques in the modeling workshops. Specifically,
based on our reasoning regarding the respective strengths of the models, we wanted to know
whether moving from one model to another was in any way helpful (IQ 1 and IQ2), whether they
found the final resulting model useful in assisting technical work (IQ 3), and whether they
considered these modeling techniques a favorable approach in planning improvements (IQ 4).
Furthermore, in order to capture additional aspects not foreseen by us, the interviewees were
explicitly encouraged to provide their own spontaneous input and to reflect on whether there were
any additional questions they thought should have been in the interview guide, but were not.
The interviewee responses and our observations from the modeling workshops were then collated
and thematically coded [Robson 2011] as pertaining to effects on understanding and
communicating, modeling as basis for improvement, complementary effects of the studied
techniques, recommendations for continuous integration modeling practice or as feedback on the
studied techniques. The resulting thematic sets were then analyzed and interpreted individually to
produce the conclusions (see Section 8.4.3).

8.4 Results
Three Software Center partner companies participated in the multiple-case study:
•

Company I is a multinational mobile phone manufacturing company, producing a wide
variety of portable devices and wireless systems.
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•

Company II is a Swedish defense and aerospace company, developing both military and
civilian aircraft as well as ground combat weapons, missile systems and electronic defense
systems.

•

Company III is a multinational provider of telecommunication networks, networking
equipment and operator services as well as television and video systems.

From these companies, four cases were selected for inclusion in the study:
•

Case A is the integration system for Android device software at Company I.

•

Case B is the integration of jet fighter aircraft software systems produced by Company II.

•

Case C is the integration of mobile device modem software at Company III.

•

Case D is the integration system for the software of a router product at Company III.

All of the studied cases are relatively large, ranging in development project size from hundreds to
thousands of personnel. They all operate in different markets under very different circumstances,
restricting and in and delivery processes. To exemplify, the development of Android device software
is tightly linked to the Android release process, while the development of jet fighter aircraft operates
in a strictly regulated market, whose customers have very different requirements and expectations
compared to users of consumer electronics.
Consequently, we believe that the selected cases from distinctly different industries represent an
excellent opportunity for further validation of the models, particularly given that previous work has
already shown the applicability of ASIF to projects of very different sizes [Ståhl 2014b].

8.4.1 Modeling Workshops
This section presents the results from the modeling sessions and interviews, followed by analysis.
The complete data sets and models produced in the workshops are not included as they are not of
primary interest in answering our research question. Instead it is the experiences gained from
developing those models, and the participants' reflections on those experiences, that constitutes the
relevant case data.

8.4.1.1 Case A
In the interest of time efficiency and to limit the need for travels the case study started with two
one hour video conference sessions where the engineers presented their integration system and the
modeling techniques were explained, respectively. Based on this we created an initial ASIF model
offline, which served as input to a five hour face-to-face workshop where all the models were
constructed, reviewed and discussed. All this occurred under intense debate among the participating
engineers regarding their integration system, its capabilities, performance and purpose.

8.4.1.2 Case B
While creating the CIViT model of case B, the workshop participants commented that a number
of the test activities performed span over several levels of both system completeness and feedback
time (the vertical and horizontal axes of the CIViT diagram, respectively), but how this should be
represented in the model was unclear.
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It was also commented that both models are information dense. One participant, having had
previous experience of CIViT, related how he with favorable results had stripped a CIViT model of
all color coding representing automation and coverage, keeping only test activity labels plotted in
the diagram, in order to make it presentable to an uninitiated management group.
The case study was performed in two workshop sessions, two months apart, totaling
approximately six hours.

8.4.1.3 Case C
During the modeling workshop of case C it was commented that it is difficult to follow the
directional the ASIF model. This is particularly the case when one node (e.g. a source node) relates
to numerous other nodes (e.g. activity nodes triggered by that source node). It was further noted that
since queuing times were not included among the activity attributes (see Section 8.2.1.2), any lead
times implicitly derived from the model might be misleading.
The case study was performed in an initial face-to-face workshop, followed up by a video
conference, totaling approximately five hours.

8.4.1.4 Case D
The case study was performed in two short workshop sessions, following an introductory and
educational phone conference, totaling approximately two and a half hours. This is a dramatically
shorter time frame than in the other cases, which is in part explained by the explicit requirement
from case D line management to be as time efficient as possible. Consequently, questions and
discussions of a more strategic or philosophical nature (e.g. whether change content based
separation of the integration best to accomplish it), which regularly surfaced throughout all
workshops, were abandoned in favor of finishing the models on time. We posit that this fact may be
significant in light of the differences in interviewee responses between case D and other cases
discussed in Section 8.4.3.

8.4.1.5 General Observations
In all four cases, a significant amount of time was spent introducing both the modeling
techniques and the concepts underpinning them. This occurred in various forms – including
introductory phone or video conference, individual study of published literature and sharing of
previous examples – depending on the circumstances and wishes in each particular case. All of
these methods worked satisfactorily, but the common experience from all four cases was that we
were unable to dive straight into the actual modeling work without some form of miniature
introduction course.
Furthermore, test coverage estimation sparked intense debate in all of the studied cases. The
participants were instructed to estimate coverage as a percentage of the total space of known –
explicitly or implicitly – requirements. Some provided very low estimates, even though their
internal discussions leading up to that estimate were very similar to those who provided much
higher estimates, implying that these values in the models are highly subjective. It is noteworthy
that the attitude towards the importance of coverage varied. When giving low coverage estimates
some participants would be apologetic and quick to mention plans for improvement, whereas one
participant, himself responsible for some of the lowest estimates of the entire study, stated that "I
think it's sufficient. We deliver this every day, and the customers are satisfied."
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In all cases, the test category "edge" [Nilsson 2014] prompted questions and in some cases
debate. Numerous participants thought it was vaguely defined in relation to the other categories (for
instance, it could be argued that edge test cases are merely a form a functionality and/or quality test
cases) and that it was difficult to determine what would count as "edge" coverage in their particular
project. One participating engineer even argued that high edge coverage isn't desirable at all, since
edge cases is precisely what you don't want to test for in repeated and/or automated test suites (but
rather search for in exploratory testing).
Similarly, in all cases except D there were questions regarding the "new functionality" test
category. In the CIViT model this is defined as testing what is "currently under development"
[Nilsson 2014], but this is open for interpretation. When does something stop being "under
development" and become legacy, and at what granularity is this distinction made? To exemplify,
one interpretation is that something becomes legacy once it has been released, but such a definition
would mean that in case B everything is "new functionality". To resolve this we agreed on a specific
point in the integration as baseline for further changes – as the point where "new functionality"
becomes "legacy".
After having created the CIViT model and shifting focus to the Wanted Position ASIF model, in
each of the cases we noted that the participants didn't use the CIViT model directly to phrase
requirements which might then be represented using the Wanted Position ASIF. Rather, while the
CIViT model sparked and facilitated discussions regarding testing capabilities in general, it was
complaints and improvement suggestions that the engineers already had on their minds before
creating the models that tended to end up in the Wanted Position ASIF. In other words, the
engineers tasked with building and maintaining the integration systems already knew what they
would like to improve, and CIViT did not change those perceptions.
The improvements included in the Wanted Position ASIF models involved changes to activity
attributes, new automated activities and in one case a restructuring of causal relationships between
the activities.

8.4.2 Interviews
As described in Section 8.3, semi-structured interviews were carried out with a total of ten
engineers participating in the multiple-case study, with representatives from all four cases. The data
gathered in these interviews was analyzed alongside our observations during the modeling
workshops, as described in Section 8.4.3.

8.4.3 Analysis
As described in Section 8.3, the multiple-case study data was thematically coded and grouped
into five themes, corresponding to the subsections below, the first three of which address research
question RQ1 (see Section 8.2.2), while the fourth addresses research question RQ 2. The final
theme, related to RQ1, provides improvement suggestions and feedback on the studied techniques
that surfaced during the modeling workshops.
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8.4.3.1 Understanding and Communicating
The interviewees in their responses strongly support that continuous integration modeling is
useful for both understanding continuous integration systems and communicating around them.
Interviewees state e.g. that "there is a better understanding now", that "this way of modeling is
useful to explain to others what you're doing" and that "in a very short time we have achieved a
very good result and understanding in our organization".
With regards to the modeling experience itself we found that it was "a good tool for creating a
discussion around [...] continuous integration" which led to "needed understanding and internal
alignment", in the words of one interviewee. Others noted that "it was useful to do it in a group,
because it opened the eyes of a number of people", and that the modeling process "helped me think"
and revealed that the engineers going into the modeling sessions "had a simplified view of reality".
Once created, the models were also considered helpful, however, as they provide "more of a
common language", they made it "fairly easy to talk about wanted position" and serve as a basis for
communication.
Only two of the interviewees, both from case D (see Section 8.4.1.4) expressed negative views in
this area, but these were not directed at modeling in general: while "you need something like this"
they had previously been drawing ad-hoc diagrams similar to ASIF within their team and felt that
the techniques used in the study did not reveal more than they already knew. They pointed out,
however, that a common model is better when communicating outside your team, or if one wants to
compare or standardize practices, and their colleague argued that the studied techniques had
advantages over what they had previously used, such as putting "the spotlight on the data".

8.4.3.2 Basis for Improvement
In our multiple-case study we found two ways in which continuous integration modeling may
serve as basis for improvement: helping to identify and plan improvements, as well as supporting
subsequent technical work.
•

Improvement Identification and Planning. Of the ten interviewees, eight considered the
use of the studied models in combination to plan improvements an effective practice, stating
e.g. that "it becomes clear, the see the different stages" and that "you get a strategic picture
[where it is] easy to discuss where you want to get to by putting in new boxes or changing
the ones you're unhappy with, then you can bring that into a discussion about who is
responsible" (in response to IQ4, see Table 20). Seven of the interviewees were positive to
the benefits of CIViT in order to e.g. "know which parts we need to look at", that it
"provides greater clarity" and that "it became very clear [...] both where the boxes belong,
but also that there are gaps here". One interviewee offered that it would be beneficial to
make the identification of improvements more concrete by creating Wanted Position variants
of both models, commenting that when "we discussed where we should go ASIF-wise I tried
to connect back to CIViT, so I think I would have wanted that part first".

•

Support for Technical Work. Six of the interviewees were positive to using modeling to
support writing requirements and/or technical specifications (in response to IQ3, see Table
20), one of them stating that they had already put it to use in this way, saying that "yes, it
helps, it's helping us right now". Of the four who were not outright positive, three stated that
while they couldn't see it being useful to them at present, under other circumstances or in
other projects it could be (e.g. stating it would be useful in a different context or "if we
worked more systematically with [these issues], but right now we don't").
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8.4.3.3 Facilitation of Effective Modeling
From analysis of our experiences from conducting the case study workshops as well as of the
total interview material, we propose four recommendations for effective modeling of continuous
integration.
•

Multiple Occasions. In contrast with previous studies performed by us [Ståhl 2014b], in
each case of this study the modeling workshops were split into multiple occasions. At first
this was out of necessity, but several of the participants remarked positively on the result,
e.g. saying that "we would not have achieved the same results if we had hastened through it
in a single workshop". Comparing with our earlier single workshop case studies, we agree
with this sentiment. The time between sessions allows the participants to digest the new
information and reflect. We believe this is of particular importance to participants who are
unacquainted with the modeling techniques and require time to absorb a perspective on
software integration that may be completely new to them.

•

Mixed Participant Roles. Comparing the four cases of the study we find that the cases with
a mix of different participating roles, such as developers, architects and managers, generated
the most interesting discussions. This was particularly true in cases A and B, which also
were the cases where interviewees most pointed out the benefits of the models in alignment
and communication (e.g. "a good way to achieve alignment between the various involved
parties") and tended to think that the primary value of creating the models was the
workshops themselves, saying that "it's the discussion and who participates that's
interesting" and "the most important thing is to have a skilled person who can lead the
discussion forward and to have the right participants".

•

Coverage Versus Confidence. As described in Section 8.4.1.5, in each of the four cases it
proved extremely difficult to estimate test coverage. While we had anticipated this and used
only very imprecise intervals as coverage values, this was clearly insufficient. While
attempting to provide estimates the participants tended to get into lengthy discussions, some
of which added value (e.g. "What does this activity do, really?"), but mostly distracted from
the topic of the workshops. Instead, what we find is that practitioners are more concerned
with confidence in the software: while test coverage is seen is a way to reach that
confidence, in itself it is not of primary interest.

•

Complementing Levels of Abstraction. Just as it is broadly accepted good practice to work
at multiple levels of abstraction in software engineering in general, in this study we find that
this also applied to continuous integration systems: the studied models were recognized by
participants to serve different complementary purposes, together providing a richer view of
the system.

8.4.3.4 Studied Techniques as Complements
The interviewee responses support the notion that multiple continuous integration modeling
techniques can effectively serve as complements. As two engineers put it, the studied techniques are
"a good combo, because they have completely different target audiences" and "A strength in CIViT
is its simplicity. It's easy to phrase a message based on CIViT. ASIF is better suited to
communicating with the people who will do the actual work."
In response to IQ1 and IQ4 (see Table 20), respectively, seven and eight of ten interviewees were
positive, while in response to IQ2 only one gave an unqualified positive response. This correlates
with our observations of the workshop participants' behavior (see Section 8.4.1.5), telling us that
while one model can potentially serve as input to the other, this doesn't necessarily have to be the
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case. Indeed, several of the interviewees opined that closer alignment of the modeling techniques
would be valuable, saying that "if you can combine them that would be a good thing" and
envisioning how "if you created an ASIF model you could generate a CIViT view from that, and if
you manipulated [that CIViT view] that would result in requirements on the ASIF view".
8.4.3.5 Feedback on Studied Models
Through application of the models we identified four areas of difficulty related to the modeling
techniques themselves, which may serve as areas of improvement in any future evolution.
•

Multi-Faceted Activities. The basis of the CIViT model is a two-dimensional diagram
where test activities are plotted according to their level of system completeness and their
feedback time (see Figure 32). During our study we repeatedly ran into situations where test
activities, rather than occupying a point in that diagram, cover an area. Splitting them into
multiple icons is not an appealing solution: if estimating an activity's coverage with any
degree of accuracy proved difficult (see Section 8.4.1.5), estimating the coverage of the
subset executing in a particular context with a particular feedback time is that much harder.

•

Test Coverage. As previously discussed, arguably the greatest difficulty throughout the
conducted workshops proved to be coverage estimations, and the discussions generated by
these estimations rarely led to any tangible results. As a consequence we question the value
of separating coverage types into the four categories used in the study: separation of
functional and non-functional coverage is widely recognized and caused no objections, but
the other categories only served to muddy the waters. Furthermore, we find that manually
estimated coverage numbers are not only unreliable, but highly subjective (see Section
8.4.1.5).

•

Information Density. Several workshop participants commented on the information density
of the models, particularly in, but not limited to, the case of ASIF. One related how he with
favorable results had stripped CIViT of all coverage and automation data, leaving only the
test activities plotted into the diagram, when presenting to uninitiated audiences. One
measure to reduce the clutter of the models introduced by us during the modeling sessions
was a simplified representation of janitorial tasks in ASIF (see Figure 33). At the same time
interviewees were largely positive to ASIF, e.g. as a support for technical work (see Section
8.4.3.2), so clearly there is value both in simplified visualization and in information
richness. Consequently we believe that there is room for improvement for both CIViT and
ASIF in this area.

•

Manual Versus Automated Creation. There is considerable manual effort involved in
creating the models of this study. The total time spent modeling ranges from approximately
9 to 30 man hours, not counting the time spent by the researchers conducting the workshops.
However, much of the time was spent on the type of discussions that many of the
participants considered the most prominent benefit of the workshops. It may also be time
well spent in order for the participants to become acquainted with and appreciate the
modeling techniques – in the words of one of the participants, "When I first read about this I
felt [very skeptical], but after the [first sessions] I began to understand what the value was
[and] then grew increasingly positive as time went on". Our conclusion is that in the ideal
case the modeling techniques would offer two creation processes: one manual to encourage
debate and alignment, and one automatic that simply generates the models quickly and
cheaply.
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8.5 Related Work
There is an increasing amount of published continuous integration research available, and much
of it falls into two main categories: experience reports and presentation of a tool, framework or
technique to facilitate continuous integration. In previous work [Ståhl 2014a] we have conducted a
systematic review of literature with "continuous integration" and "software" in their titles or
abstracts, where 76 publications were fully reviewed in search of descriptions of continuous
integration practices. Several papers successfully identify challenges we have encountered in our
own work, e.g. scaling continuous integration [Roberts 2004, Rogers 2004] and communication
[Downs 2010], but to our great surprise, it's very difficult to find anything relating to continuous
integration modeling or, in a broader sense, the ability to reliably and systematically design
conducive and holistic continuous integration systems from end to end.
Revisiting the issue in the work reported from in this paper we conducted another literature
review, searching specifically for modeling and visualization techniques, using the inclusion and
exclusion criteria shown in Table 21. This yielded a total of 60 results. Application of exclusion
criteria EC1, EC2 and EC3 removed 55 results from the set. A number of these results appear
relevant at a glance, e.g. dealing with "incorporating [visualization] tools into the process of
continuous integration" [Bartoszuk 2014], applying continuous integration to model-driven
software development [Diaz 2012] or including model based testing in continuous integration
[Mossige 2014]. These topics are, however, distinctly different from visualizing or modeling the
continuous integration system itself. Of the remaining five results, one discusses the automatic
configuration of developer workspaces [Rouille 2013] and one is a brief description of a tool that
mines unit test results and coverage data from e.g. XML files to produce dashboard metrics
[Remencius 2009]. The final three results are papers discussing ASIF or CIViT, in which we have
participated.
Inclusion Criteria
IC1

Any published material matching
the Scopus search string TITLE-ABS-KEY("continuous
integration" AND ( model OR modeling OR visualization
OR visualisation )) AND SUBJAREA(COMP).

Exclusion Criteria
EC1

Material not available to us in English or Swedish.

EC2

Posters for industry talks lacking content beyond abstract
and/or references.

EC3

Material found through review of abstracts not to present any
techniques for modeling or visualizing continuous integration
systems.

Table 21: Inclusion and exclusion criteria of a literature review of continuous integration
modeling and/or visualization.

Reasoning that since a significant portion of the work done in a continuous integration system
typically revolves around testing, there may be relevant techniques for planning or orchestration of
tests within a continuous integration system. Consequently, we conducted a third review, using the
same exclusion criteria as before, but now using a different search string: TITLE-ABSKEY("continuous integration" AND test AND (plan OR planning OR
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strategy OR orchestration OR scheduling)) AND SUBJAREA(COMP). This
search yielded 17 results, of which 14 were eliminated by the exclusion criteria (see Table 21). The
remaining three papers were reviewed in full. Of these, one describes an extension of the FitNesse
tool to manage a number of automated testing frameworks [Kim 2009a], another similarly presents
a framework that is a "streamlined pipeline [that] will be effectively operated in all phases of the
software development life cycle to evaluate the future of the software product", but offers little in
terms of deciding which tests to run when, why, where and how [Rathod 2015]. The third provides a
thorough assessment of test case prioritization methods, motivated by the observation that in a
continuous integration scenario, "the time available for regression testing [...] is always limited"
[Jiang 2012]. We consider this to be highly interesting work, as time constraints are a crucial factor,
and indeed a driving force, in continuous integration modeling – after all, if one has the luxury of
executing every single test for every single change without time constraints, then there is arguably
little need to model or design one's continuous integration system in the first place. Consequently,
we consider the area of test selection and/or prioritization as complementary to continuous
integration modeling: each individual activity in a continuous integration system may be strictly
time boxed, and within each of those activities test case prioritization may well be used to optimize
the value derived from it. Unfortunately, it does not contribute to the holistic design or
comprehension of the system itself.
We find this lack of published material regrettable, and in the context of the positive feedback
received from industry professionals in previous work, a clear sign of a research field with great
untapped potential.

8.6 Threats to Validity
External validity is threatened by the fact that the data was obtained from the application of two
modeling techniques, while some of the conclusions from that data pertains to continuous
integration modeling in general. We argue, however, that while generalizations to any and all
modeling techniques would be problematic, generalizations to modeling practice as such, of which
the studied techniques are examples, are valid.
Researcher bias is also a concern, since we have previous involvement with the studied
techniques. However, the techniques were not chosen because of this involvement, but rather
despite it, as there is demonstrably a lack of alternatives (see Section 8.5). Second, a certain degree
of protection is offered by the research design, which is based on the direct and presumably
unbiased feedback from software professionals in multiple companies and settings as the primary
data source.
Furthermore, threats to internal validity include mortality and selection [Cook 1979]. Mortality,
because three workshop participants could not be included in the interviews (see Section 8.3). We
do not consider this to be a significant threat, as they represent a small minority and were prevented
from full participation due to e.g. illness, which is unrelated to the study and can be considered
random. Selection, because the workshop participants were not randomly selected, but instead
purposively sampled to achieve the best possible competence profile, as our main concern was to
ensure that the engineers with the required insight and experience were present (as discussed in
Section 8.3). To protect against researcher bias, each case contact person was asked to provide the
names. This caused differences in participant compositions, which may have affected the outcomes
of workshops and interviews (as discussed in Section 8.4), but not to a degree that we consider a
threat to the conclusions.
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8.7 Conclusion
Understanding, communicating and architecting large and complex continuous integration
systems is non-trivial. Consequently, especially considering the significant time, money and
resources being invested in these capabilities in the industry, any aid that can be offered
practitioners in order to build an overview of and to analyze their systems, as well as to investigate
the implications of potential improvements, is a valuable contribution to the field of research.
Consequently, based on previous work and the supposition that separate modeling techniques,
offering distinctly different perspectives on continuous integration, should favorably complement
each other when applied to the same case, we have through a multiple-case study of four large
industry projects and subsequent interviews with professionals of multiple roles sought to answer
the following research questions:
•

How may continuous integration modeling be applied to benefit industry practitioners
in their day-to-day work? We have found that modeling of continuous integration systems
can be beneficial to industry professionals by improving understanding and communication
of complicated continuous integration system, as well as for identifying and planning
improvements to those system and, to a lesser extent, as direct input and support to the
subsequent technical work to implement those improvements.

•

How can the continuous integration specific modeling techniques of ASIF and CIViT
be effectively applied in tandem to complement each other? We have found that the two
continuous integration modeling techniques of Automated Software Integration Flows
(ASIF) and Continuous Integration Visualization Technique (CIViT) can favorably be used
to complement each other by leveraging their respective focus on low and high levels of
abstraction. However, we have also found that there is room for improvement both in their
alignment – allowing models of one technique to serve as input to the other more effectively
– and in the design of each individual technique itself, as well as in improved tool support.

Finally, the study has demonstrated that continuous integration modeling techniques are
applicable to a range of large scale projects in varying industry contexts: all modeling sessions
could be concluded without significant difficulties.

8.7.1 Further Work
We consider both the unification of the studied modeling techniques and automated tool support
for building those models to be promising opportunities for further work.
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Chapter 9. Cinders: The Continuous Integration and
Delivery Architecture Framework
This chapter is published as:
Ståhl, D., & Bosch, J. (2016). Cinders: The Continuous Integration and Delivery Architecture
Framework. In review.
Abstract
Context: The popular agile practices of continuous integration and delivery have become an
essential part of the software development process in many companies, yet effective methods and
tools to support design, description and communication of continuous integration and delivery
systems are lacking.
Objective: The work reported on in this paper addresses that lack by presenting Cinders – an
architecture framework designed specifically to meet the needs of such systems, in enterprise and
software architecture frameworks as well as experiences from continuous integration and delivery
modeling in industry.
Method: The state of the art for systematic design and description of continuous integration and
delivery systems is established through review of literature, whereupon a proposal for an
architecture framework addressing requirements derived from continuous integration and delivery
modeling experiences is proposed. This framework is subsequently evaluated through interviews
and workshops with engineers in varying roles in three independent companies.
Results: Cinders, an architecture framework designed specifically for the purpose of describing
continuous integration and delivery systems is proposed and confirmed to constitute an
improvement over previous methods. This work presents software professionals with a
demonstrably effective method for describing their continuous integration and delivery systems
from multiple points of view and supporting multiple use-cases, including system design,
communication and documentation.
Conclusion: It is concluded that an architecture framework for the continuous integration and
delivery domain has value; at the same time potential for further improvement is identified,
particularly in the area of tool support for data collection as well as for manual modeling.

9.1 Introduction
This paper addresses the problem of constructing systems for rapidly and frequently transforming
source code changes into verified and deliverable software product revisions with known content,
known functionality and known quality – through software integration and test – in a controlled and
methodical way.
Historically, the problem of transforming lines of source code into functioning, verified products
running in their target environment could be regarded as a question of enterprise architecture: of
organizational responsibilities and manual processes. With the advent and growth of continuous
integration [Beck 2000, Fowler 2006] and delivery [Humble 2010, Fowler 2013], however, and the
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automation this brings, this is increasingly becoming a domain of software engineering: we see ever
more sophisticated software systems being constructed, with the purpose of compiling, integrating,
testing, delivering and deploying other software.
While such systems are generally perceived as adding value and increasing the efficiency of the
development project, we have found in previous work that the exact nature of these benefits is
highly uncertain and varies from case to case [Ståhl 2013]. Furthermore, even though there are
numerous popular tools that do much of the heavy lifting in these integration systems, they only
address isolated parts of a very large problem domain. In all our industry case studies [Ståhl 2013,
Ståhl 2014b, Ståhl 2016b, Ståhl 2016d] we have never found a complete off-the-shelf solution for
continuous integration. Rather, the integration systems we find often use similar tools, but
configured differently, put to different purposes and integrated with one another in varying
constellations. Not surprisingly, a review of literature reveals that reported continuous integration
systems display a high degree of variance [Ståhl 2014a]. In other words, as a rule, continuous
integration and delivery systems are highly customized and purpose-built software products in their
own right.
Similarly to the variance in system design, there is little consensus on the exact definition of
continuous integration and delivery, particularly as opposed to related terms such as continuous
testing, continuous release or continuous deployment. For the purposes of this paper, we use the
term continuous integration and delivery system to mean any system of automated activities
performed in order to transform source code into working and potentially shippable and deployable
products with known quality, content and functionality, i.e. including compilation, linking,
packaging, testing, profiling, documentation generation and much more, serving to ensure that "the
software can be released to production at any time" [Fowler 2013]. In this paper we propose and
evaluate a structured and systematic approach to the design and description of such systems, in
order to help software professionals become more effective and effcient in a critical domain where
significant resources are currently being invested.
The key contribution of this paper is that it provides an architectural framework for the design
and description of continuous integration and delivery systems, thereby addressing the lack of
systematic engineering approaches to solving a critical problem in the software development
industry.
The rest of the paper is structured as follows. The problem statement is presented in the following
section, discussing in greater depth the relevancy of systematic approaches to continuous
integration delivery system design and description. Following this, Section 9.3 provides a
background to the work reported from in this paper by discussing related tools and methods as well
as previous work on continuous integration modeling. Section 9.4 presents the employed research
method. Then the results are presented in Section 9.5 and evaluated in Section 9.6. Threats to
validity are discussed in Section 9.7 and the paper is then concluded in Section 9.8.

9.2 Problem Statement
It is easy to find introductions and tutorials to continuous integration – apart from a number of
books, a web search for "continuous integration tutorial" returns well over a thousand hits 19. While a
small development project may require little work in order to set up a simplistic solution, designing
a reliable continuous integration and delivery system for a medium to large scale project –
particularly one satisfying the high levels of traceability required in large segments of industry
19 https://www.google.se/search?q="continuous+integration+tutorial". Retrieved 22 January 2016.
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[BEL-V 2013, ECSS 2015, QuEST 2015, RTCA 2011] – is not a small undertaking, however. In
addition, all such large scale cases studied by us in previous work [Ståhl 2013, Ståhl 2014b, Ståhl
2016b, Ståhl 2016d], while incorporating many of the same open source or commercial tools, are
ultimately in-house developed bespoke systems.
The fact that continuous integration is non-trivial to scale has been recognized in literature for
some time [Roberts 2004, Rogers 2004]. It is also known that large numbers of different tools, such
as build tools, version control systems and test automation frameworks, are involved in continuous
integration and delivery [Hoffman 2009, Kim 2009a, Yuksel 2009] along with numerous
stakeholder roles [Krusche 2014]. We have ourselves noted the importance of considering the
continuous integration and delivery system's capacity, in relation to the needs dictated by one's
project size, and discussed strategies for handling that [Ståhl 2014b]. We believe that the problems
arising from this are further compacted by the fact that the companies – despite long experience of
developing large, highly systematized products on a multinational market – tend to not approach
this area with the same rigorous engineering practices as they do their normal product development.
Arguably because of the emergent nature of the field, there appears to be a lowering of standards
when developing the systems that ultimately produce the products, compared to the development of
the products themselves. This notion is supported by statements made by industry professionals
interviewed by us in previous work [Ståhl 2016b], e.g. an integration project manager of a very
large software product relating how they simply don't approach the problem in a systematic way
and don't document what exactly it is they want to achieve. In the same vein, a test manager in
another company previously studied by us explained how he constantly struggles with overlapping
and competing in-house tool development, leading to enormous waste of resources – a situation
unthinkable in the development of the regular product itself – simply because of insufficient
coordination of development teams and little to no systemization of, in his words, "the continuous
integration and delivery product".
Further evidence of the vast engineering problems involved in building large, effective and
reliable continuous integration and delivery systems is provided by the effort required. While it is
surprisingly difficult to find studies on capital and operating expenditure of such implementations,
one study [Miller 2008] estimates that a small team of developers spent approximately 7% of their
effort over a hundred day period on "CI process overhead", although this was outweighed by the
assumed cost of not having implemented continuous integration. Our own findings, both as
practitioners and researchers, support this claim; large industry development cases we have been in
contact with in recent years tend to estimate spending some 10% of their total R&D effort building
continuous integration and delivery capabilities, with one case of approximately 250 engineers
estimating 25%. An internal survey conducted within a large software company we have previously
studied further corroborates this. In it, four R&D units ranging from approximately 600 to 1,200
headcount report continuous integration system headcount allocations varying from 5% to 7%.
Consequently we conclude that continuous integration and delivery expenditure in the industry is
an important but under-researched field, but that there are strong indications that it is an area where
significant effort is being spent. In addition to this, as software professionals ourselves, we witness
an increasing incidence of customers requesting information on their suppliers' ability to
continuously deliver and deploy new software, as that ability factors factors into their purchasing
decisions.
The inherent paradox is evident: even though continuous integration and delivery capabilities are
clearly believed by many industry companies – both producers and consumers of software solutions
– to be crucial, and consequently invested heavily in, at the same time those same companies are
unable or unwilling to approach the problem with the same engineering rigor and diligence as they
do their commercial product development. In summary, we find that:
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•

Continuous integration and delivery capabilities are regarded as increasingly important in
the industry.

•

Vast amounts of money and resources are being expended in order to build continuous
integration and delivery capabilities.

•

Studied large scale continuous integration and delivery systems are bespoke in-house
developed solutions.

•

Despite its importance and the investments made, the problem of constructing effective and
efficient integration systems isn't necessarily addressed in a systematic way.

9.3 Background
This section provides context by discussing the background of the work reported from in this
paper.

9.3.1 Continuous Integration Modeling
In response to the situation outlined in Section 9.2, modeling and visualization techniques have
been proposed [Nilsson 2014, Ståhl 2014a] and applied by us in industry case studies [Ståhl 2014b,
Ståhl 2016b) with positive results: case study participants find that modeling of continuous
integration systems supports technical work, helps them understand the systems and aids
identification and planning of improvements. It was furthermore appreciated that the studied
techniques operate on different levels of abstraction, as the need for detail varies with stakeholder
and context.
A number of improvement suggestions also surfaced, however. Several interviewees stated that
rather than two separate modeling techniques, it would be preferable with a single model based on
which multiple views – including, but not necessarily limited to, the views offered by the studied
techniques – could be rendered: in other words, an architecture framework providing multiple
viewpoints. In an ideal scenario, these interviewees pointed out, such a framework would come
with tool support. This would not only allow changes made in one view to automatically propagate
to other views, but also the data generated by the continuous integration and delivery system to be
automatically gathered and interpreted.
In addition to some minor comments on the nature and content of the respective modeling
techniques it was further commented that, while the difference in level of detail between them was
beneficial, even more fine grained control allowing one to adjust the level of detail within a view
depending on context would be useful; one of the main points of criticism was that the information
density could make the models inaccessible, particularly to uninitiated audiences.
Example instantiations from industry cases of the studied modeling techniques, Automated
Software Integration Flows (ASIF) and Continuous Integration Visualization Technique (CIViT),
are shown in Figures 34 and 35, respectively.
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Figure 34: A cut-out of a much larger Automated Software Integration Flows (ASIF) model
from industry. ASIF shows multiple interacting elements of the continuous integration system
– automated activities (rectangles), inputs (triangles), janitorial tasks (hexagons) and other
triggering factors (circles) – along with their causal, consuming and modifying relationships,
building on the concept of integration as a Directed Acyclic Graph (DAG) [Beaumont 2012].
The characteristics of each activity, represented as a node in the graph, are captured by a set
of attributes entered as text into the activity icons.

9.3.2 Activity Configuration Tools
Apart from the modeling techniques proposed in literature, popular tools offer a number of
solutions for configuring continuous integration and delivery activities, falling into three main
categories.
In the "classic" approach to job configuration one specifies triggering conditions and the
consequences – through a graphical user interface and/or scripting/programming – of the individual
job or activity.
As the number of activities increases, however, it becomes difficult to overview and maintain
them in a consistent and cost effective manner; this becomes particularly challenging for activities
with non-trivial relationships or relationships outside of the scope of the individual continuous
integration tool (such as manual triggering, inter-tool or inter-server triggering).
Partly in response to the above difficulties, programmatic approaches to describing sets of
activities have emerged. One notable example of this is the Jenkins Pipeline plugin 20, allowing
complicated relationships, such as forking/joining, looping and parallelism to be succinctly
expressed, and reducing the overhead of maintaining large numbers of configurations. It should also
be noted that this approach is in line with the infrastructure as code movement.
The third and final category is the diagram approach. To exemplify, the Process Editor of
Microsoft's Team Foundation Server21 offers the ability to define sequences of steps to execute to
achieve some purpose, e.g. build and deploy to a server.

20 https://wiki.jenkins-ci.org/display/JENKINS/Pipeline+Plugin
21 https://www.visualstudio.com/en-us/products/tfsoverview-vs.aspx

155

Figure 35: An example of a Continuous Integration and Visualization Technique (CIViT) model
from industry. CIViT provides an overview of test activities and capabilities in an integration
system: test activities are mapped onto a two-dimensional diagram, where the axes represent
the level of system completeness at which the test operates versus feedback times. The icon
border colors represent degree of automation, while the four areas represent different types of
tests (New Functionality, Legacy Functionality, Quality and Edge) and their coloring their
respective level of coverage.

The relationship between the configuration options provided by these tools and an architecture
framework is one of level of abstraction; it is analogous to the relationship between a product's
source code and its architecture description or, perhaps more accurately, between a development
environment and a software architecture framework. In other words, an architecture framework for
continuous integration and delivery does not replace the need for tools such as Jenkins 22, Team
Foundation Server or Bamboo23, but rather complement them. That being said, the abstraction level
of such tools is increasing, and a new generation of pipeline-oriented tools (e.g. GoCD 24) occupy a
middle ground.

22 https://jenkins.io
23 https://www.atlassian.com/software/bamboo
24 https://www.go.cd
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93.3 General-Purpose Modeling Languages
Several general purpose modeling languages exist, which may be used for describing continuous
integration and delivery systems. Prominent examples include UML 25 and BPMN26. The strength of
these modeling languages is that they are generic and applicable to a wide range of problem
domains; the UML Activity diagram, for instance, could very well be used to describe a high level
view of continuous integration and delivery activities. This is also their weakness, however: many
specific problem domains contain relevant information which requires specialized notation for
purposes of completeness as well as readability. Ultimately, if a general-purpose modeling language
was always sufficient, there would be no need for domain specific architecture frameworks, yet
such architecture frameworks are abundant (see Section 9.3.4).
That being said, in the interest of minimizing duplication it is of value to be aware of the
standards that exist and reuse notation and iconography where applicable.

9.3.4 Architecture Frameworks
The definition of an architecture framework we use in this work is that of ISO/IEC/IEEE:
"conventions, principles and practices for the description of architectures established within a
specific domain of application and/or community of stakeholders" [ISO 42010 2015a]. Such
architecture frameworks can serve to structure the architect's mind and support her in creating
conducive and effective architecture descriptions. Numerous architecture frameworks exist for a
wide array of domains – ISO/IEC/IEEE lists 63 frameworks in its survey [ISO 42010 2015c] – such
as enterprise architecture and software architecture. Popular software architecture frameworks
include the 4+1 View Model [Kruchten 1995] and the Agile influenced C4 model [Brown 2013],
representing rather different approaches to the problem of describing software systems. The former
advocates consideration of separate aspects of architecture via documenting four views: Logical,
Process, Development and Physical, with an optional Scenario view. C4, on the other hand, stresses
the importance of simplicity and speed in moving from planning to implementation, defining four
successive diagrams of decreasing level of abstraction – Context, Container, Component and Class
– which feed directly into the code structure.
In the domain of continuous integration and delivery, however, there is a lack of both architecture
frameworks (see Section 9.5.1.3) and modeling techniques – a lack which is arguably related to the
unstructured way in which these systems are often developed (see Section 9.2). Indeed, a literature
review [Ståhl 2016b] revealed that – to our surprise – only two continuous integration modeling
techniques are to be found in published literature: Continuous Integration and Visualization
Technique (CIViT) and Automated Software Integration Flows (ASIF), both the result of work in
which one or both authors of this paper participated. While the testimony of software professionals
outlined previously in Section 2 shows the importance of this field of research, the scarcity of
published work convinces us that an investigation into the possibility to provide concrete guidance
and a structured approach through an architecture framework applicable to the domain of
continuous integration and delivery would constitute a valuable contribution.

25 http://www.uml.org
26 http://www.omg.org/spec/BPMN
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9.4 Research Method
This section describes the research method applied in the work we report from in this article.

9.4.1 Research Question
Following our reasoning outlined in Section 9.1 and the subsequent problem statement (see
Section 9.2), the research question we address in this article is "In what way can the paradigm of
architecture frameworks favorably be applied to facilitate the design and description of continuous
integration and delivery systems?"
This question constitutes an evolution of our previous work in the area. In [Ståhl 2016b] we
asked the similar question of "How may continuous integration modeling be applied to benefit
industry practitioners in their day-to-day work?" In this work we strive to build upon the results and
learnings from that work, taking one step further in the "build-and-evaluate loop" of design-science
[Hevner 2004], by combining and formalizing the existing modeling techniques into a coherent
architecture framework. Through that process we seek to bring improvements based on the rich
body of knowledge and experience to be found in the area of architecture frameworks to continuous
integration and delivery practitioners.

9.4.2 Study Design
In order to investigate the research question, we formulated two suppositions, S1 and S2:
•

S1: An architecture framework can be defined which unifies existing continuous integration
and delivery modeling techniques.

•

S2: Such an architecture framework can be shown to address requirements derived from
previous application of existing continuous integration and delivery modeling techniques.

The study was then designed to examine the validity of these suppositions through three main
parts, the latter two of which correspond to the build and evaluate processes of design-science, as
described by [March 1995]:
•

Establishment of the state of the art for systematic design and description of continuous
integration and delivery systems.

•

A proposal for a new architecture framework, developed specifically to address identified
improvement potential of the problem domain.

•

Evaluation of the suppositions.

9.4.3 Establishment of State of the Art
In establishing the current state of the art we reviewed experiences from continuous integration
and delivery modeling, identified requirements on an architecture framework for continuous
integration and delivery systems, and investigated the applicability of existing architecture
frameworks.
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9.4.3.1. Review of Published Experiences From Continuous Integration and
Delivery Modeling Techniques
In recent previous work [Ståhl 2016b] we conducted a literature review of continuous integration
and delivery modeling techniques (see Table 22 for inclusion and exclusion criteria). The initial
search (IC1) yielded 60 results, which were subsequently culled to five through application of EC1-3:
[Nilsson 2014, Remencius 2009, Rouille 2013, Ståhl 2014a, Ståhl 2014b]. Among these five results,
two continuous integration modeling techniques are presented: Automated Software Integration
Flows (ASIF) and Continuous Integration Visualization Technique (CIViT).
Inclusion Criteria
IC1

Any published material matching the Scopus
search string TITLE-ABS-KEY("continuous
integration" AND ( model OR modeling OR
visualization OR visualisation )) AND
SUBJAREA(COMP)

Exclusion Criteria
EC1

Material not available to us in English or
Swedish.

EC2

Posters for industry talks lacking content
beyond abstract and/or references.

EC3

Material found through review of abstracts not
to present any techniques for modeling or
visualizing continuous integration systems.

Table 22: Inclusion and exclusion criteria of a literature review of continuous integration
modeling and/or visualization.

This original search was conducted in 2015. As part of the work presented in this paper and
hoping to find additional, recently published techniques to serve as input to our work, the same
search, applying the same inclusion and exclusion criteria, was repeated in January 2016. This
renewed search yielded 21 additional items, which through application of exclusion criteria EC 1-3
were culled to one: [Klepper 2015], which proposes an agile process model but does not address the
construction of the continuous integration system itself.
A final Scopus search targeting the application of architecture frameworks to continuous
integration was also conducted (TITLE-ABS-KEY("continuous integration" AND
("architecture framework" OR "architecture description")) AND
SUBJAREA(COMP)), but yielded no results.
Consequently we conclude that two relevant modeling techniques are described in published
literature: ASIF and CIViT, both of which we ourselves have been involved in. We regret this lack
of published material in what we – based on the positive feedback received from industry
professionals in previous work – consider to be a field of great industry relevance.
The set of continuous integration modeling techniques thus defined, we proceeded to search for
experiences from applying or studying them. This took the form of a Scopus search for any
published literature in Computer Science whose title, keywords and/or abstract indicate that it
would report on experiences from applying either of these techniques. The exact query used was

159

TITLE-ABS-KEY(("Continuous Integration Visualization Technique" OR
"Automated Software Integration Flows" OR ASIF OR CIViT) AND
(experience OR report OR application OR study)) AND SUBJAREA(COMP).
To the results of this search (described in Section 9.5.1) we added related work performed by us
[Ståhl 2016b], which was unpublished at the time of the search.

9.4.3.2 Framework Requirements Identification
The results of the search for experiences of ASIF and/or CIViT industry application (see Section
9.4.3.1) were mined for three types of statements: reflecting conducive characteristics of the
modeling techniques, challenges in implementing them or identified improvement potential. These
categories were chosen as the foundation upon which to build requirements for a continuous
integration and delivery framework, as they represent positive properties which to preserve,
difficulties to address and improvements to include, respectively.
The mined statements were thematically coded in an iterative process, upon which each theme
was phrased as a requirement. These requirements were then used in subsequent analysis of existing
architecture frameworks, as input to the design of Cinders and as the basis for investigation of our
suppositions.

9.4.3.3 Review of Existing Architecture Frameworks
On the basis of the identified requirements a review of existing architecture frameworks was
conducted, serving two distinct purposes:
•

Find applicable frameworks: Existing architecture frameworks may to a lesser or greater
degree already satisfy the identified requirements of the problem domain (see Section
9.4.3.2), and may potentially be re-used.

•

Find applicable viewpoints: Existing architecture frameworks may define viewpoints
which may be re-used or serve as basis for the definition of tailored viewpoints in a new
framework, ensuring that best practice in both academia and industry is captured.

The ISO/IEC/IEEE survey of architecture frameworks [ISO 42010 2015c] was used as inventory
for the review. For each of the frameworks in the survey, first the ability of the framework as a
whole to meet the stipulated requirements (see Section 9.4.3.2) was assessed, then the ability of any
of its viewpoints to address one or more of the requirements was similarly assessed.

9.4.4 Architecture Framework Design
Based on the results of the review of architecture frameworks and the identified requirements a
set of architecture viewpoints was designed – viewpoints which, when combined, satisfy the
identified requirements, yet "frame specific concerns about [the] architecture", in the words of the
ISO/IEC/IEEE 42010 standard [ISO 42010 2015b].
This design process consisted of the following steps:
•

The existing modeling techniques of ASIF and CIViT were translated into separate
viewpoints.

•

Where necessary, these viewpoints were modified in order to satisfy the identified
requirements.
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•

Where necessary, the viewpoints were split in order to satisfy the identified requirements.

•

Data entities not integral to the viewpoint, and therefore optional, were identified and
extracted into Data Layers.

•

In an iterative process, a data model encompassing all the data entities of the resulting
viewpoints was defined, and those viewpoints were adjusted and aligned to enable that data
model.

9.4.5 Early Feedback
To obtain as early feedback as possible before proceeding with more thorough evaluation of the
framework, whether engineers with experience from both ASIF and CIViT would consider the
evolution represented by Cinders a step in the right direction was investigated. To this end, the ASIF
and CIViT models created in a previous case study [Ståhl 2016b] were translated into Cinders views
and presented to the engineers of that case. Their feedback and reflections were then gathered in a
semi-structured group interview (see Table 24).

9.4.6 Evaluation
In order to evaluate the proposed architectural framework, each of the stipulated suppositions was
investigated separately: supposition S1 by showing that the architecture framework could
successfully be designed and that ASIF and CIViT models from previous work could successfully
be translated, and supposition S2 by conducting industry workshops and interviews.
First, two workshop were carried out similarly to our previous work on ASIF and CIViT: an
introduction to the architecture framework was provided, whereupon the architecture description
was constructed collaboratively in real time and displayed on a large screen. During the workshop
the researcher was at the keyboard, with the format allowing all participants to continuously verify
and adjust the result. This was followed by semi-structured group interviews, with questions (see
Table 25) mapped directly to the identified architecture framework requirements (see Section
9.5.1.2); this direct mapping of questions-to-requirements was specifically designed to address
supposition S2 (see Section 9.4.1).
Second, a semi-structured group interview was conducted with two Continuous Integration
Senior Specialists at Ericsson – engineers with many years of experience from designing and
maintaining large scale continuous integration and delivery systems. In this interview the same
introduction to Cinders was provided as in the above sessions, and the same interview questions as
in the workshop were used.
Together, we argue that these evaluation techniques – particularly against the background of early
feedback from practitioners with previous experience – complement each other well in that they not
only represent user experiences in separate and independent industry settings, but also the input of
experts in the field with significant experience from building large scale continuous integration and
delivery systems in one of the world's largest software companies.

9.5 Results
This section presents the results of the work conducted in the research project.
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9.5.1 Establishment of State of the Art
This section describes the steps taken to establish the state of the art in systematic approaches to
continuous integration and delivery system design.

9.5.1.1 Review of Published Experiences From Continuous Integration
Modeling Techniques
As described in section 9.4.3.1, the work to propose an architecture framework began by
searching for published experiences from application of any of two modeling techniques
Continuous Integration Visualization Technique (CIViT) or Automated Software Integration Flows
(ASIF), using Scopus. Only one such report could be found: Automated software integration flows
in industry: A multiple-case study [Ståhl 2014b] – work previously published by us. While this lack
of sources is regrettable and represents what we consider a lack of attention to an important field of
research, when combined with our later work [Ståhl 2016b] it still represents a total of nine separate
cases across five companies:
•

A telecommunications network development project.

•

A military aircraft environment tracking and management system development project.

•

A military aircraft visualization system development project.

•

An electric vehicle on-board software development project.

•

An airline development project.

•

An Android mobile device software project.

•

A jet fighter on-board software development project.

•

A mobile device modem software development project.

•

A router software development project.

All feedback on the studied modeling techniques from these papers was fed into the identification
of requirements for a prospective architecture framework (see Section 9.5.1.2).

9.5.1.2 Framework Requirements Identification
As described in section 9.4.3.2, literature was searched for statements pertaining to continuous
integration and delivery modeling experiences. Such discrete statements were extracted and
thematically analyzed (with each discrete statement constituting a code) in order to identify themes
in a two-step process, informed by the guidelines presented by [Robson 2011]. In the first step each
code was categorized into a very broad theme (e.g. Readability). In the second step, they were
labeled as belonging to one or more sub-themes (e.g. Information Density and Flow Visibility) in an
iterative process where sub-themes were defined, redefined, merged and split until we as
researchers could not identify any changes which would further improve the accuracy of the
resulting thematic network, shown in Figure 36.
To exemplify, in the first step both statements "it is difficult to follow the directional ASIF
model" and "there was a problem with ambiguity in how the triggering of and input to activities was
represented" were categorized as pertaining to Readability. In the second step, these were then
labeled as belonging to sub-themes Flow Visibility and Separate Relationship Types, respectively.
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Figure 36: Thematic network generated from statements in literature.

Following this analysis the statements of each of the sub-themes were summarized as a
requirement, resulting in a set of twelve requirements for a prospective continuous integration and
delivery architecture:
•

Req1: Should show triggering and consuming relationships between continuous integration
activities. Experiences from application of ASIF show that there are two types of
relationships between integration activities which are of primary interest: an activity may be
triggered by the outcome of one but consume the output of another.

•

Req2: Should offer options for capturing highly parallelized integration systems with large
numbers of activities. Experiences from application of ASIF show modeling integration
systems often contain large numbers of similar, or even identical activities operating in
different contexts. One example of this is a test activity replicated across an array of
modules, checking their quality before integrating them into a higher system tier. Modeling
such activities as separate entities is problematic both from a data collection perspective and
from a reader comprehension perspective.

•

Req3: Should provide multiple views. Providing multiple views on an architecture allows
one to use conducive notations to express separate aspects of the system, while at the same
time providing separation of concerns. This is demonstrated by the favorable feedback from
industry professionals from applying both ASIF and CIViT techniques in parallel to several
cases, and is a common feature of established architecture frameworks (see Section 9.5.1.3).

•

Req4: Should be possible to change the level of abstraction within a view. Industry
professionals have, during case studies, expressed different views on the level of detail
desired both in ASIF and CIViT, depending on the circumstances and the audience. One
engineer had favorable experiences of manually removing information from models when
presenting to uninitiated audiences.
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•

Req5: Should share data, enabling tool support where changes to one view impacts other
views. Realizing that ASIF and CIViT operate on the same data entities, case study
participants have commented that it would be helpful if they were merely different views
generated from the same data source. This would not only save time, but also ensure
consistency across views.

•

Req6: Should allow for automatic gathering of quantitative data. When using architecture
framework descriptively, that is capturing the characteristics of an existing system, manual
data collection is both labor intensive and prone to inaccuracy. In such situations the ability
to collect quantitative data should be possible to automate.

•

Req7: Should clearly show various types of problem of information density in general, it has
been remarked that despite the modeling technique's name, ASIF does not offer a clear view
of various types of exemplify, it is not immediately visible which activities are triggered by
what, or the path a software artifact may take.

•

Req8: Should provide a high level abstraction view of test capabilities. In case studies,
CIViT has generally been appreciated for its ability to provide a high level abstraction of a
system's testing capabilities. This feature should be retained by the architecture framework.

•

Req9: Should show software confidence rather than test coverage. The CIViT model
prescribes four different types of tests: new functionality, legacy functionality, quality and
edge [Nilsson 2014]: F, L, Q and E, respectively (see Figure 35). Experiences from applying
this taxonomy and estimating the respective types of test coverage in industry cases show
that the new functionality and edge categories cause a great deal of confusion and debate, as
well as arguably justified arguments over whether edge cases are favorable to include in
automated test suites to begin with. Consequently we argue for a simpler dichotomy of
functional versus non-functional (quality) testing, which in our experience causes no
questions or arguments. In addition, test coverage estimations made by engineers have been
highly subjective and uncertain, leading to the conclusion that a preferable approach is to
focus on the subjective and arguably more relevant concept of confidence in the software
when collecting data from human beings – i.e. confidence that software is safe to release, as
discussed by e.g. [Humble 2010].

•

Req10: Should be able to represent both manual and automated activities. Even though
continuous integration and delivery systems rely on automation for speed and efficiency, in
the reviewed case studies there are, as a rule, manual activities (particularly test activities)
complementing the automated ones. While ASIF explicitly focuses on only automated
activities, from a holistic software production point of view manual activities are arguably as
relevant as automated ones and should for completeness also be represented by an
architecture framework.

•

Req11: Should be able to represent the mapping of activities onto physical environments.
While some of the continuous integration systems we have observed can be deployed to
generic PC hardware or commercially available cloud services, others require highly
specialized and expensive hardware, sometimes spread around the globe. To exemplify,
when the product is a jet fighter aircraft [Ståhl 2016b] then test environments are both
limited and expensive (and failing a test can have severe consequences), so a great deal of
thought needs to go into what is tested where. This is also a common capability of software
architecture frameworks (see section 9.4.3.3).
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•

Req12: Should be able to represent overlapping test activities operating at multiple levels of
system completeness and/or at multiple lead times. One difficulty encountered when
applying CIViT to industry cases has been to represent test capabilities that do not fit into a
single point of the CIViT diagram, but rather cover an area, as well as depicting test
capabilities occupying the same space in the diagram.

9.5.1.3 Review of Existing Architecture Frameworks
As described in Section 9.4.3.3, the 63 architecture frameworks listed in [ISO 42010 2015c]
survey were reviewed, both to understand the state of the art in architecture framework design and
to search for applicable frameworks that meet the requirements (see Section 9.5.1.2) or, failing that,
architecture viewpoints which may be re-used. The largest category in the survey is enterprise
architecture frameworks. These map "all of the software development processes within the
enterprise and how they relate and interact to fulfill the enterprise's mission" [Urbaczewski 2006]
and typically focus primarily on the organizational interdependencies and business needs of the
enterprise, then drilling down to a technical "layer" or set of viewpoints that support those needs.
This approach is also taken by ArchiMate 27. These technical descriptions are, however, at a high
level of abstraction and do not meet the domain specific requirements for a continuous integration
and delivery architecture framework (e.g. mapping of activities onto physical hardware, test
feedback lead times and causal versus consuming relationships; see Section 9.5.1.2).
Another large category is that of software architecture frameworks. Prominent examples are the
4+1 View Model [Kruchten 1995], Siemens 4 Views [Hofmeister 2000] and the set of viewpoints
presented by [Rozanski 2005]. It can be argued that general software architecture frameworks
should be applicable to continuous integration systems as well – after all, they are merely software
systems with the purpose of producing other software – and consequently a domain specific
architecture framework for continuous integration should closely resemble proven frameworks for
software in general, or may not even serve any purpose at all.
We consider this to be a false conclusion, for two reasons. First, in our experience we find that
continuous integration systems engineering, while involving a certain amount original software
development, to a much greater degree concerns the configuration and orchestration of already
existing tools, frameworks and services; as discussed in Section 9.1, similar sets of tools – put to
different uses in different configurations and constellations – tend to be used in most cases. Second,
the chief concerns for continuous integration architects and professionals we have studied and
interviewed are not the questions of processor thread concurrency, object coupling or subsystem
dependencies that software architecture frameworks typically address – these are instead
implementation details of the numerous activities in the system, for which such frameworks may
well be used – but rather how the end to end process of turning source code changes into deliverable
product revisions with known content, quality and functionality may be optimized, from the diverse
perspectives of all stakeholders.
That being said, we find two applicable themes in software architecture frameworks. One is the
description of "a set of independently executing logical networks of communicating programs
(called 'processes'), distributed across a set of hardware resources connected by a LAN or a WAN",
in the words of [Kruchten 1995] (describing the highest abstraction level of the Process View,
original emphasis). Different types of interactions between these processes are denoted by separate
types of connectors. This viewpoint is clearly applicable to continuous integration and delivery
systems – indeed, with slightly altered notations and processes exchanged for activities, it could
serve as a description of the ASIF modeling technique. The other theme is what is addressed by e.g.
27 http://www.opengroup.org/subjectareas/enterprise/archimate
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the Deployment Viewpoint [Rozanski 2005], the Execution Architecture View [Hofmeister 2000]
and the Physical View [Kruchten 1995]: the manner in which the system is deployed to and
executed on physical hardware. This is not covered by any of the available continuous integration
modeling techniques, but is nevertheless a valid issue that corresponds to Req 11 of the architecture
framework requirements (see Section 9.5.1.2).

9.5.1.4 Reflection
We find that while modeling techniques targeting continuous integration and delivery systems
exist, they by themselves do not meet the requirements identified from their in situ application to
industry cases – indeed, many of the identified requirements stem from perceived shortcomings of
those modeling techniques. We also find that while several established architecture frameworks
include viewpoints which are highly applicable to the problem domain, none of the frameworks
themselves fully satisfy the requirements.
Given this finding, we posit that the design of an architecture framework specifically tailored to
describe continuous integration and delivery systems is warranted. Consequently, we proceeded to
design such a framework meeting the identified requirement, as described in detail in Section 9.5.2.

9.5.2 Architecture Framework Design
Following the failure to identify an applicable architecture framework for continuous integration
and delivery systems, Cinders – a framework meeting the identified requirements (see Section
9.5.1.2) – was developed. This work consisted of two parts: definition of its viewpoints and
subsequent definition of the underlying data model.

9.5.2.1 Architecture Viewpoints Definition
To meet the architecture framework requirements, three main viewpoints and an optional fourth
viewpoint are proposed.
The Causality Viewpoint focuses on representing triggering relationships in continuous
integration and delivery systems. It is influenced by the process oriented viewpoints of established
software architecture frameworks (see Section 9.4.3.3) and builds on the concepts of ASIF (see
Figure 34) and includes the same node types. Apart from activity nodes, representing e.g.
compilation, linking, test and/or analysis jobs in the integration system, other included node types
are repository nodes (i.e. source or binary repositories), tasks (typically trivial steps in the
integration flow, for which the activity class attributes are not applicable, e.g. sending mails) and
triggers (representing events of external input to the system, e.g. manual or scheduled invocation).
In the Causality Viewpoint these nodes do not represent instances, however, but classes (of
repositories, activities, tasks or triggers), where a class captures a set of instances sharing purpose
and similar attributes, but potentially applied to multiple contexts, thereby addressing the problem
of parallelized systems (Req2). Furthermore, all Causality Viewpoint nodes contain a brief
description of their function and purpose. Unlike the ASIF modeling technique, the Causality
Viewpoint does not include any node relationships other than triggering (causal) ones. In the
interest of reinventing as little as possible, these relationships are represented identically to the
Triggering relationships of ArchiMate (The Open Group, 2013).
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In response to Req4, all additional information is restricted to layers, which may be added or
removed from the viewpoints independently of each other, the better to provide the right level of
detail. The layers applicable to the Causality Viewpoint are the Attributes Layer, the Physical Layer,
the Automation Layer, the Confidence Layer and the Happy/Sad Path Layer.

Figure 37: An instantiation of the Causality Viewpoint without any optional layers.

The Attributes Layer decorates the nodes with sets of attributes, similarly to the ASIF modeling
technique. These attributes may contain both quantitative and qualitative information. The sets of
attributes to include can be adjusted, but based on multiple applications of CIViT and ASIF [Ståhl,
2014b, Ståhl 2016b] we propose the following base set:
•

pre-integration-procedure (repository class): The steps required before integrating new
code with the integration target. Possible values: one or more of {none, review,
queue, tests, automated}.

•

integration-target (repository class): The type of branch or storage the repository node
represents. Possible values: one of {private, team, development, release}.

•

automation (activity & task classes): The degree of automation. Possible values: one of
{none, supporting, full}.

•

functional-confidence (activity class): The degree of confidence in functional aspects
provided by the activity. Possible values: one of {none, some, extensive}.

•

non-functional-confidence (activity class): The degree of confidence in non-functional
aspects provided by the activity. Possible values: one of {none, some, extensive}.

•

queue-time (activity class): The minimum and maximum time spent queuing for execution,
after triggering criteria have been satisfied. Value: [tmin, tmax].

•

duration (activity class): The minimum and maximum time spent executing the instances
of the activity class. Value: [tmin, tmax].

•

system-completeness (activity class): The level of system completeness at which the
activity class operates; a dichotomy that is very difficult to define generally in any
meaningful yet concise way. Consequently a minimalistic set is included here, which should
be regarded as open for extension in the particular case. Possible values: one or more of
{unit, partial, full, customer on-site}.
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•

lead-time (activity & task classes): The total time spent in the continuous integration and
delivery system (from the ultimate upstream cause) until the conclusion of the activity. In
theory, in a fully automated system, this lead time would be the sum of upstream queue-time
and duration values. In practice, however, we find that random variations rarely make such
computations meaningful, particularly when manual triggering is involved. Consequently a
separate value is useful. Possible values: one or more of {minutes, hours, days,
weeks, months}.

Note that this attribute set includes automation because, unlike ASIF, this viewpoint addresses
both manual and automated activities. Furthermore, while ASIF proposes success-criteria and
status-communication, we have found the use of these to be both awkward and ambiguous in
practice. Instead, with the introduction of simplistic tasks to the Causality Viewpoint, this
information can be readily expressed as relationship notations and tasks, respectively (see Figure
37).

Figure 38: A meta-model of the Causality Viewpoint (without any extra layers). Repository
nodes are triangular, trigger nodes circular, activity class nodes rectangular and task nodes
hexagonal. Edges represent triggering relationships, with annotations describing the criteria of
those triggers.

The Physical Layer reveals the physical environments, represented as shaded backdrops, hosting
the nodes of the Causality Viewpoint. It is highly influenced by the physical and deployment
viewpoints of existing software architecture frameworks (see Section 9.5.1.3).
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The Automation Layer colors the causality relationships and the borders of activity and task
classes, from red to green, depending on their degree of automation (corresponding to the
automation attribute in the Attributes Layer).
The Confidence Layer adds colored boxes to activity classes, from gray to green, depending on
the degree of functional and non-functional confidence (corresponding to the functional-confidence
and non-functional-confidence attributes in the Attributes Layer).
The Happy/Sad Path Layer adds icons to activity and task classes representing whether it and all
causal relationships upstream from it represent successful/normal ("happy") criteria, whether they
contain abnormal/fault ("sad") criteria, or ambiguous ("any") criteria, respectively.
The System Completeness Layer colors the activity class backgrounds, from red to green,
depending on the level of system completeness (corresponding to the system-completeness attribute
in the Attributes Layer).
A meta-model of the Causality Viewpoint is provided in Figure 38, along with an example view
without any layers in Figure 37.
The Production Line Viewpoint is similar to the Causality Viewpoint in that it contains the same
nodes, with the exception of the circular triggering nodes. It also replaces causal relationships with
consuming relationships, drawn as dashed edges. This style is deliberately chosen to be identical to
ArchiMate's Flow relationships, as they both represent "the exchange or transfer of, for example,
information or value between processes", in the words of the ArchiMate specification [Open Group
2013]. The set of layers is the same as for the Causality Viewpoint, with the exception of
Happy/Sad Path Layer, which is not applicable.
While the purpose of the Causality Viewpoint is to make clear the causal relationships between
activities and tasks, the purpose of the Production Line Viewpoint is to show how artifacts (source
code revisions and their derivatives) pass through the system. This split between two separate
viewpoints goes back to feedback on ASIF [Ståhl 2016b] that when several relationship types are
included in the same diagram it's difficult to understand "the flow" – and the recognition that there
is more than one type of flow to be understood. An example of the Production Line Viewpoint is
shown in Figure 39.
The Test Capabilities Viewpoint satisfies the identified need to provide an overview of which
test activities are executed at which level of system completeness, and with which feedback lead
time. Responding to requirements Req4 and Req8, this viewpoint corresponds to a simplified version
of CIViT [Nilsson 2014]. Activity classes performing some form of test are mapped into a two
dimensional diagram, where one dimension represents level of system completeness at which the
tests are conducted, and the other the lead time from the entry point of the continuous integration
and delivery system until the activity is concluded. These dimensions correspond to the systemcompleteness and lead-time attributes of the Attributes Layer, respectively, and according to Req 12
these may hold multiple values. Consequently, the activity class representations in the Test
Capabilities Viewpoint may cover an area of the diagram, rather than a single point. Also in
accordance with Req12, these representations are transparent to allow overlap.
Layers applicable to the Test Capabilities Viewpoint are the Confidence Layer and the
Automation Layer. An example instantiation of the Test Capabilities Viewpoint is shown in Figure
40.
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Figure 39: A simple example instantiation of the Production Line Viewpoint, including all
applicable layers. Note that it depicts the exact same system as the Causality Viewpoint
example (see Figure 37), but that the graph is differently structured due its emphasis on
consuming, rather than triggering, relationships and that optional data layers have been
added.

Figure 40: The Test Capabilities View, with all applicable layers enabled, resulting from the
company C1 workshop session (see Section 9.6.2). Confidence Layer colors the solid boxes to
represent the degree of functional and non-functional confidence in the product provided by
the activity, while the Automation Layer colors the outer borders according to the level of
automation in that activity.

The Instances Viewpoint is the most detailed and, similarly to the class diagram(s) of C4
[Brown 2013], is intended to illustrate implementation details; like the class diagram(s) it should be
considered optional. It resembles the Causality Viewpoint in that the same nodes and relationships
are included, in the same set of layers is applicable, but the class nodes of the Causality Viewpoint
are split into instances nodes (and the class node attributes in the Attributes Layer are applied to
instance nodes). This means that similar activities in multiple contexts are represented as multiple
individual nodes (in some systems hundreds or thousands), rather than aggregates. In addition the
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consuming relationships of the Production Line Viewpoint are included. The result is an
information dense view, more suitable to detailed technical work than overviews and
communication at a high level of abstraction.

9.5.2.2 Data Model Definition
According to Req5, the viewpoints of the architecture framework need to share the same
underlying data model, thereby allowing changes made in one view of an architecture description to
(potentially automatically) impact other views as well. This is made possible by the fact that all the
viewpoints operate on the same conceptual entities: nodes representing classes and instances of
repositories, activities, tasks and triggers. These entities are then rendered in different ways in the
various views. An entity relationship model satisfying the information needs of all the four
viewpoints and their layers (see Table 23) is shown in Figure 41.
Note that this data model includes all the information of both the CIViT and ASIF modeling
techniques, with exception of certain simplifications (e.g. a reduction from four types of testing in
CIViT to two types of testing in Cinders).

9.5.2.3 Overview
The architecture framework contains four viewpoints, each representing a unique aspect of the
continuous integration and delivery system. Each comes with a set of optional information layers
that may be added for increased detail, or removed for simplicity. All the viewpoints, as far as
applicable, operate on the same data entities, allowing data to be re-used between the separate views
of an architecture description, and also changes made in one view to (potentially automatically)
impact other views. All viewpoints and their corresponding layers are listed in Table 23.

9.5.2.4 Requirements Coverage
This section examines whether the requirements of Section 9.5.1.2 are satisfied by the resulting
architecture framework.
•

Req1: Should show triggering and consuming relationships between continuous integration
and delivery activities. This requirement is satisfied by the Causality Viewpoint and the
Production Line Viewpoint.

•

Req2: Should offer options for capturing highly parallelized integration systems with large
numbers of activities. This requirement is satisfied by the distinction between class oriented
viewpoints (Causality, Production Line and Test Capabilities Viewpoints) and the Instance
Viewpoint.

•

Req3: Should provide multiple views. This requirement is satisfied by the four viewpoints of
the architecture framework.

•

Req4: Should be possible to change the level of abstraction within a view. This requirement
is satisfied by the use of layers within each viewpoint.

•

Req5: Should share data, enabling tool support where changes to one view impacts other
views. This requirement is satisfied by the shared use of data entities, as described in
Section 9.5.2.2.
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Viewpoints and layers summary
Causality Viewpoint

Attributes Layer
Physical Layer
Confidence Layer
Automation Layer
Happy/Sad Path Layer
System Completeness Layer

Production Line Viewpoint

Attributes Layer
Physical Layer
Confidence Layer
Automation Layer
System Completeness Layer

Test Capabilities Viewpoint

Confidence Layer
Automation Layer

Instances Viewpoint

Physical Layer
Confidence Layer
Automation Layer
Happy/Sad Path Layer
System Completeness Layer

Table 23: Summary of viewpoints and information layers of the architecture framework.

Figure 41: An entity relationship diagram showing all the entities of the architecture framework
and their internal relationships.

•

Req6: Should allow for automatic gathering of quantitative data. This requirement can only
be fully verified in vivo with tool support for the architecture framework implemented.
However, we foresee no impediment for automated gathering of the quantitative attributes of
lead-time, duration and queue-time (see Section 9.5.2.1).

•

Req7: Should clearly show various types of flow through the system. This requirement is
satisfied by the Causality Viewpoint and the Production Line Viewpoint in tandem – each
focusing on a separate type of flow.
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•

Req8: Should provide a high level abstraction view of test capabilities. This requirement is
satisfied by the Test Capabilities Viewpoint.

•

Req9: Should show software confidence rather than test coverage. This requirement is
satisfied by Confidence Layer, displaying confidence afforded by the activity in functional
and non-functional aspects of the system under test.

•

Req10: Should be able to represent both manual and automated activities. This requirement
is satisfied by the inclusion of both automated and manual activities in all viewpoints, with
an automation attribute distinguishing the two types (see Section 9.5.2.1).

•

Req11: Should be able to represent the mapping of activities onto physical hardware. This
requirement is satisfied by the Physical Layer of the Causality, Production Line and
Instances viewpoints.

•

Req12: Should be able to represent overlapping test activities operating at multiple levels of
system completeness and/or at multiple lead times. This requirement is satisfied by the Test
Capabilities Viewpoint.

9.5.3 Early Feedback
In order to garner early feedback and verify whether the work done so far met the expectations of
practitioners, the ASIF and CIViT data from one of the cases in a previous multiple-case study
[Ståhl 2016b] was inserted into the proposed Cinders architecture framework and used to generate
its full set of views, which were then shown to the engineers who participated in that original study.
The data entities of the two modeling techniques and Cinders do not match perfectly, causing
some detailed attributes to be left blank and/or populated with educated guesses. We do not consider
this problematic, as the purpose of the conversion was not to produce a "pixel perfect" architecture
description, but one the engineers of that case could recognize, relate to, and compare to their
previous ASIF and CIViT models. The views thus generated were then presented to the participants
of that multiple-case study in a semi-structured group interview, with the interview questions shown
in Table 24 used as a guide. One participant of the original case study was unable to attend due to
parental leave, leaving two participants: the integration project manager and an architect. The
interview session lasted for 40 minutes, conducted by one of the researchers, and notes were taken
during the session. Transcribed statements were shared with and verified by the interviewees, and
then translated to English.
All discrete statements were thematically coded according to the guidelines of [Robson 2011],
upon which each theme was analyzed individually. The participants were first shown the ASIF and
CIViT models to refresh their memory. The motivation of the Cinders architecture framework and
its requirements (see Section 9.5.1.2) were then explained and its set of viewpoints and layers listed.
Following this introduction they were shown the following views of the converted architecture
description:
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Case Study Participants Interview Questions
IQCSP1

What is your opinion of the new architecture
description?

IQCSP2

Do you find the new architecture description
more or less useful than the ASIF and CIViT
models as they were?

IQCSP3

Do you find any of the views particularly
useful, and if so, why?

IQCSP4

Do you find any of the views particularly
unhelpful, and if so, why?

IQCSP5

If you were to imagine tool support for the
framework, allowing changes in one view to
automatically impact other views, what would
your thoughts on that be?

IQCSP6

If you were to imagine tool support for the
framework, allowing the data to be
automatically collected, what would your
thoughts on that be?

Table 24: Interview questions used during the semi-structured interviews with previous case
study participants on their opinions of the proposed architecture framework.

•

Causality View; all layers enabled

•

Causality View; no layers enabled

•

Causality View; automation Layer enabled

•

Causality View; Happy/Sad Path Layer enabled

•

Production Line View; all layers enabled

•

Production Line View; no layers enabled

•

Test Capabilities View; all layers enabled

•

Test Capabilities View; no layers enabled

The nature of the optional Instances Viewpoint was also explained, with a hypothetical example
shown, but no such view was generated due to insufficient detail in the original data. The reason for
showing views in multiple layer configurations is that feedback on the ability to change the level of
detail was sought, but tool support for doing this dynamically was lacking.
Following presentation of Cinders and the generated views, the interview questions listed in
Table 24 were posed, generating 25 discrete statements made by the interviewees. Subsequent
thematic analysis of these statements generated the network shown in Figure 42.
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Figure 42: The thematic network generated from the group interview with participants in
previous modeling work.

The interviewees were generally positive to the framework, stating that they found it to be an
improvement over the previously used modeling techniques of ASIF and CIViT, e.g. stating that it is
"more readable than [those techniques]" and that it exceeded their expectations. Recognizing
independent use-cases for the separate views, they stated e.g. that the Test Capabilities View can be
used "to show to some external party which capabilities we have and what we test" whereas another
interviewee appreciated the Causality View, as it allowed him "to see what comes before and after,
and a time perspective".
The interviewed engineers speculated that they might not necessarily use the framework to
describe their entire system, but rather to support isolated efforts, "looking into particular objects, to
address a subset". This was related to the concern of maintainability: while considering the
framework highly useful, "at the same time, there's some poor guy who will have to maintain this",
and that the description is kept up to date was pointed out as a prerequisite for effective use. This
tied in with the recurring theme of tooling: "I think [tooling support] is a prerequisite" – both
support for manipulating the model and to collect quantitative data from the system – and that the
availability of such tooling would both lower the threshold for adoption and open up new use-cases.
As one engineer speculated, you "would like to define wanted [threshold] values [for activity
attributes] and display red [if they are not met]".
In summary, we find that the feedback received from the model conversion and the subsequent
group interview with engineers having previous experience from continuous integration and
delivery modeling supports that Cinders constitutes an improvement in usability over previous
modeling techniques and that it supports multiple use-cases, while identifying tool support – both
for manipulation and viewing of the model, and for automated collection of quantitative data – as a
point of potential improvement.

9.6 Evaluation
This section presents evaluation of the designed architecture framework by investigating each of
the two suppositions phrased in Section 9.4.1.

175

9.6.1 Supposition S1
Supposition S1 stipulates that an architecture framework can be defined which unifies existing
continuous integration and delivery modeling techniques. This supposition is shown to be true by
the successful design of the Cinders framework – specifically its data model (see Section 9.5.2.2),
which includes the information of both ASIF and CIViT in a single structure – and the subsequent
successful translation of ASIF and CIViT case data into Cinders (see Section 9.5.3).

9.6.2 Supposition S2
While supposition S1 can be shown to be true by the mere existence of the Cinders framework
and its underlying data model, it says nothing as to whether it represents an actual improvement. In
contrast, supposition S2 states that the architecture framework can be shown to address requirements
derived from previous application of existing continuous integration and delivery modeling
techniques.
This second supposition was shown to be true by gathering a broad range of input on the ability
of Cinders to fulfill each of the stipulated requirements (see Section 9.5.1.2), representing the
improvement potential discovered in previous application of modeling techniques, from several
independent groups of practitioners in the industry.
The first source of this input was workshops conducted in two separate companies, following the
same methodology applied in previous continuous integration and delivery modeling [Ståhl 2014b,
Ståhl 2016b]. Each workshop lasted for approximately three hours, where three views were created:
Test Capabilities (included as Figure 40 as an industry example) followed by Causality and
Production Line, respectively, with all applicable layers enabled. Following the creation of the
architecture description a semi-structured group interview was conducted by one of the researchers,
where notes were taken during the session. The questions used are shown in Table 25, with the
exception of IQNC2, which was omitted as it specifically concerns the Instances Viewpoint (see
Section 9.5.2.1), which was not within the scope of the workshop. Transcribed statements were
shared with and verified by the interviewees, and then translated to English. The two companies
studied were:
•

Company C1: A manufacturer of network cameras for the physical security and video
surveillance industries, with four participating engineers.

•

Company C2: A food packaging and processing company, with eight participating
engineers.

In addition to the two workshops above, a group interview was conducted with two Continuous
Integration Senior Specialists at Ericsson. This was done in an identical fashion to the early
feedback group interview and following an identical introduction to Cinders (see Section 9.5.3), and
using the interview questions listed in Table 25.
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Workshop and Specialists Interview Questions
IQNC1

What are your thoughts on the ability of the architecture description to clearly
show both triggering and consuming relationships between activities?

IQNC2

What are your thoughts on the ability of the architecture description to clearly
capture highly parallelized integration systems with large numbers of activities?

IQNC3

What are your thoughts on the views of the description? Any particularly useful,
any particularly unhelpful, any missing?

IQNC4

What are your thoughts on the ability to change the level of abstraction within a
view?

IQNC5

If you were to imagine tool support for the framework, allowing changes in one
view to automatically impact other views, what would your thoughts on that be?

IQNC6

If you were to imagine tool support for the framework, allowing the data to be
automatically collected, what would your thoughts on that be?

IQNC7

What are your thoughts on the ability of the description to clearly show different
types of flow through the system?

IQNC8

What are your thoughts on the ability of the description to provide a high level
abstraction view of test capabilities?

IQNC9

What are your thoughts on the ability of the description to clearly show level of
confidence, and its omission of test coverage?

IQNC10

What are your thoughts on the ability of the description to represent both manual
and automated activities?

IQNC11

What are your thoughts on the ability of the description to clearly show mapping
of activities onto physical environments?

IQNC12

What are your thoughts on the ability of the description to clearly represent test
activities operating at multiple levels of system completeness and/or at multiple
lead times?

Table 25: Interview questions used during the workshop and the specialists interview. The
questions map directly to the identified architecture framework requirements (see Section
9.5.1.2).

In the interest of investigating supposition S2, the interviewee responses were categorized and
analyzed per requirement:
•

Req1: Should show triggering and consuming relationships between continuous integration
activities. All interviewees responded positively, e.g. stating that it's "really good" to
separate them into specialized views, because otherwise "you easily mix things up a bit" and
that this is a common problem leading to substantial frustration. One interviewee explained
that "a classic [mistake] is that you start drawing on a white board, only to end up asking
yourself what you were really trying to represent in the first place", while another concluded
that "it's good to separate [the views], or you get too much information in one image".

•

Req2: Should offer options for capturing highly parallelized integration systems with large
numbers of activities. The interviewed specialists were generally positive, but suggested that
the Instances Viewpoint could be made less cluttered by including elements merging various
relationships – particularly logical operators for multiple causal relationships (e.g. AND, OR
and XOR operators) as such operations are commonly used.
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•

Req3: Should provide multiple views. The views were found to complement each other well.
Suggestions for improvements from the interviewees include organizational mapping of
responsibilities for parts of the depicted system, improved visualization of lead time,
frequency, stability and test flakiness.

•

Req4: Should be possible to change the level of abstraction within a view. Interviewees
agreed that this was a necessary feature, but also commented on the need for effective tool
support to accomplish this – in the introductions and the workshop session this was done
manually by switching documents. The fact that the Automation Layer and Happy/Sad Path
Layer (see Section 9.5.2.1) use the same visual properties to represent different concepts
was pointed out as a possible source of confusion.

•

Req5: Should share data, enabling tool support where changes to one view impacts other
views. All interviewees agreed that such tool support would be necessary for effective
application of the framework, and did not perceive that the design of the framework as such
would be problematic in this regard. One interviewee reflected that striking a balance
between declarative and explicit definitions of the topology of the graph would be a difficult
design challenge, since automated graph rendering algorithms tend to "come up with
something that is completely impossible for a human to read".

•

Req6: Should allow for automatic gathering of quantitative data. Interviewees stated that this
"would be really nice" and "an exciting idea". It was also pointed out that there would be
two purposes: rendering the pipeline (based on relatively static data) and one for monitoring
the system (based on real time dynamic data). One of the Ericsson specialists reflected that
this put him in mind of the Eiffel protocol [Ståhl 2016d], which should be able to provide
the required data. Conversely, one of the workshop participants, without access to or
experience from said framework, stated that he found it "a bit difficult to see how one would
harvest the information" and that "as soon as there's a manual step this is very difficult".

•

Req7: Should clearly show various types of flow through the system. Interviewees were
positive to this ability. One workshop participant states that it was "better than what I have
tried before" and the Ericsson specialists believed that "we should be able to model the
flows we have using this". Another interviewee remarked that going into the workshop he
had been skeptical of yet another modeling technique, "but then it became clear; it was
actually something of a revelation [and] it provided additional information".

•

Req8: Should provide a high level abstraction view of test capabilities. The workshop
participants found that in their case the Test Capabilities View "became rather messy after a
while" and discussed whether it's the visualization that's the problem, or whether this was
simply an accurate reflection of the state of their system. They also pointed out that a
Physical Layer would be useful in this view, as well. The senior specialists, on the other
hand, were concerned that "the target level" was missing – what is considered releasable? –
and that it was difficult to read from a Test Capabilities View when that level has been
achieved. To exacerbate this problem, these "target levels" may vary over time or from
customer to customer.

•

Req9: Should show software confidence rather than test coverage. The workshop
interviewees reflected that "it was better like this, with confidence rather than coverage; [it
was] easier to get a feel for the level", but that a drawback is that you can't see if coverage is
actually missing anywhere, and that perhaps it would be possible to include both. One
participant, however, pointed out that agreeing on test coverage in his experience was very
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difficult, confirming our findings in earlier work [Ståhl 2016b]. The Ericsson specialists
noted that discussing confidence per individual activity is problematic, as it is in fact an
accumulative property built up by a collection of activities.
•

Req10: Should be able to represent both manual and automated activities. All interviewees
agreed that this was needed. The specialists thought it was clear from the views they were
shown, with the caveat that it's difficult to tell from a mere introduction. The workshop
participants found that this could be satisfactorily represented in their case.

•

Req11: Should be able to represent the mapping of activities onto physical environments.
The Ericsson specialists stated that "it's important that we can map to a physical
environment" and that this was a capability they currently lacked: "we lack this type of
architectural description [provided by Cinders]; it would be easier to reason if we had
these". The workshop participants found that this mapping could be expressed in their case,
but that the visualization "wasn't really clear [but] not a huge problem". They reflected that
there are many types of physical environments: build environments, test environments,
execution environments and possibly more. It was suggested that perhaps a Physical
Viewpoint would be beneficial, rather than a Physical Layer.

•

Req12: Should be able to represent overlapping test activities operating at multiple levels of
system completeness and/or at multiple lead times. The workshop participants approved that
test activities were not represented as points, but rather areas, in the Test Capabilities View.
In one of the workshop cases the Test Capabilities was still extremely cluttered, due to a
large number of similar test activities. This prompted some discussions as to how to better
represent such situations, but these ended inconclusively. The Ericsson specialists were
positive, but again brought up the question of target levels (discussed in relation with Req 8
above): "given what I see here, am I satisfied, or is the product still of poor quality?".

In conclusion, based on the conducted industry workshops and interviews, we find that
supposition S2 is largely supported in that the practitioners provided positive answers to questions
IQNC1-4,7,9-12, but that room for improvement still exists; particularly the need for tool support and
effective visualization of physical environments, software confidence, overlapping test activities,
lead times and execution frequencies is highlighted. That being said, the statements by practitioners
clearly show that Cinders is a step forward in representing continuous integration and delivery
systems, and that it is relevant and useful to industry professionals. In the words of [March 1995],
"progress is achieved in design science when existing technologies are re-placed by more effective
ones", which we argue has been demonstrated.

9.7 Threats to Validity
This section discusses any threats to the validity of the presented work.

9.7.1 Construct Validity
To ensure construct validity we rely on data triangulation [Runeson 2009] and have collected the
validating data from multiple separate and independent sources, under different circumstances. In
separate interview sessions statements from software engineers with previous continuous
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integration and delivery modeling experience, engineers without such experience and from highly
experienced continuous integration specialists, respectively, were captured – statements which
corroborate one another.
With regards to the thematic analysis and subsequent requirements identification (see Section
9.4.3.2), [Cruzes 2011] provides a list of steps of thematic synthesis – a method drawing on the
principles of thematic analysis – and a checklist for each step. In our analysis we conducted the first
three steps, Extract data, Code data and Translate codes into themes, whereupon the resulting
themes were translated into requirements. We find that we in our analysis satisfy most items on the
checklist, but not Have another researcher checked the extraction? and Has a list of initial codes
[been] checked by another researcher?: the analysis was performed by one researcher, with only
the final result reviewed by another. We also find that the question of objectivity is relevant, as we
analyzed sources authored by us.
Had the end product of our work – the proposed architectural framework – not been evaluated
through industry application and evaluation by independent practitioners these threats would have
been problematic; as it stands we consider the threat regrettable but largely mitigated.

9.7.2. Internal Validity
Of the 12 threats to internal validity listed by [Cook 1979], we consider History, Testing,
Maturation and Selection relevant to this work.
•

History, Testing, Mortality and Maturation. These threats are applicable for the
interviewees who participated in previous case studies performed by us (see Section 9.4.5).
It is conceivable that they have been affected by external incidents, matured or had their
viewpoints affected by our previous interviews. Mortality, because one participant in the
studied case was unavailable due to parental leave. Had this been the only method of
evaluation these threats would have been problematic. However, we consider them mitigated
by the fact that the information provided by these engineers was primarily used as early
feedback, with the predominant part of evaluation relying on subsequent workshops and
subsequent interviews (see Section 9.6.2).

•

Selection. This threat is applicable to the selection of participants in the workshop and
specialist interview sessions (see Section 9.6.2), neither of which was randomized. The
selection of workshop participants was performed by the company representative based on
experience and expertise. The only requirement from us – based on previous experience
[Ståhl 2016b] – was to include multiple roles. The selection of specialists to interview was
strictly based on availability (i.e. convenience sampling), for the simple reason that even in a
very large company such as Ericsson, Continuous Integration Senior Specialists are a scarce
resource. Similarly, the selection of the studied case to follow up for the model conversion
(see Section 9.5.3) was not random, but based on availability. As with other threats to
internal validity, we rely on triangulation for mitigation [Runeson 2009], using multiple data
sources.

9.7.3 External Validity
In order to evaluate the proposed architectural framework we have successfully applied it to a
total of three independent industrial contexts in very different business segments (military
aerospace, food packaging and visual surveillance and security systems, respectively), followed up
by interviews with senior engineers in the telecommunications industry. Naturally, this represents
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only a tiny sample of the much larger software industry population – a constant problem when
studying individual cases. We must also recognize that all of these cases are embedded systems
cases. In the words of [Wieringa 2015], however, one must always "balance between providing full
under-standing of a single case and providing partial understanding of many cases". Based on this
understanding of one or more cases, one can then perform "analytical generalization where the
results are extended to cases which have common characteristics and hence for which the findings
are relevant" [Runeson 2009]. In this spirit we have striven to cover cases with as different
characteristics as possible – operating in different business segments, operating at different scales
and at different levels of automation.
We believe there are two separate but related questions of external validity to consider. One is the
extent to which the systematic approach to continuous integration and delivery system descriptions
represented by the Cinders framework and its predecessors is applicable to the software industry in
general. We argue that this has been clearly shown: apart from the successful applications described
in this paper, the ASIF and CIViT techniques – with which Cinders shares many similarities – have
in previous work been successfully applied to an additional nine cases in very different contexts
(see Section 9.5.1.1). These also include non-embedded systems cases, giving us cause to believe
that Cinders is also not limited in applicability to embedded systems. While there may well be many
cases where such an approach is less beneficial or even inapplicable, there is no reason to believe
that it is not applicable to large parts of the industry.
The second question is the extent to which Cinders constitutes an improvement over its
predecessors in the general case, and not just in the studied cases. Here the number of studied cases
and consequently the body of evidence is smaller. That being said, we have again taken great care to
choose cases in independent companies in separate business segments to maximize diversity.
Furthermore, the Senior Specialists group interview was designed to gather input from highly
experienced engineers involved in the design and maintenance of multiple continuous integration
and delivery systems – rather than simply studying another case – in a fourth part of the industry.
Consequently we are confident that the Cinders framework is not only applicable, but an
improvement over its predecessors, in many cases and in numerous parts of the industry.

9.7.4 Objectivity
The fact that the architecture framework is evaluated by its authors poses a clear threat to
objectivity. To address this threat we have sought to gather as extensive input as possible from
engineers in separate companies, the better to provide a maximum of feedback from independent
sources.

9.8 Conclusion
This paper addresses the question of In what way can the paradigm of architecture frameworks
favorably be applied to facilitate the design and description of continuous integration and delivery
systems? We establish that this is an area of considerable investment in the industry, yet lacking in
supporting tools and methods, coinciding with a tendency by studied industry cases to not address
its challenges using as rigorous an approach as in regular product development. Based on thematic
analysis of statements in literature, twelve requirements for an architectural framework for
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continuous integration and delivery are phrased. Using these requirements, existing architecture
frameworks as listed by ISO/IEC/IEEE [ISO 42010 2015c] are evaluated, finding that none
satisfactorily addresses the identified requirements.
Consequently Cinders, a new architecture framework designed to address the identified
requirements, is designed and presented. Influenced by prominent enterprise and software
architecture frameworks, Cinders offers four separate viewpoints of the same underlying data
model, with six optional layers of additional information which can be used to adjust the focus and
level of detail within each of those viewpoints, as fits the particular use case and circumstances.
This framework is then applied in a workshop format in two separate industry cases, and interviews
are conducted with a total of twelve practitioners.
Based on this work it is shown that a single architectural framework can be designed to
encompass the previous continuous integration and delivery modeling techniques ASIF and CIViT,
representing their specific concerns as viewpoints rendered from the same underlying data model. It
is also shown that this architecture framework represents an improvement over these techniques, in
that it separates different types of entity relationships into separate viewpoints, allows the level of
abstraction of each viewpoint to be modified, shows confidence afforded by conducted activities,
represents both manual and automated test activities, can map activities onto physical environments
and can visualize overlapping test activities.
Consequently we find that Cinders represents a significant step forward in continuous integration
and delivery architecture design and description, constituting a relevant and helpful tool for industry
professionals to better document, analyze and communicate their systems. We also find that
adequate tool support is considered a requirement for large scale adoption of the framework by all
of the interviewed groups.

9.8.1 Further Work
While Cinders was well received by all of the interviewed industry professionals, several areas of
possible improvement were highlighted – particularly, we believe that improved methods of
visualizing physical environments, software confidence, lead times and execution frequencies (see
Section 9.6.2) represent an important area of further work.
More significantly, however, we perceive tool support to be the major obstacle to wider industry
adoption at this point. There are two aspects to this: tooling for defining the architecture description
and for collecting and representing real time data for monitoring purposes. These serve distinctly
different use cases for the framework: design and analysis of the continuous integration and
delivery system, and monitoring of that system, respectively; in other words, addressing the two
separate concerns of architecture and operations. We feel that these are equally important, and also
believe that the integration with the Eiffel framework [Ståhl 2016d] as suggested by one of the
interviewees, represents a particularly promising venue for further work.
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Chapter 10. Achieving Traceability in Large Scale
Continuous Integration and Delivery
This chapter is published as:
Ståhl, D., Hallén, K., & Bosch, J. (2016). Achieving traceability in large scale continuous
integration and delivery deployment: usage and validation of the Eiffel framework. Empirical
Software Engineering, 1-29.
Abstract
The importance of traceability in software development has long been recognized, not only for
reasons of legality and certification, but also to enable the development itself. At the same time,
organizations are known to struggle to live up to traceability requirements, and there is an identified
lack of studies on traceability practices in the industry, not least in the area of tooling and
infrastructure. This paper presents, investigates and discusses Eiffel, an industry developed solution
designed to provide real time traceability in continuous integration and delivery. The traceability
needs of industry professionals are also investigated through interviews, providing context to that
solution. It is then validated through further interviews, a comparison with previous traceability
methods and a review of literature. It is found to address the identified traceability needs and found
in some cases to reduce traceability data acquisition times from days to minutes, while at the same
time alternatives offering comparable functionality are lacking. In this work, traceability is shown
not only to be an important concern to engineers, but also regarded as a prerequisite to successful
large scale continuous integration and delivery. At the same time, promising developments in
technical infrastructure are documented and clear differences in traceability mindset between
separate industry projects is revealed.

10.1 Introduction
Traceability in software engineering is widely recognized as an important concern, with
substantial research and engineering efforts invested in solving its challenges [Gotel 1994, Ramesh
2001, Wieringa 1995]. Traceability can serve multiple purposes, such as internal follow-up,
evaluation and improvement of development efforts [Dömges 1998], but it is also crucial in order to
demonstrate risk mitigation and requirements compliance – either to meet customer expectations on
transparency or to adhere to specific regulations, as is particularly the case for safety-critical
systems [BEL-V 2013, QuEST 2015, ECSS 2015, RTCA 2011].
As defined by the Center of Excellence of Software and Systems Traceability [CoEST 2015],
traceability is "the ability to interrelate any uniquely identifiable software engineering artifact to any
other, maintain required links over time, and use the resulting network to answer questions of both
the software product and its development process", with this network consisting of trace links – "a
specified association between a pair of artifacts, one comprising the source artifact and one
comprising the target artifact [with] a primary trace link direction for tracing" – which may also
carry semantic information.
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Despite its recognized importance – indeed, something as fundamental as determining which
changes have been made and which requirements have been verified in which configurations, in
order to make a qualified release decision and then generating satisfactory documentation for that
release, requires some form of traceability – organizations often struggle to achieve sufficient
traceability [Mäder 2009], not least due to lacking support from methods and tools [Bouillon 2013].
Indeed, related work indicates the importance of traceability tooling that is "fully integrated with the
software development tool chain" [Rempel 2013] and calls for further research into technical
infrastructure [Cleland-H. 2014]. Furthermore, there is a gap between research and practice in the
traceability area, with considerable valuable work on development and comparison of e.g.
traceability recovery techniques [Antoniol 2002, Oliveto 2010] but few studies on traceability
practices in the industry [Mäder 2009].
A crucial part of the traceability problem is one of generating accurate and consistent trace links
[CoEST 2015] which can then be used to answer questions such as which product releases a code
change has been included in, which bug fixes or features were implemented in a given version, or
which tests have been executed for a given product version, which requirements they map to and in
which configurations they have been executed.
As difficult as it demonstrably is to achieve this, there are several factors which complicate it
further.
•

Scale: The larger the project, the more engineers and engineering artifacts – and thereby
trace links – are involved. Large scale development can involve many thousands of artifacts
(e.g. source code, bug reports, requirements, backlog items, test cases), created and modified
over time by hundreds or thousands of engineers, adding further difficulty to manual
approaches [Asuncion 2010]. Returning to the example of release decisions and
documentation, with a handful of people involved it may be feasible to manually gather the
required information, but with thousands of engineers contributing to a single release this
turns into a both lengthy and costly practice. This becomes particularly problematic in
contexts – also related to the overall scale of the project – where the system is split into
multiple tiers of completeness. To exemplify, components being integrated into sub-systems,
which are integrated into complete solutions, with internal delivery interfaces across which
traceability must be maintained.

•

Geographical diversity: Particularly in large multinational companies, the engineers
generating the artifacts may be spread across multiple sites located in different time zones
and on different continents, with all of the implied communication difficulties, such as
culture and language barriers.

•

Technology and process diversity: Also related to scale (particularly systems split into
many components and tiers), when numerous different tools are used in development,
generating heterogeneous engineering artifacts, this poses additional traceability challenges,
both in automated and manual approaches. Both human and automated agents must have
access to and be able to parse all the used formats and standards involved in order to
generate consistent and accurate trace links – a problem particularly pronounced where
integrated components are delivered by external companies with completely separate
processes and technology stacks.

•

Continuous integration and delivery: Agile methodologies in general may pose additional
challenges by encouraging reduced overhead, particularly documentation [Nerur 2005].
Continuous integration and delivery – studied by us in previous work [Ståhl 2013, Ståhl
2014a, Ståhl 2014b, Ståhl 2016a] – in particular can be problematic, however. For the
purposes of this work we define continuous integration and delivery as the practice of all
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developers committing their changes frequently, and that each change is considered a release
candidate to be validated by the build and test process [Humble 2010]. The implication is
that the traceability requirements under which one operates must also be – at least
potentially – satisfied for every single change made to the product during its life cycle. This
scenario is dramatically different from the paradigm of relatively infrequent releases
planned well in advance. Adding to this, the higher frequency of integrations, test executions
and deliveries implies a dramatically increased amount of traceability data to be analyzed –
in a similarly dramatically reduced time frame. As [Wang 2015] points out, while providing
explicit requirements traceability for every release is rare, "in continuous releases [it] is
much rarer".
Furthermore, the time dimension is an important factor in traceability. Not only is "continuous and
incremental certification" crucial in avoiding the "big freeze" problem of safety-critical software
[Open-DO 2015], but there are additional benefits to a prospective approach to traceability. For
instance, the concept of in situ real time generation of trace links – as opposed to the ex post facto
approach generally taken by automated tools [Asuncion 2010] – affords the ability to
chronologically structure and analyze trace links and to provide engineers with immediate feedback
[Asuncion 2009]. This, combined with the scaling and speed challenges outlined above, imply that
an optimal solution to software traceability is to be sought in tool and framework support for
automated in situ generation of trace links and subsequent analysis of those trace links – as opposed
to a solution solely based on process or development methodology.
In other words, while many fundamental traceability needs are the same regardless of continuous
integration and delivery practice, the reduced time frames, increased frequencies and enlarged
amounts of traceability data pose severe challenges in practice, calling for novel automated
solutions to aid industry practitioners. That being said, as will be discussed in Section 10.4, these
practices also prompt additional needs.
Consequently the research question driving the work reported from in this paper is: How can
traceability needs of large scale software development in industry be effectively addressed in a
continuous integration and delivery context?
The contribution of this paper is twofold. First, an industry developed framework addressing the
problem of achieving traceability in the paradigm of continuous integration and delivery is
presented and discussed. Second, it validates the studied framework by investigating traceability
needs in the industry and the extent to which they are addressed by it.
The remainder of this paper is structured as follows. In the next section the research method is
explained. In Section 10.3 the Eiffel framework is presented. The results of an investigation into
traceability needs in the industry are presented in Section 10.4, followed by validation in Section
10.5. Threats to validity are discussed in Section 10.6 and the paper is then concluded in Section
10.7.

10.2 Research Method
The work reported from in this paper consists of three parts: an investigation into the industry
developed continuous integration and delivery framework Eiffel, identification of prominent
traceability needs in the industry and validation of the framework.
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10.2.1 Framework Investigation
Eiffel (not related to the programming language [Meyer 1988]) – a framework for supporting
continuous integration and delivery developed by Ericsson in response to a lack of adequate
available solutions to the problems outlined in Section 10.1 – was investigated through perusal of
documentation, informal discussions with continuous integration architects and in situ
demonstrations, as well as drawing on our findings as participant observers [Robson 2011]. The
results of these findings are presented in Section 10.3.

10.2.2 Needs Identification
To identify the traceability needs most prominent among engineers in large scale industry
projects, interviews with 15 software development professionals spread across three cases in two
companies (cases A, B and C, see Section 10.4.1) were conducted.

10.2.3 Validation
The Eiffel framework was validated using the following methods to achieve data triangulation
[Runeson 2009]:
•

Eiffel experience interviews with software development professionals in a very-large-scale
project having deployed Eiffel (case A, see Section 10.4.1), to capture their experiences and
reflections from having used the framework.

•

Feedback interviews with software development professionals in two very-large-scale
projects not using Eiffel (cases B and C, see Section 10.4.1), to investigate whether similar
and/or alternative solutions could be found.

•

Comparison of traceability data gathering process with and without Eiffel, by repeating an
analysis carried out in case A several years earlier, before the framework was developed.

•

Systematic literature review seeking to answer "Which solutions to the traceability
problem in a continuous integration and/or delivery context have been proposed in
literature?" by searching for solutions comparable to the Eiffel framework.

•

Observer participation as continuous integration subject matter expert and product owner,
respectively: two of the researchers have been involved in the development of the
framework and its deployment in large parts of Ericsson.

All interviews conducted in this work were carried out in a similar fashion. Interviewees were
purposively sampled to achieve the best possible coverage of stakeholder roles and perspectives –
and thereby triangulation [Runeson 2009]. They were semi-structured and conducted individually,
with a small set of prepared behavior/experience and knowledge questions [Hove 2005] as guide,
and the interviewees were explicitly encouraged to provide spontaneous reflections and/or
elaborations. During each interview two researchers were present – achieving observer triangulation
[Runeson 2009] – who then compared notes and, where the interviews were conducted in Swedish,
translated the transcript to English. Where necessary, specific terms, e.g. trace links, with which the
interviewees were unfamiliar, were explained.
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10.3 Eiffel
In response to the needs outlined above and the lack of adequate available solutions, Ericsson has
developed the Eiffel framework. This framework has been deployed in case A (see Section 10.4.1),
among many other projects and units within the company, in order to address traceability in a
continuous integration and delivery context. Some space has been devoted to this section, as we
believe that a description of the framework and some discussion on its usage and deployment is not
only an important contribution of the paper, but also required for understanding and interpretation
of the collected data.

10.3.1 Overview
Ericsson, with many years of experience from developing very-large-scale software systems and
an ambitious continuous delivery agenda, has long recognized the problems outlined in Section
10.1. Following careful analysis of its enterprise level needs for both cross-organizational
traceability and collaboration in continuous integration and delivery, a framework named Eiffel was
developed, in which two of the authors of this paper participated as architects and developers. This
framework has since been successfully deployed and used in production in large parts of the
company for several years leading up to the study reported from in this paper. It has been published
as open source and is currently available at GitHub 28. While in-depth descriptions of the framework,
the messaging protocol, trace links and document types are available online, this section presents a
brief summary.
Eiffel is frequently presented as four things: a concept, a protocol, a toolbox, and an inner source
[Fitzgerald 2006] community; the concept, briefly put, is that continuous integration and delivery
activities in real time communicate through and are triggered by globally broadcast atomic events,
which reference other events as well as design artifacts via semantic trace links, and are persistently
stored, thereby forming traversable event graphs. In this sense, the Eiffel strategy is crucially
different from the Information Retrieval approach of establishing trace links between code and free
text documents, as described by e.g. [Antoniol 2002], in that it only operates on structured data and
does not attempt probabilistic analysis. The querying, analysis and visualization of these graphs can
then be used to answer traceability questions. The inner source community supports and evolves the
protocol and the toolbox, which realize the concept.
In developing the Eiffel framework, Ericsson wanted to not just address requirements traceability,
but traceability across various types of "artifacts that are of varying levels of formality, abstraction
and representation and that are generated by different tools", in the words of [Asuncion 2009];
Ericsson's work also takes a similar approach, but focuses on the provisioning of real time
traceability throughout the automated processes of compilation, integration, test, analysis,
packaging etc., rather than in "development time". In its current state the implementation of the
Eiffel framework within Ericsson has primarily focused on what is termed content traceability:
which artifacts constitute the content of a given version of a component or product, with artifacts
being e.g. implemented requirements, completed backlog items or source code revisions. Through
this focus it is able to address the concerns outlined in Section 10.1. At the same time, Eiffel is
designed to act as a thin abstraction layer, providing a communication interface between products
and organizations that maintains traceability yet hides divergence in processes and tools such as
software control systems, artifact repositories and continuous integration servers.

28 https://github.com/Ericsson/eiffel
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In addition, in its work on the Eiffel framework, Ericsson has placed great emphasis on the bidirectionality of trace links. In order to satisfy multiple needs with the same traceability solution,
the generated event graphs must be traversable both forward and backward through time, or
"downstream" and "upstream" in the words of Ericsson's engineers, borrowing terminology
sometimes used in dependency management [Humble 2010].

10.3.2 The Messaging Protocol
Whenever an event occurs during software build, integration and test – e.g. an activity has
commenced, an activity has finished, a new component version has been published, a test has been
executed or a baseline has been created – an atomic message detailing that event is sent on a global,
highly available RabbitMQ message bus.
The payload of the message is a JSON document representing the event, containing information
such as time stamp, sender identity and semantic links. These links may be either other events (e.g.
an event reporting the publishing of a new artifact referencing the message reporting the creation of
the baseline on which it was built, which in return references events reporting the creation of the
source revisions included in the baseline) or external documents (e.g. backlog items, bug reports,
requirements, test cases and source code revisions). These events messages are typically generated
as the result of automated activities, but may also result from manual actions (e.g. a tester reporting
the execution and outcome of a test case).
Once sent, the event messages are not only used for documentation of trace links, but to drive the
continuous integration system itself. To exemplify, a listener receiving an event saying that a new
artifact has been published may trigger a test activity as a consequence, which in turn dispatches
more events which are received by yet another listener, triggering further actions. For more in-depth
information on e.g. trace link types, please see the online Eiffel documentation.

Figure 43: A simplified example of an Eiffel event graph. Even based on such a simple graph, a
number of questions relating to the identified challenges (see Section 10.1) can be addressed
in real time. These include code churn, commit frequency, implemented requirements and bug
fixes per build, lead time from commit to various stages in the pipeline, where a feature or a
commit is in the pipeline at any given time, build and test delays due to queuing and resource
scarcity, and more. Furthermore, all these metrics are collected and analyzed independently of
organization, geographical location, time of event and development tools used.
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An important principle in the Eiffel framework is that these event messages are not sent point-topoint, but broadcast globally, and are immutable. This means that the sender does not know who
might be interested in a certain message, does not need to perform any extra work on behalf of her
consumers, and is geographically independent of them – all important features in light of the
challenges discussed in Section 10.1. Any consumers simply set up their listeners and react to
received messages as they see fit. Furthermore, the immutability means that the historical record
never changes.
The end product of this framework is a system of real time generated trace links which both
document and drive the production of software, allowing every commit to be traced to every
resulting release – and every release to be traced to every included commit – across all intermediate
steps of compilation, integration and test, as well as referencing e.g. requirements and planning
artifacts, as exemplified in Figure 43.

10.3.3 The Toolbox
Apart from the messaging protocol itself, there is a number of software components that enable
the Eiffel framework. Several of these are plugins to various tools, such as Jenkins, Nexus,
Artifactory, Gerrit et cetera, for sending and/or receiving Eiffel messages.
Other components are built from the ground up in order to persistently store, query, aggregate,
analyze and visualize the messages – a task that requires specialized solutions, as the steadily
growing number of messages generated on a global scale is on the order of billions. The analysis of
this data can serve many purposes for different stakeholders, such as tracking individual commits,
tracking requirements, providing statistics on project performance, monitoring bottlenecks,
analyzing release contents etc. To provide the reader with an example of day-to-day use, a screen
shot from such a visualization tool – Follow Your Commit – can be seen in Figure 44. As one
interviewee explains, "The individual developer often begins with Follow My Commit [...] There I
actually get the information of how what I did has been moved forward in the chain."
From informal discussions with the engineers working on development and deployment of the
Eiffel framework we find a consensus that substantial potential remains untapped in this area, and
that emerging technologies for big data aggregation and analysis hold great promise for even more
advanced data driven engineering based on Eiffel.
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Figure 44: A developer-centric "Follow Your Commit" visualization of Eiffel generated trace
links, providing developers with a real time view and time line of their recent commits,
aggregating engineering artifacts from a large number of systems, including multiple
continuous integration servers on multiple sites. All represented artifacts offer the option to
drill down into further details and/or follow links to applicable external systems. Note that the
visualization shows a flow of continuous integration and delivery activities spanning both a
component, and two independent systems into which that component is integrated, in line
with Software Product Line principles [Clements 2002, v.d. Linden 2007]. Sensitive
information has been deliberately blurred.
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10.3.4 Deployment
How to successfully deploy a framework such as Eiffel in a large existing development
organization is a pertinent question in the context of this research, particularly in light of the
aggravating factors of technology and process diversity (see Section 10.1): If achieving alignment
on common tooling and infrastructure is so difficult, how can the solution to traceability be
alignment on a common framework?
As participant observers, we have witnessed several Eiffel deployments in Ericsson, and find that
the deciding factor is not necessarily decisions or directives from high level management; arguably
as with any adoption of new technology. Rather, notable examples of large scale Eiffel adoption can
be found in multi-tiered system contexts (as discussed previously, see Section 10.1), where the top
tier defines its delivery interface in terms of the Eiffel protocol, thereby forcing the lower tiers to
comply. To exemplify, where system integration requires incoming deliveries to be communicated
and documented using certain Eiffel events (see Section 10.3.2), constituting a minimum viable
level of traceability, the delivering components need to produce those events somehow. They can
choose to generate them manually at the time of delivery, simply as a different format of delivery
report (see Section 10.3.5). We find, however, that in the face of such requirements the easiest
solution is not only for the components to instead generate the events in situ, automatically and in
real time, but then to propagate the practice downward through the integration chain. Following this
initial alignment, the system tier is then able to successively raise the bar by requiring greater detail
and scope of the Eiffel events, allowing improved traceability capability to trickle down through the
system hierarchy (see Figure 45).

Figure 45: A hypothetical example of a multi-tiered integration system aligning top-to-bottom
on Eiffel based traceability through the definition of delivery interfaces. When Delivery
Interface S is defined as an Eiffel interface, this provides an incentive for Sub-Systems A and B
both to deploy Eiffel internally and to push that responsibility downward, also defining Delivery
Interfaces A and B in terms of Eiffel events. Thus the deployment trickles down through the
integration hierarchy.
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In this context, identifying the minimum viable level of traceability is important, in order to
minimize the adoption threshold. It should also be noted that this is in line with the intent of the
Eiffel framework: to function as a thin layer, abstracting away lower level divergence (see Section
10.3.1). In the example above, that thin layer allows the lower tier components to hide both their
internal technology stacks and their internal processes, affording them a level of autonomy while at
the same time isolating their dependents from the nitty-gritty details of their build, test and
integration system.

10.3.5 Manual Activities Compatibility
While a high degree of automation is a common denominator in continuous integration
implementations [Ståhl 2014a], in the case studies performed by us both in this and previous work
[Ståhl 2014b] we find a significant amount of manual activities in parallel with or subsequent to
continuous integration and delivery systems, e.g. manual release decisions or manually executed
tests. Traceability is no less of a concern for such manual activities than it is for automated ones,
and the same requirements apply – e.g. the importance of cohesive data storage and presentation, as
opposed to trace links being scattered across numerous disjointed systems. Despite this, in our
experience both as software engineers and researchers, we frequently observe projects where
manual testing is conducted using separate processes and tools, e.g. following manually defined test
project plans and producing manually authored test reports on ad-hoc formats intended for manual
interpretation. Automated testing, on the other hand, is typically executed as part of the continuous
integration and delivery system and reported on standardized formats to be visualized and
interpreted by generic software packages.
Consequently, even though the Eiffel framework is intended to be used as a part of the continuous
integration and delivery system itself, it is designed to allow manually authored events to be
communicated identically to automatically generated ones. Indeed, the concept of a thin layer
abstracting away underlying details (see Section 10.3.1) applies once more: by reporting both
manual and automated test executions and results using Eiffel events, the same level of traceability
can be ensured and the consumer of those events is not exposed to the mode of testing, unless such
information is explicitly sought. This ability is particularly important when, as is very often the
case, organizations strive to automate as much as possible of their existing manual test cases; by
communicating via standardized events their dependents are insulated from the impact of such
changes in processes and methods.

10.4 Identification of Traceability Needs
Prompted by the challenges outlined in Section 10.1 and striving to understand the most
prominent traceability needs as perceived by engineers in the industry, thereby providing context
and an opportunity for subsequent validation of the Eiffel framework, two series of interviews were
conducted. The first, to identify the most prominent traceability needs in industry, with software
professionals in multiple roles (see Section 10.2) in case A (see Section 10.4.1 below for a
description of the studied cases). The second, to establish whether those needs were unique to that
case or shared by others in the industry, with professionals of corresponding roles in cases B and C.
This approach was chosen in order to focus on the needs stated by engineers already familiar with
and using Eiffel, as such needs may well be different from non-users and possibly reflect the
characteristics and capabilities of the framework – encouraging its adoption and/or being influenced
by it – and then compare that to the perspectives of engineers not using it.
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10.4.1 Case Descriptions
Three very-large-scale industry cases have been studied in this work.
Case A is a development project in Ericsson AB, a multinational provider of telecommunication
networks, networking equipment and operator services as well as television and video systems. This
project develops several network nodes containing custom in-house developed hardware. The
software is developed by several thousand software engineers spread across numerous sites on three
continents and belonging to separate organizations, all with their unique backgrounds, competences,
processes, technologies and tools. To accomplish this, considerable effort has been devoted to
implementing a continuous integration and delivery system which integrates on the order of tens of
thousands of commits and thousands of tested product builds per month (as of early 2015, and
increasing). It automatically integrates components – developed and delivered at a very high
frequency by separate and independent organizations – as binaries, similar to the practice described
by [Roberts 2004]. Despite this, it is stated as formal strategy that "developers shall be responsible
for monitoring their contributions in the integration flow and acting upon any faults they introduce",
not just within their components, but also on a system level.
While the software itself is highly configurable it may also be deployed to a wide array of
hardware configurations and network topologies. As discussed in Section 10.1, this poses a
formidable test traceability challenge: when, where and how has each requirement been verified
This challenge is exacerbated by the fact that there is, with a few exceptions, no central control or
inventory of employed tools, and that they change over time, severely restricting efforts to achieve
traceability based on e.g. a single continuous integration server, revision control system or
application life-cycle management tool. Furthermore, the product exists in a market subject to both
security regulations and national legislations which may place demands on traceability.
Case A has deployed the Eiffel framework, and is continuously expanding the scope of that
deployment.
Case B is a similarly large and distributed development project of reusable components
integrated into numerous products within Ericsson AB. They pursue an ambitious continuous
integration and delivery agenda, and are planning to adopt the Eiffel framework, but are not
currently using it.
Case C is the development of software components for Volvo Trucks – components developed
both in-house and by third party suppliers and integrated into a highly hardware dependent system
solution. They have a history of implementing continuous integration on a component level, and are
looking to expand that way of working to the system level. Case C has not deployed or had any
access to the Eiffel framework at the time of the interviews.
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Case A Interview Questions
IQa1

Which types of trace links to do you consider to be important?

Table 26: Single interview question posed to interviewees in case A in order to identify their
traceability needs.

10.4.2 Case A Interviews
Following the reasoning above, the case A interviewees – in the nomenclature of the studied case:
test manager, track manager, developer, project manager, continuous integration architect,
configuration manager and continuous integration system developer – were asked the interview
question shown in Table 26. All of the interviewees were seasoned engineers with at least eight
years of industry software development experience from multiple projects, many of them
recognized as leaders or experts in their fields within their organization. Their responses were
transcribed, translated from Swedish into English and then thematically coded by two of the
researchers. During the thematic coding, statements were first categorized into themes and then subthemes in an iterative process, where themes were restructured and statements reclassified in search
of the best possible fit. Certain statements were coded as pertaining to more than one theme. The
result of this process was a set of themes representing functional and non-functional needs – not
necessarily related to any particular tool or framework, but to traceability in general – allowing
analysis of the emphasis placed by the interviewed professionals on these needs (see Figure 46)
through the number of coded statements and the number of interviewees making those statements.
While Section 10.4.3 provides explanations of each individual theme, Table 27 shows an overview
with the number of included statements and the number of roles making those statements.
As shown in Figure 46, test result and fault tracing (Trf), upstream tracing (Ust) and content
downstream tracing (Dst) are the three dominant functional needs for the interviewees. We find that
this fact, together with the examples provided by the interviewed engineers in this area, strongly
supports the findings in related work [Asuncion 2009] stressing the fact that traceability can play an
important role in supporting the development effort itself, rather than only serve purposes of
satisfying e.g. legal requirements and certifications.
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Figure 46: A scatter plot of the functional (blue squares) and non-functional (red rhombuses)
themes representing needs highlighted by interviewee statements (none of which were
negative, i.e. stating a lack of need), showing number of discrete statements versus number of
roles making those statements. The most emphasized functional needs are Test result and
fault tracing (Trf), Content upstream tracing (Ust), Content downstream tracing (Dst). The
most emphasized non-functional needs are Usability (Usa) and Persistence (Per). Further
explanation of the themes is provided in Section 10.4.3.

10.4.3 Themes
Test result and fault tracing (Trf) represents the ability to trace test results and/or faults to
particular source or system revisions. This is exemplified by the need to "follow [trace links] in
order to understand why we can't build a [system version]". As one developer puts it, what he wants
to know if whether his source code changes has caused any faults or not – "my main concern is
whether everything is green" – and will when troubleshooting "drill down" through trace links.
Content upstream tracing (Ust) refers to the ability to establish the contents of system revisions
– modules, libraries, individual source changes, implemented requirements et cetera. Interviewees
describe using "trace links for documentation purposes" and how it's important for "knowing that
things hang together, that I haven't lost anything" and to track the development, integration and test
progress of features.
Content downstream tracing (Dst) is similar to Content upstream tracing (Ust), but takes the
opposite viewpoint: where did a given artifact end up? To exemplify, in which system revision was
a particular source change first integrated or a certain requirement implemented? As one engineer
puts it, "when I'm following my commit from start to finish [I want to] see its status through various
[test activities]", an ability which implies an unbroken chain of trace links from the source code
commit through the entire integration and test pipeline of every system that code is integrated into.
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Functional Needs Theme

#roles

#statements

Test result and fault tracing (Trf)

6

27

Content upstream tracing (Ust)

7

19

Content downstream tracing (Dst)

7

16

Context and environment tracing (Env)

3

9

Requirement and work item tracing (Req)

3

8

Monitoring (Mon)

2

8

Metrics and reports (Met)

2

3

Documentation tracing (Doc)

2

2

Salvageability (Slv)

1

5

Non-Functional Needs Theme

#roles

#statements

Usability (Usa)

6

14

Persistence (Per)

4

13

Culture and process (Cul)

4

7

Security and stability (Sec)

4

6

Speed (Spd)

3

6

Automation (Aut)

1

1

Table 27: Overview of interviewee statements coded as pertaining to functional and nonfunctional needs, showing the number of statements and the number of interviewee roles from
which those statements were gathered. See Figure 46 for a graphic representation.

Context and environment tracing (Env) refers to the conditions under which build and test
activities were conducted. This was mentioned by 3 of the interviewed roles, in 9 statements. In the
words of one interviewee, you need to know "exactly which tests and test tools [we used] to achieve
this result" and you need "serious version control of what's [building the software]".
Requirement and work item tracing (Req) is specifically concerned with the ability to connect
artifacts such as requirements, user stories and tasks to e.g. source and system revisions. It was e.g.
stated that "to us it's important that you tie a [commit] to requirements, work packages, [high level
system requirements] or trouble reports, so you can see what kind of work this is".
Monitoring (Mon) represents the ability to monitor the health of the integration system, e.g.
populating information radiators (large graphical depictions in plain sight within the workplace)
with real time data on bottlenecks, availability and throughput. It's also described as a question of
traffic management: "We make use [of trace links] to see when queues grow, if we get queue
overload [and then to] drill down into the flow to troubleshoot".
Metrics and reports (Met) describes how trace links can be used in statistical analysis for
purposes of key performance indicator (KPI) measurements, e.g. "to see how quickly [commits] can
pass through [the system]".
Documentation tracing (Doc) captures how various types of documentation, e.g. trade
compliance and product characteristics "should be natural to connect to the product [via trace links],
instead of maintaining in large systems and Excel sheets on the side", but no concrete plans or use
cases for this have been formulated in the studied case.
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Salvageability (Slv) was mentioned only by the configuration manager. It concerns adherence to
legal requirements, stating e.g. that "a configuration [deployed at a customer site] shall be possible
to correct, and that shall be possible to do perhaps ten years after the development organization that
created it has ceased to exist".
Usability (Usa) captures the fact that adequate traceability in theory is not enough – for it to be
of any value, the various stakeholders must also be able to make effective use of it. To exemplify,
adequate archiving and "being able to search quickly" is highlighted along with the importance of
easily track and analyze chains of trace links for e.g. troubleshooting purposes.
Persistence (Per) means that trace link data must be permanently stored and it must be
"guaranteed that no data is lost". That being said, however, several of the interviewees reflect that
not all traceability data is equally important to keep, that some "is not critical long term, even if it's
useful" but that deciding what to keep and what to discard "is tricky".
Culture and process (Cul) represents how tooling and infrastructure are intimately connected to
culture and process. Downstream traceability is highlighted to ensure awareness "of the fact that
others are pushing code as well; if you get that gut feeling in every developer it's much easier to do
[development and integration of large systems]". One interviewee also considers the fact that
improving traceability and visibility by itself may even be counter-productive unless one is able to
interpret and respond to it appropriately: "as soon as things start red every manager will ask why it's
red – you have to keep calm".
Security and stability (Sec) represents the need for traceability infrastructure to be resilient both
to changes in the development environment and to security threats, as the traceability data is highly
sensitive information. One interviewee explains how this invalidates traceability infrastructures on
top of e.g. source code management systems: "the connection to repositories comes with a
dependence [where] if anyone changes the repository or modifies it you become very vulnerable to
that: the traceability breaks if anyone modifies the [repository layout or scheme]".
Speed (Spd) partly overlaps with usability, but focuses particularly on the speed at which one can
be notified when a particular commit, system revision or requirement has failed a test is highlighted,
stating that "it's really the negative feedback I want as quickly as possible if it exists". It's also
explained that this is not just a concern for any one group of stakeholders, but that "the entire
organization wants quick feedback on what they do".
Automation (Aut) represents the need for continuous integration and delivery traceability
infrastructure to be automated. We find the fact that it was only mentioned explicitly in a single
statement highly interesting, particularly in the light of the established prevalence of automation in
continuous integration systems [Ståhl 2014a] and the fact that the studied case is highly automated
in this regard – one interpretation being that the interviewed engineers consider the need for
automation implicit.

10.4.4 Case B and C Interviews
In the second series of interviews, a total of eight engineers from cases B and C (see Section
10.4.1) were included. The purpose of these interviews was to establish whether the most prominent
concerns revealed in case A (see Section 10.4.2) are unique to that case – conceivably influencing or
influenced by the adoption of Eiffel – or shared by engineers in other industry projects. These
interviews were conducted using the same methodology, but focusing on the three most prominent
functional needs of case A (see Table 28 for interview questions) and inviting the interviewees to
elaborate and expand on these attitudes, explicitly asking them to add any of their own reflections
or to themselves phrase and/or answer questions they felt were lacking from the interview.
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Case B and C Interview Questions

#positive

IQbc1

In your development efforts, is the ability to trace product contents
from a commit to product releases – downstream traceability –
considered important?

8

IQbc2

In your development efforts, is the ability to trace product contents
from a product release to included commits and related life cycle
documents and work items – upstream traceability – considered
important?

8

IQbc3

In your development efforts, is the ability to trace test results and
faults to relevant source revisions and/or product versions considered
important?

8

Table 28: Interview questions posed to interviewees in cases B and C in order to assess the
extent to which engineers in other cases share the most prominent traceability needs
documented in case A, along with the number of positive responses per question.

In the case of Test result and fault tracing (Trf) interviewees stated e.g. that "absolutely", this is
"particularly important" and "super crucial". Several explain that while tracing faults to individual
source code revisions is not something they have considered, it's crucial to "at least [trace faults] to
the product version". One interviewee touches upon usability as he relates how his project keeps
millions of test results "traced in every direction", but that "this is a problem for us, [because] it
creates an illusion" and that "it doesn't help if [system verification teams] kill themselves with
traceability if [we don't use it]", leading them to consider "removing certain trace links [...] because
they only produce the impression of a level of control which does not exist".
In the case of Content upstream tracing (Ust) interviewees stating e.g. that "that is absolutely
the case, this is something we consider important" and "from my point of view it is incredibly
important".
In the case of Content downstream tracing (Dst) interviewees stated e.g. that it's "extremely
important", "especially when problems occur", but also that even though they themselves found it
essential, "I think the interest in this varies [from individual to individual]" and that "it depends on
who you ask".
Consequently, we find that these concerns are not isolated to a single case, but considered highly
important by multiple large scale projects and – in our professional experience – also in the industry
at large. Interestingly enough, we find that achieving these types of traceability functionality is not
only considered a crucial challenge in the context of continuous integration, but also an absolute
and non-negotiable prerequisite for making large scale continuous integration work in the first
place. As two of the interviewees explain, the current methods of securing traceability "are not
sustainable in the long run", which "is our greatest impediment to achieve speed [in integration and
test]" and that "If we succeed with this, then we'll succeed. If we fail, then we'll fail at continuous
integration, delivery and everything."
In summary, based on the statements made by practitioners we conclude that traceability –
particularly of content, faults and test results – are key challenges for the industry in achieving large
scale continuous integration and delivery. This is because, as demonstrated by the interviewee
statements above, insufficient traceability is not only a concern from a certification and legality
perspective, but because it hampers effective development practices in a number of areas:
•

Troubleshooting faults discovered in continuous integration and delivery.
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•

Discovering problems such as congestion or resource scarcity in the continuous integration
delivery system.

•

Providing developers with relevant feedback with regards to the source code changes they
commit.

•

Determining the content of system revisions.

•

Monitoring the progress of features, requirement implementations, bug fixes et cetera.

Of these, the first two are unique to continuous integration and delivery contexts. The third is not,
but is arguably particularly relevant in such contexts: in previous work we have often found that the
ability of developers to easily determine the status of commits is of great importance in continuous
integration and delivery [Ståhl 2014b]. The final two needs are clearly relevant regardless
continuous integration and delivery, but as discussed in Section 10.1, the ability to satisfy them is
affected by these practices.

Figure 47: The thematic network resulting from the individual semi-structured
interviews in case A.
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10.5 Validation
This section presents validation of the Eiffel framework as a solution to traceability in continuous
integration and delivery. This is accomplished through interviews with professionals working both
in projects using and not using the framework, as well as through a comparison of the process to
gather traceability data in case A with and without Eiffel and a systematic literature review. In
addition, the results of these methods are, where applicable, discussed in the context of our own
findings as participant observers.

10.5.1 User Interviews
In order to investigate the experiences of software professionals using the Eiffel framework,
further semi-structured interviews were conducted in case A. Following the interviews, the discrete
interviewee statements were thematically coded [Robson 2011] and analyzed, and a thematic
network (see Figure 47) was created using the same method and the same themes for functional and
non-functional needs as described in Section 10.4. As in all interviews, the interviewees were
encouraged to provide spontaneous input outside of the questions of the interview guide (see Table
29): How are trace links generated in your development process?, How are trace links analyzed in
your development process?, What use do you make of generated trace links in your role? and How
have the traceability capabilities of your development process evolved over time?
User Interview Questions
IQu1

How are trace links generated in your
development process?

IQu2

How are trace links analyzed in your
development process?

IQu3

What use do you make of generated trace
links in your role?

IQu4

How have the traceability capabilities of your
development process evolved over
time?

Table 29: Interview questions posed to engineers in case A using the Eiffel framework.

A recurring topic throughout all seven interviews was the continuous integration and delivery
framework Eiffel, along with the various tools for aggregating, analyzing and presenting trace links
generated by it, which has been extensively deployed in the studied project. It is not nearly the only
tool in use, but while "Eiffel is a systemized product [...] the others have arisen from needs in the
project without any thought to traceability or integration with other systems [...] and that has caused
problems". It is also clear that Eiffel addresses most of the highlighted use cases and is seen as the
way forward, and intended to replace many of the other solutions currently used in parallel. The
reasons for this include performance, data consistency, usability and alignment, stating e.g. that
"Eiffel is a platform I think we will rely on more and more [and] it feels like a very solid
foundation" and "we are very much headed towards gathering data via [Eiffel] events". Indeed, it is
formal strategy in the project that "the primary method of collecting integration flow data shall be
via Eiffel events", supporting the position of the framework as an important contribution in
satisfying continuous integration and delivery traceability.
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In line with this, six out of seven interviewees described how they use Eiffel to address test result
and fault tracing, downstream content tracing, and/or upstream content tracing. This is not least the
case across the delivery interface between components and systems, where they e.g. state that with
Eiffel "when we create [release candidates] they sometimes fail [but] using just that [Eiffel] data we
can actually in 95% of cases [locate] the fault, revert that and the next build will be ok", "modules
can tell me which [bugs] they have tried to correct in a given delivery", "you can tell what is
provided", "[the project manager] can understand the developer's point of view" and "[I can see]
how what I did has been moved forward in the chain". A project manager also explains how, using
this data, one can "know where a feature is in our development chain [...] for instance, 'It's in a
[system revision] now, and now it has achieved [a specified quality threshold]'; or a [change
request], a [work item] or a [bug report]". In a similar vein, other engineers relate how Follow Your
Commit (see Figure 44) "is good for understanding 'What is going on, I have done something and
want to understand where it is going'" answering "What is the status of a [commit] right now?".
These statements strongly support the feasibility of Eiffel as a solution to large scale traceability,
particularly for purposes of integrating across tiers of system completeness (e.g. components into
systems), addressing the concerns outlined in Section 10.1. Taking that one step further, we have
also witnessed it facilitating the integration and testing of networks consisting of multiple systems
such as the one studied in case A, where, in the words of a test manager, it strips away most of the
coordination and alignment otherwise required, as the communication protocol and trace link data is
already given.
The one interviewee who did not support this view was a configuration manager in one of the
components, who favored a source code management based approach to traceability, as his primary
concern was salvageability and reproducibility of software and configurations, stating that Eiffel
long term data persistence was not satisfactorily assured in the current deployment.
One interviewee in particular – the continuous integration architect – was eager to discuss
methodological and philosophical questions with regards to traceability. For instance, the
importance of separating intended content from actual content – effectively invalidating planning
documents for purposes of traceability analysis – and the positive effects of event driven in situ
trace link generation and the difficulties in achieving sufficient granularity in trace link references.

10.5.2 Non-User Interviews
In order to investigate whether alternatives to Eiffel are employed in industry, four engineers
from cases B and C, respectively, were interviewed. These were purposively sampled to as closely
as possible match the roles in case A expressing the strongest personal needs – as opposed to
describing the needs of others – in other words, the primary stakeholders of continuous integration
and delivery traceability. None of the interviewees were shown Eiffel prior to the interviews; while
plans in case B were being made to adopt Eiffel (see Section 10.4.1) only one of the interviewees
was familiar with the framework at the time. The interviews were focused on how various
traceability needs are addressed (see Table 30).
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Non-User Interview Questions
IQnu1

How, if at all, do you address the need for downstream traceability?

IQnu2

How, if at all, do you address the need for upstream traceability?

IQnu3

How, if at all, do you address the need for test result and faults traceability?

IQnu4

What is your assessment of the usability of your traceability solutions?

IQnu5

What is your assessment of the persistence of traceability data in your
development
effort?

Table 30: Interview questions posed to engineers in cases B and C, not using the Eiffel
framework.

Through these interviews, stark differences compared to case A became evident. In both case B
and C, delivery from component to system level is manually handled, with manually authored
delivery reports and little visibility from component to system, or vice versa. This lack causes
several problems – e.g. from a system point of view "we don't know which new test cases [to]
introduce for this release [because we] don't have release notes from these small deliveries [so] it's
hard to start testing" and testing has "a lot of waste [because we] test with the wrong input data [so]
approximately 40% of our work is wasted due to poor traceability". On the other hand, lack of
downstream traceability (from component to system) causes other problems: the developers "don't
understand that it's a long chain, they don't understand that they're part of a truck" and it takes too
long to get feedback on faults found beyond the component scope to the developer.
In both cases, interviewees state that they do not have adequate solutions for these types of
traceability. The traceability they do have is largely based on their source control systems,
unstructured documents, requirement management tools and/or ticket management tools, with
limited integration between these, so while "there is no tool where I can see that my commit has
been included here and verified [at system level]" the data exists "indirectly, but you have to dig for
it and I don't think anybody does that" and "right now it's heavy work". In other words, while
traceability data exists in e.g. source code repositories, text documents and spreadsheets, "that
doesn't mean it is used", confirming the concerns about usability highlighted in Section 10.4. The
manual traceability handling is also identified as a major blocker for more frequent deliveries of
software, both at a component and a system level: "today, without continuous integration, it's nearly
overbearing, deliveries are very costly", "sometimes it scares me, thinking about how many people
fill out various documents and simply create deliveries and sub-deliveries, because you want
traceability", and therefore work is ongoing to implement "tooling to handle the amount of data and
make a different kind of reporting possible".
Statements such as these show that not only is functionality comparable to that of Eiffel lacking,
but also that this lack is identified as a problem. Furthermore, they reinforce the position that
satisfactory solutions must be sought in tooling and infrastructure, rather than (exclusively) in
processes, and that such solutions are a non-negotiable prerequisite for successful large scale
implementation of continuous integration and delivery, as discussed in Section 10.1.
An observation made by us during the interviews is that the concept of downstream traceability,
so important to the case A interviewees, was very difficult to convey to the engineers in case B and
C: in each of the eight interviews we had to resort to concrete examples and story-telling to explain
the question. Even then, while confirming its importance, several interviewees discussed it in terms
of what we would label upstream traceability, or traceability limited to the component context. The
majority, however, grasped the concept and in both of the cases explained that this was something
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they were hoping to achieve. We find this difficulty to communicate the concept highly interesting.
Despite the claims of the interviewees to the contrary, it is conceivable that the actual need is small
or non-existent, but one may also speculate that there's a hierarchy of needs: in what may be called
a reactive mindset, where developers delivering to a higher system tier "throw their changes into a
black hole, and then get angry mails back a few weeks later", in the words of an engineer
interviewed by us in previous work, understanding the system level is not the developer's concern –
if there's a problem they'll be told and then react, whereas a lack of "angry mails" is presumed to
mean everything is fine. In the proactive mindset of case A, however, developers are expected to
understand the system and how they affect it (as evident from interviewee statements and formal
strategy, see e.g. Section 10.4.1), allowing them to act on faults they introduce before they cause
major disruption to the larger development effort. This requires adequate traceability to support that
expanded responsibility – or possibly the other way around: the availability of information has lead
to the expanded responsibility. Both as researchers and software professionals ourselves, we
consider this a highly interesting question worthy of further investigation (see Section 10.7.1.2).
As for the non-functional concern of persistence, highlighted as important in the original case
study, all of the control case engineers in both cases either stated that their data persistence was
adequate, or were uncertain but had no reason to believe it was insufficient.

10.5.3 Traceability Process Comparison
A recurring topic in the case A interviews was how the Eiffel framework has made traceability
data more readily accessible, reducing the time spent "playing detective". As a track manager put it,
previously there were "lots of different systems, so if you tried to trace something from a [product
release] you had to go look inside [it] to see what's in that, then perhaps in some other system,
because that particular organization had their data in another system, and if you had access there
you could go in and see which sub-groups there were, and so on and on. Now when I go into [a tool
presenting Eiffel data] and look it's fairly simple. It's practically clickable, so I can drill fairly far
down." Such statements represent an opportunity to quantitatively assess the improvement, and
thereby verify the claims made by the interviewees.
2011

2015

Data acquisition method

Asking engineers by mail
and phone

Web based database interface

Data acquisition lead time

15 days

10 minutes

Integration lead time

Varies, estimated average
of 30 days

Varies, up to 11 hours

Integration frequency

Varies, 0-2 times a month

Once every 5 days

Table 31: A comparison of the data collection procedures in 2011 and 2015 to measure the
integration frequency of a platform product into the studied case. The data acquisition lead
time refers to the total time from beginning to search for the data until that data is acquired –
crucially different from effective time spent. Similarly, the integration lead time refers to the
time from a source change being committed until it is integrated into a system revision. Note
the differences in both data acquisition method and the acquired data, discussed in Section
10.5.3.
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During the case study we found that four years earlier, in 2011, high level management requested
an investigation into lead times and frequency of integrations of a platform – developed by a
different organization – in the studied case, the background being that no reliable data existed on
who used which versions of the platform when. That investigation was conducted by mailing and
phoning project managers and integration engineers to ask them about their integrations. Using the
technology now available in the same project, we repeated the exercise to fetch the same data and
thereby benchmark the tooling now available. A comparison of the two data collection procedures is
presented in Table 31.
The difference in data acquisition method and lead time is very clear, and corroborates the
statements made by interviewees that with the current tooling "you can tell what is provided [in a
given baseline]", "in my role it's [now] much, much easier to comprehend the situation" and that
"we have achieved transparency in things: [whereas] previously there were a few individuals who
could see the status of builds, now [...] you have access to data – before it was very difficult, you
had to be a UNIX expert to get to the data". Consequently, we find that this comparison supports
Eiffel as a valid contribution by demonstrating its ability to provide content traceability (see Section
10.4).
Apart from this, there is also a striking difference in the actual data: integration lead times have
decreased, and frequency has increased. The interviewees stress that no single tool can claim the
credit for that, however, but that it's caused by not only a number of improvements on a broad front,
but also changes in process and mindset. As a project manager puts it, while he wants to "give
credit" to Eiffel, "the big thing is the Lean thinking that's emerged and pushed us to start talking
about flows". In our own experience from observing the deployment of Eiffel in multiple contexts,
there is a synergy between culture and tooling: the needs that Eiffel addresses are pushed to the fore
by Lean and Agile ways of working, and those ways of working are at the same time promoted and
encouraged by the visibility it affords. Such observations and interviewee statements like the one
above lead us to believe that this synergy, where new technologies have the potential to change the
way engineers approach their work, may explain the differences in mindset observed between those
using Eiffel and those who do not (see Section 10.5.2).

10.5.4 Systematic Literature Review
To investigate whether solutions comparable to Eiffel have been presented in published literature,
a systematic literature review [Kitchenham 2004] was conducted. A review protocol was created,
containing the question driving the review ("Which solutions to the traceability problem in a
continuous integration and/or delivery context have been proposed in literature?") and the inclusion
and exclusion criteria (see Table 32). The protocol was informally reviewed by colleagues and then
applied.
As shown in Table 32, the initial search in four databases yielded a total of 26 unique results.
These were then culled through subsequent application of exclusion criteria to five papers, which
are discussed in detail below.
In [Dabrowski 2012] a graph based description of related software artifacts is proposed, and a
case is made for its usefulness in ensuring traceability from e.g. requirements to code. This is highly
interesting work, but does not address the identified challenges. First, this work focuses on
describing the relationships between individual source code files at a given time, functioning as a
detailed snapshot of the project's anatomy, rather than automatically recording how the software and
artifact dependencies change over time and tracking e.g. real time content (see Section 10.4).
Second, it does not consider the problem of obtaining the required information in a heterogeneous,
dispersed and changing tooling landscape. In other words it does not address the problems outlined
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in Section 10.1. Even then, keeping such a graph up to date in a project with hundreds or thousands
of commits every day would require complete automation – and therefore some form of integration
with every employed tool – to be feasible.
This work is expanded upon by [Dabrowski 2013], where a tool set that supports the above graph
approach is described. The tool integration aspect is still missing, however, and in its current form
the computation times call its applicability to continuous integration into question: following the
trend lines of the reported times for detecting and storing source code relationships alone shows that
it will soon run into days for an enterprise scale project. Consequently, while representing
promising work in an exciting area of software engineering, it does not satisfy the needs of the
studied cases.
Inclusion Criteria

Yield

IC1

Scopus search on 2016-02-16 for TITLE-ABS-KEY(("continuous
integration" OR "continuous delivery") AND
("traceability" OR "trace link" OR "trace" OR
"artifact")) AND SUBJAREA(COMP)

IC2

Web of Science search on 2016-02-16 for TS=("continuous
integration" OR "continuous delivery") AND
TS=("traceability" OR "trace link" OR "trace" OR
"artifact") AND SU=Computer Science

3

IC3

IEEE Xplore search on 2016-02-16 for (("continuous
integration" OR "continuous delivery") AND
("traceability" OR "trace link" OR "trace" OR
"artifact"))

7

IC4

Engineering Village search on 2016-02-20 for (("continuous
integration" OR "continuous delivery") AND
("traceability" OR "trace link" OR "trace" OR
"artifact"))

8

Exclusion Criteria

21

Remaining Set

EC1

Union of results, excluding duplicates (in which case the most
recent publication is used) but not extensions

26

EC2

Exclusion of conference reviews, posters for industry talks or
workshop proceedings, or other items lacking available content
beyond abstract and/or references

22

EC3

Exclusion of publications that, through review of abstracts, are
shown not to address any of the software engineering concerns of
continuous integration, continuous delivery or traceability

13

EC4

Exclusion of publications that, through full review, are shown not to
propose any tooling or framework based solution to the traceability
problem

5

Table 32: Inclusion and exclusion criteria of the systematic literature review, along with the
number of papers yielded from the performed searches and remaining after application of
exclusion criteria, respectively.

TRICA, a collection of integrated open source tools for revision control (Subversion), issue
tracking (Trac) and continuous integration (Hudson) is introduced by [Ki 2009]. Unfortunately, the
very fact that it focuses on alignment of a selection of tools invalidates it from the point of view of
the outlined challenges (see Section 10.1). Not only do our cases (see Section 10.4.1) encompass
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organizations using dozens of tools in these three categories alone, but this inventory is constantly
in flux. As a case in point, at the time when the paper proposing TRICA was published all three of
its tools saw use in Ericsson, but have since been largely abandoned in favor of more recent
alternatives.
CodeAware [Abreu 2015] proposes a system of static and dynamic probes inserted in a
continuous integration environment, as well as coordinators and actors listening and responding to
these probes. This concept is similar to the Eiffel approach in that it is a distributed system
providing real time data to stakeholders and potentially driving the behavior of the continuous
integration system, and also mentions the possibility of emitting events to subscribers. While early
and highly interesting work, in its current form it focuses on facilitating test and verification, rather
than traceability per se. Consequently, it is altogether conceivable that a CodeAware-like system
and Eiffel could coexist and even complement one another.
Finally, [Rylander 2008] discusses the approach of tracking built artifacts in the context of a
"pipeline" of stages. In the years since this article was published, similar solutions have become
standard features of popular continuous integration servers such as Jenkins, Bamboo or TeamCity,
but fail to address the problems of dispersed, multi-server, multi-process and multi-tool contexts
described in Section 10.1.
Consequently, we find that solutions to the identified problems are lacking in literature,
strengthening Eiffel's position as a valid contribution.

10.5.5 Validation Summary
In this section we have shown that the Ericsson developed Eiffel framework for continuous
integration and delivery traceability is a valid solution supporting the critical software engineering
capabilities discussed in Section 10.4:
•

Troubleshooting faults discovered in continuous integration and delivery is enabled by
generating trace links to test results, system revisions, baselines and source code revisions,
so that "when we create [release candidates] they sometimes fail [but] using just that [Eiffel]
data we can actually in 95% of cases [locate] the fault, revert that and the next build will be
ok".

•

Discovering problems such as congestion or resource scarcity in the continuous
integration delivery system is enabled by "specially tailored" visualizations of Eiffel data
that present a "view of how we're faring right now, across the entire flow".

•

Determining the content of system revisions is enabled by generating trace links between
source code revisions, baselines, system revisions and work items et cetera, so that "modules
can tell me which [bugs] they have tried to correct in a given delivery" and "you can tell
what is provided" in a given system revision. The improvement brought by Eiffel is
confirmed by a quantitative comparison of traceability data gathering before and after its
deployment.

•

Monitoring the progress of features, requirement implementations, bug fixes et cetera
is enabled by the automated real time generation of trace links as these artifacts progress
through the continuous integration and delivery system, whereby one is able to "know where
a feature is in our development chain [...] for instance, 'It's in a [system revision] now, and
now it has achieved [a specified quality threshold]'; or a [change request], a [work item] or a
[bug report]".
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•

Providing developers with relevant feedback with regards to the source code changes
they commit is enabled by visualization of real time Eiffel data, allowing developers to
answer the question "What is the status of a [commit] right now?".

In addition, the Eiffel framework is applicable to the aggravating circumstances also discussed in
Section 10.1:
•

Scale, Geographical diversity and Technology and process diversity through the
demonstrated in vivo efficacy of the system in case A – a project encompassing thousands of
software engineers spread across three continents and multiple organizations, each with their
unique processes, nomenclatures, backgrounds and technology stacks (see Section 10.4.1).

•

Continuous integration and delivery through actually being a part of and utilizing the
continuous integration and delivery system itself, rather than struggling to cope with its
consequences in terms of accelerated speeds and frequencies. In this aspect it is crucially
different from the (particularly manual) traceability solutions of other projects (see Sections
10.4 and 10.5.2).

Furthermore, we have been unable to nd comparable alternatives available to the studied industry
cases or described in published literature.

10.6 Threats to Validity
External validity must always be considered when drawing conclusions from a case study. In this
work we have mitigated the threat by confirming that the traceability concerns raised are also
relevant in other projects, one of them in a separate company, with the caveat that they are all large
scale project with multiple tiers of system completeness and that the concerns and needs of the
interviewees mostly related to the larger system level, as opposed to the smaller component level.
We have also shown that technology similar to what has been developed in case A in order to
address those needs is not available in the other cases or in literature, supporting the generalizability
of that solution.
Threats to internal validity include selection and compensatory rivalry [Cook 1979]. Selection,
because interviewees were not randomly selected. Instead, purposive sampling was used – in case A
in order to cover as many roles and perspectives as possible, and in cases B and C to find
perspectives correlating to those having the most articulate functional needs in case A.
Compensatory rivalry, because it is conceivable that interviewees feel compelled to put their project
into the best light. It should be noted, however, that there were no incentives in the study to provide
positive answers and, in our view, most interviewees tended towards self-criticism, rather than selfpraise.
Due to the involvement of two of the researchers in the development of the studied framework,
researcher bias is a concern. To defend against this, apart from participant observation, three
additional methods of validation have been employed to maximize triangulation (see Section 10.5).
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10.7 Conclusions and Further Work
In this paper we have studied three very-large-scale, geographically dispersed software
development projects. Driven by the traceability challenges identified in related work, we have
confirmed through interviews that traceability is a serious concern to software professionals of
multiple roles, not least in the context of continuous integration and delivery, where it is in fact
regarded as a prerequisite to successful large scale implementation of these practices. Particularly,
based on these findings, we conclude that the lack of adequate traceability solutions poses a threat
to several important software engineering abilities:
•

Troubleshooting faults discovered in continuous integration and delivery.

•

Discovering problems such as congestion or resource scarcity in the continuous integration
delivery system.

•

Determining the content of system revisions.

•

Monitoring the progress of features, requirement implementations, bug fixes et cetera.

•

Providing developers with relevant feedback with regards to the source code changes they
commit.

In addition, we have established through a systematic review of related work that satisfactory
solutions for achieving traceability in a continuous integration and delivery context, particularly in
large scale development efforts, are lacking. In response to this situation, Ericsson has developed
Eiffel – a framework "fully integrated with the software development tool chain", as called for in
related work [Rempel 2013] and designed to generate in situ trace links throughout the continuous
integration and delivery process.
In this paper we have presented the Eiffel framework and discussed its design, characteristics and
deployment. Furthermore, we have validated the solution using multiple methods:
•

Seven software professionals of multiple roles using the Eiffel framework in their day-today work have been interviewed to capture their experiences, concluding that the Eiffel
framework not only addresses the software engineering abilities listed above, but is also
regarded as a long term solution and "a very solid foundation" to build upon.

•

Eight software professionals of corresponding roles in projects not using the Eiffel
framework have been interviewed to establish whether they have access to traceability
capabilities comparable to those offered by Eiffel, concluding that not only do they not have
access to comparable functionality, but that this lack is identified as a problem to the extent
that a satisfactory solution to traceability in continuous integration and delivery is regarded
as a prerequisite for the large scale implementation of those practices.

•

The methods of gathering relevant traceability data in the same project before and after the
deployment of Eiffel have been quantitatively compared, concluding that using the
framework the time and effort required are dramatically reduced, as shown in Table 31.

•

Published literature has been reviewed in search for comparable solutions, concluding that
none are available.

Our conclusion is that this industry developed solution to continuous integration and delivery
traceability is – to the best of our knowledge – unique and addresses several critical concerns of
large scale software engineering, which otherwise lack adequate solutions.
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Furthermore, while carrying out this work we have observed differences in mindset with regards
to developer responsibility to understand and monitor their impact in a larger system context, as
opposed to a limited component context, between investigated industry projects. We hypothesize
that this difference represents an example of positive synergy between tooling and process in that it
correlates with the availability of sufficient traceability data to enable such an expanded developer
responsibility.

10.7.1 Further Work
We find that the work reported from in this paper opens up several promising avenues of further
research.

10.7.1.1 Development Activity Extension
As the interviewed engineers state themselves, their work on Eiffel is an ongoing process, with a
number of foreseen challenges and opportunities. One of particular interest for further research is
the possibility to extend the framework to development activities, e.g. automatically generating
trace links to relevant requirements and bug reports as the developer writes his or her code, similar
to what is described [Asuncion 2009]. Such an extension has great potential for complementing
current Eiffel functionality, which currently relies on developers entering references to artifacts
outside of the continuous integration and delivery system – e.g. bug reports, work items and
requirements – with consequent risks of inconsistent formatting, forgetfulness and other human
error factors. Automated real time analysis of the developer's work, as proposed in related work,
would address these vulnerabilities.

10.7.1.2 Developer Responsibility Mindset
As discussed in Section 10.5.2, we find the observed differences in developer responsibility
mindset to be highly interesting and worthy of further investigation, not least from a large scale
software development methodology perspective. Intriguing questions include the interaction
between available infrastructure and mindset, as well as how that difference in responsibility and
mindset affects actual behavior and outcome.

10.7.1.3 Improved Trace Link Analysis
Many of the use cases for analyzing and visualizing traceability data observed in the studied
cases requires information to be aggregated from large sets of individual trace links. To exemplify,
the Follow Your Commit visualization (see Figure 44) mines various trace links – to builds,
automated activities queuing, starting and stopping, tests executions, work items et cetera – and
populate data objects representing the life-cycle of a source code revision as it progresses through
the integration pipeline. Another example is statistical analysis of traceability data, e.g. to monitor
the system and identify congestion or resource scarcity issues (see Section 10.4).
The implementations for such analyses and visualizations that we have witnessed are, while
based on the shared Eiffel protocol, still custom ad-hoc implementations. At the same time, the
possibility for conducive generic solutions exists, e.g. in the form of distributed real time computing
systems as Apache Storm and Apache Spark. We consider research into the application of such
systems to the problem of processing real time traceability data to be highly interesting.
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Chapter 11. Dynamic Test Case Selection in Continuous
Integration: Test Result Analysis Using the Eiffel
Framework
This chapter is currently in press:
Ståhl, D., & Bosch, J. (2016). Dynamic Test Case Selection in Continuous Integration: Test Result
Analysis using the Eiffel Framework. In press; accepted for inclusion in Analytic Methods in
Systems and Software Testing.
Abstract
The popular agile practices of continuous integration and delivery stress the rapid and frequent
production of release candidates and evaluation of those release candidates, respectively.
Particularly in the case of very large software systems and highly variable systems, these aspirations
can come into direct conflict with the need for both thorough and extensive testing of the system in
order to build the highest possible confidence in the release candidate. There are multiple strategies
to mitigate this conflict, from throwing more resources at the problem to avoiding end-to-end
scenario tests in favor of lower level unit or component tests. Selecting the most valuable tests to
execute at any given time, however, plays a critical role in this context: repeating the same static
test scope over and over again is a waste that large development projects can ill afford. While a
number of alternatives for dynamic test case selection exist – alternatives that may be used
interchangeably or even in tandem – many require analysis of large quantities of in situ real time
data in the form of trace links. Generating and analyzing such data is a recognized challenge in
industry. In this chapter we investigate one approach to the problem, based on the Eiffel framework
for continuous integration and delivery.

11.1 Introduction
Dynamic test case selection means selecting which tests to execute at a given time, dynamically
at that time, rather than from pre-defined static lists. It also implies performing that selection
somewhat intelligently – blind random selection might be considered dynamic, but is arguably not
overly helpful. Consequently, what we mean by dynamic selection is this intelligent selection,
designed to serve some specific purpose.
There are many such purposes which may be served, not least in a continuous integration and
delivery context. Continuous integration has been shown to be difficult to scale [Roberts 2004,
Rogers 2004]. One problem of continuous integration and delivery of very large systems is that the
test scopes of such systems can be both broad and time consuming – often much longer than the
couple of hours beyond which some will argue that the practice is not even feasible [Beck 2000]. At
the same time, others state that a cornerstone of continuous integration practice is that all tests much
pass [Duvall 2007], which is clearly problematic.
This is particularly the case in certain segments of the industry. While in a generic cloud
environment the problem can to a certain extent be solved, or at least mitigated, by throwing more
inexpensive hardware at it, large embedded software systems developed for specialized bespoke
hardware do not have that option. Examples of this, studied by us in previous work [Ståhl 2014b,
212

Ståhl 2016b], include telecommunication networks, road vehicles and aircraft. The problem is
further exacerbated by the high degree of customizability and the large number of variants of these
products, where it is no longer even clear what 100% passing tests actually means. All tests passing
in all product variants – of which there may be many thousands – is clearly not feasible (not to
mention verifying all requirements).
The conclusion from this is that there is reason to carefully consider which tests to execute when,
the better to maximize coverage and confidence in the software, while minimizing the time and cost
required; and the larger the test scope and the more expensive and/or scarce the test equipment, the
greater reason for doing so.
That being said, there are multiple ways to seek that optimization, and they are not mutually
exclusive. The practice of minimizing high level scenario tests in favor of low level unit or
component tests – essentially pushing test value down through the "test pyramid" [Cohn 2010] – is
often highlighted, particularly in agile circles [Fowler 2012]. Once everything has been pushed as
far down as it can be pushed, however, one is still left with the high level (and expensive) tests that
remain, and the need to decide which ones to execute.
There is a number of option for such selection. One may wish to prioritize tests that have not
been executed for a long time, tests verifying recently implemented or changed requirements,
recently failed tests, tests that have not recently been executed in a certain configuration, tests with
a low estimated cost of execution [Huang 2012], tests that tend to fail uniquely as opposed to failing
in clusters together with other tests, tests that tend to fail when certain parts of the source code are
modified, et cetera. They all have one thing in common, however: they require real time traceability
of not only which tests were executed when and for how long, but also items under test,
requirements, source changes and test environments.
Such traceability capabilities require advanced tool support, yet traceability is a domain where
the industry is struggling, with an identified lack of infrastructure and tooling oriented solutions
[Cleland-H. 2014] and particularly tooling "fully integrated with the software development tool
chain" [Rempel 2013], with few studies on industry practice [Mäder 2009]. Against this
background, we will discuss the open source continuous integration and delivery framework Eiffel,
originally developed by Ericsson to address these challenges.

11.2 The Eiffel Framework
Providing a wide portfolio of products which constitute part of the critical infrastructure of
modern society, Ericsson must not only meet strict regulatory and legal demands, but also live up to
demanding non-functional requirements, ensuring e.g. high availability and robustness. With an
ambitious continuous integration and delivery agenda, the company has faced the dual challenge of
making these practices scale to the considerable size of its product development – many of its
products requiring thousands of engineers to develop – and to not only preserve but also improve
the traceability of its development efforts.
In response to this challenge and finding no satisfactory commercially available alternatives –
particularly considering its very heterogeneous development environment – Ericsson created its
own enterprise continuous integration and delivery framework, called Eiffel. Originally developed
in 2013 and now licensed and available as open source, Eiffel affords both scalability and
traceability by emitting real time events reporting on the behavior of the continuous integration and
delivery system. Whenever something of interest occurs – a piece of source code was changed, a
new composition was defined, a test was started, a test was finished, a new product version was
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published et cetera – a message describing the event is formed and broadcast globally. Each such
event further contains references to other events, constituting trace links to semantically related
engineering artifacts. For instance, a test may thus identify its item under test, which in turn
identifies the composition it was built from, which references an included source change, which
finally links to a requirement implemented by that change. A more elaborate Eiffel event graph
example is shown in Figure 48.

Figure 48: A simple example of an Eiffel event graph. Event names have been abbreviated: the
full names of all Eiffel events are on the format Eiffel...Event, e.g. EiffelArtifactCreatedEvent.

By listening to and analyzing these events, Ericsson has managed to address both scalability and
the traceability challenges outlined above. Scalability, because each of the globally broadcast events
serves as an extension point where a particular continuous integration and delivery system may be
hooked into by others in the company interested in the communicated information. That way
differences in tooling, equipment, technology, processes or geographic location are abstracted away,
enabling a decentralized approach to building very large yet performant systems. Traceability,
because when persistently stored the graph formed by these events and their semantic references
allows a great number of engineering questions to be answered; in the very simple example above,
questions such as whether the requirement has been verified, which versions of the product the
software change has been integrated into or, conversely, which software changes and requirement
implementations have been added in any one version of that product.
It deserves to be pointed out that this is done in real time – not by asking colleagues, making
phone calls or by managing spreadsheets, but by database queries. This constitutes a crucial
difference to traditional approaches to traceability, which tend to be manual and/or ex post facto
[Asuncion 2010]. Consequently, as found in previous work [Ståhl 2016a], the improvement in
traceability effectiveness in projects after the adoption of the Eiffel framework is significant.
Table 31 shows the results of an experiment conducted in one such project. Before adopting
Eiffel, the tracing of which components used which versions of their dependencies was completely
manual and tracked via multiple non-centralized spreadsheets. Consequently, any attempt at
collating this information into a coherent overview was also a manual processing relying on mail
and phone queries, taking weeks and done at irregular intervals. Using Eiffel, however, the same
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data is continuously gathered in minutes using simple database queries. While this example shows
the importance of effective and conducive tooling on content traceability – which changes, work
items and requirements have been included in a given version of the system and vice versa – the
same applies to test traceability as well. We argue that this radical improvement in traceability
practice is a game changer that truly enables dynamic test case selection: in a continuous integration
and delivery context one is simply forced to decide the test scope based not on mail conversations
but on database queries.
This is particularly the case in large organizations developing large systems. To exemplify, a
study of multiple industry cases [Ståhl 2017] reveals that the larger the developing organization, the
larger the average size of commits (see Figure 13). When, as in one of the studied cases, 40-50
changes averaging nearly 3,000 lines of code are committed every day, manual analysis to
determine the test scope of those changes is simply not an option.

11.3 Test Case Selection Strategies
As discussed in Section 11.1, there is a number of options available with regards to the criteria by
which to dynamically select test cases for execution. Regardless which option one chooses, the rules
governing the selection in a particular scenario need to be carefully described in a structured
fashion; we term this description a test case selection strategy to emphasize the difference to
traditional static collections of test cases often referred to as test suites or test campaigns.
To be clear, a test case selection strategy may combine one or more methods of selection,
including static identification of test cases. Consequently, such a strategy may in its simplest form
be equivalent to a traditional test suite, but may also be much more advanced. To exemplify, it may
dictate that tests A, B and C shall be included, as well as tests tagged as "smoke-test" and any
scenario tests which have failed in any of the last five executions.
Entering this type of logic into a single selection strategy description affords a high degree of
flexibility to test leaders and test managers: it constitutes a single point of control where they can
adjust the testing behavior of the continuous integration and delivery system. Perhaps more
importantly, however, it can serve as a vital bulkhead between the separate concerns of continuous
integration and delivery job configuration and test management. As we study implementations of
continuous integration and delivery practice in the industry, not only do we frequently see static test
scopes which remain unchanged for years at a time, but we see them woven into hundreds of e.g.
Jenkins job configurations where they are tangled into build scripts, environment management,
triggering logic et cetera, causing great difficulties for non-expert users to control and maintain the
system.

11.4 Automated vs. Manual Tests
In the paradigm of continuous integration and delivery, considerable emphasis is placed on the
automation of tests, and rightfully so. Achieving the speed, frequency and consistency required to
produce and evaluate release candidates at the rapid pace these practices call for mandates
automation wherever automation is feasible. In our experience, both as practitioners and as
researchers, we find that there is still room for manual testing, however; not the repetitious rote
testing often seen in traditional development methods to verify functionality, but testing in areas
where computers are not (yet) a match for human judgment. Such areas include advanced human215

machine-interfaces and exploratory testing. To exemplify, in previous work we have studied the
continuous integration and delivery system of jet fighter aircraft development [Ståhl 2016b] where
the ability of controls and feedback systems – not only visual, but also tactile – to aid the pilot is
ultimately determined by the pilot's subjective perception of them. As for exploratory testing, there
is great value in letting a knowledgeable human do their utmost to explore weaknesses and try to
break the system any way they can. That being said, such manual testing activities arguably do not
belong on the critical path of the software production pipeline, where they may increase lead times
and cause delays, but as parallel complementary activities.
Regardless of why, where or how one performs manual tests, however, from a traceability point
of view it is crucial that manual test results are as well documented as automated ones, and
preferably documented in the same way so that a single, unified view of test results, requirements
verification and progress can be achieved. All too often we witness that not only are manually
planned, conducted, documented and tracked test projects treated as completely separate from and
irreconcilable with automated tests, but automated tests of diverse test frameworks are also
reported, stored and analyzed independently. This results in multiple unrelated views on product
quality and maturity – views that project managers, product owners and release managers must take
into account to form an overview.
One advantage of the Eiffel framework is that it creates a layer of abstraction on top of this
divergence. While clearly identifying the executed test case and the environment it was executed in,
it makes no difference between types of tests, test frameworks or indeed whether it was manually
conducted or not (with the caveat that the execution method is recorded so that it may be filtered on
in subsequent queries, if relevant). This is not only important from a traceability point of view and a
prerequisite for non-trivial dynamic test case selection, as will be discussed in Section 11.5, but
going back to the ability of the framework to not only document but also drive the continuous
integration and delivery system this agnosticism forms a bridge between human and computer
agents in that system: here it is entirely feasible for an automated activity (such as further testing, or
a build job) to be triggered as a consequence of manual activities.

11.5 Test Case Selection Based on Eiffel Data
In previous sections we have discussed the need for dynamic test case selection and how it
requires traceability while touching upon selection strategies and handling of manual and automated
tests on a conceptual level. We have also introduced the Eiffel framework and looked at its ability to
afford that traceability. Now let us investigate on a very concrete level how such test selection may
be carried out, based on data provided by the Eiffel framework.
In Section 11.1 we listed several examples of methods for test case selection. We suggest that all
of these may favorably be achieved through analysis of Eiffel events and their relationships. To
demonstrate this, we will look at two of these methods in greater detail.
•

Selecting tests that tend to fail when certain parts of the source code are modified
requires a historical record of test executions mapped to source code changes, which may be
generated from EiffelTestCaseFinishedEvent (TCFE), EiffelTestCaseStartedEvent (TCSE),
EiffelArtifactCreatedEvent
(ACE),
EiffelCompositionDefinedEvent
(CDE)
and
EiffelSourceChangeSubmittedEvent (SCSE). Figure 49 shows how TCFE references TCSE
via its testCaseExecution link, whereupon TCSE references ACE via the iut (Item Under
Test) link, which in reference CDE via its composition link, which references any number of
SCSE via elements. Traversing this event graph allows test executions to be connected to
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source code changes. The TCFE contains the verdict of the test case execution, TCSE
identifies the test case, SCSE points to the relevant source code revision (e.g. a Git commit).
Analyzing a sufficient set of source code changes and resulting test executions, it is thus
possible to map changes to particular parts of the software (e.g. individual files) and failure
rates of subsequent test executions. This information can then be used to prioritize tests
likely to fail, and/or adjusting the test scope for each individual change as it affects more or
less error prone areas of the software.
•

Selecting tests that have not recently been executed in a certain configuration may
similarly be done based on analysis of EiffelTestCaseStartedEvent (TCSE) and
EiffelEnvironmentDefinedEvent (EDE), where TCSE references EDE via its environment
link. The latter event describes a specific environment in greater or lesser detail – depending
on the technology domain and the need for detail such a description may consist of anything
from e.g. a Docker image to a network topology or to the length of the cables used to
connect the equipment. By querying for EDEs matching certain criteria and then selecting
any TCSEs referencing those events a list of test case executions in matching environments
can be built. As TCSE identifies the test case which was executed, as well as a time stamp, a
list of test cases sorted by the time they last were executed in a matching environment can
be compiled.

Figure 49: Eiffel events required for selecting tests that tend to fail when certain parts of the
source code are modified.

The remainder of the use cases listed in Section 11.1 can be addressed in a similar way.
It shall be noted that when analyzing historical test records it is imperative that one distinguishes
between what one intended to do, and what was actually done – in terms of which tests were
executed, but particularly with regards to the environment in which it was done. In other words,
linking a test execution to the test request, including environment constraints (in Eiffel terminology,
the Test Execution Recipe) may be useful, but the much more important link is to a snapshot of the
environment where the test was truly executed. This is why the Eiffel framework clearly
distinguishes between these, and lets EiffelTestCaseStartedEvent link to both of them with explicitly
different semantics.

11.6 Test Case Atomicity
In any dynamic test case selection scheme, the smallest selectable entity is one which is atomic in
the sense that it can be executed in isolation, independently of other test cases which may or may
not have preceded it. In practice, it is not uncommon to see test cases implemented in suites, with
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explicit or implicit dependencies on the particular order of execution. This poses a severe
impediment to any attempt to dynamically select test cases: no longer can the individual test cases
be selected to optimize for a wanted outcome, but instead one must select entire suites containing
those test cases.
We argue that dynamic test case selection may still be feasible in such a situation, but that its
efficacy is severely reduced.

11.7 Conclusion
In this chapter we have described how the open source continuous integration and delivery
framework Eiffel was developed by Ericsson to address the challenges of scalability and
traceability. Furthermore, we have discussed the dynamic selection of test cases as a method to
reduce time and resource usage of particularly continuous delivery testing. We have then posited
that the traceability data generated by Eiffel can in fact be used great effect to facilitate a wide range
of dynamic test selection methods, and shown through examples how this can be achieved.
We believe that the possibilities outlined in this chapter serve as opportunities for further
research, particularly into empirical validation of the ability of the Eiffel framework to satisfy the
traceability requirements of dynamic test case selection, with regards to functionality as well as
performance.
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Chapter 12. Conclusion
This chapter concludes the thesis and is structured as follows. First, each research question (see
Table 1) is addressed and answered. This is then followed by a discussion of threats to validity.
Following this, hypotheses as to the applicability of this research to other domains are presented.
Finally, the chapter is ended with the key contributions of the thesis and discussion of further
research.

12.1 Research Questions
This section consists of two parts. The first part lists the research questions addressed in this
thesis, and answers them one by one (see Table 1 for a mapping of research questions to chapters).
The second part discusses the mapping of these research questions to the problem statement and
problem domain breakdown (see Section 1.2).

12.1.1 Research Question Answers
RQ 1.1: Does continuous integration support the agile testing practices of automated customer
acceptance tests and writing unit tests in conjunction with production code?
Answer: Through interviews with industry practitioners, it is shown that there exists a
relationship between continuous integration and the agile testing methods of automated customer
acceptance tests and writing unit tests in conjunction with new production code. That being said,
however, there are unanswered questions raised as to whether continuous integration supports the
unit test practice, or if it’s the other way around, or if they support one another. Furthermore, it is
difficult to isolate the effect of continuous integration on the practice of automated customer
acceptance testing from contextual factors, such as organizational structure, culture and customer
availability.
RQ 1.2: Does continuous integration contribute to improved communication both within and
between teams?
Answer: Interviews with industry practitioners show that continuous integration is generally
perceived as having a positive effect on communication – not just within the team, but in larger
projects also between teams. It shall be noted, however, that in the collected data set, interviewee
answers differ widely, with interviewees providing diverging accounts of how product build and
quality status was communicated in their respective cases. Therefore further investigation into how
differences in continuous integration implementations affect these potential benefits is warranted.
RQ 1.3: Does continuous integration contribute to increased developer productivity as an effect
of facilitating parallel development in the same source context and reduced compiling and testing
locally before checking in?
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Answer: Through interviews with industry practitioners, strong support for the hypothesis that
continuous integration improves productivity is found, but only for one of the stipulated reasons:
while there is consensus that it facilitates parallel development, there is very weak support for any
time saving benefits. The latter is another area of conflicting views, however: some interviewees
perceive this effect very clearly, whereas others do not see it at all.
This contention between the views of industry practitioners in different cases is highly
interesting, particularly in the context of research question RQ 1.8, which considers whether there is
any disparity or contention in descriptions of actual practice. Finally, the interview data also
supports the notion that productivity increases due to more effective troubleshooting and easier rebasing and merging, although to a lesser degree than the parallel development effect.
RQ 1.4: Does continuous integration improve project predictability as an effect of finding
problems earlier?
Answer: Interviews with industry practitioners show that continuous integration is perceived as
improving project predictability by findings problems earlier. Additionally, predictability is found to
be improved by the fact that continuous integration enables early non-functional system testing
outside of the project’s critical path.
RQ 1.5: What is the impact of using agile principles and practices in large-scale, industrial
software development?
Answer: Through a study investigating the impact of using agile principles and practices in two
large-scale software development projects – one largely plan-based project and one entirely agile
project – five effects of these principles and practices were found:
•

Balanced use of internal software documentation.

•

Facilitated knowledge sharing.

•

Increased visibility of the status of other teams the entire project.

•

Effective coordination, with less overhead.

•

Possibly increased productivity.

It was further found that internal software documentation is important also in agile software
development projects, and cannot fully be replaced with face-to-face communication, that it is
possible to make a partial implementation of agile principles and practices and still receive a
positive impact, and that it is feasible to implement agile principles and practices in large-scale
software development projects.
Agile principles and practices were not found to increase negative pressure and stress within the
studied projects, although some agile practices were perceived as stressful.
RQ 1.6: Which factors must be taken into account when applying continuous integration to
software-intensive embedded systems?
Answer: Based on experiences from two industry cases, the following impediments to
continuous integration in the context of software-intensive embedded systems are identified:
•

If the developers run tests in a simulated environment, they cannot fully ensure that the same
tests will pass for the integration build that runs on real hardware.
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•

Tightly coupled systems (causing long build- and test-time) imply additional challenges
related to frequent deliveries and integration builds several times a day.

•

A product with complex user scenarios and/or bespoke hardware (especially a large number
of hardware configurations) implies that the rule that "all tests must pass for every build"
must be replaced with other testing approaches.

•

In a highly regulated environment, "fixing broken builds" must be balanced against other
project objectives.

•

At the initial phase of development of a new product (before the architectural runway is
established) the sub-systems cannot be assembled in order to test the system functionally
end-to-end and expose any integration problems.

•

It is more difficult to achieve a common understanding of a product with a large number of
technology fields or security aspects, which affects tests and reviews.

RQ 1.7: What is the correlation between size of an area of direct change impact and the
continuity of continuous integration in industry practice, and how does it affect developer behavior?
Answer: Through the study of developer behaviors in six industry cases over a two month
period, it is found that organizational size clearly correlates with continuity: the larger the
organization, the larger the changes committed by its developers and the lower the number of builds
per commit. These findings were corroborated by interviews with ten senior engineers from five
companies in separate segments of the industry – interviews which also show that product size,
architecture and modularity are considered important factors in achieving continuous integration.
Apart from these findings, the collected data hints at several additional phenomena worthy of
further research:
•

The higher the percentage of non-developers in the organization, the more infrequently
developers tend to commit.

•

In some cases, the average size of commits made by external consultants is twice as large as
that of internal employees. This difference only manifests in cases where developers work
on team or feature branches, however.

RQ 1.8: Is there disparity or contention evident in the descriptions of various aspects of the
software development practice of continuous integration found in literature?
Answer: Through a systematic literature review, sixteen points of divergence in continuous
integration practice are discovered, ranging from build duration and pre-integration procedure to
test scope and fault handling. This shows that continuous integration, as implemented in industry, is
not a single, homogeneous and well understood practice, but arguably more of an umbrella term for
related and similar methods and techniques.
RQ 2.1: To what extent can differences in perceived benefits of continuous integration be
explained by differences in practice, as documented by a descriptive model?
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Answer: To answer this question, five continuous integration cases in industry were studied and
modeled using the ASIF modeling technique. These models were then analyzed and compared to
the reported experiences of interviewed engineers in the respective cases. Through this analysis,
differences in experiences were connected to differences in practice, resulting in the formulation of
six guidelines for the design of continuous integration systems:
•

Comprehensive Activities: Construct the automated activities such that their scope affords
a sufficient level of confidence in the artifacts processed by them.

•

Effective Communication: Ensure that the integration flow itself and its output are easily
accessible and understandable by all its stakeholders.

•

Immediacy: Make the integration flow easily and quickly accessible for the project
members.

•

Appropriate Dimensioning: Adjust the capacity of the automated integration flow
according to the traffic it must handle.

•

Accuracy: For all activities, know well what the input is, its history and consequently what
level of confidence may be assigned to it.

•

Lucidity: Keep the flow of changes through the integration system clear and unambiguous.

RQ 2.2: How may continuous integration modeling be applied to benefit industry practitioners in
their day-to-day work?
Answer: Through the study of four industry cases it is found that modeling of continuous
integration systems can be beneficial to industry professionals by improving understanding and
communication of complicated continuous integration system, as well as for identifying and
planning improvements to those system and, to a lesser extent, as direct input and support to the
subsequent technical work to implement those improvements.
RQ 2.3: How can the continuous integration specific modeling techniques of ASIF and CIViT be
effectively applied in tandem to complement each other?
Answer: Through application of the ASIF and CIViT modeling techniques to four industry cases
it is found that the two continuous integration modeling techniques can favorably be used to
complement each other by leveraging their focus on low and high levels of abstraction, respectively.
However, it is also found that there is room for improvement both in their alignment – allowing
models of one technique to serve as input to the other more effectively – and in the design of each
individual technique itself, as well as in improved tool support.
RQ 2.4: In what way can the paradigm of architecture frameworks favorably be applied to
facilitate the design and description of continuous integration and delivery systems?
Answer: In answering this question, Cinders, an architecture framework specifically designed to
address the needs of describing continuous integration and delivery pipelines while at the same time
combining and improving upon the modeling techniques of ASIF and CIViT, is designed and
presented. This work represents a significant step in the iterative design process which began with
the proposal of a modeling technique addressing established points of divergence in continuous
integration practice (see Chapter 6) and then evolved through repeated industry applications (see
Chapters 7 and 8).
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It is shown that this architecture framework addresses the requirements collected from industry
application of the modeling techniques it is designed to replace, such as allowing users to change
level of abstraction, offering multiple views of the same description and representing both manual
and automated activities and that it constitutes an improvement over the two separate modeling
techniques. Consequently, it is shown that the paradigm of architecture frameworks can favorably
be applied to facilitate the design and description of continuous integration and delivery systems.
RQ 3.1: How can traceability needs of large scale software development in industry be
effectively addressed in a continuous integration and delivery context?
Answer: Through study of three very-large-scale, geographically dispersed software
development projects and interviews with engineers in those projects, it is shown that traceability is
a serious concern to software professionals of multiple roles, not least in the context of continuous
integration and delivery, where it is in fact regarded as a prerequisite for successful large scale
implementation of these practices. Particularly, based on these findings, it is concluded that the lack
of adequate traceability solutions poses a threat to several important software engineering abilities:
•

Troubleshooting faults discovered in continuous integration and delivery.

•

Discovering problems such as congestion or resource scarcity in the continuous integration
delivery system.

•

Determining the content of system revisions.

•

Monitoring the progress of features, requirement implementations, bug fixes et cetera.

•

Providing developers with relevant feedback with regards to the source code changes they
commit.

Addressing these concerns, the industry developed open source continuous integration and
delivery framework Eiffel is presented and validated, using multiple methods. It is shown to address
the identified lacks and facilitate the above software engineering abilities.
RQ 3.2: How may traceability data automatically generated in real time throughout the
continuous integration and delivery pipeline be used to improve software testing practices?
Answer: The opportunities of comprehensive real time traceability data generated in continuous
integration and delivery pipelines are discussed, and it is hypothesized that the data provided by the
Eiffel framework in particular can support automated real time dynamic selection of the most cost
effective test cases to execute at any given time.

12.1.2 Research Question Mapping to Problem Domain
Revisiting the problem domain breakdown (see Figure 1), one finds that the answers to the
research questions also shed light on and can be mapped to one or more of the leaf nodes of that
graph, as shown in Figure 50, thereby contributing to answers to the root question derived from the
original problem statement (see Section 1.2). It would be preposterous as well as presumptuous to
suggest that these answers are exhaustive. As with any field of research, our understanding of the
phenomenon of continuous integration and delivery can be likened to the expanding ripples on the
surface of a pond: the more we learn, the more our horizon expands and the more we realize that we
in fact do not yet know, allowing us to pose further questions.
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In this spirit, this thesis marks one small movement of the ripples in that pond, while recognizing
that the question of how continuous integration and delivery practices can be effectively, efficiently
and reliably adopted is likely to occupy researchers and to yield new answers for many years. A
small selection of topics for further research are presented in Section 12.5.

Figure 50: Mapping of research questions to problem domain breakdown.

12.2 Threats to Validity
In this section the threats to validity of the results are discussed. Since each chapter of the thesis
is independent in terms of methodology and results, the threats are discussed for each chapter
separately.
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12.2.1 Chapter 2
A threat to the external validity of Chapter 2 is that only cases within a single company were
studied. This is partly mitigated, however, by the fact that four independent cases – developing
separate products within a very large company – were investigated. The cases were also selected to
represent cases with long and short experience of continuous integration, respectively, as well as
lesser and greater focus on integration of binary components, respectively. The findings are further
supported by subsequent chapters, which document divergence in interpretation, implementation
and experience of continuous integration and related practices, leaving the author confident that the
results are not restricted to the one company.
With regards to internal validity, selection is a threat because the interviewees were not randomly
sampled: managers in each respective case were asked to provide available interviewees, without
interference from the authors. Had the set of set of interviewees been smaller, this would have been
problematic, but with a minimum of four interviewees per case, representing different engineering
roles, this threat is reduced.

12.2.2 Chapter 3
The results of Chapter 3 are largely based on a survey conducted in the two studied cases. The
validity of such a survey is always subject to its response rate, but even though participation in the
survey was voluntary it yielded an acceptable response rate, particularly in the agile project. The
respondents also represent different functional roles and levels of experience in a satisfactory
manner.
Another threat is that the survey questions do not capture the real perceptions of the respondents.
To mitigate this risk, people with domain knowledge – including the project management of one of
the cases – were asked to review the questions and the methodology as well as to pilot the survey
beforehand.
Finally, the study results were presented to both the studied projects for validation, where they
were given the opportunity to present their views on both the collected data and the subsequent
analysis.

12.2.3 Chapter 4
Chapter 4 presents experiences of impediments to effective implementation of continuous
integration, gathered from two study companies. This type of experience report is always subject to
threats to both internal and external validity: it is possible that the experiences reported are
misconstrued or that they are limited to the cases reported form, particularly when based on a single
case and/or the experiences of a single individual. In this case, however, these threats are largely
mitigated by the fact that the presented results represent the synthesis of experiences from two
highly experienced engineers with many years of collective experience from continuous integration
of multiple products in their respective companies, which operate in independent industry segments.

12.2.4 Chapter 5
There are several threats to internal validity in Chapter 5. Selection is a threat, because both the
studied cases and the interviewees were purposively sampled, rather than randomly selected.
Considering the rationale of these samplings and the fact that the resulting data sets are mutually
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supportive, however, the author considers this threat to be mitigated. Ambiguity about causal
direction is also a threat, as the causality of size and continuity is not established. For this reason,
the author is very careful about making any statements about causality, preferring to instead discuss
correlation. Finally, compensatory rivalry is always relevant when performing interviews and
comparing scores or performance. To mitigate this threat, the questions (see Table 16) were
deliberately chosen to be value neutral by assessing correlation, rather than judging capability.
With regards to external validity, the quantitative data was gathered from six cases within the
same company. To mitigate this, the findings were triangulated using interviews with ten engineers
in five separate companies.

12.2.5 Chapter 6
Chapter 6 clusters discrete statements extracted from a systematic literature review into 22
concrete aspects of continuous integration practice, and finds divergence and/or contention in all but
six of them. Based on this finding, a descriptive modeling technique designed to address all these
points of divergence is presented.
There is a clear threat to external validity in that this modeling technique is only applied in a
single illustrative case study: it is entirely conceivable that such a modeling technique is not
applicable outside of that particular case. There are two mitigating factors, however. First, the
model designed is derived not from a single case but from 46 descriptions of the practice in
published literature. Second, the modeling technique is evolved and further validated in subsequent
studies (see Chapters 7, 8 and 9).

12.2.6 Chapters 7 and 8
The methodology and results in these chapters are similar, and consequently discussed together.
Researcher bias is a concern, as one or both of the authors, respectively, have previously been
involved in designing the modeling techniques studied in these chapters. However, the techniques
were not chosen because of this involvement, but rather despite it, as there is a demonstrable lack of
alternatives (see Section 8.5). In addition, a certain degree of protection is offered by the research
design, particularly in the case of Chapter 8, which is based on the direct and presumably unbiased
feedback from software professionals in multiple companies and settings as the primary data source.
Similar to previous studies (see Section 12.2.1) the participants in the workshops where the
studied techniques were applied to industry cases were not randomly selected, but rather appointed
by the author's contact person in each respective case. This method was chosen since random
sampling was not considered conducive to the study – not everybody involved in a development
project will necessarily possess the knowledge to contribute to an accurate model of the continuous
integration and delivery pipeline. Furthermore, the reason for letting the contact persons appoint the
participants was to protect from research bias, but also for the pragmatic reason that the researchers
did not possess the required insight into the competence of potential participants.
While it is true that this method caused differences in participant composition from case to case,
which may have affected the outcomes of the workshops and interviews (see Section 8.4), the
author does not consider this effect significant enough to pose a threat to the conclusions.
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12.2.7 Chapter 9
In this chapter the architecture framework Cinders is presented along with the work leading up to
its design. Data triangulation was relied upon to ensure construct validity: validating data was
collected from multiple separate and independent sources, using different methods.
With regards to internal validity, relevant threats include the selection of participants in the
workshops and interview sessions used to evaluate the architecture framework. Similarly to
previous studies, the selection of workshop participants was performed by the company
representative for each studied case, with the only requirement to include multiple roles, while the
interviewed specialists were selected based on availability.
External validity is addressed by the fact that the architecture framework has been successfully
applied to three independent industrial contexts in very different business segments (military
aerospace, food packaging and visual surveillance and security systems, respectively). This was
then followed up by interviews with senior engineers in the telecommunications industry. As to the
question of whether the results of the study are generalizable, there are two separate but related
questions to consider. One is the extent to the which the systematic approach to continuous
integration and delivery system descriptions represented by the Cinders framework and its
predecessors is applicable to the software industry in general. The author would argue that this has
been clearly shown: apart from the successful applications described in Chapter 9, the ASIF and
CIViT techniques, with which Cinders shares many similarities, have in Chapters 6, 7 and 8 been
successfully applied to a wide array of industry cases.
The second question is whether Cinders constitutes an improvement over its predecessors in the
general case, and not just in the studied cases. Here the number of studied cases and consequently
the body of evidence is smaller. That being said, great care has been taken to choose cases in
independent companies in separate business segments to maximize diversity.

12.2.8 Chapter 10
In Chapter 10 the traceability challenges of continuous integration and delivery are discussed,
whereupon the Eiffel framework is presented and evaluated through the study of three industry
cases in two companies. The threat to external validity is partly mitigated by this, but also by the
fact that comparable solutions have not been found in literature.
Threats to internal validity include selection and compensatory rivalry. Selection, because
interviewees were not randomly selected. Instead, purposive sampling was used – in case A in order
to cover as many roles and perspectives as possible, and in cases B and C to find perspectives
correlating to those having the most articulate functional needs in case A. Compensatory rivalry,
because it is conceivable that interviewees feel compelled to put their project in the best light. To
protect against this threat, care was taken to ensure that there were no incentives in the study to
provide positive answers and, in the author's view, most interviewees tended more towards selfcriticism than self-praise.
Similarly to Chapter 9, researcher bias is a concern due to the involvement of two of the
researchers in the development of the studied framework. To defend against this, apart from
participant observation, three additional methods of validation were employed to maximize
triangulation (see Section 10.5).
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12.2.9 Chapter 11
Chapter 11 does not present any research results on its own, but rather looks forward and
identifies opportunities for improved testing practices based on other work, particularly that
presented in Chapter 10.

12.3 Generalization
The focus of this thesis is continuous integration and delivery in large scale contexts. That does
not necessarily mean that its results are inapplicable to smaller contexts. To exemplify, systematic
design and description of one’s continuous integration and delivery pipeline is arguably valuable
even if that pipeline is a small one, although it is reasonable to expect that value to increase the
larger the system is, and the greater the number of people involved. Conversely, at some point the
effort involved in creating that architecture description presumably exceeds its benefits. The same
applies to the Eiffel framework: in a project of one or two people, it is far from certain that the
effort of adopting the framework will pay off.
On a more general note, one can argue that the need for and/or difficulties involved in continuous
integration and delivery scale in a similar fashion. In a one-person project, the entire notion of
continuous integration becomes contrived. In a five-person project, on the other hand, there is a
clear rationale for continuously integrating, but its adoption is arguably fairly straight-forward. In a
thousand-person context, on the other hand, the need for and challenges involved in systematic
approaches to rapidly and frequently integrating everybody’s changes are equally great, and hence
the gains from any improvements that can be made.
It is also the case that much of the research presented in this thesis has been conducted in or
focused on the domain of embedded systems, particularly within the realm of the
telecommunications industry, the automotive industry and the defense industry; indeed, particular
impediments to continuous integration have been identified within this domain. That is not to say
that the research results of the thesis at large are limited to embedded systems, however.
Continuous practices are prevalent in the software industry, and not limited to any specific
segment. Similarly, the majority of the research in this thesis is aimed at these practices in general
and presumed to be applicable to a multitude of contexts. Consequently, while it is not shown that
every research result is applicable to every segment of the industry, there is no reason to believe that
they are not – at least to large parts of it – unless otherwise stated. On the contrary, application of
the modeling techniques and frameworks presented in this thesis to new cases has repeatedly shown
their applicability to yet more contexts: there is yet to be an industry case where inapplicability is
demonstrated for these methods and frameworks.
That being said, it shall be noted that different industry segments operate under very different
conditions in the space of continuous practices. This is particularly the case with regards to
continuous deployment, which is largely outside the scope of this thesis, and to a lesser extent
continuous delivery. Such differences include:
•

Deployment method: Does one deploy a web service, release user-installed software, or
deliver embedded systems operated by the customer?

•

Customers: Is the customer a single, large, powerful and opinionated organization, or tens
of millions of individuals?
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•

Regulatory space: Is the software subject to regulations requiring evidence of compliance
to trade laws, safety regulations et cetera, or is it unburdened by such constrains?

Such considerations have significant impact on the way one must shape one’s continuous
integration and delivery pipeline: which tests must be executed, what level of traceability is
required, and how far does it reach into the production environment? Consequently, they will also
impact the way and the extent to which the research results of this thesis can be applied to the
individual case.

12.4 Key Contributions
This thesis demonstrates that the adoption of continuous integration and delivery in large scale
contexts is anything but trivial, and presents two frameworks to mitigate these difficulties: Cinders
and Eiffel, respectively.
The key contributions of the research presented in this thesis can be split into four categories:
overview and classification of the many points of divergence in continuous integration practice,
analysis and discussion of impediments to effective implementation of continuous integration, the
architectural framework Cinders, and the open source continuous integration and delivery
framework Eiffel.
The specific contributions of this thesis with regards to the overview and classification of
divergence in continuous integration practice are:
•

Positive effects of agile practices, including continuous integration, in large scale software
engineering are found to include the facilitation of knowledge sharing, increased visibility of
the status of other teams and the entire project, effective coordination and possibly increased
productivity.

•

It is concluded that while there exists not one, but several potential benefits to continuous
integration, and the practice is generally perceived as having beneficial effects on several
aspects of software engineering, industry practitioners experience very different benefits
from their respective continuous integration implementations.

•

Sixteen concrete points of divergence in continuous integration practice are documented,
based on a systematic literature review, showing that continuous integration is not a
homogeneous and universally understood practice, but that a high degree of diversity in
interpretation and implementation exists.

The specific contributions of this thesis with regards to analysis and discussion of impediments to
effective implementation of continuous integration are:
•

The development of embedded software poses particular challenges to continuous
integration practice. Seven impediments to successful continuous integration
implementation are presented and mapped to cornerstones of the practice proposed in
literature.

•

Difficulties in achieving continuous integration are found to correlate with organizational
size: the larger the organization developing the software is, the less continuously that
software tends to be integrated.
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•

Evidence indicating that not only the size of the organization affects the ability to integrate
continuously, but also its composition: in studied cases, the larger the percentage of nondevelopers, the less frequently developers commit changes.

•

It is found that software architecture and modularity play a significant role in enabling large
scale continuous integration.

•

Based on multiple case studies, guidelines for continuous integration and delivery pipeline
design are presented.

The specific contributions of this thesis with regards to the architectural framework Cinders are:
•

Based on the documented points of divergence in continuous integration practice, the
Automated Software Integration Flows (ASIF) modeling technique, designed to address
these points of divergence, is presented.

•

The ASIF modeling technique is validated and evolved through application to a total of nine
industry cases.

•

The ASIF modeling technique is combined with the Continuous Integration Visualization
Technique (CIViT), which it is shown to complement. This type of modeling of continuous
integration and delivery pipelines is shown to serve multiple purposes, aiding
communication and alignment between multiple stakeholders as well as supporting technical
work in designing and planning changes to those pipelines.

•

The ASIF and CIViT techniques are evolved into a coherent architectural framework,
Cinders, which is shown to be an improvement over the two independent techniques.

The specific contributions of this thesis with regards to the continuous integration and delivery
framework Eiffel are:
•

Eiffel, an industry developed open source framework for continuous integration, is
presented and evaluated. Its ability to satisfy multiple types of traceability requirements for
multiple stakeholder roles is documented, not only in the context of the unique challenges
posed by continuous software engineering practices, but also generic challenges such as
scale, technology diversity, geographic dispersion and process diversity.

•

Not only is Eiffel shown to play a crucial part in satisfying traceability requirements in a
continuous integration and delivery context, but new opportunities for increased software
engineering efficacy afforded by that traceability are discussed, particularly with regards to
dynamic real time selection of automated test cases in the continuous integration and
delivery pipeline.

12.5 Further Research
While interest from the researcher community in continuous integration and delivery has
increased substantially over the last few years, there are many areas left unexplored and questions
left unanswered.
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12.5.1 Clear Definitions
As demonstrated in this thesis and discussed in Section 1.2, there is a considerable degree of
divergence in terms of interpretation and implementation of continuous integration. Unfortunately,
this divergence is not limited to continuous integration, but arguably even worse in the case of
continuous delivery. Neither is it limited to the community of practitioners, but conspicuous in the
researcher community as well.
As previously noted, [Rodriguez 2016] finds that while some authors separate continuous
delivery and deployment, others “use the terms continuous deployment and continuous delivery
inter-changeably". Moreover, continuous deployment is often defined in terms of and delivery or
release, and vice versa, e.g. stating that “continuous delivery is a set of practices and principles to
release software faster and more frequently" [Krusche 2014], that “The concept of continuous
deployment, i.e. the ability to deliver software functionality frequently to customers [...]" [Olsson
2012] or “[...] continuous delivery – that is, to continuously deploy the environment in a test
environment that is reasonably similar to the actual production environment" [Kalantar 2014] to
mention a few.
This confusion regarding terminology renders the community great harm and impedes progress
for practitioners and researchers alike: unless one is clear on what one describes, studies, presents
recommendations for or otherwise reports on, it is very difficult for the community to benefit from
and build upon those findings. Consequently, while this thesis attempts to be clear on the definitions
used, this is not an issue easily addressed by a single thesis or study, but a crucial question for the
community as a whole to resolve in order to achieve both conceptual and terminological clarity.

12.5.2 Cinders Tool Support
As found in the evaluation of the Cinders architectural framework, its usefulness would be
greatly enhanced by improved tool support. There are two types of tooling needed: tools for
collecting quantitative data, and tools for designing and manipulating the architecture descriptions.
The Eiffel framework is a promising candidate, primarily for the first need, but also for the
second. The data contained in the events reported in real time by Eiffel is a very close match to that
included in a Cinders architectural description, and so further investigation of the compatibility of
Eiffel and Cinders in this regard would be very valuable. It is also possible, however, that Eiffel
data could be used not only to populate the quantitative data of such a description, but that the
activities themselves and their relationships in e.g. the Causality Viewpoint (see Section 9.5.2.1)
could be derived from automated interpretation of Eiffel data.

12.5.3 Dynamic Selection of Test Cases
As discussed in Chapter 11, as test scopes grow the need to critically select which test cases to
execute at any given time, and for any given change, grows. Several methods of selection of test
cases have been proposed in literature, but the traceability data provided by e.g. the Eiffel
framework offers new possibilities: by literally connecting the dots not only to many different types
of engineering artifacts – agnostic as to programming language and development environments –
but also backwards in time, there are great opportunities for finding improved algorithms for
automatically determining which test cases are most cost effective to execute at any given time.
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12.5.4 Machine Learning Applied to Continuous Integration and Delivery
Pipelines
As has been shown in this thesis, it is possible to generate substantial amounts of structured real
time data from continuous integration and delivery pipelines: what has changed, where was it
changed, who changed it, why was it changed, where was it integrated, in which environment was
the product built, which tests were executed, in which configurations and environments were they
executed, what were their results, et cetera. It is impossible for a human mind to keep pace with this
stream of data, but it is entirely reasonable to assume that a machine learning algorithm could be
trained to detect patterns and make predictions.
To exemplify, such an algorithm could be used to recommend which test cases to select for
execution (as discussed in Section 12.5.3), predict the in-production performance and likeliness of
faults of product revisions, or estimate the likelihood that a certain composition of components is
likely to integrate successfully.
This is an extremely exciting area of research, particularly considering the recent rapid advances
in machine learning and artificial intelligence technology.

12.5.5 Improved Understanding of Impediments to Continuity
While this thesis has shown that there are impediments to achieving continuous integration,
particularly in large organizations, it is still not clear why it is so. An important area of further
research is therefore to investigate what precisely is causing developers to not integrate as
frequently as one would expect them to in an ostensibly continuously integrating project. While this
is an area that invites to speculation and conjecture – not least based on personal experiences and
anecdotal evidence – it is necessary to investigate the causes of the phenomenon as diligently as
possible: at the most fundamental level, what is keeping the individual developers from committing
their changes to the mainline as frequently as they presumably want?
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Appendix A
This appendix includes the complete validation interview response material of chapter 5,
presented per interviewee. See Section 5.7 for further detail and a list of interview questions.
Company A, Interviewee 1
Years of industry software development experience: 16.
Total headcount in project: 500. Developers in project: 150. Hierarchical depth: 5.
IQ2:
Response: Committing to a team or feature branch (one developer commits for the whole team).
IQ3:
Response: 4
Comments: "Continuous integration is more difficult with a large, complex software product.
Complexity is more important than lines of code. Complexity means dependencies."
IQ4:
Response: 2
Comments: "The number of people is not interesting. Every team should deliver independently.
This works if you don't have dependencies between the teams. It does not work if you have such
dependencies. However, if the organization scales, continuous integration infrastructure must scale,
too. Otherwise queues will [reduce] continuity."
IQ5:
Response: No response
Comments: None
IQ6:
Response: 1
Comments: "Not at all interesting. This affects information flow, but not at all continuous
integration."
IQ7:
Response: 1
Comments: "No, there is no relation between software work and other tasks."
IQ8:
Response: 5
Comments: "Continuous integration is much easier with modularity."
Company A, Interviewee 2

246

Years of industry software development experience: 10. Total headcount in project: 500.
Developers in project: 150. Hierarchical depth: 5.
IQ2:
Response: Committing to a team or feature branch (one developer commits for the whole team).
IQ3:
Response: 4
Comments: "A small project doesn't need [continuous integration]. A large project needs
continuous integration but it is hard to work that way."
IQ4:
Response: 5
Comments: "The organization! [sic]"
IQ5:
Response: 1
Comments: None
IQ6:
Response: 5
Comments: "Much harder to work the same way with many hierarchy levels, at least harder to
communicate a unified way of working."
IQ7:
Response: 5
Comments: "In this project it is a problem that there are so many people that are not developers.
There are so many people who don't understand software. There is not enough focus on following
the processes for software development. This is the most important issue!"
IQ8:
Response: 3
Comments: "Integration of binaries might cause lots of problems if you have problems with
interfaces then it is better to integrate source code."
Company B, Interviewee 1
Years of industry software development experience: 10. Total headcount in project: 70.
Developers in project: 40. Hierarchical depth: 2.
IQ2:
Response: Committing to a the main track.
IQ3:
Response: 1
Comments: "A lot of people causes a need for continuous integration. A large product does not
imply that it is more difficult to work with continuous integration."
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IQ4:
Response: 5
Comments: "You want to deliver more often if a lot of people work with the same components as
you do. Extra work when big changes must split up into small deliveries instead of be delivered as a
monolith."
IQ5:
Response: 1
Comments: None
IQ6:
Response: No response
Comments: None
IQ7:
Response: 3
Comments: None
IQ8:
Response: 5
Comments: "Better modular architecture gives more freedom and development is more
continuous."
Company B, Interviewee 2
Years of industry software development experience: 20. Total headcount in project: 100.
Developers in project: 60. Hierarchical depth: 3.
IQ2:
Response: Committing to a the main track.
IQ3:
Response: 1
Comments: "No, not as our architecture is of today. Scale does not affect the way of working. Our
code base is divided into [hundreds of] modules."
IQ4:
Response: 4
Comments: "Not regarding headcount, but there is a correlation to the structure of the organization.
Our previous component-based organization was faster. The transfer to cross functional teams was
not good. Integration tests are component-based and there is no support for them in the new
organization."
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IQ5:
Response: 2
Comments: None
IQ6:
Response: 4
Comments: None
IQ7:
Response: 4
Comments: "Requirements on for example test coverage affects software development. New
activities are added to what the developers must do."
IQ8:
Response: 2
Comments: "The developer has about 700 of 900 modules in their development environment. The
system is built as a monolith. I don't think integration should be easier with integration time
modularity."
Company C, Interviewee 1
Years of industry software development experience: 25. Total headcount in project: 100.
Developers in project: 70. Hierarchical depth: 7.
IQ2:
Response: Committing to a team or feature branch (each team works on its own mainline, with
each component running on its own CPU).
IQ3:
Response: 4
Comments: "It depends on the architecture and debugging. Modularity and self-containment affects
this."
IQ4:
Response: 4
Comments: "We are too many people. Much too little code is produced. We are trying to introduce
a continuous integration way of working and this is hard as the right information is never on the
right place."
IQ5:
Response: 1
Comments: None
IQ6:
Response: 2
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Comments: "It is more related to the size of the organization. By the way an organization in many
levels is a bad organization. It might [result in the] organization becoming political and creates
ownership for components in a bad way."
IQ7:
Response: 2
Comments: "This contradicts the agile way of working. A lot of boards and forums slows down the
development process. Too many people are involved in an issue. Or is it. Maybe this does not affect
this at all?"
IQ8:
Response: 5
Comments: "Yes! If the system is large and you don't have modularity you have a constant war
between changes and conflicts between teams."
Company C, Interviewee 2
Years of industry software development experience: 20. Total headcount in project: 1000.
Developers in project: 80. Hierarchical depth: 8.
IQ2:
Response: Committing to a team or feature branch (each team works on its own mainline, with
each component running on its own CPU).
IQ3:
Response: No response
Comments: "The largest [product component] is the one that [is most] continuous. Larger products
work better with continuous integration."
IQ4:
Response: No response
Comments: "The goal of the organization is what is essential. We see that a large organization can
work continuously, some other small organization can not. The interesting thing is that you
formulate a common vision – we shall build a [product]."
IQ5:
Response: No response
Comments: "Business goals and vision are interesting – to focus on speed!"
IQ6:
Response: 1
Comments: "No. The [product component X] project has a lot of hierarchies and is working
continuously. They have focused on overall vision and speed. Others have focused on
specifications."
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IQ7:
Response: No response
Comments: "920 of 1000 people in the project are braking the process. If they could focus on test
models, it would help. Now when they run around with specifications and powerpoints they are just
a brake."
IQ8:
Response: 3
Comments: "Affects a lot. Every part of the organization think their [part] is the product. They
don't share the same vision of a common product. It is better to have a fully integrated product –
this drives a common vision."
Company D, Interviewee 1
Years of industry software development experience: 16. Total headcount in project: 1200.
Developers in project: 1000. Hierarchical depth: 3.
IQ2:
Response: Committing to a team or feature branch (with occasional exceptions for small items and
fixes).
IQ3:
Response: 4
Comments: "With caveats. A larger product size requires more levels of integration, so in that way
it has an effect. In a perfect software architecture it wouldn't have as large an effect as it does today.
[...] With decoupled components and by allowing a certain margin of error you can reduce the
impact, but the way it is now [in our product] there is an impact. It's what we struggle with on a
daily basis."
IQ4:
Response: 4
Comments: "It feels as though the more developers you add the more the amount of work on
branch increases. You get more parallel work going on. At the same time there are so many tests
going on you can't integrate all the time, but end up on branch, which leads to larger commits. And
all this grows; if you add another team the queue grows. This leads to adding on more work
[required to commit], leading to larger commits. Our way of working contributes to this – we have
cross functional teams working across multiple [requirement] areas. With more decoupling I'm sure
we could increase the pace."
IQ5:
Response: 2
Comments: "A larger number of people creates a larger number of jobs on branch which need to be
integrated. As it is right now we can squeeze in 30 commits per day. When I look at [a smaller
product] they have about the same pace of integration as we do, but with a much smaller number of
people. And we get all these knock-on effects, like setting up continuous integration on branches.
But that's not all, it's also about the modularity of the product. You can choose not to have people
working across the entire product. The difficulty here is how to stop guessing, and obtaining
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evidence to support architectural decisions and changes to our continuous integration machinery. It's
hard to looking into one's crystal ball and see what the effects will be from e.g. testing more or
less."
IQ6:
Response: 1
Comments: "I don't see anything of that. The teams have a free reign, they can do any type of
changes. The organization has a rather limited impact in that regard."
IQ7:
Response: No response
Comments: "If you have an organization of 1,200 where 5 are developers, compared to an
organization of 1,200 where everybody is a developer, of course there's going to be a difference.
You could also argue that if we don't have team leaders, project leaders, coordinators et cetera, we
wouldn't have any control. Then we would step all on one another's toes all the time. You would like
to think these people [leaders, managers] serve a purpose."
IQ8:
Response: 5
Comments: "I think if we achieve increased modularity we'll also see a higher pace of integration.
And I think that's what [managers] often look at. We see that clearly in the KPIs we measure,
managers look a lot at number of commits per day and such. But then you forget that in our way of
working those commits are on branch, but that's not what's measured."
Company D, Interviewee 2
Years of industry software development experience: 12. Total headcount in project: 2000.
Developers in project: 1200. Hierarchical depth: 4.
IQ2:
Response: Committing to a team or feature branch (both variants exist, but working on branch is
the common case).
IQ3:
Response: 4
Comments: "The reason I believe that is because in order to maintain high continuity you need to
keep track of your dependencies. The larger the product, the harder it is to understand how your
contribution affects the product. Then there are ways you can architecturally mitigate that, but the
way we work I experience [this effect]."
IQ4:
Response: 4
Comments: "A large organization makes it harder to communicate between teams."
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IQ5:
Response: 4
Comments: "It's harder to stimulate collaboration [through organization] than it is to choose a
product architecture that stimulates continuity."
IQ6:
Response: 3
Comments: "You haven't included any question regarding geographic distribution. If you have a
deep hierarchy that can imply that you are also geographically distributed, because we have a
tendency to organize like that. But apart from that I don't think [there is any correlation]."
IQ7:
Response: 3
Comments: "I'm thinking that as a developer, as opposed to [other roles], you probably see a
greater benefit from maintaining high continuity. You get better feedback from being continuous."
IQ8:
Response: 4
Comments: None
Company E, Interviewee 1
Years of industry software development experience: 20. Total headcount in project: 200.
Developers in project: 180. Hierarchical depth: 3.
IQ2:
Response: Committing to a team or feature branch.
IQ3:
Response: 4
Comments: "Testing: A larger system must be tested – which takes longer time. Modularity: You
have never a fully modular system – you affect other modules, you must wait for implementation in
other modules and you have to wait. If you have a mature system, with only a few people involved,
it might work well. There is no natural connection. It depends on the architecture."
IQ4:
Response: 5
Comments: "This is more relevant [than product size]! The problem is that there are too many
rebases. It is also harder to keep a good coding standard and architecture. But if the system is
modular both architecturally and organizationally [it can work]."
IQ5:
Response: 2
Comments: None
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IQ6:
Response: 5
Comments: "We have not succeeded to handle development between different parts of the
organization in a good way. It's about communication, culture and common understanding."
IQ7:
Response: 5
Comments: "To build internal structures that don't do anything (people working with requirements
etc) slows down the process. It also removes the responsibility from developers. It is always better
to implement and then re-factor than to ask for permission."
IQ8:
Response: 4
Comments: None
Company E, Interviewee 2
Years of industry software development experience: 10. Total headcount in project: 250.
Developers in project: 200. Hierarchical depth: 3.
IQ2:
Response: Committing to a team or feature branch.
IQ3:
Response: 4
Comments: "This depends on the architecture. In the best of worlds you have no correlation, but in
the real world there is a correlation."
IQ4:
Response: 5
Comments: "This is also an architectural problem (architecture of the organization), but more
difficult to solve than the software problem. There is no efficient way of communicating within our
organization right now. That is a problem as everyone must understand the status of the software."
IQ5:
Response: 2
Comments: None
IQ6:
Response: 4
Comments: "A deep hierarchy is harmful to continuity. It is harder to spread information through
many levels in an organization."
IQ7:
Response: 3
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Comments: "People coming from other disciplines than software are used to that it takes longer
time to transform an idea to implementation. People who work with papers will use longer time
spans than people who work with software. [Software developers] work faster."
IQ8:
Response: 5
Comments: "We want to deliver binaries, and are working with this. Most people shall deliver addons to the platform. This will make integration easier."
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Appendix B
This appendix includes an academic summary of the thesis in Dutch.
Sinds de start van continue integratie, en later continue levering, zijn de methoden voor het
produceren van software in de industrie drastisch veranderd in de afgelopen twee decennia.
Geautomatiseerde, snelle en frequente compilatie, integratie, testen, analyseren, verpakking en
levering van nieuwe softwareversies zijn gemeengoed geworden. Deze verandering heeft
aanzienlijke impact, niet alleen op de software engineering praktijk, maar ook op de manier waarop
wij als consumenten en inderdaad als samenleving gebruik maken van software. Bovendien leven
we in een steeds meer software-intensieve en software-afhankelijke wereld en de kwaliteit en
betrouwbaarheid van de systemen die we gebruiken om software te ontwikkelen, te testen en te
leveren zijn van cruciaal belang. Tegelijkertijd wijst de praktijk dat de succesvolle en doeltreffende
uitvoering van continue engineering praktijken verre van triviaal is, met name in grootschalige
contexten.
Dit proefschrift benadert de software engineering praktijken van de continue integratie en de
levering vanuit verschillende invalshoeken, en is verdeeld in drie delen. Deel I richt zich op het
begrijpen van de aard van de continue integratie en de verschillen in interpretatie en uitvoering. Om
deze verschillen te adresseren zoeken ingenieurs en onderzoekers naar betere en meer eenduidige
methoden voor het beschrijven en ontwerpen continue integratie en levereer systemen. Deel II past
het paradigma van systeemmodellering toe op continue integratie en levering. Als laatste, deel III
richt zich op het probleem van de traceerbaarheid. De unieke uitdaging om de traceerbaarheid in het
kader van continue praktijken wordt inzichtelijke gemaakt en mogelijke oplossingen worden
gepresenteerd en geëvalueerd.
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