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Chapter 5

Multi-Center Classification and
Interpretation
Abstract
Alzheimer’s disease (AD) and Parkinson’s disease (PD) are two common progressive neurodegenerative brain disorders. Their diagnosis is very challenging
at an early disease stage if based on clinical symptoms only. Brain imaging techniques such as [18 F] fluorodeoxyglucose (FDG)-positron emission tomography
(PET) can provide crucial additional information concerning changes in cerebral
glucose metabolism. However obtaining enough data from a single source can
be challenging, hence data from three neuroimaging centers has been investigated. This study uses machine learning techniques to perform an automated
classification of healthy control (HC), AD, and PD subjects’ FDG-PET data. The
approach is based on the extraction of features by applying the scaled subprofile
model (SSM)/principal component analysis (PCA) method to extract characteristics patterns of glucose metabolism. Furthermore, we introduce a technique
that uses the linearity of the SSM/PCA method to transform the prototypes and
relevance matrix of generalized matrix learning vector quantization (GMLVQ)
into the original voxel space of the FDG-PET data. Three neurologists have then
assessed these results. Results obtained for the individual centers show that
reliable classification is possible. We demonstrate, however, that cross-center
classification can be problematic due to potential center-specific characteristics
of the available FDG-PET data. We show that discriminative visualization can
help identify disease-related properties and differences that are due to centerspecific factors. Furthermore, the assessments of the neurologists confirm that
prototypes and relevance matrices presented in voxel space are similar to known
activity profiles of PD patients.

I

n this chapter, we deal with neurodegenerative diseases. In contrast to Chapter 4,
we focus on an [18 F] fluorodeoxyglucose (FDG)-positron emission tomography
51

5. M ULTI -C ENTER C LASSIFICATION AND I NTERPRETATION
(PET) dataset containing the two most prevalent disorders, i.e., Parkinson’s disease
(PD) and Alzheimer’s disease (AD) [86, 87]. Affecting approximately four and seven
million people in Europe, respectively [88, 89]. Machine learning methods have become increasingly more popular to classify degenerative diseases. However, many
of them are black-box methods that are not transparent in how they work.
This chapter focuses on analyzing image data obtained by FDG-PET. This type
of functional brain image cannot be collected in large quantities without medical
necessity (Section 2.2). Luckily, collaborative international projects, such as glucose
imaging in Parkinsonian syndromes (GLIMPS) [90], exist that combine data from
multiple sources. The dataset introduced in this chapter contains data from three
different neuroimaging centers in Europe.
We investigate the performance of learning vector quantization (LVQ) and the
more popular and widely used support vector machine (SVM) [47] to detect and
discriminate PD, AD, and healthy control (HC) cases. The primary goal is to build
a universal classifier that performs well regardless of the center where the data was
obtained. Therefore, besides center-specific classification performance, we study the
quality of cross-center classification, i.e., training the systems on one facility and
testing its performance with data from a different one. In addition, we investigate
whether the classifiers can be trained to assign data samples to their center of origin
to see if center-specific patterns exist in the data, even though similar technology
platforms and supposedly identical processing pipelines have been used to obtain
the images. The machine learning systems do not work with the voxel data directly;
instead, features are generated using the scaled subprofile model (SSM)/principal
component analysis (PCA) method as described in Section 2.3, based on a spacedefining reference group. As a secondary goal, we generate multiple feature spaces
based on different space-defining reference groups, i.e., AD or PD, and we construct
a third variant by concatenating these two spaces.
In addition to diagnostic models with good discriminative performance, medical decision-makers expect a model to provide intuition by pointing to similar cases
and explaining its decision process [91–93]. Previous attempts using transparent
or white box algorithms such as decision trees [94] exist. However, these are not
intuitive when working with complex high dimensional features [94, 95]. The approach presented in Section 5.1.3, aims to fulfill the characteristics mentioned above
by combining properties of the SSM/PCA, with those of generalized matrix learning vector quantization (GMLVQ). We show how this combination allows us to construct posthoc visualizations of the model by combining the linearity of the PCA
transformation with the prototypes and relevance matrix GMLVQ constructs during
training. Furthermore, we present these visualizations to medical experts to assess
justifiability, i.e., whether the trained models align with existing domain knowledge
[93]. Ultimately, imaging techniques, able to provide patterns of neuronal dysfunction that are specific to a particular disease in combination with a thorough clinical
evaluation, might become an indispensable approach to assist the accurate diagnosis
and choice of appropriate treatment [96].
This chapter is structured as follows: Section 5.1 introduces the data (Section 5.1.1) and describes the experiments. In particular, Section 5.1.2 describes the
experiments performed to find the universal classifier. Section 5.1.3 presents the
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method to combine SSM/PCA features with GMLVQ prototypes and relevance matrices to construct voxel representations suitable for interpretation by medical experts. The results and discussion of these experiments are included in Section 5.2.
Section 5.3 concludes the chapter with a summary of our findings and look to the
future.

5.1

Materials and Methods

This section is divided into two parts. The first part, Section 5.1.1, describes the data
and how it was processed using SSM/PCA. The second part describes the experiments, that itself can be divided into two sections, 5.1.2 and 5.1.3.
In Section 5.1.2, we assume no center-specific differences and check whether a
universal classifier can be built using data from the three neuroimaging centers.
Therefore, besides center-specific classification performance, we study the quality
of cross-center classification, i.e., training the systems on one facility and testing its
performance with data from a different one. In addition, we investigate whether
the classifiers can be trained to assign data samples to their center of origin to see if
center-specific patterns exist in the data. On top of that, we check each setting within
three different reference spaces.
In Section 5.1.3, we look at the HC vs. PD problem in more detail using GMLVQ.
Specifically, we combine the HC and PD data from the three centers and work under
the assumption center-specific variance exists. The prototypes and relevance matrix
of GMLVQ are transformed to the original voxel space by exploiting the linearity
of SSM/PCA. In Section 5.1.3, we introduce this voxel representation. To assess the
justification of the approach three neurologists have evaluated the resulting prototypes and relevance profiles. Discriminant visualizations of the data are included,
created using the method described in Section 3.1.2. Furthermore, we determine the
diagnostic performance to support these results.
The results of these experiments can be found in equally named subsections in
Section 5.2.

5.1.1

Multi-Center Neuroimaging Data

In this section, we introduce the data used to perform our experiments. We consider
a set of resting state brain images, acquired using FDG-PET, from HC, AD, and PD
patients. The data have been collected at three different centers: the Movement Disorder Unit of the Clinica Universidad de Navarra (CUN) [97], the University Medical Center Groningen (UMCG) [78], and the University of Genoa and IRCCS AOU
San Martino-IST (UGOSM) [79]. Besides the HCs and PD patients, the University
Medical Center Groningen (UMCG) and University of Genoa and IRCCS AOU San
Martino-IST (UGOSM) provided several AD patients. The details of the different
study setups can be found in the respective publications. However, in Table 5.1,
general features of the participating subjects are provided.
Observe from the data in Table 5.1 that the PD patients from the three centers
are in different disease stages. The subjects from the UGOSM are at an early stage
53
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UMCG
HC
(n = 19)
Age, mean (std)
56 (14)
Male gender, n(%) 9 (47.4)
Disease evolution, mean (std)

UGOSM

CUN

PD
(n = 20)

HC
(n = 49)

PD
(n = 38)

HC
(n = 20)

PD
(n = 68)

63 (9)
3(2)

67.8 (11.6)
16 (32.7)
-

72 (6.8)
24 (63.2)
1.7(1.6)

67.9 (3.1)
11 (55)
-

70.6 (6.4)
37 (54.4)
13.6 (5.1)

Table 5.1: General features of the healthy controls and Parkinson’s disease subjects
from each of the neuroimaging centers included in this dataset.

UMCG
HC (n = 17)
Age, mean (std)
61.3 (7.5)
Male gender, n(%) 12 (70.6)
Disease evolution, mean (std)

PD (n = 19)

AD (n = 20)

63.8 (7.5)
13 (68.4)
3(2)

69.4 (10.6)
9 (45)
-

Table 5.2: General features of the space-defining reference group of healthy controls
and typical Alzheimer’s and Parkinson’s disease patients from the UMCG.

of PD. In contrast, the patients from the Clinica Universidad de Navarra (CUN) are
in a much later stage of the disease. Finally, the PD patients from the UMCG are
slightly further progressed than those from the UGOSM, resulting in a diverse group
of patients concerning disease evolution. The healthy controls from UGOSM and
CUN are relatively similar concerning age. In contrast, the UMCG healthy group
contains a more varied collection of relatively young individuals compared to the
other two centers.
Previously published studies show that SSM/PCA created Parkinson’s disease
related patterns (PDRPs) (Section 2.3.5) can capture differences in the progression of
Parkinson’s disease [98] and correlates with clinical symptoms and treatments [80,
99]. We use, as described in Section 2.3, a space-defining group to compute the group
invariant sub-profiles (GIS) and do not combine them, but instead use all of the GIS
to define the feature space in which the models are trained. In this chapter, we compare three different reference spaces: a space based on AD and HC subjects, PD and
HC subjects, and the concatenation of the two. So as both spaces define 35 features,
the concatenated space has 70 features in total. In Table 5.2, the information of the
space-defining HC, AD, and PD subjects is included. In Figure 5.1, the cumulative
variance accounted for (VAF) of the GIS (principal components) resulting from the
HC vs. PD (Figure 5.1a), and HC vs. AD (Figure 5.1b) reference spaces have been
included. We observe that more variance is concentrated in fewer GIS for the AD
reference space than for the PD.
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Cumulative VAF

100%
75%
50%
18%
0%

75%
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8
18
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(a) Space based on HC and PD patients.

13

11
Principal Components

35

(b) Space based on HC and AD patients.

Figure 5.1: Cumulative VAF of the space defining reference groups.

5.1.2

Universal Classifier

We use GMLVQ, localized generalized matrix learning vector quantization (LGMLVQ), and the SVM to distinguish between HC, PD, and AD subjects. Notably, a
benefit of (L)GMLVQ over the SVM is that it can deal with multi-class classification naturally, and it is interpretable (see [55]). With (L)GMLVQ, we could approach
the ternary problem (of distinguishing between HC, AD, and PD) more straightforwardly than with the SVM which would require binary combination schemes. We
only included binary classification results to keep the comparison with the SVM.
Due to the interpretable nature of GMLVQ, we can gain further insight into the diseases themselves, see Section 3.1.2.
To apply (L)GMLVQ, we resorted to the publicly available toolbox [58]. We set
the hyper-parameters to the following: The relevance matrix, or matrices in the case
of LGMLVQ, were initialized with the identity matrix. All other parameters were left
at their default values [58]. We have set the regularization parameter to 0 and trained
the LVQ models using 50 epochs of stochastic gradient descent ("sgd"). For the SVM,
we have used a linear kernel. In particular, we employed the Matlab R2018a (Statistics Toolbox) functions “fitcsvm” and “predict” with default settings for training and
testing, respectively.

Center-Specific Classifier
For the center-specific classifiers, we look at each center’s data separately. The problems of interest include HC vs. PD, HC vs. AD, and AD vs. PD. The reported results
include the average area under the receiver operating characteristic curve (AUC)
and standard deviation of a randomized ten times repeated ten-fold cross-validation
procedure. The data has been z-transformed based on the training sets mean and
standard deviation within each cross-validation fold.
55
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Cross-Center Classifier
The cross-center classifiers are trained using the data from one center and tested
using the data from another center. We have no AD data from the CUN center (Table 5.1), so no results for HC vs. AD and AD vs. PD can be reported when training
or testing using this center. Furthermore, we test whether classifiers can be built to
predict the center of origin. For this, we include experiments that train on binary
problems containing HC, AD, or PD data labeled using their center of origin.

5.1.3

Multi-center Classifier and Voxel Representation

These experiments focus on HC vs. PD, within the corresponding feature space. We
train GMLVQ to distinguish between the healthy controls and Parkinson’s patients
using the data of each center individually and on all data together. The problem
where the data of all centers are combined has been labeled and trained in two ways.
In the “2-class” setting, the data source is not taken into account, and the model has
been trained to distinguish between HCs and PD patients. For the "6-class" problem,
we labeled every HC and PD patient in combination with the center of origin, resulting in six classes. However, the performance reported for the 6-class problem is that
of the binary problem, i.e., how well the model distinguishes between PD patients
and HCs.
The results report the mean and standard deviation of ten times repeated randomized ten-fold cross-validation. We oversampled underrepresented classes by
including copies of randomly selected patients in the training set. Subsequently the
data has been z-transformed based on the training sets mean and standard deviation within each cross-validation loop. By balancing the training sets, we decrease
the bias in performance indicators, but in addition, this increases the representativeness of the prototypes as the prototypes of underrepresented classes are not pushed
away by other overrepresented groups. Balancing is crucial for interpreting the
voxel space representations of the prototypes and relevance matrix (Section 3.1.2).
Furthermore, balancing is justified because the availability of data for Parkinson’s
disease does not represent the a priori possibility of a person having the disease
in the dataset. The prototype locations and relevance matrix were found by eight
epochs of stochastic gradient descent optimization using the GMLVQ toolbox [58],
with the initial relevance matrix the identity matrix not to introduce any bias towards any of the GIS patterns. The prototypes (one per class) are initialized on the
class conditional means with a slight random offset. All other parameters were left
at their default values.
Previous studies have shown that the first GIS describes a lot of the difference
between PD and HCs [39]. One of the reasons not to reduce the number of GIS beforehand is to improve the voxel reconstruction performance of the method, as more
information will be available. The strength of GMLVQ comes from its relevance matrix to weigh the (relevance of) features and their combinations. Additionally, the
relevance matrix enables to construct a discriminative visualization as described in
Section 3.1.2. We have run experiments on the same data to see how our approach
performs when using the first GIS only, generating only a single score (feature) per
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subject using the first GIS of the space-defining reference group. The GIS are ordered by variance accounted for (VAF), see Figure 5.1a, where the first GIS accounts
for 18% of the variance. Note that GMLVQ reduces to a simple one-dimensional
threshold classifier for 2-class problems.
Voxel Representation
We present here the technique to visualize the prototypes and relevance matrix
GMLVQ creates during training. This method assumes a feature space created by
the SSM/PCA method as described in Section 2.3. GMLVQ produces a prototype
for each of the different classes in the data, providing prototypical expression scores
of the GIS. It is possible to visualize and explain the different GIS in voxel space (Figure 2.6), i.e., when the expression score for a specific GIS increases, the activation in
the positively weighted voxels regions increases. In contrast, activation in the negatively valued regions decreases. However, in practice comparing the expression of
multiple covariance patterns of a new scan with that of the prototypes is non-trivial.
It would be easier if the prototypes were in the exact representation as to the new
scan. By combining the two concepts, on one side the prototypes as representative
values of a class and on the other side the relation (Equation (2.2)) between the subject scores (feature space) and the subject residual profiles, it is possible to construct
the prototypical subject residual profiles w̃ in voxel space:
w̃ = Gw,

(5.1)

with w the prototype as trained in feature space and G the GIS matrix.
Similarly, the relevance matrix can be visualized [50]. As the GIS matrix G ⊤ is a
linear mapping of the high dimensional residual profiles (voxel space) to the lower
dimensional subject scores, we can rewrite the GMLVQ adaptive distance measure
in feature space as:
dΛ (w̃, r ) = (r − w̃)⊤ GΛG ⊤ (r − w̃),
(5.2)

with r the subject residual profile (SRP). Hence, even though training and classification is formulated in feature space, we can compute the relevance matrix in voxel
space Λ̃ = GΛG ⊤ . However, the visualization of the whole matrix is not sensible.
Therefore, we consider the diagonal of Λ only, which summarizes the relevance of
the features, or in voxel space (Λ̃), the most relevant areas to consider for the classification task.
Note that, when working with FDG-PET data, the final matrix will be too large to
fit in the memory of a regular computer. One can compute the diagonal of Λ̃ without
computing the entire matrix by summing the rows of GΛ ◦ G, with ◦ the Hadamard
product, i.e., the element-wise multiplication of the two matrices.
Voxel Representation Validation
To validate the interpretability of the prototypes and relevance matrices in voxel
space, we look at the different classification problems as introduced at the beginning
of Section 5.1.3. We perform the transformation described in the previous section
57
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to obtain a prototypical residual profile and relevance profile in the original voxel
space. Each of the prototypes and relevance profiles is presented to three medical
specialists in the following way: (i) In order to determine if the prototypes show
activity patterns and areas of interest that compare to the knowledge of experts, we
show the constructed images without providing any information about them, i.e.,
no knowledge about the considered disease, centers, and training settings. Furthermore, we ask the experts to describe what they see and, if possible, give a diagnosis.
After this, we reveal the classes to the experts, i.e., the general class of PD patients
or healthy control, no specifics about the cohort’s average disease evolution, age, or
gender. By including the prototypes trained on data of multiple centers, we try to
see if this has any adverse effects on the representativeness of the prototypes. (ii) In a
second round, after we have revealed the classes, the prototypes with significant differences in disease evolution are shown in pairs to see if the prototypes capture this
difference, initially, without conveying this information to the assessors. By doing
so, we hope the experts find a noticeable difference between prototypes representing different stages of the same disease, and without bias, can tell which prototypes
represent a further progressed patient. (iii) Finally, the relevance profiles are presented to the assessors to see if the relevant areas according to LVQ are similar to
those traditionally considered important by the domain experts.

5.2

Results and Discussion

In this section, we provide the results of the experiments discussed in Section 5.1.

5.2.1

Universal Classifier

In this section, we present the results of the center-specific and cross-centers classification tasks as discussed in Section 5.1.2.
Center-Specific Classification
Looking at the results provided in Table 5.3, we see that for the UGOSM center,
the HC vs. PD problem has the highest standard deviations compared to the other
problems for this same center. This high standard deviation indicates that (some)
PD patients are more difficult to distinguish from HCs than most AD patients are.
The AD patients from the UGOSM are, with near-perfect AUCs, the easiest to distinguish from healthy controls. Referencing Table 5.2, we observe again that the
PD patients from the UGOSM are at a very early stage of their disease evolution.
Furthermore, although unfortunately not verifiable, PD patients can generally be divided into more and less cognitively affected groups. These factors likely explain
the high standard deviation and generally lower performance that can be observed
comparing HC vs. PD from the UGOSM with that of the other centers.
Based on the information in Table 5.2, one expects similar or slightly better performance for the UMCG HC vs. PD problem, as those PD patients are in a slightly
later disease stage than the PD patients from the UGOSM and are likely more cognitively affected. Table 5.3 confirms this expectation as we observe a slight improve58
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Reference space
Center

Problem

Classifier

PD

AD

PD and AD

UGOSM

HC vs. PD

SVM
GMLVQ
LGMLVQ

0.80(0.16)
0.84(0.11)
0.83(0.12)

0.78(0.14)
0.80(0.15)
0.86(0.11)

0.77(0.14)
0.77(0.15)
0.86(0.12)

HC vs. AD

SVM
GMLVQ
LGMLVQ

0.99(0.02)
0.97(0.05)
0.99(0.03)

1.00(0.01)
0.99(0.03)
1.00(0.01)

1.00(0.01)
0.98(0.04)
1.00(0.01)

PD vs. AD

SVM
GMLVQ
LGMLVQ

0.92(0.09)
0.90(0.10)
0.95(0.07)

0.98(0.04)
0.97(0.04)
0.97(0.05)

0.97(0.06)
0.94(0.08)
0.96(0.06)

HC vs. PD

SVM
GMLVQ
LGMLVQ

0.90(0.17)
0.77(0.26)
0.90(0.17)

0.86(0.21)
0.76(0.23)
0.93(0.16)

0.88(0.19)
0.76(0.26)
0.92(0.16)

HC vs. AD

SVM
GMLVQ
LGMLVQ

0.93(0.17)
0.86(0.22)
0.94(0.14)

0.89(0.17)
0.85(0.21)
0.96(0.09)

0.96(0.12)
0.87(0.20)
0.96(0.10)

PD vs. AD

SVM
GMLVQ
LGMLVQ

0.82(0.22)
0.62(0.31)
0.85(0.19)

0.86(0.19)
0.76(0.25)
0.89(0.17)

0.87(0.19)
0.74(0.26)
0.88(0.18)

HC vs. PD

SVM
GMLVQ
LGMLVQ

0.94(0.11)
0.93(0.13)
0.89(0.14)

0.95(0.07)
0.97(0.08)
0.89(0.15)

0.98(0.05)
0.95(0.10)
0.91(0.14)

UMCG

CUN

5

Table 5.3: Center-specific performance of the three classifiers for each of the binary
problems. The values in the table are average AUC and standard deviation in parenthesis of randomized ten times repeated ten-fold cross validation.
ment in the average AUC, although with a higher standard deviation. The HC vs.
AD case does not show as good separation as for the UGOSM center. Unfortunately,
we have no information about the exact composition of the AD groups, but earlier
stage AD patients may have been included who are less cognitively affected and are
thus more difficult to distinguish from HCs. Similarly, the PD vs. AD case performs
less favorably. This decreased performance might be explained by the hypothesized
inclusion of more cognitively affected PD patients and possibly less cognitively affected AD patients showing more similar activity profiles.
Interestingly, the reference space in which we train the models does not matter
greatly. Simplifying, the reference space provides a feature space that captures the
variance between healthy and “sick”. This might explain why switching between
AD and PD as reference space has a minimal effect on the performance. Interestingly,
the PD vs. AD problem is also not effected, indicating that the previous statement
is clearly a oversimplification, as both AD and PD patients express very differently
in both reference spaces. The concatenation of features does not improve things,
although, in most cases, it performs in between the performance of the two other
spaces. In some cases: HC vs. AD, PD vs. AD (UMCG), and HC vs. PD (CUN)
concatenating the spaces improves performance slightly.
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Although comparing the performance of different classifiers is not the primary
objective of this study, Table 5.3 shows some differences in the performance of the
(L)GMLVQ and SVM classifiers. In particular, GMLVQ often produces less stable results, evidenced by high standard deviations. Potentially suboptimal hyperparameters can explain the observed differences. In general, the results are comparable
or slightly better than those found in the literature [94, 100–102], although a direct
numerical comparison is not sensible due to differences in feature extraction, model
validation, and datasets.
Cross-center classification
In general, relative to the center-specific performances, the performance has decreased considerably (see Table 5.4), suggesting different patterns in the data from
the centers. Two explanations for this decrease in performance seem plausible. First,
the decrease in performance can be explained by the difference in patient cohorts.
For example, consider the HC vs. PD problems. In line with previous observations
and how cognitively affected patients are at different stages of the disease evolution,
we observe the following: Training on the data from CUN, containing late-stage
PD patients, shows more degradation in the performance when tested on the other
two centers, which both have patients at much earlier stage of the disease evolution.
Second, differences in technical equipment or pre-processing pipelines used at the
centers exist. Unfortunately, no details are available about this.
Fortunately, we can assume that HCs are homogeneous, i.e., although not the
same group of subjects traveled to the three different centers, we can consider their
activity profiles similar and use them to detect differences due to center-specific
properties. We experimented with this by labeling the subjects by their center of
origin. The results of these experiments are reported in Table 5.5.
The results in Table 5.5 show perfect or near-perfect performance for classifiers
trained on healthy controls labeled by their center of origin. This high performance
strongly suggests that other sources of variation, specific to the center of origin, exist
in these data. The results for this same setting, but using the PD and AD subjects,
results in very similar performance. However, as remarked before, the patient cohorts might differ, so explanations as to why this performance is so high can not be
attributed to a single source of variation in the data.

5.2.2

Multi-center Classification and Voxel Representation

This section presents the results and discussion of the experiments described in Section 5.1.3.
The results in Table 5.6a show that GMLVQ is better at distinguishing between
PD patients and HCs using the data from the CUN and the UMCG than at separating
the patients from the UGOSM. This observation aligns with the different stages the
PD patients are in from each of the centers. The earlier stage patients (UGOSM) are
more difficult to distinguish than the slightly later and much later stage PD patients
from the UMCG and CUN. In the performance results of the individual centers, we
see an average performance with a relatively high standard deviation, which could
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Reference space
Centers

Problem

Classifier

PD

AD

PD and AD

Train: UGOSM
Test: UMCG

HC vs. PD

SVM
GMLVQ
LGMLVQ

0.82
0.74
0.91

0.84
0.84
0.90

0.79
0.74
0.87

HC vs. AD

SVM
GMLVQ
LGMLVQ

0.93
0.86
0.95

0.83
0.79
0.90

0.89
0.72
0.92

PD vs. AD

SVM
GMLVQ
LGMLVQ

0.76
0.64
0.92

0.74
0.72
0.82

0.74
0.72
0.84

Train: UGOSM
Test: CUN

HC vs. PD

SVM
GMLVQ
LGMLVQ

0.75
0.87
0.81

0.66
0.49
0.57

0.86
0.52
0.56

Train: UMCG
Test: UGOSM

HC vs. PD

SVM
GMLVQ
LGMLVQ

0.79
0.75
0.76

0.82
0.79
0.80

0.82
0.77
0.81

HC vs. AD

SVM
GMLVQ
LGMLVQ

0.94
0.92
0.97

0.89
0.87
0.97

0.94
0.91
0.97

PD vs. AD

SVM
GMLVQ
LGMLVQ

0.87
0.87
0.88

0.77
0.81
0.81

0.83
0.78
0.88

Train: UMCG
Test: CUN

HC vs. PD

SVM
GMLVQ
LGMLVQ

0.70
0.70
0.72

0.76
0.76
0.81

0.70
0.82
0.79

Train: CUN
Test: UGOSM

HC vs. PD

SVM
GMLVQ
LGMLVQ

0.68
0.72
0.57

0.54
0.56
0.66

0.63
0.62
0.66

Train: CUN
Test: UMCG

HC vs. PD

SVM
GMLVQ
LGMLVQ

0.79
0.73
0.53

0.78
0.74
0.83

0.83
0.62
0.63

5

Table 5.4: Cross-center performance of the three classifiers for each of the binary
problems, trained and tested on different centers. The values in the table are average
AUC and standard deviation in parenthesis of randomized ten times repeated tenfold cross validation.
mean that the performance depends heavily on which part of the data the algorithm
is presented with during training (and GMLVQ is particularly sensitive for this, see
Section 5.2.1). The variability of the AUC decreases when we consider all the centers’
data together compared to data from single centers. The results in Table 5.6b show
a decrease in performance when using the first GIS only. However, it does not drop
far, indicating that the first GIS has high discriminative power concerning HCs and
PD patients. Especially the lower drop in performance of the UGOSM and UMCG
compared to that of CUN might indicate that later signs of PD are contained within
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Reference space
Centers

Problem

Classifier

PD

AD

PD and AD

CUN vs.
UGOSM

HC vs. HC

SVM
GMLVQ
LGMLVQ

1.00(0.01)
0.99(0.04)
0.99(0.06)

1.00(0.00)
1.00(0.00)
1.00(0.00)

1.00(0.00)
1.00(0.00)
1.00(0.04)

PD vs. PD

SVM
GMLVQ
LGMLVQ

0.96(0.04)
0.98(0.04)
0.99(0.03)

0.98(0.04)
0.99(0.02)
0.99(0.02)

0.99(0.03)
0.99(0.02)
0.99(0.02)

HC vs. HC

SVM
GMLVQ
LGMLVQ

1.00(0.00)
1.00(0.00)
1.00(0.00)

1.00(0.00)
1.00(0.00)
1.00(0.00)

1.00(0.00)
1.00(0.00)
1.00(0.00)

PD vs. PD

SVM
GMLVQ
LGMLVQ

0.99(0.03)
1.00(0.02)
0.96(0.10)

1.00(0.01)
0.99(0.05)
0.99(0.04)

1.00(0.01)
1.00(0.00)
0.99(0.04)

HC vs. HC

SVM
GMLVQ
LGMLVQ

0.97(0.08)
0.95(0.12)
0.95(0.10)

0.98(0.05)
0.97(0.08)
0.95(0.11)

0.98(0.06)
0.96(0.08)
0.97(0.07)

PD vs. PD

SVM
GMLVQ
LGMLVQ

0.99(0.04)
0.94(0.12)
0.92(0.14)

0.99(0.04)
0.99(0.05)
0.91(0.13)

1.00(0.02)
0.97(0.08)
0.93(0.12)

AD vs. AD

SVM
GMLVQ
LGMLVQ

0.91(0.14)
0.92(0.14)
0.83(0.18)

0.97(0.08)
0.98(0.05)
0.92(0.12)

0.97(0.07)
0.97(0.07)
0.94(0.11)

CUN vs.
UMCG

UMCG vs.
UGOSM

Table 5.5: Cross-center performance of the three classifiers trained to predict the
center of origin based on HC, PD, or AD data. The values in the table are average
AUC and standard deviation in parenthesis of randomized ten times repeated tenfold cross validation.
different GIS. This observation is furthermore supported by the relevance profile of
CUN (Figure 5.7c), as this set contains only very late-stage PD patients and shows
that the first GIS is not the most relevant for the discrimination.
Figure 5.2 and Figure 5.3 include the visualizations of the data and prototypes
of the 2-class and 6-class problems, respectively. These visualizations were created
using the method described in Section 3.1.2. after a single training run of GMLVQ on
all available data following the same procedure and with the same hyperparameters
as for the models in Table 5.6. The prototypes are depicted larger and with a black
and thicker border. The plotted points represent a single patient’s subject scores
projected onto the corresponding problem’s eigenvectors scaled by the square root
of their corresponding eigenvalue. Additionally, the decision boundaries are drawn
as if using the nearest prototype classification (NPC) scheme. For the projection in
Figure 5.2, it is necessary to realize that the eigenvalue of the second eigenvector is
very close to zero and does not contribute to the distance calculation and is therefore unimportant. Similarly, in Figure 5.3a, some points may seem misclassified but
are not because of the third eigenvector with non-zero eigenvalue, included in Figure 5.3b.
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Center(s)
Accuracy (%)
AUC
Sensitivity (%)
Specificity (%)
PPV (%)
NPV (%)

All

Individual

2-class

6-class

UMCG

UGOSM

CUN

83(7)
0.89(0.07)
86(8)
78(13)
88(7)
77(12)

81(8)
0.81(0.09)
81(9)
81(15)
89(8)
71(11)

87(16)
0.96(0.12)
82(29)
92(20)
94(14)
88(18)

71(14)
0.79(0.14)
69(20)
75(22)
80(14)
69(16)

86(11)
0.89(0.16)
88(12)
81(31)
95(8)
70(28)

(a) Performance of the approach, as described in the previous sections, when using all the GIS
to generate the subjects’ scores
Center(s)
Accuracy (%)
AUC
Sensitivity (%)
Specificity (%)
PPV (%)
NPV (%)

All

Individual

2-class

6-class

UMCG

UGOSM

CUN

74(9)
0.82(0.10)
74(12)
73(16)
84(8)
63(13)

72(9)
0.31(0.09)
71(13)
75(16)
84(9)
61(12)

83(18)
0.92(0.15)
77(29)
90(21)
92(16)
82(21)

68(14)
0.76(0.16)
66(19)
70(22)
76(17)
62(18)

70(15)
0.77(0.23)
71(15)
69(35)
90(11)
41(24)

(b) Performance of the approach when using the first GIS only to generate a single score per
subject.

Table 5.6: Classification performance of GMLVQ on the HC versus PD case in five
different settings. Values are the result of randomized ten times repeated ten-fold
cross-validation. The values are the average values with standard deviation within
parenthesis. The training performance can be found in Table 5.7 in Section 5.A.1.

The projection in Figure 5.2 shows a clear, although not completely clean, separation between the two classes. This level of separation is expected considering the
performance provided in Table 5.6a for the 2-class problem. As mentioned, the only
relevant direction is the first eigenvector with an eigenvalue of approximately one.
This direction contains the most relevant combination of features (see Figure 5.8).
However, as we found a clear separation between the centers Section 5.2.1, this first
eigenvector might include contributions resulting from the center-dependent difference and thus does not cleanly describe the difference between HC and PD subjects.
In Figure 5.3, we have included the projection of the 6-class problem. The idea
of the 6-class setting is to construct more representative prototypes by considering
the center of origin of the data during training. The performance will not necessarily
be better since the model will attempt to separate the different centers and therefore
cannot use any center-dependent difference to distinguish between HC and PD. The
plots in Figure 5.3 re-confirms the existence of the center-specific effect as all classes
are separable, an effect that cannot be explained by the difference in PD cohorts only
(Table 5.1) under the assumption that HC cohorts are homogeneous. This center difference is most apparent in Figure 5.3b, which includes the projection on the second
63
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HC

×10−2

PD

Proj. on 2nd eigenvector

0.75
0.50
0.25
0.00

−0.25
−0.50
−0.75
−1.00

−4

−2

0

2

4

Proj. on 1st eigenvector

Figure 5.2: Projection of the z-transformed data labeled according to the diagnosis,
ignoring center of origin. The data has been projected on the eigenvectors of the
relevance matrix, scaled by the square root of their eigenvalues. The eigenvalue of
the first eigenvector is approximately one.
and third eigenvector (Figure 5.9). The clustering shown in this plot explains no
disease difference and neatly clusters HC and PD patients from the same centers together. The projection on the first and second eigenvector in Figure 5.3a shows that
the first eigenvector contains the combination of features (eigenvector) capturing the
difference between HC and PD subjects (Figure 5.9). At first glance, one might conclude that the PD patient clusters are arranged from left to right according to their
disease evolution. However, comparing HCs and PD subjects of each center, we see
that the HCs clusters shift together with the PD clusters indicating that the direction
does not contain an effect explained only by the difference in PD progression. As
healthy controls generally do not differ, some center-specific differences are likely
included in this direction, and GMLVQ cannot find a ”clean” separation between
HCs and PD patients.
Voxel Representations
To validate the interpretability of the prototypes and relevance matrices, we look
at the five different classification problems as introduced at the beginning of Section 5.1.3 and perform the transformation described this same section to obtain a
prototypical residual profile and relevance profile in the original voxel space.
The medical specialists observed, in the prototypes in Figures 5.5 and 5.6, an
increased metabolism in the globus pallidus and putamen, thalamus, cerebellum,
pons, and sensorimotor cortex and relative decreases in the lateral frontal and parietooccipital areas, which are similar activities to the previously found PDRP in lit64
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UMCG HC
UMCG PD

UGOSM HC
UGOSM PD

CUN HC
CUN PD

Proj. on 2nd eigenvector

2

1

0

−1
−2

−2

−1

0

1

2

3

Proj. on 1st eigenvector

(a) The projections on the first and second eigenvector, with eigenvalues 0.52 and 0.30, respectively
0.75

Proj. on 3rd eigenvector

0.50
0.25
0.00

−0.25
−0.50
−0.75
−1.00
−2

−1

0

1

2

Proj. on 2nd eigenvector

(b) The projections on the second and third eigenvector, with eigenvalues 0.30 and 0.18, respectively

Figure 5.3: Projection of the z-transformed data, labeled according to the diagnosis
and center of origin. The data has been projected on the eigenvectors of the relevance
matrix, scaled by the square root of their eigenvalues.
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(a) Relevance matrix diagonal of the 2-class (b) Relevance matrix diagonal of the 6-class
projection
projection

Figure 5.4: Relevance profiles of the 2-class and 6-class projection shown in Figure 5.2 and Figure 5.3, respectively.

erature [36]. Although the exact difference in network activity between patients at
different disease evolution stages is unknown, we know that the expression of the
PDRP correlates with clinically observable symptoms and different stages of the disease [80, 98]. We see similar signs in the prototypes shown in Figure 5.3a, the patterns of activity do not change. However, there is increased activity in the relevant
areas for patients from CUN, which are further in the disease evolution than patients
from the UMCG and UGOSM.
When we compare the visual representations in Figure 5.6, we can see variances between the prototypical distributions of the residual subject profiles. In the
CUN and the UMCG group, the parieto-occipital regions show visible reductions in
metabolic activity, but this is less so in the UGOSM group. This variance could be
due to the differences in group compositions. The UGOSM group included many
more subjects with short disease durations. This finding might suggest that PD patients who have been diseased for a long time show more pathology than patients at
an earlier stage. The parieto-occipital region is suggested to be involved in Parkinsonian subjects who develop cognitive deficits or even dementia. However, this study
was not designed to investigate the involvement of the regional changes in relation
to the clinical signs, and thus conclusions in this respect are not warranted.
It is important to note here that hard conclusions are difficult to make because
of the presence of the variability between centers and between HC and PD. Interestingly, within this setting, the relevance profiles Figures 5.5b and 5.6b do still capture
similar areas of importance as indicated by the medical specialists, with a higher
relevance or discriminative power given to the basal ganglia, thalamus, occipital
cortex, and motor cortex.
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(a) Prototypical subject residual profiles

5

(b) Relevance profile

Figure 5.5: The GMLVQ model of the 2-class problem projected into voxel space: (a)
The prototypical SRPs (prototypes) of the two considered classes, with values relative to the healthy controls of the space defining reference group. (b) The diagonal
of the relevance matrix, indicating relevant areas for discrimination between the two
classes. Note that the prototypes and relevance profile are represented by the colors
which are projected on the mni152 template [103, 104]

5.3

Conclusion and Future Work

Our experiments confirm that the prime objective to discriminate between conditions (HC, PD, AD) can be achieved to good accuracy when classifiers are trained
from (and applied to) center-specific data. However, performance decreases when
a classifier is trained on one center and applied to another. Additionally, the center
of origin can be predicted with perfect to near-perfect accuracy, suggesting centerdependent variation in the data. Consequently, we do not have the ideal conditions
to build a universal classifier capable of classifying any subject from any center. The
reference space has little influence on the performance for any of these experiments.
The found cross-center performance degradation is in line with previous observations in literature [100], where a comparable decrease in performance was found
between the center-specific classification and training and testing using data from
different centers.
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(a) Prototypical subject residual profiles
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(b) Relevance profile

Figure 5.6: The GMLVQ model of the 6-class problem projected into voxel space: (a)
The prototypical SRPs (prototypes) of the six considered classes, with values relative
to the healthy controls of the space defining reference group. (b) The diagonal of
the relevance matrix, indicating relevant areas for discrimination between the six
classes. Note that the prototypes and relevance profile are represented by the colors
which are projected on the mni152 template [103, 104]
Regarding the multi-center classifier and voxel representations, we have shown
that the techniques presented in this chapter can produce voxel representations of
the prototypes and relevance matrix of GMLVQ, when trained in a SSM/PCA defined feature space. Most importantly, the voxel representation of the model can
be interpreted by medical experts and support existing domain knowledge. As
also previously seen in Chapter 4, the low-dimensional visualization of the subjects
opens up the potential to project unseen subjects onto a low-dimensional plot. Moreover, in this case the visualizations helped show potential issues with the data, such
as multiple sources of variation, which cannot all be attributed to the likely difference in pathology. Additionally, we have shown that similar to previous work, the
first GIS is considered most relevant by GMLVQ but does not provide the same level
of performance compared to using all GIS as pertinent information is present in
later GIS. Future effort into studying the relevance profiles of GMLVQ might prove
insightful concerning which GIS would most likely capture specific sources of variance, either the variance due to disease evolution stage or difference due to protocols
or processing materials.

5.3.1

Future work

The order of the chapters does not follow the chronological order of the work as they
were carried out in time; therefore, the following paragraph describes a significant
part of the work done in Chapter 4. Looking at a relatively well-understood disease,
i.e., PD, we have shown that the model can produce prototypical activity profiles
that capture the pathological differences between subjects. The goal is to use our approach on other datasets, that do not include any other sources of variation, but do
include multiple pathologies that are clinically relevant and more difficult to distinguish. The various diseases which are accompanied by clinical Parkinsonism may
thus be separated on a consistent pathophysiological basis. Another possible application would be to project an unseen disease group such as idiopathic rapid eye
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movement sleep behavior disorder (RBD), which is considered a pre-stage of PD,
onto the eigenvectors of a model trained to distinguish between HC and PD subjects.
We concluded that the reference space has little influence on the performance for
any of the experiments. The experiments showed similar performance in discrimination AD from PD and the two disorders from HCs in both the AD and PD reference spaces. These findings may be explained by the similarities in activity profiles,
as captured by FDG-PET, between the two disorders. However, from a technical
perspective it might suggest random projection to be an interesting method for future investigations. Random projection is a computationally efficient technique that
trades a controllable amount of error for a reduced dimensionality of ones data and
models. Furthermore, experiments have shown that projections preserve the pairwise distances between samples well [105]. Another benefit is the increase in availability of high quality training data as one would not require any space-defining
reference groups for this method.
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Appendix 5.A

Supplementary Material

Supplementary materials to the chapter.

5.A.1

Multi-Center Classification

In this appendix several plots supplementing the results in Section 5.2.2 are presented, including the average relevance profiles, eigenvectors, and training performance of the 2-class, 6-class and individual centers.
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(a) Relevance profiles of the UMCG
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(b) Relevance profiles of the UGOSM
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(c) Relevance profiles of the CUN

Figure 5.7: Average relevance profiles (diagonal of the relevance matrix) of the
randomized ten times repeated ten-fold cross-validation procedure of the GMLVQ
models created in Section 5.2.2. The black error bars are the standard deviations.
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(a) Average GMLVQ relevance profile of ten
times repeated randomized ten-fold crossvalidation.
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(b) First eigenvector of the discriminative
projection.

Figure 5.8: Supplementary plots to the multi-center 2-class problem and plot shown
in Figure 5.2.

Center(s)
Accuracy (%)
AUC
Sensitivity (%)
Specificity (%)
PPV (%)
NPV (%)

All

Individual

2-class

6-class

UMCG

UGOSM

CUN

90(1)
0.94(0.01)
93(2)
86(2)
92(1)
87(2)

90(1)
0.93(0.01)
89(2)
92(2)
93(1)
88(2)

99(1)
0.98(0.02)
97(3)
100(1)
100(1)
97(3)

88(2)
0.90(0.02)
84(4)
93(4)
94(3)
82(17)

97(1)
0.98(0.02)
98(2)
96(3)
97(2)
97(3)

Table 5.7: Training classification performance of GMLVQ on the HC versus PD case
in five different settings (Testing performance is shown in Table 5.6. Values are the
result of randomized ten times repeated ten-fold cross-validation. The values are the
average values with standard deviation within parenthesis.
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(a) Average GMLVQ relevance profile of ten
times repeated randomized ten-fold crossvalidation.
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(b) First eigenvector of the discriminative
projection.
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(c) Second eigenvector of the discriminative
projection.
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(d) Third eigenvector of the discriminative
projection.

Figure 5.9: Supplementary plots to the multi-center 6-class problem and scatter plots
shown in Figure 5.3
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