
 

 

 University of Groningen

AReN
Greco, Antonio; Petkov, Nicolai; Saggese, Alessia; Vento, Mario

Published in:
 IEEE transactions on information forensics and security

DOI:
10.1109/TIFS.2020.2994740

IMPORTANT NOTE: You are advised to consult the publisher's version (publisher's PDF) if you wish to cite from
it. Please check the document version below.

Document Version
Publisher's PDF, also known as Version of record

Publication date:
2020

Link to publication in University of Groningen/UMCG research database

Citation for published version (APA):
Greco, A., Petkov, N., Saggese, A., & Vento, M. (2020). AReN: A Deep Learning Approach for Sound
Event Recognition Using a Brain Inspired Representation. IEEE transactions on information forensics and
security, 15, 3610-3624. [9093814]. https://doi.org/10.1109/TIFS.2020.2994740

Copyright
Other than for strictly personal use, it is not permitted to download or to forward/distribute the text or part of it without the consent of the
author(s) and/or copyright holder(s), unless the work is under an open content license (like Creative Commons).

The publication may also be distributed here under the terms of Article 25fa of the Dutch Copyright Act, indicated by the “Taverne” license.
More information can be found on the University of Groningen website: https://www.rug.nl/library/open-access/self-archiving-pure/taverne-
amendment.

Take-down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately
and investigate your claim.

Downloaded from the University of Groningen/UMCG research database (Pure): http://www.rug.nl/research/portal. For technical reasons the
number of authors shown on this cover page is limited to 10 maximum.

Download date: 23-05-2023

https://doi.org/10.1109/TIFS.2020.2994740
https://research.rug.nl/en/publications/f05338a5-2c99-412f-81b8-c974cf60145e
https://doi.org/10.1109/TIFS.2020.2994740


3610 IEEE TRANSACTIONS ON INFORMATION FORENSICS AND SECURITY, VOL. 15, 2020

AReN: A Deep Learning Approach for Sound
Event Recognition Using a Brain

Inspired Representation
Antonio Greco , Nicolai Petkov , Alessia Saggese , and Mario Vento

Abstract— Audio surveillance is gaining in the last years wide
interest. This is due to the large number of situations in which
this kind of systems can be used, either alone or combined with
video-based algorithms. In this paper we propose a deep learning
method to automatically recognize events of interest in the context
of audio surveillance (namely screams, broken glasses and gun
shots). The audio stream is represented by a gammatonegram
image. We propose a 21-layer CNN to which we feed sections of
the gammatonegram representation. At the output of this CNN
there are units that correspond to the classes. We trained the
CNN, called AReN, by taking advantage of a problem-driven
data augmentation, which extends the training dataset with
gammatonegram images extracted by sounds acquired with
different signal to noise ratios. We experimented it with three
datasets freely available, namely SESA, MIVIA Audio Events and
MIVIA Road Events and we achieved 91.43%, 99.62% and 100%
recognition rate, respectively. We compared our method with
other state of the art methodologies based both on traditional
machine learning methodologies and deep learning. The compar-
ison confirms the effectiveness of the proposed approach, which
outperforms the existing methods in terms of recognition rate. We
experimentally prove that the proposed network is resilient to the
noise, has the capability to significantly reduce the false positive
rate and is able to generalize in different scenarios. Furthermore,
AReN is able to process 5 audio frames per second on a standard
CPU and, consequently, it is suitable for real audio surveillance
applications.

Index Terms— audio surveillance, deep learning, CNN, gam-
matonegram, brain inspired representation.

I. INTRODUCTION

THE size of the global video surveillance market is
expected to strongly grow up in the next years. According

to a study conducted by the BIS Research [1], the global
video surveillance market is expected to reach $62.6 billion
by 2023, with a compound annual growth rate (CAGR) of
9.3%. As a matter of fact, audio analysis can be used as a
standalone solution or combined with video analytic tools.
When used standalone, it can be considered as the solution
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for those situations that cannot be reliably detected by only
analyzing the video stream [2]; a scream or a gunshot are two
examples of events of interest, potentially abnormal, having a
very distinctive acoustic signature, and that cannot be easily
detected by visual analysis. Vice versa, when combined with
video analytic tools, audio analysis may significantly help to
understand what is currently happening in a scene, by adding
the information provided by video analytics that, among the
others, suffers of adverse weather conditions, sudden lighting
changes, reflections and so on [3].

Although audio analysis plays a very relevant role in
surveillance applications, many challenging tasks must be
adequately faced for obtaining results so good to be exploited
in real applications. To this concern, in the last years, several
scientific contributions have been made available, confirming
the wide interest of the scientific community in this field, but
the problem is still open [4], at least if we consider application
contest in the wild that are characterized by unsatisfactory
performance in complex scenarios. Moreover, it’s important to
consider that, before the beginning of the deep learning era,
the effort of the scientific community has been devoted to find
out the best feature set and the best classifier for representing
and then classifying patterns regarding the problem at hand;
so, also in the case of audio event classification, several
features sets have been proposed and used, mainly defining
them directly on raw data, e.g. the input signal in the time
domain, or over its time-frequency representation; examples
ranges from temporal based features, as the cepstral ones,
to frequency based features, so as from energy-based features
to biologically or perceptually driven ones [5]–[10]. A detailed
review of the different typologies of features proposed along
the years for sound event recognition can be found in a recent
survey by Crocco et al. [4].

In the last years, the deep learning methods are revealing
their effectiveness also in applications of audio analysis;
although a taxonomy of the published papers has not yet
been definitely settled, we may recognize two main emerging
trends: (i) some methods analyze directly the raw audio data,
in the time domain, by using Restricted Boltzman Machines
(RBM) [11], [12] or, more generally, by exploiting the para-
digm of deep belief networks (DBN) [13]. These approaches
are somehow related with the use of temporal based features;
as a matter of fact, the features are not hand-crafted but instead
automatically optimized and obtained directly by the deep
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networks, during the training procedure; (ii) a second trend
refers to papers that use pre-computed sound representations
obtained by CNNs, starting from the raw data. A good example
is offered by the various time-frequency representations of
the input signal, such as the spectrogram or the MFCC
spectrogram [14], [15]. Among the most recent and noteworthy
contributions in this field, we can cite AENet [16], an example
of CNN fed by spectrogram images achieving very promising
results for the problem of sound event recognition.

Experimental analyses known in the literature [17], [18],
aimed at comparing time-based with frequency-based repre-
sentation, seem to confirm that the methods that somehow
adopt frequency-based representations of the audio perform
generally better than the ones based on other representations,
including the temporal one. This conclusion, although cannot
be considered as a definitive one, encourages, in this historical
moment, the adoption of approaches based on suited audio
data representations processed by deep architectures, coher-
ently with ii); to this concern, it is worth noting that the spec-
trogram is experimentally revealing an effective representation
of audio signals as for its main property of considering all
the frequencies of the input equally relevant [14], [16]; this
means that, in the spectrogram, all the frequential components
are equally weighted and adequate bandwidth filters are used
for obtaining the quantity of energy of the input signal
falling within a window of a given fixed size centered on the
considered frequency.

As better clarified in the following of the paper, experiences
done up to now as for the problem of detection of audio
events in the wild, as the ones occurring in smart cities
environments, are confirming that the discriminative power
of the different classes of audio events mainly concentrate
in the low frequencies of the spectrum and progressively
decreases as the frequency increases [19]. Coherently with
this evidence, it would be better suited a representation able to
stretch the low frequencies of the spectrum, compressing at the
same time the higher ones, as the gammatonegram. A relevant
advantage deriving from the adoption of representations like
the spectrogram or the gammatonegram is the possibility of
obtaining, as output, an image representing the input signal
and this aspect open the way of adopting the wide variety of
classification methodologies derived from the computer vision
field.

Another important aspect when dealing with audio event
recognition is that audio events to be recognized are often
superimposed to a significant background noise. This condition
is particularly frequent in the audio surveillance applications,
especially those “in the wild environments”, where the micro-
phones are typically installed outdoor; in these cases, the
signal to noise ratio (SNR) can be in many cases very low,
depending on the power of the sound source, not always
sufficiently high, and on the great distance between the source
and the microphone. Another aspect to be taken into account
is the highly variable duration of the sound to be classified;
in these cases, the system has to deal at the same time with
impulsive events, as gunshots, and with sustained events as
screams, being the latter much longer in time. Both the high
variability of SNR ratio and the event duration, suggest that the

training of a deep system for sound event recognition should
be based on a suited dataset of training events, sufficiently
wide to adequately represent all the real situations; this aspect
is very relevant and the use of the currently available datasets
in the literature, even apparently sufficiently big, demonstrate
their inadequate representativeness of the situations “in the
wild”, being responsible of significant drops when we pass
from the performance on the training set and the one achieved
on real data [19].

A way for facing this issue consists in avoiding the problem
of training a network from the scratch by using, for example,
traditional convolutional neural networks already pre-trained
over standard computer vision datasets, such as ImageNet; in
this case the available data set, even not so wide, when are
insufficient for training a completely new deep network, may
instead result sufficient to achieve good results by apply fine
tuning [16] to pre-trained networks; in this case the data are
used by the system designer for tuning the system, adapting
its performance to the specific data at hand.

An alternative is the adoption of method for increasing
data representativeness, based, for instance, on data augmenta-
tion; techniques widely adopted in the literature ranges from
standard image augmentation techniques (random cropping,
rotation, random noise and so on) [20] to more advanced
techniques applied to the image, aiming at masking the visual
representation in specific frequency channels and specific
time steps [21]. Of course when images are obtained by
a time-frequency sound signal representation, the data aug-
mentation techniques must be specifically devised for this
context; in particular the crucial point is the definition of a
data augmentation technique effective for taking into account
big amounts of noise overlapped to the input signals, so as to
simulate real environments with the presence of many different
kinds of source of noise, even with very low SNR. Data
augmentation can be used for enlarging the representativeness
of the input data and should not be considered as a means for
augment small datasets; its application in any case allows the
system designer to improve data significance, no matter how
many data he has in his hands.

At the light of the above considerations, we may draw the
main contributions of this paper:

• We adopt a brain inspired representation of the audio sig-
nal, namely the gammatonegram [19], simulating the way
in which the cochlea membrane in the human auditory
system works; the main advantage lies in the fact that
this representation has not a constant bandwidth across
all frequency windows, but instead wider filter windows
for lower frequencies, where the audio events of interest
are supposed to lie, so increasing the capability to dis-
tinguish the background from the events of interest. This
representation allows to adopt deep networks devised for
computer vision tasks, inheriting many relevant scientific
results on image classification;

• We propose a novel convolutionary neural architec-
ture, called AReN (Audio Event Recognition Network),
designed with the main goal to guarantee an high rep-
resentative capability that can be obtained by using a
high number of layers and at the same time to keep
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low the total number of its parameters, so avoiding
the well-known overfitting problems occurring when the
amount of training data is limited. This is done with
a network composed by 21 layers (12 convolutional, 4
pooling, 5 fully connected), designed with the follow-
ing attentions: since the number of the net parameters
grows quadratically with the kernel size used in the
convolutional layers, AReN adopts only kernels of size
3 × 3; moreover, the fully connected layers are arranged
according to a pyramidal structure [22] which substan-
tially reduces the number of net parameters. An enjoyable
effect is that the above mentioned pyramidal structure,
achieves, even with less parameters, a higher accuracy
with respect to the standard structure when a limited
amount of training samples is available [23].

• We define a novel problem-driven data augmentation so
as to augment the training set with visual representations
obtained from noisy versions of the original audio signal;
in other words, the noise is not added to the obtained
image representation of the sound, but, viceversa, to the
original sound, from which we re-obtain the noisy repre-
sentation, so as to adequately simulate the effect obtained
in real environments. We demonstrate the effectiveness of
the proposed technique applied on three different datasets.

• The experimental phase has been carried out with the aim
to analyze the robustness of the proposed system in real
environments; in particular the drop of the performance
when moving from “lab conditions” (this is what it is
typically done when testing over benchmarking datasets)
to live environments; this aspect, only partially investi-
gated in the scientific literature, is crucial for judging the
applicability in real scenarios. This is done with respect
to a problem of three event classification (broken glasses,
screams and gunshot) with a wide range of SNR values,
representing challenging real situations.

The proposed architecture has been widely experimented,
and the main findings, extensively described in the paper, can
be summarized in the following:

• as for the representation issues, the use of the gamma-
tonegram, with respect to spectrogram, revealed to be
more effective; it allowed at the same time to increase the
recognition rate (recall) and to decrease the false positive
rate (precision), with a significant overall performance
improvement;

• the proposed system achieves, on standard public
datasets, widely used in the literature for audio surveil-
lance in smart cities, performance at the state of the
art; the proposed network shows a relevant robustness
with respect to environmental noise, thanks to the use of
the proposed problem-driven data augmentation. It also
reaches and a notable generalization capability, being
able to achieve the best performance, at the same time,
on three different dataset, with a limited drop in the
performance when passing in a real-time experiment.

• the system is also effective by the computational point of
view; in fact AReN requires 200 ms for the classification
on a standard CPU; so, it can be run on traditional
hardware, even embedded, and provide five audio clas-

sifications per second, getting a high responsive feeling
from the user.

The paper is organised as follows: Section II details the
proposed approach and highlights the rationale inspiring our
choices; Section III introduces the dataset used in the exper-
imentation and details the experimental protocol and the
achieved results, also compared with state of the art method-
ologies. Conclusions and future works are finally drawn in
Section IV.

II. THE PROPOSED METHOD

The length of a sound of interest may vary depending on the
type of event; for instance, in the context of audio surveillance
we need to recognize both a scream, having a sustained
duration, and a gunshot, which is an impulsive sound. In
order to deal with both the typologies of sound, we decide
to segment the audio stream in consecutive overlapped frames
by means of a 3 seconds mobile Hamming window. This
choice is supported by a preliminary experimental analysis
with different frame size, which showed a decrease of around
10% and almost 20% of the recognition rate with 1 second
and 2 seconds windows, respectively.

In order to guarantee that during the operating phase an
event is fully included in a single window and thus to avoid
border effect due to the presence of events split into two
consecutive window, we introduce a 75% overlap between two
consecutive windows. This is a particularly important feature
especially for short events (such as gunshots), that risk to be
too short to be reliably recognized if partitioned into more
windows.

Each frame is represented through a time-frequency based
representation. The latter has been widely used in the scientific
literature, since as already discussed it proved to perform
better than the still temporal-based one [17], [18]. The typical
approach used in the literature is to adopt a representation
based on a Short-Time Fourier Transform (STFT), also known
as spectrogram. The spectrogram is a representation of the
spectrum of frequencies of a signal (computed by means of
the STFT) along the time, depicted as an image.

In this paper we propose to use instead a representation
based on Gammatone filterbank; the response of such filter-
banks generates an image called gammatonegram [24]. This
is a brain inspired representation of the sound emulating
the way in which the human auditory system works, and in
particular how the cochlea membrane responds to incoming
sound waves. Indeed, depending on the frequency and the
energy of the input sounds, the cochlea membrane has a
different vibration, which in turns determines the firing activity
of the so called inner-hair cells, posed behind the cochlea,
and transfers the electrical stimuli to the auditory nerve.
It has been experimentally demonstrated that the gammatone
filter is a linear approximation of the impulsive response
of the cochlea membrane [25]–[27]. We chose it instead of
the full cochleagram [28] for its computational efficiency.
Indeed, the gammatonegram requires only a Discrete Fourier
Transform (DFT) and a matrix multiplication, since the bins
of the DFT are weighted proportionally to the magnitude gain
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of a gammatone bandpass filter [29]; it is more efficient than
the full cochleagram, which requires the implementation of a
parallel filter bank composed by multiple filters with differing
central frequencies.

The main difference with respect to the traditionally used
spectrogram lies in the fact that in the latter the input signal
is processed by a bank of band-pass filters having the same
bandwidth; viceversa, in the Gammatone filterbank the band-
width of the various band-pass filters proportionally increases
with their central frequency. It implies that the resolution in
the perception of frequency differences is not constant, since
the minimum frequency difference that the ear is able to
resolve is proportional to the base frequency of the sounds.
In other words, a given frequency difference is perceived as
much stronger at low frequencies than at high frequencies
[19]. This is a particularly important property when dealing
with audio surveillance, since the events are typically located
at lower frequencies, thus implying that the most important
frequencies for audio surveillance (namely the lower) are
highlighted and somehow stretched in the gammatonegram
image, since represented with more details if compared with
the less important frequencies (namely the higher).

In a more formal way, we filter the audio signal with a bank
of Gammatone band-pass filters, whose response g(t, fc) is
defined as the product of a gamma function with a sinusoidal
tone:

g(t, fc) = atn−1e−2πbt cos(2π fct + φ) (1)

where t is the time (in seconds), fc is the central frequency of
the filter (in Hz), φ is the phase (in radians) which is usually
equal to 0.

The constant a is the amplitude and controls the gain, while
n is the order of the filter. Finally b is the decay factor, which
determines the bandwidth of the filter and the duration of the
impulse response. The values of b and a have been inherited by
the literature, with the aim to approximate in the best possible
way the human auditory system [30].

In more details, we consider a fourth-order filter (namely,
a = 4), and compute b as follows:

b = 1.09

(
fc

9.26449
+ 24.7

)
(2)

The central frequencies of the filters are distributed
across the spectrum, in proportion to their bandwidth by
following the Equivalent Rectangular Bandwidth (ERB)
scale:

E RB( fc) = 24.7 + 0.108 fc (3)

Finally, the gammatonegram image is built by concate-
nating the response of the frame x(t) to the Gammatone
filterbank g(t, fc), where each column of the gammatonegram
is the response of the gammatone filterbank at the time
instant t :

y(t, fc) = x(t) ∗ g(t, fc) (4)

An example of Gammatone filter, compared with the spec-
trogram computed over the same frame, is shown in Fig. 1.
It is evident how the events of interest, localized in the low

Fig. 1. Representation of a sample for any of the three classes of
events of interest and of background using the spectrogram (right) and the
gammatonegram (left); the y-axis of the spectrogram is linear, in the range
0-32 KHz; viceversa, the y-axis of the gammatonegram reports frequencies
equally spaced between 50 Hz and 10 KHz on the ERB scale. Note how the
gammatonegram, by progressively stretching the scale of the lower frequencies
and compressing the higher ones, allows to better visually evaluate how the
energy of the input signal is spread over its frequential components.

frequencies in the spectrogram images, are spread over the
whole gammatonegram image, thus confirming the represen-
tational power of the proposed approach.
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Given the gammatonegram image (50 × 200 RGB image)
and inspired by the wide literature in computer vision appli-
cations, we use a Convolutional Neural Network (CNN) for
the classification task. This choice is motivated by the con-
solidated evidence that the deep learning paradigm has a sig-
nificant superiority with respect to the classic methods based
on handcrafted features. CNNs have been used with success
in several audio analysis tasks, such as music classification
[31], affective computing [32] and sentence classification [33].
Anyway, as discussed in Section I, it has not yet widely
adopted in sound event recognition tasks. We will show that
the popular deep networks designed for dealing with very
complex image analysis problems are also effective for the
problem at hand. Furthermore, according to our knowledge,
the proposed network is the first example available in the
literature which combines CNNs with gammatonegram based
representation.

We call our network AReN (Audio Event Recognition
Network); its architecture, summarized in Table I, is inspired
by VGG-19 and is composed by a set of twelve convolutional
layers (instead of 16) with an increasing size of the feature
maps (from 64 to 512); each convolutional layer employs a
very small receptive field, 3 × 3, which is the smallest size
to capture the notion of left/right, up/down, center. Four max
pooling layers are also used in order to reduce the volume
size.

Differently from VGG-19, we introduce a set of fully
connected layers organized in a pyramidal way: four different
layers whose size ranges from 4096 to 512 (4096, 2048, 1024,
512) are introduced in order to reduce the number of necessary
parameters. The network is completed by a last layer whose
size is equal to the number of output classes (4 is our context)
and a softmax function. The softmax function squashes the
outputs of each unit to be between 0 and 1 and also divides
each output so that the total sum of the outputs is equal to 1.
Given the generic k-th class, with k = 1, . . . , K (K is the
number of classes, 4 in our application), the softmax activation
function σ works as follows on the input vector z:

σ(z)k = ezk∑K
k=1 ezk

(5)

The main advantage deriving from the proposed deep net-
work lies in the fact that the small kernel size, combined with
the pyramidal architecture of the fully connected layers, allows
to manage deep networks (like the proposed one, composed
by 21 layers) without paying in terms of generalization capa-
bilities, even if the training set is rather small. This is a very
important and not negligible feature in the audio surveillance
domain, where the datasets available in the literature are not
so wide as in video analysis domain.

Each neuron in the hidden layers is modeled by a Rectified
Linear Units (ReLU) [34]; thus, given the input x , the neuron’s
output function f (x) is computed as follows:

f (x) = max(0, x) (6)

This choice is justified by the fact that, as experimentally
proved in [35], the ReLu shows better convergence perfor-
mance than sigmoid function and allows to train a network

TABLE I

THE ARCHITECTURE OF AReN: TWELVE CONVOLUTIONAL LAYERS WITH
3 × 3 KERNELS ARE COMBINED WITH FOUR POOLING LAYERS.

FINALLY, A PYRAMIDAL SET OF FIVE FULLY CONNECTED

LAYERS IS INTRODUCED

several times faster than their equivalents with sigmoid units;
as evident, this is a very desirable property when dealing
with deep CNNs. Indeed, the ReLu just needs to compute the
maximum between two values, without performing expensive
exponential operations as in the sigmoid. Furthermore, it is
not affected by the problem of the vanishing gradients since
the gradient of the ReLu function is always 0 (for x < 0)
or 1 (for x > 0), thus it is possible to add several layers
without risking that the multiplication between gradients (layer
by layer) vanishes or explodes.

The training of the network has been performed by using a
mini-batch gradient descent optimization algorithm based on
the adaptive learning rate RMSprop proposed by Ruder [36].
The mini-batch gradient descent takes the best of both worlds
and performs an update for every mini-batch of n training
examples; in this way the variance of the parameters updates
is reduced, so leading to a more stable convergence; moreover,
the mini-batch makes the gradient computation very efficient.

In a more formal way, the mini-batch gradient descent
optimization algorithm minimizes an objective function J (θ)
parametrized by θ ∈ R

d ; it works by updating the parameters
in the opposite direction of the gradient of the objective
function.

The RMSprop divides the learning rate by an exponentially
decaying average of squared gradients E[g2], so that the
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running average E[g2] at time t only depends on the previous
average E[g2]t−1 and the current gradient g2

t as follows:
E[g2]t = γ E[g2]t−1 + 0.1g2

t (7)

The update rule thus becomes:
θt+1 = θt − η√

E[g2]t + �
gt (8)

As suggested by Hinton, we set γ = 0.9 and the learning rate
η = 10−6.

A data augmentation has also been introduced in order
to increase the size of the training set. The traditionally
used approaches in computer vision includes flip, rotation,
scale, translation and so on. It would be equivalent, in our
context, to apply such transformations over the gammatone-
gram images. However, in this paper we introduce instead
a problem-driven data augmentation. We first produce noisy
versions of the original sounds of interest, by attenuating or
amplifying the energy of the foreground sound according to
a specific value of the Signal to Noise Ratio (SNR); then,
we generate additional gammatonegram images by using these
noisy samples. In other words, the noisy versions of the
training data are not built without any knowledge on the
problem at hand, but instead are problem-driven.

III. EXPERIMENTAL RESULTS

In order to prove the effectiveness of the proposed approach,
we perform an extensive experimental analysis, aiming at eval-
uating both the efficiency and the effectiveness of our method.
The dataset used in our experimentation and the experimental
protocol are detailed in Subsection III-A and III-B respec-
tively, while the achieved results, together with a comparison
with several state of the art methodologies and a comprehen-
sive discussion, are reported in Subsections III-C and III-D.

A. Dataset

Differently from several video-based applications, there are
only a few challenging datasets available in the literature
for audio analysis problems. This is particularly true for
audio surveillance applications, where the number of available
datasets in real environments is very limited. Starting from
the above consideration, we decide to use a freely available
dataset, widely adopted by the scientific community working
in this field, namely the Mivia Audio Events Dataset [37]:
about 30 hours of audio recording including four classes
of interest, namely glass breaking (GB), gunshots (G) and
screams (S). Furthermore, the dataset also includes back-
ground (B) samples, corresponding to those sounds acquired
both from indoor and outdoor environments, such as silence
and Gaussian noise, rain, whistles, crowded ambiance, vehi-
cles, household appliances, bells, applauses and claps. The
composition of the dataset is detailed in Table II.

The dataset has been recorded with an Axis P8221 Audio
Module and an Axis T83 omnidirectional microphone for
audio surveillance applications. It is composed by WAV clips,
already partitioned into training (about 70%) and testing (about

TABLE II

COMPOSITION OF THE MIVIA AUDIO EVENTS DATASET: NUMBER OF
EVENTS AND TOTAL DURATION OF BACKGROUND (B), GLASS

BREAKING (GB), GUNSHOTS (G) AND SCREAMS (S)

30%). The clips have been PCM sampled at 32 kHz and
quantized at 16 bits per sample.

It is important to note that in the era of deep learning we
are used to datasets with thousands of classes, accompanied
by millions of image data. Viceversa, in audio surveillance
applications there are not so big datasets. Anyway, although
the MIVIA Audio Event Dataset is quite small and composed
by four classes, the number of different types of sounds is
significantly higher, thus making the dataset very challenging.
It is also important to highlight that some of the background
sounds are similar to the classes of interest: for instance, some
clips containing the voices of people in a crowded environment
could be confused with screams.

The dataset has been augmented so that each clip has been
recorded again at different signal-to-noise ratio (namely 5dB,
10dB, 15dB, 20dB, 25dB and 30dB), in order to simulate
different distances from the microphone. In particular, mixing
the event of interest in the environmental sound, the energy
of the former is attenuated or amplified with a coefficient λ
computed as follows:

λ
j
i = 10

SN R j
20 ∗ RM S(Bi (t))

RM S(Ei (t))
(9)

Therefore, the coefficient λ
j
i for the j-th SNR value and the

i-th event of interest depends on the specific SNR value and
on the root mean square (RMS) of the i-th background sound
Bi (t) and event of interest Ei (t).

Such clips, recorded with different SNRs, have been used
to perform the problem-driven data augmentation described in
the previous section.

B. Experimental Protocol

In order to perform a fair comparison with state of the
art methodologies, we decide to use the same experimental
protocol originally proposed in [37]. Each frame is labelled
with one of the considered classes, namely B, GB, G or S,
by adopting the same protocol described in [37]. In particular,
we say that the audio frame contains an event of interest (GB,
G, S) if the latter occupies at least 50% of the frame or if at
least 50% of the event duration is inside the frame.

In the whole, we extracted about 83,000 gammatonegram
images: 50,000 of them have been used for training the
network and the remaining 33,000 for testing. The same
number of spectrogram images have been also extracted for
comparison purposes. Both gammatonegram and spectrogram
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TABLE III

COMPARISON OF THE PROPOSED APPROACH WITH OTHER CNNS AND STATE OF THE ART METHODOLOGIES IN TERMS OF RECOGNITION RATE (RR),
FALSE POSITIVE RATE (FPR), MISS RATE (MR) AND ERROR RATE (ER) APPLYING THE FRAME BY FRAME AND THE EVENT BASED PROTOCOLS.

THE METHODS ARE ORDERED BY DESCENDING EVENT BASED RECOGNITION RATE

images are available upon request for future benchmarking
purposes.1

Applying the classifiers to these samples and analyzing the
correspondence between the response and the groundtruth in
terms of true positives, false positives, misses (false negatives)
and classification errors, we are interested in computing the
following performance metrics:

• Recognition Rate (RR), computed as the ratio between the
number of true positives, namely the correctly classified
events of interest, and the total number of events.

• False Positive Rate (FPR), computed as the ratio between
the number of false positives, namely the events detected
when only the background is present, and the total
number of events.

• Miss Rate (MR), computed as the ratio between the
misses, namely the number of events of interest not
detected, and the total number of events.

• Error Rate (ER): computed as the ratio between the
classification errors, namely the number of events of
interest detected but misclassified, and the total number
of events.

The protocol typically used for determining the correct
detections on this dataset is event-based, in the sense that the
evaluation is not done by considering the single audio frame

1http://mivia.unisa.it

but the whole event. In particular, an event of interest, namely
GB, G and S, is considered correctly detected if it is identified
for at least one of the consecutive frames in which it appears.

In this paper, we also report the frame by frame results;
according to this protocol, the recognition rate, the miss rate
and the error rate are computed by considering the total
number of audio frames, thus in our case the total number
of gammatonegram (or spectrogram) images.

Finally, as usual in the literature, for both the frame by
frame and the event-based protocols only one occurrence is
counted in case a false positive is detected in consecutive
frames. Therefore, the FPR assumes the same value applying
both the experimental protocols.

C. Experimental Analysis

the capability to break down the falsepositive rate thanks
to the gammatonegram, the low sensitivityto the noise, the
generalization capability We design our experimental analysis
with the aim of pointing out the capability of the proposed
network to achieve a good trade-off between sensitivity (high
recognition rate) and specificity (low false positive rate), its
robustness to environmental noise, its generalization capa-
bilities in different environments and its usability in real
applications. In particular, we evaluate the impact on the
performance of three main aspects: the input representation,
the training strategy and the network architecture.
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As for the first aspect, we represent the audio signal
through the gammatonegram and the spectrogram, in order
to evaluate the behaviour of the network by using the two
input representations and to demonstrate the effectiveness of
the gammatonegram.

Regarding the training, we investigate two different strate-
gies: (1) training from scratch (TS) and fine tuning (FT). The
TS requires that the weights of both the convolutional and
the fully connected layers are randomly initialised and that
the whole network is trained by using the whole augmented
training set. The FT uses instead the ImageNet dataset, widely
exploited in image processing tasks for training the deep
networks before fine tuning, for learning the model and
initialising the weights of the convolutional and the fully
connected layers; then, a fine tuning is performed over both the
convolutional and the fully connected layers with the Mivia
Audio Events dataset. Note that ImageNet has been already
used in the literature also for audio analysis tasks (for instance
in [16]).

The choice of the network architectures in our analysis has
been guided by a recent benchmarking paper [44], where the
deep networks have been compared on the problem of image
recognition. NASNet [40], although being among the slowest
networks, is able to reach the highest accuracy on the problem
of image recognition. Viceversa, MobileNet [39] is the fastest
network, since it is thought for mobile and embedded devices.
VGG-19 [38] is widely used in the community of image
recognition, since it guarantees a good trade-off between
accuracy and computational burden due to its depth. It is also
important to note that VGG-19 can be considered as a kind
of baseline approach, since it inspires the proposed AReN.

AENet is, according to our knowledge, the only network
architecture proposed in the literature for sound event recog-
nition whose weights are freely available for benchmarking
purposes. Differently from the previously mentioned deep
architectures, in this case we used the weights provided by the
authors. Note that the network has been firstly pre-trained with
ImageNet and, then, fine tuned with the dataset introduced
by the authors, containing 41 categories of sound events
represented as spectrograms; thus, the derived representation
should be well enough for describing spectrogram images. In
our experiments with the FT strategy, we fine tuned AENet
with different types of sound events to be recognized; indeed,
we started from the weights made available by the authors
and, then, we evaluated the performance of the network; as
for the TS strategy, we have randomly initialized the weights
using the same network architecture.

For the sake of completeness, we also include in the
comparison some other approaches whose results are publicly
available and represent the state of the art on the considered
dataset; note that in this case, differently from the other net-
works that we have re-trained and tested using the Mivia Audio
Events dataset, we only report the results already published in
the literature. Among these methods, [41] and [43] are based
on CNNs, while the others, namely [7], [42] and [37], are not
based on deep networks. In particular, the audio data given
in input to the hierarchical recurrent neural network (HRNN)
proposed in [41] is pre-processed in the spectral domain by

using a Short-Time Fourier Transform (STFT) and a Log-Mel
filtering. The obtained feature vector is then used to detect
the presence of an event with a first-level LSTM; whether
this network identifies an event of interest, a second-level
LSTM recognizes its category. SoundNet [43] is instead a
8-layer CNN fed directly with raw audio. The results for
both the networks have been reported in [42], where the
trainable COPE feature extractors are proposed to learn an
effective sound representation starting from a visual based
representation. Haar features and Adaboost is used in [7] in
combination with an SVM classifier. Finally, in [37] a long
time sound descriptor is computed by using a bag of words
approach applied on aural words, obtained by extracting a set
of spectral, temporal and energy features from short-time audio
frames; the event detection and classification is then performed
with a SVM.

D. Results

The results of our experimental analysis are reported in
Table III. The methods are ordered according to the RR
achieved on the frame by frame experimentation (from the
best one to the worst one). The experimental results have
undergone a t-test, which confirms their statistical significance
with a confidence of over 99%.

The results achieved by the proposed approach are reported
in the first row; we obtain an impressive 94.65% of RR with
a frame by frame analysis and a still more impressive 99.42%
RR with an event based evaluation. We can note that the
proposed approach is the best one available in the literature in
terms of RR with both the experimental protocols.

From the table we can also note that the best recognition
rate has been obtained performing the fine tuning instead than
the training from scratch (99.42% vs 97.04%). It means that a
proper initialization of the weights, even if conducted over
a set of images related to a completely different problem
(namely image recognition) is better than a completely random
initialization and allow an increasing of about 2.4%.

Moreover, the gammatonegram confirms to be a very good
representation, since it allows not only a small increase in the
recognition rate of 0.38 points percentage with respect to the
use of the spectrogram (99.42% vs 99.04%), but especially
a remarkable reduction of the false positive rate (0.78% vs
4.19%). This is due to the high representation capability of
the gammatonegram, which allows to well distinguish events
of interest from background events, even if very challenging.

It is also worth noting that the results achieved frame by
frame by AReN are even more encouraging. The obtained
recognition rate is almost 2% higher than the second best
performance (94.65% vs 92.97%), while the miss rate is
slightly outperformed only by a version of AENet (4.97%
vs 4.86%) and is better than the third top rank of about 2%.
This result confirms the effectiveness of the proposed solution,
which achieves a very good trade-off between sensitivity and
specificity.

In addition, the proposed architecture achieves a very good
trade-off between false positive rate (0.78%) and miss rate
(0.40%); these values, which are among the best both if
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TABLE IV

FRAME BY FRAME MISCLASSIFICATION MATRIX OF THE PROPOSED
ARCHITECTURE FINE TUNED WITH GAMMATONEGRAMS (A), FINE

TUNED WITH THE SPECTROGRAM (B), TRAINED FROM SCRATCH

WITH GAMMATONEGRAMS (C) AND TRAINED FROM SCRATCH

WITH SPECTROGRAM (D). THE DETECTED CLASSES ARE
REPORTED IN THE FIRST THREE COLUMNS, WHILE THE

ROWS CONTAIN THE GROUNDTRUTH CLASSES; THE

LAST COLUMN REFERS TO THE MISS RATE ON
THE SPECIFIC CLASSES

analyzed separately and if considering their sum, point out
the capability of the network to be at the same time sensitive
in detecting events (low MR) and sufficiently careful in
avoiding false alarms (low FPR). As evident, this is a very
desiderable and not negligible property when dealing with
audio surveillance applications.

The frame by frame confusion matrices reported in
Tables IV (a-d) allow to characterize the errors done by AReN.
As already evident from Table III, most of them are misses; in
addition, we can note that the system misses more glass break-
ing and scream events than gun shots. Analyzing the samples
of the dataset, we have noticed that this result is reasonable,
since a lot of background noises consist of crowd screaming,
cheering and whistles, making it easy to generate confusion
with glass breaking events and isolated scream sounds. Think,
for example, to a music concert where people are already
screaming and cheering; in such environment, recognizing
isolated screams due to a dangerous situation would certainly
be a more challenging task. In addition, it is also worth
noting that the screams have some frequential components
very similar to those of the speech; therefore, recognizing
such kind of events is definitely not trivial and even more
challenging for generic audio surveillance systems that must
recognize also different events of interest. This observation is
further confirmed by the experimental evidence that the scream
is the event category generating the higher number of false
positives. Anyway, as evident from Table IV, the proposed

AReN fine tuned with gammatonegrams is able to achieve
a scream events miss rate lower than the other solutions
(7.93% vs 10.80%, 20.87% and 26.85%), thus confirming its
effectiveness.

1) Analysis of the Sensitivity to the Noise: Another assess-
ment that it is worth making to characterize the performance
of AReN is the analysis of the sensitivity to the environmental
noise. Indeed, the proposed problem-driven data augmentation
has been introduced for increasing the robustness of the
network to the environmental noise. The considered dataset
is particularly suited for this evaluation, as it consists of audio
samples recorded with an increasing SNR (six versions of the
same sample with SNR equal to 5, 10, 15, 20, 25 and 30 dB,
respectively).

Ideally, the network should maintain the same recognition
rate independently from the noise, but actually a performance
degradation is expected decreasing the SNR, especially if the
value is lower than 10 dB. Such degradation typically depends
on the distance from the audio source and the energy of
the signal, that in real environments are surely very vari-
able. To reproduce this variability, we plan two experiments:
i) we separately apply AReN, trained as described with a
problem-driven data augmentation, on the audio samples with
different SNRs (5, 10, 15, 20, 25, 30 dB) to evaluate the
performance degradation with low SNRs; ii) we perform
several experimentations varying both the training and the
test set in order to demonstrate the positive impact of the
problem-driven data augmentation.

As for the first experiment, the trend of the frame by frame
recognition rate varying the SNR, depicted in Fig. 2, shows
a very good capability of AReN to reject the noise. As a
matter of fact, with an average recognition rate of 94.65%, the
network achieves an above-average performance with a SNR
greater than 10 (with a peak of 96.29% at 30 dB), paying
a significant degradation (88.85%) only with a SNR equal
to 5 dB. This result is exactly the same also when the network
is fed with spectrograms and using different training strategies;
the average recognition rate of these networks is above 90%
up to 10 dB, reaching around 83% at 5 dB. The cause of the
recognition rate drop is glaring looking at Fig. 3; in fact, the
signal distortion starts appearing with a SNR equal to 15 dB,
but it becomes very evident at 10 and even more at 5 dB.

As for the second experiment, the results reported in Fig. 4
confirm that the problem-driven data augmentation allows to
achieve better robustness towards the varying levels of SNR.
Indeed, as expected, the performance on the test set are higher
when audio samples with high SNRs are used as test data and
lower when the SNR of the sounds in the test set decreases.
However, using the problem-driven data augmentation the drop
is of course still present, but it is definitely less prominent and
the overall performance, obtained by averaging the results on
the whole range of SNRs, is higher.

In addition, we perform a third experiment in order to
demonstrate the effectiveness of the proposed data augmenta-
tion problem driven with respect to the standard image based
data augmentation. The results are shown in Fig. 4; in the
last column, we report the results obtained with traditional
image based data augmentation. In particular, we extensively

Authorized licensed use limited to: University of Groningen. Downloaded on February 04,2022 at 11:46:22 UTC from IEEE Xplore.  Restrictions apply. 



GRECO et al.: AReN: A DEEP LEARNING APPROACH FOR SOUND EVENT RECOGNITION 3619

Fig. 2. Frame by frame recognition rate of AReN, fed with gammatonegrams
(G) or spectrograms (S) and trained with FT or TS, at different SNRs,
from 5 to 30 dB; as expected, in all the cases the recognition rate increases
with the SNR, being the sound less noisy, and remains above-average with
SNR > 10dB.

Fig. 3. Gammatonegram examples of a glass breaking event occurring at
different SNRs, from 5 to 30 dB; with a small SNR (≤ 10), the event is not
easily recognizable.

experiment several combinations: the reported results refer to
the best combination, namely the augmentation with samples
obtained with vertical and horizontal flip, horizontal and
vertical shift and rotation in the range [−10, 10] degrees. The
peak of the recognition rate (94.81%) is achieved at 30 dB;
this value is anyway 1.84% lower than the one achieved with
the proposed problem-driven data augmentation. However,
even if we can note an improvement of the performance
with respect to a training with 30 and 25-30 dB (first and
second column in the figure), the performance dramatically

decreases with a SNR lower than 20 dB, so obtaining an
average recognition rate of 76.49%. It is evident that this
value is significantly lower than the best result achieved by
the proposed solution. This experimental evidence confirms
that a standard data augmentation, even if very promising
when dealing with traditional image based tasks, is not able
to successfully deal with the distortions introduced by the
environmental noise. Viceversa, a data augmentation driven
by the specific problem is definitively more effective.

Therefore, we can conclude that the proposed network
demonstrates a low sensitivity to the noise and a good capa-
bility to maintain a high recognition rate whether the sig-
nal distortion remains within reasonable limits. Furthermore,
we can state that the problem-driven data augmentation is more
effective than the standard image-based data augmentation for
audio events classification, especially in noisy environments.

2) Considerations About the Network Architecture: The
result of our network and the second best recognition rate
achieved by VGG-19 (99.14%) confirms that the depth of the
network, combined with a small kernel size of the filters is
important to achieve good performance in a context where the
amount of data for the training is relatively small. According
to this observation, the introduction of the pyramidal set of
fully connected layers in our AReN allows to further increase
the recognition rate (+0.4%), preserving at the same time the
performance in terms of ER and FPR.

The small amount of data available for training also justifies
the lower recognition rate achieved by MobileNet (98.51%)
and NASNet (96.55%). Indeed, although so promising in
image recognition tasks, such networks seem to be very
sensitive with respect to the amount of data required for
training and thus seem to be a bit less suited for managing
audio analysis tasks. Especially the latter, even more looking
at the results achieved frame by frame, suffers the lack of a
large amount of samples. It is also important to highlight that
AENet achieves in the best case a smaller recognition rate
(97.57%) with respect to AReN and a very high false positive
rate (8.64%).

Anyway, all the considered deep architectures achieve at
least in one case a recognition rate higher than all the
methods previously proposed in the literature. On one hand,
these results demonstrate the superiority of the deep networks
with respect to classical approaches based on handcrafted
features [7], [42] [37]; on the other hand, the effectiveness of
the time-frequency representations based on images, namely
gammatonegram and spectrogram, in combination with the
greater depth of the network emerges from the comparison
with other CNNs proposed in the literature [41], [43], which
rely instead on STFT and Mel filters or raw audio, respectively.

3) Fine Tuning vs Training From Scratch: The effectiveness
of the fine tuning as training strategy clearly emerges from
the experimental results. All the considered network archi-
tectures, namely AReN, VGG-19, MobileNet and NasNet,
except AENet, achieve the best recognition rate by applying
the fine tuning; moreover, it is not a case that the six top-rank
approaches adopt such training strategy. The exception of
AENet, which obtains a higher recognition rate trained from
scratch (97.57% vs 95.66%) is probably due to the fact that
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Fig. 4. Frame by frame recognition rate of AReN, with different SNR values; each group of columns refers to a specific training set T S_X_30, including
training samples with SNR in the range [X,30] dB, while the last group is a set obtained with standard data augmentation. T S_5_30 is the full training set,
obtained with the proposed problem-driven data augmentation, which allows to achieve the best performance.

the starting weights, obtained after a double pre-training with
ImageNet and with a dataset containing 41 sound categories,
are too specialized for the sound event recognition task for
which the network has been designed.

4) The Positive Effect of the Gammatonegram: The gam-
matonegram is in principle an audio input representation that
should simplify the distinction between events and back-
ground. According to this observation, Fig. 1 points out the
difference between the image that represents the background
from the ones which depict a glass breaking, a gun shot
and a scream; such difference is surely more evident in the
gammatonegram representation than in the spectrogram one.
The qualitative analysis is confirmed by the experimental
results, since the average false positive rate achieved by the
evaluated deep networks which adopt the gammatonegram
(1.48%) is significantly lower than the corresponding FPR
obtained with the spectrogram (3.45%). This result is evident
for all the network architectures, since the gammatonegram
representation breaks down the false positive preserving a high
recognition rate not only using AReN (0.78% vs 4.19%), but
also with VGG-19 (0.58% vs 2.89%), MobileNet (0.39% vs
2.21%) and AENet (3.10% vs 8.64%).

Such experimental evidence broadly justifies the adoption
of this representation for the problem at hand.

5) Generalization Capabilities: We perform experiments
on other datasets to demonstrate the capability of the pro-
posed network to generalize in similar but different audio
surveillance environments. In particular, we chose two datasets
recorded for smart city surveillance, namely the Mivia Road
Events [8] and the Sound Events for Surveillance Applications
(SESA) [49]. The first is focused on audio events for road
surveillance applications, namely tire skidding and car crash,
in addition to the background. The audio files are divided
into 4 folds containing 100 events each, and the recommended
experimental protocol is a 4-fold cross validation. The sec-
ond includes three unbalanced sound categories associated to
security threats, in addition to a casual (background) class:
gunshot, explosion and siren (which also includes car alarms
and building alarms). The dataset is challenging especially
for the similarity between the events of interest and the
casual class, that is also composed by audio recordings with
fireworks, thunderstorms, hammering, and many others, easily
confusable with gunshots, explosions and sirens. The samples
are partitioned into training and test set and the results are
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TABLE V

COMPARISON OF THE PROPOSED APPROACH WITH OTHER CNNS AND STATE OF THE ART METHODOLOGIES ON THE MIVIA ROAD EVENTS DATASET
IN TERMS OF RECOGNITION RATE (RR), FALSE POSITIVE RATE (FPR), MISS RATE (MR) AND ERROR RATE (ER) APPLYING THE EVENT BASED

PROTOCOL. THE METHODS ARE ORDERED BY DESCENDING RECOGNITION RATE

TABLE VI

COMPARISON OF THE PROPOSED APPROACH WITH OTHER CNNS TRAINED USING GAMMATONEGRAM AND STATE OF THE ART METHODOLOGIES ON

THE SESA DATASET. THE METHODS ARE ORDERED BY DESCENDING EVENT BASED ACCURACY

measured in terms of accuracy. All the samples have been
recorded with the same configuration: WAV, mono, 16 kHz,
and 16-bit lasting up to 33 seconds each.

The results of these experiments are reported in Table V and
Table VI. AReN achieves state of the art results on both the
datasets, so demonstrating its effectiveness in this field. The
100% of recognition rate on the Mivia Road Events dataset
is impressive, even if shared with MobileNet and VGG-19; it
means that the proposed network is able to detect and correctly
classify all the events of interest. In addition, the result is even
more relevant considering that at the same time AReN obtains
the state of the art false positive rate (2.01%, better than the
2.83% of NasNet and the 2.96% of MobileNet), confirming the
excellent trade-off between detection sensitivity and specificity
achieved by the proposed network. As for the experiment on
the SESA dataset, we also include in the comparison other

modern CNNs, namely Xception [46], ResNet-50 [47] and
Inception v3 [48], trained with gammatonegrams in order to
evaluate the performance of different networks by using such
audio representation. In addition, we perform a frame by frame
analysis, even if the original protocol does not include such
evaluation; in particular, we divide the audio recordings in
frames of 900 ms, since this size allows to achieve the best
performance on the validation set. AReN outperforms all the
other methods, achieving a frame by frame accuracy of 85.63%
(vs 84.68% of VGG-19) and an event based accuracy of
91.43% (vs 90.48% of Xception and ResNet-50), confirming
once again its effectiveness and generalization capability for
the problem at hand.

6) Real-Time Experimentation: To the best of our knowl-
edge, the literature in the field of audio surveillance does
not include experiments carried out in real-time and in real
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TABLE VII

OFFLINE AND ONLINE PERFORMANCE OF AREN IN TERMS OF RECOGNI-
TION RATE (RR), FALSE POSITIVE RATE (FPR), MISS RATE (MR) AND

ERROR RATE (ER) APPLYING THE EVENT BASED PROTOCOL

environments. To overcome this lack, we have designed an
experiment for evaluating the performance of AReN in a setup
that is closer to the real conditions, namely in a laboratory of
the University of Salerno with people working and speaking.
Such experimentation has been carried in a non-anechoic room
with a double aim: i) to verify the capability of AReN to
achieve a high recognition rate even on audio samples recorded
in noisy environments; ii) to demonstrate that the proposed
network is able to recognize the events of interest in real-time.

First of all, a multi-threaded architecture is strictly necessary
to perform the continuous acquisition of the audio stream and
the real-time processing simultaneously. To this aim, the first
thread is dedicated to the acquisition of the audio events of the
dataset, that are reproduced by the speakers of a workstation
and recorded using another microphone positioned 1 meter
far from them. In order to verify whether the use of different
microphones may affect the performance of the proposed
network, we experiment not only the Axis T83, adopted for
recording the dataset, but also a Sony ECM-PC50 microphone.
The input audio stream is then packed in 3 second frames and
then fed as input to the second thread. The latter receives
the raw audio, extracts the gammatonegram representation
and applies the proposed network to recognize the events of
interest.

In order to compare such version, hereinafter online, with
the original one, called in this experiment offline, we have
reproduced all the sounds available in the audio surveillance
test set, considering the SNR from 5 to 30 dB. To mitigate the
effect of the uncontrolled environmental sounds recorded in a
non-anechoic chamber, we have repeated five times the online
experiment; the results are finally obtained by averaging the
performance metrics of the five experiments. Table VII reports
the recognition rate, the false positive rate, the miss rate and
the error rate achieved in the online setup.

As expected, the performance with this setup is lower than
the one achieved in the classic experiment, since the audio
samples acquired in real-time are more likely to be affected
by additional noise. What is surprising is that, even though
the microphone is quite close to the audio source, there is a
significant decrease of the recognition rate (99.42% vs 91.52%
vs 90.64%, with a corresponding increasing of FPR, MR and
ER) that does not depend on the type of microphone used for
the test.

We have analyzed the same audio samples available in the
dataset and recorded by the microphone; Fig. 5 reports some
relevant examples. It is evident that the sounds recorded online
are significantly more noisy than the ones used for training
the network. A possible explanation for such decrease is that

Fig. 5. Differences between the same events available in the dataset (offline)
and recorded in the online experiments.

the bass frequencies of the recorded sounds are much more
emphasized than the ones of the original dataset and there is
also the presence of a significant amount of reverberation. This
is probably caused by the acoustic characteristics of the room
in which the tests have been done and generally leads to a loss
of the audio quality and, consequently, of the classification
accuracy.

Such experimental findings point out the importance of a
deep characterization of the audio surveillance systems not
only on standard datasets, but also in real environments.

7) Processing Time: The real-time experimentation has
been also useful for evaluating the processing time required
by the proposed network on two different processors.

We notice that AReN spends 200 milliseconds to elaborate
an audio frame of 3 seconds on an Intel Core i7-6700HQ CPU
@ 2.60GHz and 900 milliseconds on a less powerful AMD
A6-4455M APU @ 2.1 GHz. It means that our network is
able to process 5 audio frames per second, which are definitely
sufficient for the use in real audio surveillance applications.

IV. CONCLUSIONS

The wide range of applications where audio surveillance
can be profitably used has surely contributed to the growing
interest of the scientific community towards this topic.

Motivated by this trend, in this paper we propose a method
for identifying events of interest by analyzing the audio stream
acquired by surveillance microphones. The audio stream is
represented by means of gammatonegram, a brain inspired
representation of the sound emulating the way in which the
human auditory system works. Such images are used in order
to feed AReN, the proposed 21 layers CNN with the following
main features: a small receptive fields of the convolutional
layers and a pyramidal structure of the fully connected layers.
Such choices have the main advantage of guaranteeing a good
generalisation capability also in presence of a relatively small
training set.

The system achieves 99.42% recognition rate on the MIVIA
Audio Events dataset, overcoming the best result obtained so
far in the state of the art (96.55%). The experimental analysis
shows that the gammatonegram representation and the adopted
architecture, combining the advantages of VGG-19 and the use
of a pyramidal set of fully connected layers, allow to break
down the false positive rate and to achieve a low sensitivity
to the noise. The fine tuning strategy demonstrated a higher
reliability than a training from scratch, while the generalization
capability on the MIVIA Road Events dataset, on the SESA
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dataset and in a simulation of the real environments, together
with the satisfactory processing speed, confirm the effective-
ness of the proposed solution. The excellent achieved results
encourage the use and the evaluation of AReN in real audio
surveillance applications.

Future works may include the possibility to extend the
proposed approach to other audio analysis problems, including
ambient assisted living and sentiment analysis.
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