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Introduction
Thijs Janzen

Introduction

INTRODUCTION

Some biological processes span across scales of space and time and that makes these
processes dif"icult to study. Whereas some processes might be manipulated directly
and can be studied in the laboratory, other processes elude this way of investigation,
simply by their sheer size or by the timescale they operate on. Evolution operates over
timescales that make it impossible to directly observe any large evolutionary changes
within a lifetime, and processes that in"luence species composition within an
ecosystem operate within a spatial scale hard to manipulate experimentally. Instead,
we can look at the outcome of evolution and community composition, and study
patterns caused by underlying processes. For example, traces of evolutionary history
can be found in comparing molecular similarity between species, whilst the distribu‐
tion of traits in a community reveals information about the strength of competition.
It is these traces that I will try to use in order to reverse‐engineer the underlying
processes. In this thesis I will use modeling techniques to reconstruct these hidden
processes and use models to infer the underlying processes driving the origin and
maintenance of biodiversity. The thesis consists of two general parts, "irstly I will focus
on inference in ecology, centered around the maintenance of biodiversity: why do so
many species coexist? Why do we "ind multiple "ish species in a lake? Why doesn’t a
single species overtake the lake and dominate? Secondly I will focus on inference in
evolution, centering around the origin of biodiversity: how fast does a new species
evolve? Can we link changes in the environment to the evolution of new species? Do
rates of speciation slow down over time? What causes such changes?

Inference in Ecology
Understanding how biodiversity is maintained is one of the most important questions
in ecology, and it is crucial in understanding how to preserve biodiversity hotspots for
future generations. Classic coexistence theory explains the coexistence of species
through the overlap of niches (Diamond 1975; Tilman 1981). When two species occupy
the same niche, one of them will turn out to be the superior competitor and drive the
other to extinction, famously formulated in the competitive exclusion principle (Gause
1934). Niche differences on the contrary allow room for coexistence and niche differ‐
ences that cause species to more limit themselves than other species, can even promote
coexistence (Chesson 2000). Information about species’ niches and the differences
between these niches can thus inform us to a large extent about potential for coexis‐
tence and the maintenance of diversity. A species’ niche is however not easily meas‐
ured, and a good starting point could therefore be assessing a species’ traits instead. If a
species occupies a speci"ic niche, chances are that it has developed speci"ic traits to
exploit its niche. Adaptations to drought might for example suggest that a species’ niche
includes terrain where water is not readily available. Large leaf area might indicate that
a species is typically found in low light conditions, and tries to cope through optimizing
its light intake. Trait‐based community assembly speci"ically focuses on the link
8

9

INTRODUCTION

between species’ traits, their niches and assembly of the community. Community
assembly being the process by which species from a regional pool colonize and interact
to from local communities (HilleRisLambers et al. 2012). If we consider all traits of all
species in a community, could we infer community assembly processes from patterns in
the distribution of traits? There are two trait‐based processes that could leave a
profound mark on trait distributions: habitat "iltering and limiting similarity.
Habitat "iltering occurs when the habitat poses restrictions on the traits of species.
The local habitat in a desert for instance selects for traits which promote water reten‐
tion, whilst species with traits adapted to more moist situations are selected against. As
a result, if the habitat has an effect on the trait distribution we expect the trait distribu‐
tion to be relatively narrow, compared to a trait distribution upon which the habitat has
no limiting effects. In a broadleaf evergreen forest in California, USA it was found that
trait ranges within sampled sites were more restricted than the overall trait range
across all sampled sites (Cornwell et al. 2006; Cornwell & Ackerly 2009), suggesting
some limiting factors at these sampling sites. Similar patterns, where trait distributions
within sites were narrower than trait distributions across sites, were uncovered for a
tropical rainforest located in the Ecuadorian Amazon (Kraft et al. 2008), for a Neotrop‐
ical dry‐forest, located in Costa Rica (Swenson & Enquist 2009) and for Oak species in
Florida (Cavender‐Bares et al. 2004). For all these tree datasets environmental circum‐
stances at the sites seem to have limited the range of suitable traits, compared to the
trait distribution observed across all sites sampled.
Limiting similarity has an exactly opposing effect on trait distributions: it tends to
distribute traits more evenly, and increase trait range. Limiting similarity might drive
traits of species apart as a result of competition for the same resource, because of
shared predation pressures or because of shared susceptibility to pathogens. Five
species of Warblers from a forest in North America were shown to be strongly segre‐
gated regarding nesting date, nesting height, and feeding position in the canopy
(MacArthur 1958). These species actively tried to partition the habitat such that they
had minimal overlap, and consequently their traits appeared evenly spaced. Inga trees
in Peru and Panama often suffer from considerable herbivore pressure, and defend
themselves using an array of anti‐herbivory traits including chemical defense, delayed
development of young (nutritious) leaves and attraction of leaf‐defending ant species
(Kursar et al. 2009). Species within local sites showed to be more dissimilar in defense
strategy than species across sites, whereas traits unrelated to herbivore defense mech‐
anisms showed no discrepancy in distribution between within or across site compar‐
isons. The high dissimilarity within sites seems to indicate that species are selected
against having too similar defense strategies, as if to avoid sharing herbivory pressure.
Contrasting trait‐based community assembly is the Uni"ied Neutral Theory of Bio‐
diversity, which advocates a strong role for stochasticity (Hubbell 2001). Hubbell
argues that although niches are an important part of community assembly, communi‐
ties could also be viewed as a set of species that is constantly changing due to the in"lux
of migrants, changes in the species pool due to speciation and extinction, and the

INTRODUCTION

turnover generated by the death of individuals and their replacement by newly born
individuals. These stochastic events result in a dynamic equilibrium, without assuming
any trait‐based effects. The Neutral Theory is best applied as a null‐expectation: how
would a community look like if no trait‐based processes would in"luence its composi‐
tion? Any remaining patterns can then be attributed to possible trait‐based processes.
For some communities, the Neutral Model is indeed able to fully explain the observed
community composition, suggesting that no other processes in"luence its composition.
Examples of such communities include tropical tree communities in Panama (Hubbell
2001; Volkov et al. 2003; Etienne & Olff 2005), bird communities in North America
(Mcgill 2003; He 2005), aquatic invertebrate communities in rock pools, Jamaica
(Fuller et al. 2005), Neotropical freshwater "ish communities in Venezuela (Etienne &
Olff 2005), aphid communities in the United Kingdom (He 2005) and bacterial commu‐
nities in tree holes (Woodcock et al. 2007).
However, a large number of communities does not perfectly "it the neutral model,
and leaves room for trait‐based processes. A quick glance reveals coral communities
(Dornelas et al. 2006), benthic intertidal communities (Wootton 2005), a whole range
of marine communities, including mollusk, reef "ish, invertebrate, zooplankton and
crustacean communities (Connolly et al. 2014) and a large set of tropical tree commu‐
nities, including communities from Ecuador, Colombia, Panama, Cameroon, Malaysia
and Thailand (Ricklefs & Renner 2012). For these communities, clearly community
composition is not determined solely by stochastic effects, but also in"luenced by other
processes, including trait‐based community assembly.
In summary, community assembly can be seen as a combination of both niche‐
effects exerted by the environment such as habitat "iltering, interaction effects such as
limiting similarity, and stochastic effects such as dispersal limitation and stochastic
turnover. The question remains to what extent each process is responsible for commu‐
nity composition: which process is most important? Does the importance of a process
depend on the environment? How does the contribution of each of those processes
change over an environmental gradient?
The "irst part of my thesis revolves around these questions, where I will introduce a
new trait‐based community assembly model. This new model takes into account
stochastic, environmental and between‐species effects in order to shed light on commu‐
nity assembly and assess the relative importance of these processes. Furthermore, I
will expand the standard Neutral Model by taking into account dispersal syndromes.
Inference in Evolution
The second part of my thesis revolves around the origin of biodiversity: how does
biodiversity arise and how do new species originate? Evolution, the change in the char‐
acteristics of a population of organisms over successive generations, can generate new
species and provides the necessary new species that are at the basis of biodiversity.
Research on evolution has come a long way, from inferences from breeding programs
and fossils (Darwin 1859) to the reconstruction of the tree of life using molecular tech‐
10
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niques (Jones et al. 2002; Bininda‐Emonds et al. 2007; Jetz et al. 2012). A tree of life
based on genes, a phylogenetic tree, depicts evolution as an ever branching process,
where the leaves of the tree represent extant species and the root represents the
common ancestor. Using molecular data restricts the analysis to reconstructing the past
only for extant species, and phylogenetic trees typically do not include extinctions.
However, we know from the fossil record that not all species persist inde"initely:
species every now and then go extinct. A high level of extinctions can however leave its
mark on a phylogeny. Typically, phylogenies with high levels of extinction show a “pull
of the present”, where those species that originated close to present time haven’t had
the opportunity yet to have gone extinct, causing an upturn in branching events close to
the present time (Nee et al. 1994; Etienne & Rosindell 2012). Also, a time‐period with
an apparent lack of branching events could point towards past extinction events. It is
this type of inference that I focus on in this part: looking for patterns in phylogenies in
order to reconstruct “hidden” events that have in"luenced the evolutionary history of a
group of species.
An important starting point for the inference of speciation and extinction rates was
the mathematical formalization of the most basic speciation and extinction model: the
birth‐death model (Nee et al. 1994). The birth‐death model starts a tree with one
species, and this species has a probability of speciation, which adds a new species to
the species pool (“birth”) or has a probability of going extinct (“death”). Newly born
species are added to the tree, and also have a probability of speciation or extinction
themselves. Larger birth rates result in larger trees, and larger death‐rates result in
more profound patterns of extinction in the tree. Given a phylogenetic tree, we can try
to estimate the birth and death rate of species in this speci"ic tree: which speciation and
extinction rates are most likely to have caused the phylogenetic tree that we have
constructed? Given that we can reconstruct a phylogeny from extant species, extinction
tends to be smaller than speciation, because high levels of extinction would prevent
species from persisting until present time. Conversely, diversi"ication cannot be unlim‐
ited either, as we know that planet earth cannot support an unlimited number of
species. A number of mechanisms have been proposed that might limit diversi"ication
and put a constraint on the number of species (Moen & Morlon 2014). The simplest
implementation of a limitation on diversi"ication is assuming that the speciation rate
over time has slowly decreased (Rabosky & Lovette 2008b). As a result, the diversi"ica‐
tion rate decreases as well and the number of species reaches a plateau. Although the
time‐dependent speciation model provides a good "it to observed slowdowns in specia‐
tion, it does not provide any insight into why the speciation rate might decay over time.
A more biological explanation of a decrease in the speciation rate over time is provided
by the diversity dependent speciation model (Etienne et al. 2012). Much akin to logistic
growth, where the growth rate of a population diminishes as the population reaches its
carrying capacity, the diversity dependent speciation model assumes that a clade has a
carrying capacity, and that the speciation rate decreases as the clade accumulates
species. The carrying capacity could in this case be interpreted as the maximum
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number of available niches, or a limitation to the number of species due to a decrease
in range size after speciation. Using the diversity dependence model, the authors
embark to explain past diversity in the tribe of Foraminifera. Foraminifera are a group
of plankton that produce a calciferous shell, which easily fossilizes: the White Cliffs of
Dover consist (partly) of the remains of Foraminifera. As a result, using the excellent
fossil record we have a pretty good idea of past diversity in this tribe, in contrast to
many other groups of organisms, for which the fossil record only provides a partial
account of past biodiversity. As it turns out, the diversity dependent model is able to
very closely match past changes in diversity of the Foraminifera, whose diversity have
remained relatively constant over the past 40 million years. Furthermore, the diversity
dependent model allows for independent estimation of the extinction rate (in contrast
to the birth‐death model, where extinction could only be jointly inferred with specia‐
tion), and estimates of extinction using the diversity dependent model are well in line
with estimates of extinction using the fossil record.
Speciation might be linked to diversity, or change over time, but it might also be
linked to speci"ic traits. Certain traits might provide a competitive advantage and allow
for higher speciation rates, or a key innovative trait might give a boost by opening up
new niches in the community (Etienne & Haegeman 2012). A whole suite of models has
been proposed that uses traits of extant species combined with molecular data to
reconstruct the phylogenetic tree. With this phylogenetic reconstruction method we
can determine whether differences in traits have contributed to differences in specia‐
tion and extinction rates. Models can be applied to either binary traits (e.g. being able
to "ly or not) (Maddison et al. 2007), continuous traits (e.g. body size) (FitzJohn 2010),
quantitative traits (FitzJohn 2010) or habitat association (Goldberg et al. 2011). For
example, FitzJohn and coauthors investigated whether sexual dimorphism contributes
to the speciation rate in shorebirds (Charadriiformes). The idea behind this is that if
males and females differ considerably in size this could generate intersexual con"lict,
which in turn could yield higher speciation rates. Using a trait‐based speciation model
they were able to con"irm that diversi"ication was generally higher for species that
exerted sexual dimorphism, than for species that did not (FitzJohn et al. 2009).
All the previously discussed models treat speciation as if happening instanta‐
neously. Although for some polyploid plants instantaneous speciation events do occur
(Coyne & Orr 2004), generally speciation takes time to complete. This protracted time
period over which speciation has been initiated, but not completed, might leave
patterns in phylogenies and could possibly explain the slowdown in speciation events
closer to the present. Etienne and Rosindell implemented this protracted speciation in
the standard birth‐death model (Etienne & Rosindell 2012). Using the protracted speci‐
ation model, they were able to show that this waiting time, caused a decrease in specia‐
tion events closer to the present. This was directly linked to the time a species required
to complete speciation: although there might be many incipient species at present,
awaiting speciation completion, these species are not “full” species yet and hence not
picked up in the analysis, causing the lack of speciation events close to the present.
12

In summary, a broad range of models has been proposed to infer past speciation
and extinction rates, but generally these models tend to treat past changes in diversity
in a phenomenological way, disregarding any underlying mechanics. In the second part
of my thesis I will introduce a new model that links changes in the environment with
speciation and extinction, in order to include more realism into macro‐evolutionary
models.

This thesis
This thesis can roughly be divided into two parts: in part I (chapters 1, 2 & 3) I focus on
inferring processes that have shaped ecological communities, and in part II (chapters
4, 5 & 6) I focus on inferring processes have shaped the evolution of biodiversity.

Part II: Inference in Evolution
Before I delve into the inference of speciation rates, extinction rates and past environ‐
mental events from phylogenies, I "irst set out to validate the methods I am about to
apply. Firstly, in chapter 4 we investigate whether the chosen priors when
constructing a phylogenetic tree have an in"luence on inferred rates for these trees. We
13
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Part I: Inference in Ecology
Chapter 1 deals with inferring community assembly based on species’ traits. Using a
dataset consisting of all freestanding trees in a savanna ecosystem we develop a new
trait‐based community assembly framework. We assess trait based community in the
light of dispersal assembly, habitat "iltering and limiting similarity. We show that
limiting similarity and habitat "iltering change across a "ire and rainfall gradient and
that dispersal assembly is the dominant force determining community composition in
savanna tree communities.
Chapter 2 continues along these lines and takes a closer look at how the habitat
in"luences community assembly in cichlid "ish in Lake Tanganyika, Zambia. We apply
the trait based community assembly model from chapter 1, but also look at how
species diversity and trait diversity change along a depth, sand cover and habitat
complexity gradient. I discover that habitat complexity increases local competition and
that sand cover has a strong effect on community composition.
From chapters 1 and 2 it appears that the majority of community assembly seems to
be regulated through dispersal assembly – which is very stochastic in nature. In
chapter 3 I explore the effect of differences in dispersal within the Neutral Model. I
adapt the standard neutral model to include different modes of dispersal. Using data of
tropical trees from Barro Colorado Island, Panama, I test whether including informa‐
tion about dispersal improves our understanding of community assembly for these
tropical communities. My analysis reveals that inclusion of information about dispersal
improves "it of the model and eliminates previously found ambiguities in the data.

INTRODUCTION

test whether the common 2‐step approach which "irst infers the tree using a model
prior and secondly infers speciation and extinction rates yields different estimates from
a joint inference approach that jointly infers the tree and speciation and extinction
rates. It turns out that both methods yield similar estimates and I "ind that the 2‐step
approach does not introduce any substantial bias in our estimates, but only if the right
clock model is used.
As long as one is able to formulate the likelihood of a phylogeny, given the model,
"itting a model to a phylogeny can be fairly straightforward. Nowadays, more and more
complex models are being developed for which the likelihood is either computationally
too demanding, or simply mathematically intractable. Instead of using the likelihood as
a measure of "it, we can substitute the likelihood with one or more summary statistics,
and use these summary statistics within an Approximate Bayesian framework. In
chapter 5 I show that three established summary statistics are unable to substitute the
likelihood. Furthermore I introduce a novel statistic, the normalized Lineages Through
Time statistic, and show that this statistic is successfully able to substitute the likeli‐
hood and we recommend its use in Approximate Bayesian Computation.
Chapter 6 builds upon our "indings from chapters 4 and 5 and infers past specia‐
tion and extinction rates, combined with the inference of past environmental change. I
focus on a tribe of cichlids from Lake Tanganyika, the Lamprologini. It is generally
assumed that the cichlids in Lake Tanganyika have diversi"ied to a great extent due to
changing water levels in the lake. These changes in water level caused populations to
become geographically isolated, which in turn provided potential for speciation. In this
chapter we develop a model that combines extinction, sympatric speciation, allopatric
speciation and changes in water level. Using Approximate Bayesian Computation and a
given phylogeny, I show that we do not "ind evidence of water level changes driving
diversity in the tribe of Lamprologini.
In the last chapter we take a look at what we have learned in the past 6 chapters.
How do our approaches between inferences about ecological communities and infer‐
ences of evolutionary history differ? Or are they very similar? Can we draw some
general conclusions about why species coexists, in both ecological and evolutionary
time? Additionally I provide an outlook towards potential new avenues of research.

14
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Chapter 1

A new modeling approach estimates the
relative importance of different community
assembly processes
Fons van der Plas, Thijs Janzen, Alejandro Ordonez
Wimke Fokkema, Josephine Reinders, Rampal S. E!enne & Han Olff

ABSTRACT

The relative importance of niche‐based (e.g., competitive or stress‐based) and
stochastic (e.g., random dispersal) processes in structuring ecological communities is
frequently analyzed by studying trait distributions of co‐occurring species. While
"iltering processes, such as the exclusion of stress‐intolerant species from particular
habitats, increase the trait similarity between co‐occurring species, other processes,
such as resource competition can limit the similarity of co‐occurring species.
Comparing the observed trait distribution patterns in communities to null‐expecta‐
tions from randomized communities (e.g. a draw of the same observed richness from
the regional pool) gives therefore a "irst indication of the dominant process driving
community assembly.
However, such comparisons do not inform us about the relative contribution of
these different processes in shaping community compositions in case of their joint
operation (a likely scenario). Using an Approximate Bayesian Computation approach
we develop a new method that allows inference of the relative importance of
dispersal, "iltering and limiting similarity processes for the assembly of observed
communities with known species and trait composition. We applied this approach to
a tree community dataset, collected across 20 plots along strong rainfall and "ire
gradients in a South African savanna.
Based on comparisons with simulations, we "ind that our new approach is
powerful in identifying which community assembly scenario has the highest proba‐
bility to generate the observed trait distribution patterns, while traditional null model
comparisons perform poorly in detecting signs of limiting similarity. For the studied
savanna tree communities, our analysis yields that dispersal processes are most
important in shaping the functional trait distribution patterns. Furthermore, our
models indicate that "iltering processes were relatively most important in areas with
high "ire frequencies, while limiting similarity processes were relatively most impor‐
tant in areas with low "ire frequency and high rainfall. We conclude that our new
method is a promising improvement on current approaches to estimate the relative
importance of community assembly processes across different species groups, ecosys‐
tems and biomes. Future model modi"ications (e.g. the inclusion of individual‐based
processes) could provide further steps in uncovering the underlying assembly
processes behind observed community patterns.

Ecology, accepted, in press
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CHAPTER 1

Introduction
A central goal in community ecology research is to understand the principles that
govern the assembly of ecological communities. In order to do so, ecologists have tradi‐
tionally focused on the importance of niche‐based community assembly processes,
such as the ‘"iltering out’ of stress intolerant species under unsuitable abiotic condi‐
tions, and the loss of functionally similar species through competitive exclusion
(Hutchinson 1959; Weiher & Keddy 1995a; McGill et al. 2006a). An alternative view on
community assembly has drawn attention to the importance of stochastic processes in
community assembly, such as random birth, death and dispersal events (Caswell 1976;
Hubbell 2001). Both views have led to some contrasting theoretical models, in which
communities are fully shaped by either deterministic, niche‐based processes (Tilman
1981; Chase & Leibold 2003) or by other processes such as random dispersal (Hubbell
2001). Current developments in coexistence theory recognize that such models form
two extremes of one continuum (Adler et al. 2007), with generally, both stochastic and
niche‐based processes acting simultaneously to shape community assembly (Vellend
2010; Rosindell et al. 2011; Weiher et al. 2011). However, the relative contribution of
these processes for different species groups, in different habitats and biomes, and
across different spatial scales remains an open question.
A commonly used approach to discriminate between alternative community
assembly processes is the analysis of trait diversity patterns of co‐occurring species
(Weiher & Keddy 1995b; Cornwell & Ackerly 2009; Van der Plas et al. 2012). If niche
based processes are not driving community assembly and dispersal is not limited
within a certain region (hereafter called dispersal assembly, sensu Kembel (Kembel
2009)), one would expect a local community to be a random sample from the regional
species pool, with a trait distribution that is a random sample from the regional trait
distribution. Alternatively, if niche‐based processes (such as limiting similarity or
"iltering) are important in community assembly, one could expect that the diversity of
functional traits of co‐occurring species deviates from such a random subset. For
example, the exclusion of stress‐ or herbivory/predation intolerant species or of
competitively subordinate species (hereafter collectively called ‘"iltering’ processes)
can reduce trait diversity of co‐occurring species (Weiher & Keddy 1995a; Cornwell &
Ackerly 2009; May"ield & Levine 2010; HilleRisLambers et al. 2012). Instead, competi‐
tive exclusion among species with overlapping niches, and exclusion of species with
shared (specialist) predators (competition or apparent competition, hereafter collec‐
tively called ‘limiting similarity’ processes) can increase trait or functional diversity
(Hutchinson 1959; MacArthur & Levins 1967; Abrams 1983; Violle et al. 2011).
Previous studies have tried to determine whether observed trait variability deviates
from dispersal assembly expectations. Although these comparisons can provide a "irst
indication on the dominant process driving community assembly, they are not able to
discriminate if patterns not deviating from null expectation are the result of either a
lack of niche‐based processes, or re"lect the net outcome of opposing "iltering and
18
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limiting similarity processes. Furthermore, the relative contribution of these processes
remains uncertain when evaluated using null models, as these are designed to only
discriminate between expected, convergent or even trait distribution patterns. Despite
recent improvements in the use of null models (Helmus et al. 2007; Cornwell & Ackerly
2009; Parmentier et al. 2014), where more information from observed data is used
than in traditional ones, the understanding that one can gain from them is still limited.
This currently restricts necessary steps towards analyzing and generalizing how
different life history strategies, habitats and abiotic conditions determine the relative
importance of community assembly processes.
In this study, we develop a new data analysis method that allows (i) the estimation
of the relative importance of dispersal, competition and "iltering processes in a commu‐
nity and (ii) to analyze the importance of these different processes along environ‐
mental gradients. The basic modeling procedure is based on the stepwise removal of
species from an observed regional species pool, until a local community with the
observed, actual richness is created. Each step, a species is removed through either a
dispersal, "iltering or limiting similarity ‘event’, with the relative contribution of these
different events differing between alternative models (Fig. 1.1). So we study the
process of ‘stepwise community assembly’ through the inverse process of ‘stepwise
species deletion’ with Stepwise Community Assembly Models (STEPCAMs). Using
Approximate Bayesian Computation (Beaumont et al. 2002; Csilléry et al. 2010; Beau‐
mont 2010), we compare the mean trait values and trait distributions of modeled
communities with those of real communities. Thereby we identify what the most likely
relative importance of dispersal, "iltering or limiting similarity events has been in
shaping a particular observed community. Using sensitivity analyses we determine
whether this new method is able to distinguish different processes of community
assembly on the basis of species traits.
We illustrate our STEPCAM approach by characterizing African savanna tree
communities along steep rainfall and "ire gradients, and comparing their trait distribu‐
tions with simulated communities to assess which assembly scenarios have most likely
operated in nature. African savannas in general (Scholes & Dowty 2002) and our study
site in particular (Whateley & Porter 1983), are known for their high habitat hetero‐
geneity. This provides a major challenge for our understanding of local community
assembly, since the communities of different habitats are likely shaped by different
processes (Cornwell & Ackerly 2009). Other studies emphasized the importance of
rainfall (Reed et al. 2009) and "ire (Higgins et al. 2007) in structuring savanna plant
communities. However, how these environmental gradients regulate changes in
communities is largely unknown. Possibly, in more ‘benign’ (high rainfall, low "ire
frequency) areas, plant communities are mostly shaped by light competition. Alterna‐
tively, it might be that in ‘benign’ areas, all species from the larger ‘regional species
pool’ are also able to cope with the local (a)biotic conditions, so that only dispersal or
stochastic events regulate community assembly, such as suggested for tropical forests
(Hubbell 2001).

To test our STEPCAM approach and these ideas, we characterized tree communities
and functionally relevant traits in 20 plots of 400 m2 each, which were distributed
along the rainfall and "ire gradients in the study area. We applied our STEPCAM
approach and traditional null models to these community data in order to address the
following questions:
1. How do trait similarity patterns respond to different community assembly
scenarios?
2. And if so: to which extent are trait similarity patterns from different community
assembly scenarios statistically distinguishable?
3. Which type of community assembly process (dispersal assembly, "iltering or
limiting similarity) is most important in shaping savanna tree communities?
4. How do the relative contributions of different community assembly processes
change over environmental gradients?
5. Does our STEPCAM approach lead to different conclusions than null models?
6. Do STEPCAMs also create communities with species compositions that are
similar to real communities?
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Methods
Calculating Functional Diversity metrics and trait means
We summarized trait distributions of both observed (see “Tree community, trait data
and environmental gradients” subheading below) and simulated communities using
four metrics: three multivariate Functional Diversity metrics and Community Trait
Mean (CTM) values. The three Functional Diversity metrics we used were developed to
be orthogonal and capture different aspects of the functional composition of a commu‐
nity (Villéger et al. 2008): Functional Richness (FR), Functional Evenness (FE) and
Functional Divergence (FDiv). FR was measured as the convex hull volume that can be
drawn around the multidimensional trait space of all species present in a community
(Cornwell et al. 2006). Therefore, FR represents a multidimensional analogue to trait
range. For presence‐absence data, FE measures the regularity of branch lengths of a
minimum spanning tree in multidimensional trait space (Villéger et al. 2008), and thus
captures the spacing of species traits, with values bounded between zero (extremely
uneven spacing) and one (perfectly even spacing of traits). Lastly, FDiv was measured
as the dispersion of measured species in reference to the mean community trait value
and thus captures to which extent most trait values deviate from community means.
Hence, FDiv is low when within FR, most present trait values are near the CTMs (high
clusering), and high when most trait values within the FR are further away (low clus‐
tering) from the CTMs (Villéger et al. 2008). It is important to note that the Functional
Diversity metrics we used are only informative when a minimal number of species is
present in communities (Villéger et al. 2008).
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Figure 1.1. A graphical illustration of community assembly and STEPCAM models. (A) A ternary plot
illustrating how community assembly can be seen as the sum of dispersal assembly, "iltering and
limiting similarity processes. The distance from each corner represents an axis measuring to which
extent community assembly is driven by dispersal assembly (DA), "iltering (F) or limiting similarity
(LS). Values of the axes range from 0 to 100 (community assembly is for respectively 0% or 100%
regulated by the given process). For any given point in the triangle, corresponding values on each of
three axes add up to 100. Letters indicate different example scenarios of community assembly: A) a
community that is assembled for 100% by dispersal assembly; B) community assembly is for 60%
regulated by dispersal assembly and for 40% by "iltering; C) community assembly is for 70% regu‐
lated by dispersal assembly, for 20% by "iltering and for 10% by limiting similarity and D) commu‐
nity assembly is for 20% regulated by dispersal assembly, for 30% by "iltering and for 50% by
limiting similarity. (B) An illustration of four different STEPCAMs. These four models differ in their
parameter settings, with from left to the right, (i) a model containing dispersal assembly steps only,
(ii) "iltering steps only, (iii) limiting similarity steps only and (iv) a model consisting of two (i.e. 40%)
dispersal assembly steps, one (i.e. 20%) "iltering step and two (i.e. 40%) limiting similarity steps. In
this simple example, each model starts with the same species pool, containing S = 10 species. Species
are represented by circles, with circle size being proportional to its frequency in the species pool and
its horizontal location re"lecting its trait value. For simplicity, in this example we focus on a one‐
dimensional trait space. We set the richness (s) in the local community to 5 species, so that each
model consists of S – s = 5 steps. Each step, a species is removed, either through (1) dispersal
assembly, in which due to a lack of dispersal limitation, species that occur more frequently in the
species pool have a lower chance of being removed, (2) "iltering, in which the species farthest from
the trait optimum (arrow below) is removed, or (3) limiting similarity, in which the species most
similar to its neighboring species is removed.

Stepwise Community Assembly Models (STEPCAM)
We developed a new statistical modeling framework that simulates community
assembly through the stepwise removal of species from a species pool, according to
different removal rules re"lecting the different types of ecological processes described
below. We started with all species from a regional ‘species pool’, de"ined as a collection
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of S species, with each species having certain traits and a certain frequency (number of
occurrences at local sites within species pool). Then, at each time step a single species
is removed until the remaining set of species equals the predetermined richness value
(s) of a ‘local community’ under investigation. Therefore, each simulation model
contains n steps, where n equals the species richness of the species pool (S) minus the
species richness of the local community (s) (Fig. 1.1). Each step, a species is removed
following either one of three different mechanisms: (1) dispersal assembly, (2) "iltering
or (3) limiting similarity (Fig. 1.1). For each local community we generate a series of
competing STEPCAMs, differing in the proportion of steps in which each of the three
evaluated mechanisms is applied. In each model, "irst dispersal assembly steps are run,
then "iltering steps, and "inally limiting similarity steps. The implemented order
assumes a sequence of community assembly following Cornwell & Ackerly (2009). As a
sensitivity analysis, we tested whether this order of community assembly steps highly
alters model outcomes, but this was not the case (Appendix A5).
During a ‘dispersal assembly’ step, a species is removed from the set of species
remaining at that point. The ‘removal chance’ of each species is inversely proportional
to its relative frequency in the species pool (Fig. 1.1B). Dispersal assembly steps thus
represent non niche‐based processes within a region where dispersal is limited but
individuals from different species do not differ in their capacity to disperse, as empha‐
sized in neutral (‐like) biodiversity theories (e.g. Caswell 1976; Hubbell 2001).
During a ‘"iltering’ step, the species with trait values with the largest Euclidean trait
distance from the ‘trait optima’ (de"ined as the CTM values of observed communities,
thereby assuming that observed assemblages represent the best suite of traits under
particular environmental conditions (Keddy 1992)) of the community under investiga‐
tion is removed from the remaining species set (Fig. 1.1B). These "iltering steps, which
are based on Kraft et al. (2007), can be seen as a niche‐based process where species
without the right traits are unable to occur in a particular abiotic (Weiher & Keddy
1995a; Cornwell et al. 2006) or biotic (May"ield & Levine 2010; HilleRisLambers et al.
2012) environment.
Lastly, during a ‘limiting similarity’ step, we identify from the remaining species set
the species pair closest to each other in the multidimensional trait space. From this
pair, we remove the species closest to a third species (Fig. 1.1B). This step, adapted
from Kraft et al. (2007), re"lects the exclusion of species with shared resources
(Hutchinson 1959; MacArthur & Levins 1967; Abrams 1983; Violle et al. 2011), preda‐
tors or pathogens (Abrams 1983).

Responses of Functional Diversity metrics to community assembly scenarios
To explore whether and how FR, FE and FDiv values respond to different relative
contributions of dispersal assembly, "iltering and limiting similarity steps, we applied
several STEPCAMs over a range of parameter settings to one of the plots (plot # 17)
evaluated in this study, considered ‘most representative’ (see the subheading “Tree
community, trait data and environmental gradients” for our rationale). Although it
22

1

would have been possible to explore responses of FD patterns to community assembly
models for more plots than plot # 17 only, we chose to focus on one (representative)
plot only due to the long computational time (several weeks per plot) it would have
taken to focus on other plots as well. The regional species pool was de"ined as all S
(105) species found across the 20 observed plots (see “Tree community, trait data and
environmental gradients”), with the number of plots in which each species was found
as the species frequencies. Plot 17 had s = 15 species, so each STEPCAM consisted of
S – s = 90 steps. In each different STEPCAM, the relative contributions of dispersal
assembly, "iltering and limiting similarity steps add up to one. We explored this param‐
eter space with 0.05 intervals, so we ran models with parameter settings of 1‐0‐0, 0.95‐
0.05‐0, 0.95‐0‐0.05, 0.9‐0.1‐0, 0.9‐0.05‐0.05, etc., in which the "irst number stands for
the relative contribution of dispersal assembly steps, the second number for the rela‐
tive contribution of "iltering steps and the last number for the relative contribution of
1
1
( 0.05
+1)∙( 0.05
+2)
limiting similarity steps. Consequently, we ran 231 (=
) different ‘gener‐
2

STEPCAM !itting: general procedure
To compare the "it of summary statistics of competing STEPCAMs with the summary
statistics from ‘observed data’ (i.e. from communities observed in the "ield (see
“STEPCAM "itting: observed communities” subheading below) or from communities
created by a ‘generator model’ (see “STEPCAM "itting: sensitivity analysis” below) we
used Approximate Bayesian Computation (ABC) within a Sequential Monte Carlo (SMC)
framework (Toni et al. 2009; Hartig et al. 2011). ABC compares one or more summary
statistics between ‘observed data’ and ‘candidate models’. Previous to model selection,
the four summary statistics (FR, FE, FDiv and CTM values, calculated for 20 communi‐
ties), were standardized to a mean of zero and a standard deviation of one, by
subtracting mean values from observed values and then dividing by the standard devia‐
tion. This way, each different summary statistic had the same impact on the "itting
procedure. The "it of candidate STEPCAMs was calculated as: Fittotal = FitFR + FitFE +
FitFDiv + FitCTM, in which FitFR, FitFE, FitFDiv and FitCTM are the absolute (multidimen‐
sional) difference between respectively ‘observed’ FR, FE, FDiv and CTM values and
those Functional Diversity and CTM values generated by the candidate STEPCAM. High
Fittotal values thus indicate poor "it, while low values indicate good "it. Using the "it of
the models, importance resampling was performed largely following the algorithm
described in Toni (2009). For more detailed information on the algorithm we used, we
refer to Appendix (A6 & A7).
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ator models’ (also used for the sensitivity analyses described below) with 1000 repli‐
cates for each. We summarized FR, FE and FDiv patterns for each model as the average
across all 1000 replicates. For more details on this methodology, we refer to the
Appendix (A4). STEPCAMs were run with the STEPCAM R package (Janzen & van der
Plas 2014).

STEPCAM !itting: sensitivity analysis
As a sensitivity analysis, we investigated whether ‘generator’ STEPCAMs with the
different community assembly scenarios described before generate communities with
statistically distinguishable trait distributions, in addition to quantitatively different trait
distributions as were already described before (see “Responses of Functional Diversity
metrics to community assembly scenarios”). The summary statistics that resulted from
the ‘generator models’ were "itted with an ABC‐SMC approach (described in “STEPCAM
"itting: general procedure”) to yield the ‘best "itting (STEPCAM) models’. Each ‘gener‐
ator STEPCAM’ and the re"itting procedure were run ten times with different random
seeds (all with uninformative priors) as ABC‐SMC is inherently stochastic. Due to the
long computational time (several weeks), we did not run more than then seeds,
although the variation among seeds was low enough to justify this (Fig. S7A). We then
investigated to which extent the average (across ten replicates) parameter values
(proportion of dispersal assembly, "iltering and limiting similarity steps) of the ‘gener‐
ator models’ and the ‘best "itting models’ differ in order to assess to which extent the
ABC‐SMC procedure can successfully distinguish STEPCAMs with different community
assembly scenarios.
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STEPCAM !itting: observed communities
After assessing whether STEPCAMs with different community scenarios generate
communities with different trait distributions, we used the same ABC‐SMC approach to
"it the Functional Diversity and CTM values of the communities (plots) observed in the
"ield (see “Tree community, trait data and environmental gradients”). Thereby we
investigated which community assembly scenario most likely operated in the "ield. For
each plot, we ran the algorithm ten times with different random seeds (all with unin‐
formative priors). For each plot, inferred parameters are the mean of ten replicate ABC‐
SMC procedures. Standard deviations of posterior distributions can be seen in Fig.
A7A,B and C. STEPCAM "itting was done with the STEPCAM R package (Janzen & van
der Plas 2014).

Tree community, trait data and environmental gradients
We compared how well traditional null models and our STEPCAM approach can link
trait distributions with the three previously outlined alternative community assembly
processes by applying both methods to savanna tree communities. For this, one needs
to collect the following data: (1) a species‐plot presence matrix, in our speci"ic case
community composition data of trees along main environmental gradients and (2) a
species trait matrix, in our case, for each observed tree species measurements of
several functional traits.
The study site was situated in Hluhluwe‐iMfolozi Park (HiP, 28°00'‐28°26'S, 31°41'‐
32°09'E), South Africa. The ~90.000 ha reserve is characterized by a high habitat
heterogeneity (Whateley & Porter 1983), with upland forests, savanna grassland and
thickets, woodlands and riverine forests. At larger scales, this vegetation heterogeneity
24

Relationships between tree community assembly and environmental gradients
Relative contributions of dispersal assembly, "iltering and limiting similarity steps of
the STEPCAMs best "itting the observed 20 communities (identi"ied in “STEPCAM
"itting: observed communities”) were not independent of each other, and were there‐
fore analyzed simultaneously, using Multivariate Analysis of Variance (MANOVA). Fire,
rainfall and their interaction effect were used as predictor variables. Only relative
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arises from environmental gradients in rainfall and "ire regimes (Balfour & Howison
2002; Van der Plas et al. 2012). From November till December 2009, tree species
composition (trees over 0.5 meter high) and trait information was characterized in a
total of 20 plots (measuring 20 x 20 meters) along these gradients. The eight measured
eco‐morphological traits were: Speci"ic Leaf Area, Leaf Area, Wood Density and leaf
Carbon, Nitrogen, Phosphorous, Sulphur and Potassium content. These traits were
selected due to their relation with growth–longevity trade‐offs, drought tolerance,
nutritional status and attractiveness to herbivores (Brown et al. 1991; Marschner
1995; Weiher et al. 1999; Hacke et al. 2001; Westoby et al. 2002). A detailed descrip‐
tion of the study site and the data collection protocol, as well as detailed plot informa‐
tion, is presented in Table 1.1 and Appendix (A1‐3).
For each species/trait combination, we calculated the Species average Trait Values
(hereafter Species Trait Values). Missing Species Trait Values (25.9% of values; values
were mostly missing for rare species) were completed using Multiple Imputation with
Chained Equations using the ‘mice’ function from the mice package (Buuren &
Groothuis‐Oudshoorn 2011) in R‐2.13.1 (R Development Core Team 2011). The MICE
imputation process involves specifying a multivariate distribution for the missing data,
and drawing imputation from their conditional distributions by Gibbs sampler tech‐
niques (a valid approach if a multivariate distribution is a reasonable description of the
data as in the case of trait values). Prior to other analyses, all Species Trait Values were
globally standardized (mean = 0, SD = 1). As such, we avoided that traits with higher
mean or variance had higher impact on model outcomes. Species Trait Values were
used to calculate Functional Diversity metrics (using ‘dbFD’ function from the FD
package (Laliberté et al. 2014)) and CTM values for each plot (see subheading “Calcu‐
lating Functional Diversity metrics and trait means” above), using R‐2.13.1 (R Develop‐
ment Core Team 2011). Data on environmental gradients (long term annual rainfall in
mm yr‐1 and number of "ires between 1956 and 2004) were acquired from the HiP
management authorities and are described in Appendix A1. As plot nr. 17 was most
‘representative’ with its geographical location, and its intermediate annual rainfall, "ire
frequency species richness, abundance as well as Functional Diversity values (Table
1.1), we studied this plot in more detail to see how Functional Diversity metrics
respond to community assembly processes and whether the ABC‐SMC approach could
distinguish between the outcomes of different STEPCAMs (see subheadings “Responses
of Functional Diversity metrics to community assembly scenarios” and “STEPCAM
"itting: sensitivity analysis” above).
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Table 1.1. Descriptions of the 20 plots visited for this study. FD values are based on standardized trait values. The trait names indicate the unstandardized
community abundance weighted mean values in each plot. Units: abundance in number of tree stems >0.5m height ; rainfall in mm yr‐1; "ire frequency in
number of "ires between 1956 and 2004; Speci"ic Leaf Area (SLA) in cm2 g‐1; Leaf Area (LA) in cm2; Wood Density (WD) in kg L‐1; leaf Carbon (C) and
Nitrogen (N) in % of leaf dry weight; leaf Phosphorous (P), Sulphur (S) and Potassium (K) in mmol kg‐1. Values of plot 17 (used in sensitivity analyses) are
shown in bold and italics, while across‐plot mean values are shown at the bottom.
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contributions of "iltering and limiting similarity steps were included in the MANOVA,
because the relative contribution of dispersal assembly and "iltering steps appeared to
be tightly correlated among sites (r = ‐0.901; a logical consequence when these two
processes dominate but also are constrained to a sum that cannot exceed 1). The rela‐
tive contribution of dispersal assembly steps were therefore separately analysed using
a general Linear Model. With General Linear Models and a model selection procedure,
we additionally explored how CTM values changed over environmental gradients, to
help interpreting STEPCAM results. Initially, full models were created, containing
annual rainfall, "ire frequency, species richness and log abundance of individual trees as
predictor variables. We then ran a Maximum Likelihood model‐selection procedure in
order to identify the (nested) model structure with the lowest AIC value. These
analyses were performed using R‐2.13.1 (R Development Core Team 2011). Outcomes
of this are presented in the Appendix (A8).

Null models
We used traditional, permutation‐based null models (Gotelli & Entsminger 2001) to
assess whether Functional Diversity values observed in each plot were higher or lower
than expected by chance and to determine how conclusions based on null model
outcomes differ from conclusions based on STEPCAM results. For each plot, we created
1000 ‘randomized communities’ based on a randomized sampling of the species pool
found in our study (i.e. all species observed), where the chance of a species being
selected was equal to its relative frequency in the region (i.e. the number of plots in
which it was observed). As a sensitivity analysis, we also performed a ‘pure’ null model
where the chance of drawing a species is frequency‐independent. Each randomized
draw was constrained to have the same richness as the observed community.
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Comparing species compositions of observed communities with simulated
communities
With our STEPCAM approach, we attempted to gain insight in community assembly by
"itting functional compositions of observed communities. If ‘best "itting STEPCAMs’
(identi"ied in “STEPCAM "itting: observed communities”) truly re"lect community
assembly in nature, one might expect that species compositions of modeled communi‐
ties should also be similar to observed ones (but see Fukami et al. 2005). We investi‐
gated this question by quantifying community compositions of both observed
communities and communities created by best "itting STEPCAMs into NMDS axes.
NMDS analyses were based on the Bray–Curtis dissimilarity index (Bray & Curtis 1957)
with three axes. We performed 100 iterations and achieved a minimal stress level of
0.190 (R2 = 0.780). We then explored whether NMDS axes of observed communities
correlated with NMDS axes of associated ‘best "itting communities’. Using the ‘env"it’
function in the vegan package (Oksanen et al. 2008), we assessed to which extent envi‐
ronmental variables relate to ordination axes based on Pearson correlation coef"icients
of ordination points with the environmental variables.

Deviation from the null expectation was determined using the number of times that
observed FR, FE and FDiv values were higher or lower than the Functional Diversity
values from randomly generated null communities (i.e., two‐sided test, α = 0.05; Gotelli
and Graves (1996)). If observed Functional Diversity is greater than the null prediction
in 975 or more cases (i.e. a ratio of 0.975), limiting similarity processes are assumed to
have formed the community. Alternatively, if observed is greater than null in 25 or
fewer cases (i.e. a ratio of 0.025), then "iltering is assumed to be the central process in
community assembly.

Results
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STEPCAMs: responses of Functional Diversity metrics to community assembly
scenarios
To investigate how multivariate Functional Diversity metrics likely respond to different
community assembly scenarios, we investigated Functional Diversity patterns of
communities generated by different STEPCAMs. FR was lowest in species assemblages
formed by STEPCAMs where "iltering steps were relatively important and highest in
species assemblages that were mostly formed by STEPCAMs with a high relative impor‐
tance of limiting similarity processes (Fig. 1.2). FE and FDiv were low in communities
formed by STEPCAMs only including "iltering or dispersal assembly steps, and higher in
communities mostly formed by limiting similarity steps (Fig. 1.2). However, STEPCAM
simulations show that FE and FDiv values were even higher in communities that were
partially formed by "iltering and partially by limiting similarity (Fig. 1.2).

STEPCAMs: sensitivity analyses
Although Functional Diversity values changed with parameter settings, another ques‐
tion is whether Functional Diversity values created with different community assembly
scenarios are also statistically distinguishable. Fitting of the trait patterns resulting
from ‘generator’ STEPCAMs showed that the trait distribution patterns from STEPCAMs
with different parameters are indeed distinguishable with the ABC‐SMC "itting proce‐
dure. On average, parameter settings of the ‘best "itting’ models hardly differed from
their associated ‘generator’ models (Fig A7D): average parameter deviations were 3.8%
for dispersal assembly, 2.2% for "iltering and 2.0% for limiting similarity. This was
much lower than the 27.7% deviation that one would expect for each parameter value
if the ABC‐SMC approach would be completely uninformative (Fig A7E). Furthermore,
parameter settings of the ‘best "itting’ models highly correlated with those of generator
models (all R2 > 0.95; Fig A7F). These checks thus suggest that observed trait distribu‐
tions can be accurately linked with community assembly scenarios. Furthermore,
changing the order of different community assembly processes (e.g. a random order of
dispersal assembly, "iltering and limiting similarity processes) did not highly alter
Functional Diversity patterns resulting from modeled communities (all R2 values of
28
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Figure 1.2. Ternary plots with the responses of FR, FE and FDiv to changes in the relative contribution of dispersal assembly, "iltering and limiting simila‐
rity steps in STEPCAMs. Functional Diversity values are estimates based on 231 STEPCAMs applied to plot 17. Functional Diversity values for other posi‐
tions in parameter space were estimated using bilinear interpolation using the interp function of the akima package (Akima et al. 2009) in R.
Abbreviations: DA = dispersal assembly, F = "iltering and LS = limiting similarity.
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Functional Diversity metrics generated by STEPCAMs with different order of commu‐
nity processes >0.89; Supplement A5), suggesting that changing the order of different
community assembly processes would not highly affect the outcomes of our "itting
procedure (Fig. A5A).

STEPCAM application: what structures savanna tree communities?
When STEPCAMs were "itted to trait distribution values of the 20 observed savanna
tree communities using the ABC‐SMC approach, best "itting models had a high relative
contribution of dispersal assembly steps (average across plots: 75.8%), a lower relative
contribution of "iltering steps (average across plots: 18.8%) and even fewer limiting
similarity steps (average across plots: 5.4%; see Fig. 1.3 for parameter values for each
plot). Posterior distributions of accepted model parameters generally had narrow
ranges and did not differ highly between replicate models (Appendix A7), indicating
that the ABC‐SMC approach is adequate in detecting best "itting STEPCAMs. A MANOVA
showed that limiting similarity steps had relatively highest contribution in best "itting
models in plots with high rainfall, especially when "ire frequency was low (rain effect:
T = 3.372; p = 0.004; "ire effect: T = 1.969; p = 0.066; rainfall x "ire frequency interac‐
tion: T = ‐2.191; p = 0.044; model R2 = 0.401; Fig. 1.4), while "iltering was most impor‐
tant in plots with high "ire frequency and low rainfall (Fig. 1.4; rainfall effect: T = 2.088;
p = 0.053, "ire effect: T = 2.705; p = 0.016; rainfall x "ire frequency interaction effect:
T = ‐0.503; p = 0.024; model R2 = 0.645; Fig. 1.4). So, we found statistical evidence that
limiting similarity became more important towards high rainfall (co‐occurrence of less
similar species), while a high "ire frequency promotes co‐occurrence of similar species.
An additional multiple regression model shows that the relative contribution of
dispersal assembly in best "itting models decreases with rainfall and "ire (T = ‐3.008,
p = 0.008; T = ‐3.136, p = 0.006 respectively), while also an interaction effect between
rainfall and "ire exists (T = 3.019, p = 0.008) (R2 = 0.332).
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Comparison of observed and modeled community compositions
NMDS analyses demonstrate that even while our ABC‐SMC approach only "its functional
data of simulated communities to observed ones, species compositions of simulated
communities are also fairly similar to observed ones. Species compositions of simu‐
lated and observed communities occupied similar positions in NMDS space (Fig. 1.5A).
Furthermore, ordination values of the "irst two out of three NMDS axes of observed and
associated simulated communities correlated signi"icantly (NMDS1: R2 = 0.286, p =
0.009; NMDS2: R2 = 0.388, p = 0.004; NMDS3: R2 = 0.058; p = 0.157; Fig. 1.5B‐D).

Comparison to null models
In three plots, FR was lower than expected by chance (i.e. lower than in 97.5% of the
random draws), while lower FE and FDiv values than expected by chance were found in
two plots. When null models were not frequency‐weighted, FR was lower than
expected by chance in six plots, while results for FE and FDiv did not change qualita‐
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Figure 1.4. Contour plot with the contours showing expected (based on MANOVA outcomes) relative
contribution of dispersal assembly (left) and limiting similarity (right) steps of best "itting STEP‐
CAMs, as a function of rainfall and "ire. Best "itting model parameters, used as input for the MANOVA,
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explains 100% (or 50% in case of limiting similarity) of community assembly). High similarity
between colors of points and their background indicates high model "it, while low similarity indicates
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tively. Functional Diversity values signi"icantly higher than expected by chance
(suggesting limiting similarity) were never found, so all other plots had Functional
Diversity values not deviating from random. Null model deviations (proportion of
permutations were a Functional Diversity metric was higher than expected) generally
correlated weakly with STEPCAM outcomes: all Functional Diversity measure devia‐
tions correlated negatively with the proportion of "iltering steps of best "itting STEP‐
CAMs (r = ‐0.086; ‐0.535 and ‐0.306 for FR, FE and FDiv respectively) and positively
with the proportion of limiting similarity steps (r = 0.650; 0.195 and 0.165 for FR, FE
and FDiv respectively).
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To estimate the relative contribution of dispersal assembly, "iltering and limiting simi‐
larity processes in community assembly, we used our novel STEPCAMs and the ABC‐
SMC model selection approach for each of the 20 savanna tree communities
investigated. Several authors have suggested that community assembly processes are
very dif"icult to separate when operating simultaneously, because effects of "iltering
and limiting similarity on trait distribution patterns can cancel each other out (Kraft et
al. 2007; Weiher et al. 2011). However, the "itting of trait distribution patterns gener‐
ated with known parameter settings showed that it is possible to distinguish between
different community assembly scenarios with varying importance of different
processes. This indicates that the use of STEPCAMs as expectation generators, combined
with the use of an ABC approach for discrimination between alternative STEPCAMs for
the same observed dataset, allows to statistically disentangle the relative importance of
different community assembly processes. Additionally, when repeatedly "itting STEP‐
CAMs to the same data, the ABC‐SMC consistently selected best "itting models with
approximately the same community assembly scenarios. This demonstrates that our
STEPCAMs generate repeatable trait distribution patterns. Moreover, we found that
species compositions of simulated communities were fairly similar to observed ones. It
is certainly not trivial that species‐based community assembly should be possible to
predict from functionally based community assembly (Fukami et al. 2009) and it is
therefore very promising that simulated communities nevertheless have species compo‐
sitions similar to observed ones. We suggest that the main reason for this success is the
fact that we simultaneously "itted multiple independent summary statistics (FR, FE,
FDiv and CTM values) so that we used more information of observed datasets than
traditional analyses do. While different community assembly scenarios might lead to
communities with similar FR, FE, FDiv or CTM values alone (Fig. 1.2), these are unlikely
to shape communities in which all aspects of the trait distribution are the same.
Although recently other approaches of estimating the relative contribution of
different processes in shaping communities have been developed (e.g. Shipley et al.
2012, Laughlin et al. 2012, Martorell and Freckleton 2014), our STEPCAM approach has
two main advantages. Firstly, while other approaches are biased towards the detection
of "iltering processes (Laughlin & Laughlin 2013), our approach explicitly incorporates
limiting similarity processes, and as demonstrated, it is able to distinguish between
these processes. Another merit of our new approach is that it builds upon the already
existing and popular approach of null model comparisons of trait distributions. In fact,
null models, which simulate community assembly by randomly drawing species from a
species pool, re"lect a speci"ic parameter setting (100% dispersal assembly) of our
more general STEPCAM approach. This makes outcomes of our STEPCAM approach
easy to compare with traditional approaches, while also allowing more speci"ic insights
in community assembly by estimating the relative contribution, rather than just the
presence, of different community assembly processes.
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Nevertheless, we recognize that future modi"ications could substantially improve
our approach. While ecological processes primarily act at the level of the individual, our
models are species based. In future implementations, STEPCAMs could become indi‐
vidual based and take species abundances and intraspeci"ic trait variation into account,
thereby also allowing for intraspeci"ic interactions. Future studies could also alter the
weightings by which traits affect Functional Diversity metrics, thus recognizing that
depending on the context, some traits are functionally more important than others. We
chose not to do this, since we had no strong a priori expectations of which traits are
most important for community assembly of this savanna system. While we assumed
that different processes act additively upon community assembly, in real life different
processes might interact (e.g. through priority effects), which merits further study.
Also, using additional characteristics of communities or species pools (e.g. community
turnover; phylogenetic data), orthogonal or alternative to the metrics we already used,
might lead to additional insights in community assembly. Although these demanding
(in terms of both data and computational power) modi"ications were not feasible for
this study, we highly welcome future studies incorporating these. Ultimately, however,
approaches like these should be combined with experiments (as outlined in e.g. Adler
et al. (Adler et al. 2013)) to verify conclusions based on observational data.
When we applied our method to "it trait distributions of 20 observed savanna tree
communities, we found that the best "itting models consisted mostly of dispersal
assembly steps (on average 75.8%), less of "iltering steps (on average 18.8%) and least
of limiting similarity steps (on average 5.4%). Therefore, niche‐based processes might
be less important for the assembly of savanna tree communities than originally antici‐
pated. During a dispersal assembly step, the chance of a species being removed was
inversely proportional to its frequency in the species pool. Thereby a lack of individual
differences in dispersal capability was assumed. Both the fact that the surveyed area of
our study is relatively small (30 x 30 km) and the fact that the seeds of many species
are dispersed by animals (Pooley 1997) might explain why our results were largely in
line with this assumption. Many purely neutral models (e.g. Hubbell (2001)) also
assume that (1) niche‐based processes are not important for community assembly and
(2) the chance of a successful dispersal of a species is proportional to its abundance in
the metacommunity (thus assuming that all individuals, irrespective of species, are
equally likely to successfully disperse). However, it should be emphasized that
dispersal assembly was not the only process shaping communities – rather, we found
statistical evidence that it was the dominant one when compared to the in"luence of
(two types of) niche‐based processes.
An interesting question is why in a system with some very clear constraints on tree
recruitment and growth (due to e.g. drought, "ires and herbivory), community assembly
nevertheless appears very stochastic, with on average 75.8% of the steps of best "itting
STEPCAMs being non‐niche based. Part of the answer lies in our de"inition of the
species pool, which only included species found in our set of 20 plots. Therefore, larger
scale "iltering processes that determine which species can or cannot occupy any of our
34
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research area are ignored in this study, which might partially affect outcomes (Garzon‐
Lopez et al. 2014). Also, the inclusion of other functionally important traits, such as
seed size (related to reproductive strategy) or rooting depth (related to nutrient
uptake) might have led to a higher detection of niche‐based processes than the current
set of traits. Nonetheless, within our study design, there are steep rainfall and "ire
gradients (see Fig A1A,B) and average trait values do respond to these (Table A8.1). So
the question remains why tree communities sampled over these gradients appeared
relatively randomly (75.8% of the steps of best "itting STEPCAMs were non‐niche
based) assembled with respect to the traits we measured. One reason might be that
species have different strategies to cope with the same kind of environmental condi‐
tions, as has been shown in studies related to herbivory (Bryant et al. 1989). This can
result in contrasting phenotypes with similar "itness (Marks & Lechowicz 2006). In
addition, it might be that intraspeci"ic variation is large when compared to interspeci"ic
trait variation. Taken together, organisms of different species could be functionally
equivalent (Hubbell 2001, 2005) despite differences in traits, leading to the emergence
of neutral‐like trait distributions.
Although less so than dispersal assembly processes, "iltering and limiting similarity
still explained part of the observed trait distribution patterns of tree communities.
Filtering was especially important in areas with high "ire frequency. Fire is a commonly
recognized stress factor for savanna trees (e.g. Bond and Wilgen 1996) and may thus
have been responsible for the imprints of "iltering on trait distribution patterns. Addi‐
tionally, "iltering patterns might have been caused by the exclusion of competitively
inferior tree species (May"ield & Levine 2010). Limiting similarity is usually inter‐
preted as an indicator of interspeci"ic competition (Hutchinson 1959; MacArthur &
Levins 1967; Abrams 1983; Cornwell & Ackerly 2009). In savannas, where tree growth
is limited by water availability, "ires or grasses (e.g. Bond and Wilgen 1996, Scholes and
Dowty 2002, Cramer et al. 2010) and canopies are quite open, light competition among
trees is in most cases likely to be modest (Van der Plas et al. 2013). Sites with low "ire
frequency and high rainfall (a rare combination, as rainfall promotes fuel load) may be
among the few locations where light competition among trees is strong enough to
detect high impacts of limiting similarity. Interestingly, these were also the sites with
the highest species richness (Appendix A8), suggesting a possible relationship between
species richness and the presence of limiting similarity processes, which merits further
study.
When comparing the outcomes of our STEPCAM approach with traditional null
model outcomes, one main observation is that while classic null models never detected
any sign of limiting similarity in our dataset, our novel STEPCAM approach did.
Limiting similarity and "iltering are expected to have more or less opposite effects on
the trait distributions of co‐occurring species (Weiher et al. 2011). Therefore, the
impact of one of these processes can potentially mask the effect of the other. Although
other studies have suggested solutions for these problems (e.g. Helmus et al. 2007,
Cornwell and Ackerly 2009, Parmentier et al. 2014), these solutions are unlikely to

work under all circumstances and do not quantify the relative importance of co‐occur‐
ring processes. We have shown that the traditional assumption that "iltering decreases
trait diversity, while limiting similarity increases it, is a highly simpli"ied one, as the
combination of these processes causes nonlinear patterns in parameter space (Fig. 1.2).
Therefore, when limiting similarity processes and "iltering processes operate simulta‐
neously, at similar spatial scales, it may be very hard to statistically detect both these
processes using null models and even impossible to quantify the relative contributions
of these different processes to community assembly. With our STEPCAM approach, we
made progress in overcoming these problems, which explains why we could detect
imprints of limiting similarity. We therefore suggest that our approach is promising to
unravel the relative importance of different community assembly processes across
different types of ecosystems, types of communities, trophic levels and global environ‐
mental gradients.
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A1: Environmental gradients in HiP
Fieldwork was carried out in Hluhluwe‐iMfolozi Park (HiP, 28°00'‐28°26'S, 31°41'‐
32°09'E), South Africa. The reserve is a ~90.000 ha sized area, characterized by a high
habitat heterogeneity (Whateley & Porter 1983), with as main vegetation types upland
forest, savanna grassland and thickets, woodlands and riverine forests. Rainfall data
came from 17 weather stations were rainfall was measured with gauges on a daily basis
from 2001 till 2007. These data were used to create a rainfall map for HiP: spatial coor‐
dinates of weather station location were used to extract interpolated estimates of rain‐
fall. Mean annual rainfall ranges from 500 to 1000 mm, generally increasing with
altitude (Balfour and Howison 2002, van der Plas et al. 2012). At smaller scales, hetero‐
geneity is partially explained by variation in "ire frequency, with "ire return intervals
ranging from 2 to 6 years, and partially by soil variation. Fires are usually ignited by
park managers as managed burns, with the HiP reserve authorities monitoring the
location and time of "ires. Fire return intervals were mostly between 2 and 6 years,
depending on landscape position (higher frequencies on more upland, high rainfall
sites). The average annual amount of rainfall in HiP during the period 2001‐2007
ranged from less than 500 mm in the south to more than 800 mm in the north (Fig.
A1A). Plots were partially spread out over this gradient, with the driest plot receiving
548 mm per year, the wettest plot receiving 837 mm per year and an average amount of
annual rainfall across all plots being 674 mm per year.

Figure A1.A. An average amount of annual
rainfall (in mm) map of HiP. The dots
represent the plots visited for this study,
with the purple dot representing plot nr.
17, used for sensitivity analyses in this
study, because it was considered the most
‘representative’ plot. This map was also
described in van der Plas et al. (2012).
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Figure A1.B. A "ire frequency map of HiP,
showing the number of times different
locations in the park were burnt in the
period of 1956–2004. The dots represent
the plots visited for this study, with the
purple dot representing plot nr. 17, used
for sensitivity analyses in this study,
because it was considered the most ‘repre‐
sentative’ plot.

Another important environmental factor in HiP is the gradient in "ire frequency (Fig
A1B). Fires in HiP are mostly ignited by park managers. Fire frequency, as measured
over the period 1956–2004, ranges from less than 5 to over 25 in HiP. The plots investi‐
gated in this study covered most of this range, with the plot with lowest "ire frequency
experiencing 8 "ires over this period, the plot with highest "ire frequency experiencing
24 "ires over the period and an average "ire frequency across plots of 14.8 (Fig A1B).
This map is a digitized 200 x 200 meter resolution map with "ire annually recorded
between 1956 and 2004 by the park management authorities (Fig A1B).
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A2: Tree community data
From November till December 2009, we characterized tree communities in 20 plots,
strati"ied at different locations in HiP, covering both the rainfall and "ire gradients (Fig
A1A & Fig. A1B). For safety reasons plots were established within 500 meter from
roads and at least 500 meters from larger rivers. The plots measured 20 x 20 meter
and were at least 550 meters away from each other, with an average nearest neighbor
distance of 3.0 km. Within these plots, we identi"ied all individual trees taller than 0.5
meter following Pooley (1997).
A3: Trait data
We measured eight different functional traits: Leaf Area (LA), Speci"ic Leaf Area (SLA),
wood density (WD) and concentrations of leaf carbon (C), nitrogen (N), phosphorous
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A4: Stepwise Community Assembly Models (STEPCAMs): how do Functional
Diversity values respond to relative contributions of different community
assembly processes?
In our main analyses, we ran STEPCAMs with different community assembly processes
in the following order: (1) dispersal assembly, (2) "iltering or (3) limiting similarity. As
such, we assumed a certain order in community assembly, which is most in line with
other literature on this topic (e.g. Cornwell & Ackerly 2009). However, one might argue
that a priori assumptions about the order of community assembly processes are risky,
because such assumptions could potentially bias model outcomes. To test this, here, we
ran several STEPCAMs applied to plot 17, differing in two ways from each other: (1) in
the relative contribution of different community assembly steps, and (2) in the order of
these community assembly processes. The results of this plus the interpretations can
be found in the main document (Fig. 1.2) of the MS.
A5: Stepwise Community Assembly Models (STEPCAMs): how do Functional
Diversity values respond to a different order of community assembly processes?
Secondly, we investigated for each of these parameter combinations how the order of
community assembly processes changed the FR, FE and FDiv values of resulting
communities. This was done by running models with each of the 231 different param‐
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(P), sulfur (S) and potassium (K). These traits are related to growth – longevity trade‐
offs, drought tolerance, nutritional status and attractiveness to herbivores (e.g. Brown
& Lawton 1991; Marschner 1995; Weiher et al. 1999; Hacke et al. 2011; Westoby et al.
2002). LA, SLA, WD, leaf C and N content were measured for each species in each plot,
while the other chemical traits (leaf P, S and K content) were measured for each species
in up to 7 plots.
For LA measurements, for each species in each plot we collected between 5 and 30
leaves (depending on the size and weight) from multiple individuals. Collected leaves
were photographed in the "ield with a reference scale on the background. We used the
software SigmaScanPro v 5.0 (Systat Software Inc., San José, CA) to measure LA (in
cm2) of fresh leaves. The leaves were dried (48h at 50°C) and weighted to 0.001 g
precision. SLA (in cm2g‐1) was calculated by dividing LA by dry weight. For WD meas‐
urements, at each site we collected three (20 cm long, diameter 2–13 mm) branches of
each species. These were oven dried (48h at 50°C), dry mass was measured and WD
2
was calculated as: WD = πrM L, with WD in m2kg‐1, where r is the radius of the branch in
m, L the length of the branch in m and M the dry weight of the branch in kg. For chem‐
ical analyses, we collected bulk samples of healthy, intact leaves for each species at each
site. We dried (48h at 50°C) and ground these samples ground using a ball mill. We
measured leaf C and N content in duplicate using a Carlo‐Erba NA 1500 element
analyzer (Carlo‐Erba, Milan, Italy). Leaf P, S and K contents were measured at the labo‐
ratory of BLGG AgroXpertus in Wageningen via ICP atomic emission spectrometry,
conforming to NEN6966.

eter combinations described above (A4), but with different orders of processes: (1)
dispersal assembly steps "irst, "iltering second and "inally limiting similarity (as done in
the main analyses), (2) dispersal assembly, "iltering and limiting similarity steps in
separate blocks, but the order of these blocks randomized over replicates (3) the order
of dispersal assembly, "iltering and limiting similarity steps completely randomized. As
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Figure A5.A. Ternary plots with the responses of FR (left), FE (middle) and FDiv (right) to changes in
the relative contribution of dispersal assembly, "iltering and limiting similarity steps in STEPCAMs
applied to plot 17. The upper row shows results for STEPCAMs in which dispersal assembly steps
were run "irst, then "iltering steps, then limiting similarity steps. The middle row shows results for
STEPCAMs with dispersal assembly, "iltering and limiting similarity steps in separate blocks, but the
order of these blocks randomized over replicates. The bottom row shows results for STEPCAMs with
the order of dispersal assembly, "iltering and limiting similarity steps completely randomized.
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such, we thus ran a total of 231 x 3 = 693 different STEPCAMs, applied to plot 17, with
1000 replicates for each model, and we investigated (i) whether the order of different
community assembly processes had large absolute effects on functional diversity
values of resulting communities and (ii) whether responses of functional diversity
values to different relative contributions of different community assembly steps in
models depended on the order of these community assembly steps.
As can be seen in Fig A5A, changing the order in which different community
assembly processes take place does not lead to very large changes in Functional Diver‐
sity values. In all scenarios, FR values are highest when limiting similarity processes
dominate and lowest when "iltering processes dominate in community assembly. FE
and FDiv values are highest when dispersal assembly is close to zero, and community
assembly is regulated by a combination of "iltering and limiting similarity processes.
FR, FE and FDiv values of communities created by ‘normal’ STEPCAMs ("irst dispersal
assembly, then "iltering and lastly limiting similarity steps) correlated highly with FR,
FE and FDiv values from the same parameter combinations but with different orders of
processes: R2 values were 0.973; 0.950 and 0.918 for FR, FE and FDiv values of
‘randomized block order’ STEPCAMs and 0.955; 0.930 and 0.894 for FR, FE and FDiv
values of ‘totally random order’ STEPCAMs.

Fittotal = FitFR + FitFE + FitFDiv + FitCTM ,

in which FitFR, FitFE and FitFDiv are the absolute difference between respectively FR, FE
and FDiv values from the observed community and those generated by the STEPCAM,
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A6: More details about how the ABC-SMC approach was used to infer the relative
contributions of different processes in community assembly
Model selection was performed through the method of Approximate Bayesian Compu‐
tation (ABC) within a Sequential Monte Carlo (SMC) framework (Toni et al. 2009; Beau‐
mont 2010; Hartig et al. 2011). With ABC, model selection is performed through the
comparison of one or more summary statistics of observed data (or data created by
‘generator models’ to investigate whether different models create distinguishable
summary statistics) with those generated by candidate models. Parameter combina‐
tions (θ) that generate data that is suf"iciently similar (approximately identical) to the
observed data are accepted, parameter combinations that yield too dissimilar data are
rejected. In contrast to standard MCMC approaches where the chain is propelled by the
likelihood, in ABC the chain is propelled through the difference in summary statistics
(where acceptance is regulated by a threshold maximum difference). For our STEP‐
CAMs no likelihood could be calculated and therefore we relied on the use of four
summary statistics: FR, FE, FDiv and CTM values. Before running STEPCAM models, we
standardized all summary statistics to a mean of zero and a standard deviation of one,
so that each different summary statistic had the same impact on the "itting procedure.
The "it of STEPCAMs was calculated as:

1

while FitCTM is the (multidimensional) Euclidian distance between the 8 CTM values of
the observed community and those generated by the STEPCAM. High Fittotal values thus
indicated poor "it, while low values indicated good "it. Using the "it of the models, we
performed a Sequential Monte Carlo (SMC) resampling scheme. Generally the algo‐
rithm "irst generates N particles from the prior, and after that resamples N particles
from the obtained distribution, depending on a weighting function. Acceptance of the
new particles is dependent on the "it of the data (Fittotal). As the algorithm proceeds
over multiple iterations, the distribution of the N particles approaches the approximate
posterior distribution, which for small thresholds is equivalent to the true posterior
distribution. Our ABC‐SCM algorith largely followed Toni (2009), consisting of the
following steps:
S1
Initialize vector of acceptance thresholds ε1… εT , set population indicator t = 0
S2.0 Set the particle indicator i = 1
S2.1 If t = 0, sample θ independently from the prior.
Else, sample θ* from the previous population with weights wt-1 and perturb the particle
using a normally distributed perturbation kernel K (mean 0, standard deviation of σ) to
obtain θ**
S2.2 If π(θ) = 0, return to S 2.1.
S2.3 Simulate a candidate dataset x* using our STEPCAM with parameters θ**.
S2.4 If Fittotal ≥ εt , return to S2.1
S2.5 Set θt(i) = θ and calculate the weight for particle θt(i) :
If t = 0, wt(i) = 1.
If t > 0, wt(i) =
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S3

1

(j)
(j)
∑N
j=1 wt‐1 Kt( t‐1 ,

If i < N, set i = i + 1, go to S2.1
Normalize the weights.
If t < T, set t = t + 1, go to S2.0.

t

(i))

We chose our acceptance threshold as an exponentially decreasing series, such that
initially samples are easily accepted, but as t increases, the acceptance rate quickly
decreases. Number of particles used (N) was chosen to be 1,000; early test runs with
higher numbers of particles did not seem to affect outcomes. For each plot, we ran the
algorithm ten times, to investigate whether the ABC model selection generated repeat‐
able parameter values. The average parameter values of these ten models are reported
in the ‘results’ section of the main manuscript.
Our prior consisted of the full [0, s] interval for the three parameters under investi‐
gation here: dispersal assembly, "iltering and competition, in which s is the number of
STEPCAM steps (= richness of species pool – richness of local community). Perturba‐
tion in step 2.1 was performed by randomly picking one of the three parameters and
adding a value obtained from a normal distribution with mean 0 and standard devia‐
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tion of 1. Because the three parameters together have to add up to the full community
size, the difference obtained by the perturbation was corrected by subtracting or
adding the same amount from the other two parameters. Whereas in Toni et al. (2009)
weights are multiplied by the prior probability of the found parameter combination, in
our case, this probability is always 1, due to step 2.2.
The algorithm was repeated until the acceptance rate (S2.4) had diminished to 1 in
a million particles.

1. HOW MUCH VARIATION IS THERE IN THE PARAMETER VALUES FROM THE POSTERIOR
DISTRIBUTIONS?
We applied the ABC‐SMC model selection approach 10 times to each of the 20 plots we
investigated in this study. Each time, the ABC‐SMC model selection procedure gener‐
ated a posterior distribution of parameter values from ‘accepted models’, i.e. STEPCAMs
that generated summary statistics that were similar enough to observed summary
statistics to be considered ‘adequate’. In the rest of our study, we reported and analyzed
the average parameter values of these posterior distributions, but an interesting ques‐
tion is how much variation there is within this posterior distribution. Ideally, this varia‐
tion would be as low as possible, which would indicate that models with a small range
of parameter values clearly "it the summary statistics better than competing models.
sdparameter value
We used the coef"icient of variation (CV = meanparameter value) as a standardized measure
for the variation of parameter values in the posterior distribution, with CV values
below 1 indicating relatively low variation and CV values above 1 indicating relatively
high variation. CV values for dispersal assembly steps ranged from 0.014 to 1.215, with
an average of 0.190. CV values for "iltering steps ranged from 0.174 to 14.824, with an
average of 1.548. CV values for limiting similarity steps ranged from 0.119 to 5.431,
with an average of 21.774. A closer look at CV values showed that they were only high
when the mean value of the posterior (the denominator of the CV) was very low (< 1%).
When such denominators were very low, absolute standard deviations of posterior
distributions were also very low (<0.82%), so that even in those cases, in absolute
terms, posteriors showed very small variation in parameter values. When ignoring CV
values with denominators below 1 %, CV values for dispersal assembly steps still
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A7: Stepwise Community Assembly Models (STEPCAM): how well can our ABCSMC model selection procedure distinguish between competing models?
In order to investigate how well our ABC‐SMC approach can distinguish between
competing STEPCAMs, we investigated three criteria: (1) how much variation is there
in the parameter values from the posterior distribution? (2) does the ABC‐SMC
approach lead to repeatable patterns, that is: when the algorithm is run several times,
are average parameter values of posterior distributions relatively constant across
different runs for the same plot? And (3) does the "itting of summary statistics gener‐
ated by a ‘generator’ STEPCAM lead to the selection of a ‘candidate STEPCAM’ with
similar parameter settings?

proportion of dispersal assembly steps

ranged from 0.014 to 1.215, with an average of 0.190, CV values for "iltering steps
ranged from 0.174 to 1.971, with an average of 0.674 and CV values for limiting simi‐
larity steps ranged from 0.119 to 5.431, with an average of 0.730. In general, variation
in parameter values from the posterior distribution of ABC‐SMC algorithms was there‐
fore reasonably low.
Mean and sd values of posteriors of parameter values for each plot can also be seen
in A7A, B and C.
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Figure A7.A. Mean and sd values of the posterior distributions of the proportion of dispersal
assembly steps for each plot. As each plot was "itted 10 times, the mean and sd values of the poste‐
riors are averages across replicate model "its.
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Figure A7.B. Mean and sd values of the posterior distributions of the proportion of "iltering assembly
steps for each plot. As each plot was "itted 10 times, the mean and sd values of the posteriors are
averages across replicate model "its.
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2. DOES THE ABC‐SMC APPROACH LEAD TO REPEATABLE PATTERNS?
We applied the ABC‐SMC model selection approach 10 times to each of the 20 plots we
investigated in this study. So not only within posterior distributions there could be vari‐
ation in parameter values, but also across replicate runs within the same plot, the
average parameter value of posterior distributions could differ. Also in this case, ideally,
this variation should be as low as possible, which would indicate that the ABC‐SMC
approach leads to repeatable patterns.
sd
value
We used the coef"icient of variation (CV = meanparameter
) as a standardized measure
parameter value
for the variation of average parameter values across replicate model selection runs,
with CV values below 1 indicating relatively low variation and CV values above 1 indi‐
cating relatively high variation. CV values for dispersal assembly steps ranged from
0.001 to 0.321, with an average of 0.066. CV values for "iltering steps ranged from 0.021
to 1.176, with an average of 0.317. CV values for limiting similarity steps ranged from
0.024 to 0.779, with an average of 0.245. In general, replicate model selection runs thus
resulted in very similar average parameter values of posterior distributions. Therefore,
we conclude that the ABC‐SMC approach leads to repeatable patterns.
3. DOES THE FITTING (WITH ABC‐SMC) OF SUMMARY STATISTICS GENERATED BY A
‘GENERATOR STEPCAM’ LEAD TO THE SELECTION OF A ‘CANDIDATE STEPCAM’ WITH
SIMILAR PARAMETER SETTINGS?
We performed the ‘generator STEPCAM "itting procedure’ on plot 17. We used ‘gener‐
ator models’ with certain parameter settings to generate summary statistics (FR, FE,
FDiv and CTM values). With the ABC‐SMC approach described in the main document,
these summary statistics were used to identify a ‘best "itting candidate model’. We then
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Figure A7.C. Mean and sd values of the posterior distributions of the proportion of limiting similarity
assembly steps for each plot. As each plot was "itted 10 times, the mean and sd values of the poste‐
riors are averages across replicate model "its.

compared each of the three parameter values of the ‘generator models’ with parameter
values of the associated ‘best "itting candidate models’: ideally, if our ABC‐SMC
approach works perfectly, parameter values of ‘generator modes’ and ‘best "itting
candidate models’ would be exactly equal. In case our ABC model selection procedure
would be totally uninformative, leading to the selection of STEPCAMS with random
parameter settings, the average expected parameter deviation would be:
DEVexp =(

1 – x + 2x2 – 2 x3 ) ∙ 100
3
3

CHAPTER 1

in which x is the given parameter setting from the ‘generator model’ (e.g. the
percentage of dispersal assembly steps in the ‘generator model’). In total, we "itted 10 x
231 ‘generator models’: we ran ‘generator models’ with each of the 231 parameter
settings described above, with ten replicates for each parameter combination.
On average, the deviation in parameter value of ‘best "itting candidate models’ from
the associated ‘generator models’ was 3.7 % for the relative proportion of dispersal
assembly steps, 2.2 % for the relative proportion of "iltering steps and 2.0 % for the
relative proportion of limiting similarity steps. These deviations shifted slightly over
parameter space (Fig A7D, above). Average expected deviations were 27.7 % for each
parameter value, and thus much higher than observed. This made us con"ident that
generally, the ABC‐SMC approach was adequate in distinguishing STEPCAMs with
different parameter combinations. Although expected parameter deviations shifted
over parameter space (Fig A7D, below), for almost any parameter combination,
observed deviations between ‘generator models’ and associated ‘best "itting models’
were smaller than deviations when assuming that our ABC‐SMC approach would
randomly select models (Fig S7E). Only in the small parameter space within the circles
in Fig. S7E, observed deviations between ‘generator models’ and associated ‘best "itting
models’ were larger than expected by chance. Overall, with almost any parameter
combination of the ‘generator model’, the ABC‐SMC procedure performed better than
random. When ‘generator models’ had extreme parameter settings (i.e. the relative
contribution of a given community assembly process being either close to 0 % or close
to 100 %), the ABC model selection procedure performed relatively better than in cases
where parameter settings of ‘generator models’ were less extreme (Fig S7E).
We also investigated whether parameter values of generator models and best "itting
models correlated strongly. This was indeed the case for both dispersal assembly,
"iltering and limiting similarity (Fig. A7F).
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Figure A7.D. Ternary plots with on top the absolute deviation between parameter values from ‘gene‐
rator models’ and their associated ‘best "itting candidate models’, as a response to the parameter
values of the ‘generator models’. The three parameter deviations considered are: the relative contri‐
bution of (i) dispersal assembly steps (left), (ii) "iltering steps (middle) and (iii) limiting similarity
steps (right) in community assembly. Below one can see the expected deviation between parameter
values from ‘generator models’ and their associated ‘best "itting models’, assuming that the ABC‐SMC
approach selects ‘best "itting models’ randomly over parameter space. Deviation values for positions
in parameter space were estimated using bilinear interpolation. Abbreviations: RR = dispersal
assembly, F = "iltering and LS = limiting similarity.
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Figure A7.E. Ternary plots with the observed – expected deviation between parameter values from
‘generator models’ and their associated ‘best "itting candidate models’, as a response to the para‐
meter values of the ‘generator models’. Note that values are always negative. Deviation values for
positions in parameter space were estimated using bilinear interpolation. Abbreviations: RR =
dispersal assembly, F = "iltering and LS = limiting similarity.
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Figure A7.F. Parameter values of ‘generator models’ versus those of ‘best "itting models’. If Model
"itting works perfectly, points should be on the y = x lines (dotted line). Points were generally indeed
close to this line, and average (across best "itting models applied to the same focal parameter value of
the generator community) 95% credible intervals (grey area) always overlapped with the y = x line.
Adjusted R2 values are: 0.9619 (dispersal assembly); 0.9791 ("iltering) and 0.9786 (limiting simila‐
rity).
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A8: Additional results

1

Drivers of CTM values
To investigate how tree species richness, log abundance of trees and CTM values
responded to gradients of rainfall and "ire, we created full general linear models (LMs)
containing rainfall and "ire frequency as predictor variables for species richness, log
abundance and CTM values as response variables. We ran a Maximum Likelihood
model selection procedure, identifying the model with the lowest AIC value only
containing signi"icant predictor variables.
It appeared that tree species richness decreased with an increasing frequency of
"ires (Table S1), with average richness going down from approximately 19 species in
plots with lowest "ire frequency to approximately 9 in plots with highest "ire frequency.
Tree abundances did not respond to "ire frequency or annual rainfall (Table A81). At
areas of high rainfall, trees had largest leaves and highest SLA, but lowest WD. At areas
with high "ire frequency, trees had on average low SLA, high WD and high leaf C
content. Other CTM values did not respond signi"icantly to "ire or rainfall. Model
comparisons are shown in Table A8.2.

Table A8.1. Relationships between tree communities and environmental gradients (most parsimo‐
nious models).
Variables in final model with effect sizes

R2

Diversity and density
Species richness
Rainfall (-0.056), fire frequency (-5.220), Rainfall x fire frequency (0.006)
Log abundance

0.267
0.000

CTM values
Specific Leaf Area

Rainfall (0.152), fire frequency (-1.354)

0.583

Leaf Area
Wood Density
C content
N content
P content
S content
K content

Rainfall (0.030) + fire frequency (-0.259)
Rainfall (-3.319E-4), fire frequency (2.371E-3)
frequency (-0.003), fire frequency (0.076)
Rainfall (0.102E-4), fire frequency 4.751E-3
Rainfall (0.016)
Rainfall (0.540), fire frequency (35.166), Rainfall x fire frequency (-0.051)
Rainfall (0.197), fire frequency (-2.613)

0.386
0.645
0.272
0.000
0.000
0.000
0.000

Extra null models
We performed null models (‘simple null models’) additional to those presented in the
main article, in which the chance that a species was included in a local community was
purely random and independent of its frequency. It appeared that in sic plots, FR was
lower than expected based on the simple null model (vs three plots for the null model
from the main analysis) and FE and FDiv were lower than expected by chance in two
plots (as was also the case in the main analysis).
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Response variable
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Table A8.2. Comparisons between different models explaining species richness, log abundance and
CTM values. Most parsimonious models are shown in bold.

Response variable

Fire frequency

Rainfall

Fire x rainfall

AIC

Species richness
Species richness
Species richness
Species richness
Species richness

1
1
1

1
1

1

126.93
127.40
133.54
128.79
133.00

Log abundance
Log abundance
Log abundance
Log abundance
Log abundance

1
1
1

1
1

1

13.03
11.58
10.17
9.58
8.17

Specific Leaf Area
Specific Leaf Area
Specific Leaf Area
Specific Leaf Area
Specific Leaf Area

1
1
1

1
1

1

164.35
162.36
166.27
176.18
175.88

Leaf Area
Leaf Area
Leaf Area
Leaf Area
Leaf Area

1
1
1

1
1

1

104.60
102.99
105.37
113.73
113.13

Wood Density
Wood Density
Wood Density
Wood Density
Wood Density

1
1
1

1
1

1

-88.04
-89.32
-85.95
-71.67
-72.59

Leaf Carbon content
Leaf Carbon content
Leaf Carbon content
Leaf Carbon content
Leaf Carbon content

1
1
1

1
1

1

39.96
39.22
45.48
40.56
44.90

Leaf N content
Leaf N content
Leaf N content
Leaf N content
Leaf N content

1
1
1

1
1

1

-8.65
-4.84
-6.48
-6.84
-8.47

Leaf P content
Leaf P content
Leaf P content
Leaf P content
Leaf P content

1
1
1

1
1

1

116.41
114.44
114.28
114.75
114.94

Leaf S content
Leaf S content
Leaf S content
Leaf S content
Leaf S content

1
1
1

1
1

1

184.01
189.57
187.61
189.56
187.71

Leaf K content
Leaf K content
Leaf K content
Leaf K content
Leaf K content

1
1
1

1
1

1

211.83
209.86
210.11
211.30
210.66
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Chapter 2

Stochastic processes dominate community
assembly in cichlid communities at the shore
of Lake Tanganyika, Zambia
Thijs Janzen, Adriana Alzate, Moritz Muschick,
Fons van der Plas, Rampal S. E!enne

ABSTRACT

The African Great Lakes are characterized by an extraordinary diversity of endemic
cichlid "ish species. As these lakes are relatively young and have often dried out, the
cause of their extremely high diversity in endemic species is still unresolved. Most
studies so far have tried to solve this question by focusing on the factors that promote
speciation, but the processes that determine co‐existence and diversity at local scales
have received much less attention, even though understanding local scale diversity
may be crucial for understanding larger scale patterns.
Here, using cichlid presence, abundance, and trait data collected in 36 transects,
we apply a newly developed tool to investigate the relative importance of both neutral
(dispersal limitation) and niche‐based ("iltering and limiting similarity) processes in
shaping cichlid communities in Lake Tanganyika, in different habitat types. Although
our trait based simulation analyses reveal an important role for stochastic processes,
they also point at a role of "iltering and limiting similarity processes in shaping local
communities. The dominance of stochastic processes is constant across our transects,
while the relative importance of "iltering and limiting similarity processes appears to
shift over main habitat attributes, with the contribution of limiting similarity
increasing with increasing habitat complexity and that of "iltering decreasing.
The large role of the stochastic, trait‐invariant processes seems to suggest that
selection based on the traits we studied is relatively weak for cichlids, and that diver‐
si"ication in cichlids is mainly driven by selection for other traits, or by historical
allopatry.
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Introduction
The stunning diversity of cichlid "ish in the African Rift lakes has fascinated scientists
during the last decades (Brooks 1950; Fryer & Iles 1972; Coulter 1991; Kocher 2004;
Wagner et al. 2012). Cichlid "ish form one of the most spectacular examples of adaptive
radiation, with as many as 500 – 2,000 species (Turner et al. 2001) in the African Rift
Lakes alone, which is all the more surprising considering that the African Rift Lakes are
relatively young. The oldest lake, Lake Tanganyika, is only 10 million years old (Cohen
et al. 1993, 1997b). Part of the great diversity of the cichlids has been thought to be the
result of changes in water level of these lakes, generating allopatric populations and
promoting speciation (Rossiter 1995; Verheyen et al. 1996; Sturmbauer et al. 2001;
Koblmüller et al. 2011; Aguilée et al. 2013). Alternative theories have focused on the
genetic background of cichlids (Brawand et al. 2014), the adaptive advantages of the
pharyngeal jaw (Seehausen 2006; Hellig et al. 2010; Parsons et al. 2011; Muschick et al.
2012) or advanced brood care and sexual dimorphism (Salzburger et al. 2005; Sefc
2011).
In strong contrast to the multitude of research focusing on the evolutionary explana‐
tions of cichlid diversity, is the paucity of studies aiming at understanding mechanisms
underlying local coexistence and diversity of cichlid species. Empirical studies focusing
on local scale diversity have identi"ied either temporal trends (Hori et al. 1993;
Takeuchi et al. 2010), the impact of human disturbance (Alin et al. 1999), opportuni‐
ties for relieving "ishing efforts (Duponchelle et al. 2003; Weyl et al. 2005), the impact
of protected areas on cichlid communities (Sweke et al. 2013) or have simply acted as
descriptions of local diversity (Hori et al. 1983; Kuwamura 1987; Van Steenberge et al.
2011). While these studies have shown interesting patterns of local cichlid communi‐
ties, few studies have attempted to bridge the gap with community assembly theory in
order to understand the processes underlying local community composition patterns.
To understand local scale dynamics and co‐existence, it is important to understand
how local environmental determinants interact with species’ properties in shaping
community composition (McGill et al. 2006a).The use of species traits to understand
community composition (Kraft et al. 2008; Cornwell & Ackerly 2009) is based on the
idea that a species’ traits inform us about the niche it occupies (Hutchinson 1958) and
that niche‐overlap determines coexistence (Hutchinson 1959; Tilman 1981; Chesson
2000). Observing patterns in trait‐distributions then informs us about any underlying
processes driving species‐coexistence and community composition.
Here we use a trait‐based based approach on community composition and coexis‐
tence and focus on how environmental factors in"luence different underlying processes
of community composition. Trait‐based community assembly has been hypothesized to
work through two main mechanisms: "iltering out of un"it traits, and limiting similarity
of co‐occurring species (Kraft et al. 2008). Species that are intolerant to stress,
herbivory and predation pressures might be excluded from the community, leading to a
reduced observed trait diversity of co‐occurring species (Weiher & Keddy 1995b; Corn‐
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well et al. 2006). In addition, interactions between species differing in traits that re"lect
competitive dominance (e.g. plant height) can also lead to high trait clustering
(May"ield & Levine 2010; HilleRisLambers et al. 2012) . We will refer to such processes
in this paper as “"iltering”. Conversely, competitive exclusion of species with overlap‐
ping niches or exclusion of species with shared specialist predators (apparent competi‐
tion) can lead to an increase in trait diversity of co‐occurring species (MacArthur &
Levins 1967; May"ield & Levine 2010). Such processes will be referred to in this paper
as “limiting similarity” processes. As "iltering and limiting similarity have opposite
effects on trait distributions, it is often hypothesized that these might cancel out, or are
dif"icult processes to identify simultaneously (Kraft et al. 2008; Weiher et al. 2011; Van
der Plas et al. 2012). Recently some of us have developed a new modeling framework
speci"ically aimed at the simultaneous determination of "iltering and limiting similarity
(van der Plas et al. 2014). Using this modeling framework, the relative contribution of
limiting similarity to community assembly was shown to change over a "ire and rain‐
fall gradient in savannah trees in South Africa.
Here we investigate how three major environmental components in"luence commu‐
nity structure in cichlid communities. First we look at how communities change along a
depth gradient. Because most cichlid species from Lake Tanganyika are littoral, and
associated with the substrate (Konings 2005) we expect that with increasing depth,
diversity will decline. Furthermore, we expect this decrease in diversity to result from a
decrease in light intensity with depth, decreasing algae densities and thereby reducing
scope for algae‐feeding cichlids. As a result we expect to observe higher impacts of
"iltering processes in deep areas. Secondly we focus on the impact of sand cover on
community assembly. Many cichlids are highly dependent on rocks for either food (the
growth of algae) or for shelter (Konings 2005) and we expect that an increase in sand
cover will decrease the amount of available rock surface and hence decrease diversity.
However, males of several cichlid species use sand to construct bowers to attract
females and are thus highly dependent on sand (Sefc 2011). Whether this will offset the
decrease in diversity as a result of a reduction in available food resources remains
unclear. Lastly we look at the effect of habitat complexity. A more complex substrate
that consists of a large variation in height of the different components of the substrate
(rubble, sand, rock, boulders) provides more shelter and a larger surface for algae
growth. Furthermore, complex habitats are often associated with reduced territoriality
(Danley 2011), a larger number of niches (Willis et al. 2005) and higher diversity (Ding
et al. 2014). We expect higher diversity with an increase in complexity, and more scope
for limiting similarity. Furthermore we expect that along the three gradients, apart
from changes in diversity and species richness, community structure changes as well,
which could in turn cause changes in the distribution of traits along these gradients.
Using the recently developed framework to assess trait‐based community effects (van
der Plas et al. 2014), combined with the direct analysis of trends in trait distributions
and species richness, we aim to shed light on how the habitat in"luences community
composition in cichlid "ish in Lake Tanganyika.

Methods
Abundance data
Abundance data of cichlids was collected in Lake Tanganyika, near Kalambo Lodge
(8°37'22.29"S, 31°12'1.89"E), Zambia, Africa (Figure 2.1) through SCUBA diving. In
total, 12 different sites were sampled, with a summed total of 36 transects (Figure 2.1,
Table 2.2). Two divers traversed the 20‐meter transects and recorded all individuals
within 2 meters of each side of every transect. One diver checked all "ish to the left of
the transect, whilst the other diver focused on the "ish to the right of the transect. After
"inishing the transect, the divers waited 10 minutes at the end of the transect and
traversed the transect in the opposite direction, again scoring individuals. To maximize
the number of transects that can be scored per dive, three transects were set out to
start at the same starting point, all three parallel to the shore. Two transects were
parallel to each other, with at least 10 meters between them. The third transect was
placed 5 meters after one of the two parallel transects (see Figure 2.1).

7

1

AFRICA
11
5
Field
station

12

6

10

Lake
Tanganyika

3
8
2
9
10 m

9-3

10

CHAPTER 2

100 m

9-1

9-2

Figure 2.1. Sketch of the sampling positions in front of the Kalambo Lodge, located in the south of
Lake Tanganyika, which is located in the center of East Africa. Relative position of the transects at
every site is indicated in the grey square. Numbers in the grey square refer to the transect numbers
in Table 2.2, numbers in the square on the left refer to the site numbers in Table 2.1. Note that the
squares have different scales.
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Environmental data
Per transect, we measured three different ecological variables. Firstly, using a diving
computer, we recorded the depth at the beginning and the end of the transect. Secondly
we made photographs of a 50 x 50 cm2 square made out of tubing along every transect
to estimate sand cover (Figure 2.2). We took photographs alternating on each side of
the transect (20 photographs on the left side of the transect line, and 20 photographs
on the right side). After returning to the lab, we analyzed photographs of the squares
using computer software. We selected the contour of surfaces covered by sand within
the square tubing (excluding visible stones covered with a small sand layer) and calcu‐
lated the surface of this contour using MATLAB. We also calculated the surface of the
contour of the square tubing itself to obtain the total surface of interest in the picture.
To obtain the total sand cover we divided the surface of the sand contour by the surface
of the tubing. The average ratio over all photographs taken along the transect was used
as the average sand cover of the transect.

Next we recorded the complexity of the substrate. Along the transect rope we "itted
a chain with a "ixed length in a straight line along the bottom, such that the chain would
closely follow the contours of the bottom along the transect (Shumway et al. 2007). As
a measure of habitat complexity we measured the total length of chain required to
cover the bottom from the start to the end of the transect, divided by the total length of
the transect line. High values indicate high relief, most likely caused by an alternation
between large rocks and small rocks or sand. Low values indicate low relief with little
or no rocks and mainly sand.
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Figure 2.2. Twelve of the 40 photographs used to estimate sand cover, taken along transect 12‐3.
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Species traits
We used the species traits studied Muschick et al. (2012), which were standard length,
total length, weight, stable nitrogen isotope content, stable carbon isotope content,
lower pharyngeal jaw height, lower pharyngeal jaw width and gut length. In order to
obtain a set of traits that does not strongly correlate, we checked the Pearson
Rank
_
correlation between traits and removed traits that correlated with an R > 0.4. Total
length and weight were found to correlate strongly with standard length (standard
length vs total length: R2 = 0.98, standard length vs weight: R2 = 0.88), thus only stan‐
dard length was selected. Furthermore, lower pharyngeal jaw width and lower pharyn‐
geal jaw height were found to strongly correlate with each other (R2 = 0.45) and with
standard length (lpj height vs standard length: R2 = 0.46, lpj width vs standard length:
R2 = 0.35) and were both omitted from the analyses. Stable isotopes correlated with
each other (R2 = 0.20), and considering that we do not want to overemphasize the
importance of these two traits compared to the other traits, we decided to omit the
stable carbon isotope content. This yielded a "inal trait set of standard length, stable
nitrogen isotope content and gut length. Standard length re"lects possible adaptations
to the local environment, whilst gut length re"lects adaptations to food type. Stable
nitrogen isotope content re"lects the position of a species within the food web. and
provides information on resource partitioning as well.
Muschick and coauthors (2012) also collected data on body shape and the shape of
the pharyngeal jaw, which both could re"lect adaptations either to the environment
(body shape) or adaptations to food type (pharyngeal jaw shape). Both the shape of the
body and that of the pharyngeal jaw were assessed using landmark‐based geometric
morphometric methods. We used 17 landmarks for body shape, and 29 landmarks for
pharyngeal jaw shape. Obtained xy coordinates of the landmarks were combined into
PCA components for both body shape and lower pharyngeal jaw shape. From these PCA
components we include the "irst PCA component for both body and lower pharyngeal
jaw shape, which contained 37% and 49% of total expected variance in respectively
body and pharyngeal jaw shape. The inclusion of more PCA components would allow
us to cover a larger part of variance in shapes, but it would reduce the weight of other
focal traits (standard length, stable isotopes and gut length). We therefore decided to
only use the "irst PCA component as a proxy for body or pharyngeal jaw shape .
The "inal trait set thus consisted of 5 traits: standard length, stable nitrogen isotope
content, gut length, "irst PCA component of LPJ shape and the "irst PCA component of
body shape.
Missing trait values were imputated using the MICE package (Buuren & Groothuis‐
Oudshoorn 2011). The MICE imputation process uses a Gibbs sampler technique to
impute the missing data, assuming a multivariate distribution for the missing data.

Trait-based community assembly
In order to infer the relative contribution of limiting similarity, habitat "iltering and
dispersal assembly we used the STEPCAM approach (van der Plas et al. 2014). The
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STEPCAM model is a STEPwise Community Assembly Model, which implements
community assembly by applying three "ilters that mediate species selection from the
metacommunity to the local community: a habitat "ilter, a similarity "ilter and a
dispersal "ilter. Starting with all observed species in the dataset, species are removed in
a stepwise fashion until the number of species observed in the local community is
obtained. Removal of species occurs either 1) because their traits are too dissimilar
from the observed mean trait distribution in that community which is assumed to be
the habitat optimum (habitat "iltering), 2) because their traits are too similar to the
other remaining species, or 3) due to dispersal limitation, which results in a random
removal step, where the probability of removal is proportional to the number of local
communities in the dataset where the species is observed, which is used as a proxy for
the metacommunity distribution. Because the STEPCAM model uses relative abun‐
dances, we used the combined species counts over all recordings to calculate these
relative abundances. The STEPCAM model was "itted using Approximate Bayesian
Computation, where using the model, data is simulated and compared with the
observed data. Comparison between simulated and observed data occurred through
comparing four summary statistics, Functional Richness, Functional evenness, Func‐
tional divergence and community trait means (Villéger et al. 2008, van der Plas et al.
2014). We applied a Sequential Monte Carlo algorithm (ABC‐SMC) using the function
STEPCAM_ABC from the package STEPCAM (Janzen & van der Plas 2014). We used
1000 particles and a "inal acceptance rate of 1 in 20,000. The reported estimates for
dispersal assembly, "iltering and limiting similarity are mean estimates over 5 replicate
STEPCAM runs, seeded with different random seeds.

The effect of the environment on traits
In order to understand changes in trait values that might be linked to changes in the
environment, we analyzed the link between traits and environmental variables. We
calculated, per transect, community‐level weighted trait means (CWM), where trait
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Extended metacommunity
The STEPCAM model assumes, by default, that the metacommunity consists of all
species recorded in a study. This implicitly assumes that the researcher has sampled a
multitude of local communities, to the extent that the sampling effort has been fully
exhaustive, e.g.: all species, even very rare ones, have been observed. This implies that
species with very different trait values, for instance because they are not adapted to the
habitat in the sample area, are not expected to be observed in any of the sampled local
communities. Consequently, the relative contribution of habitat "iltering, limiting simi‐
larity and dispersal assembly might be sensitive to the composition of the metacommu‐
nity. To test this we extended the metacommunity by including a number of species for
which trait data was available, and which are known to occur in the southern basin of
Lake Tanganyika. We added these species to the metacommunity as if they were
spotted in 1 plot, which is the lowest abundance possible in the model.

2

values are weighted by the relative frequency of the species in the transect carrying the
trait (Lavorel et al. 2007) . CTM values were calculated using the function ‘dbFD’ from
the R package FD (Laliberté et al. 2014). We used Linear Models to test how CTM
values changed over environmental gradients. We constructed full models, where CTM
values were used as dependent variable and the three habitat components, and their
interactions, as predictor variables. We then used a AIC model‐selection procedure
(selecting the model with the lowest AIC value).
We repeated this approach using unweighted trait means, thus treating every
species equally and disregarding differences in abundance. Thereby we avoid overem‐
phasizing species that occur clustered and avoid underestimating species that might
occur in low abundances but could have a large in"luence due to territoriality or aggres‐
sive behavior.

CHAPTER 2

Comparing species compositions
If the best "itting STEPCAM estimates truly re"lect underlying community assembly
processes, we expect the species compositions of communities simulated using
STEPCAM to be similar to the species composition of observed communities. We inves‐
tigated this question by comparing species compositions of observed communities,
communities created by the best "itting STEPCAM with the standard metacommunity
approach and communities created by best "itting STEPCAM with the extended meta‐
community approach, and projected species composition on NMDS axes. Using the esti‐
mates for dispersal assembly, habitat "iltering and limiting similarity, we simulated new
communities using STEPCAM and used only those communities which had a "it lower
than the "inal threshold value used in the ABC‐SMC procedure. For every transect we
simulated one community. Because STEPCAM only generates presence‐absence data,
NMDS analyses were based on the Jaccard distance (Jaccard 1912) with 4 NMDS axes.
We performed 100 iterations and obtained a minimal stress level of 0.165 (R2 = 0.778).
Using the ‘env"it’ function in the vegan package (Oksanen et al. 2008) we explored
whether our environmental variables correlated with the ordination axes. Furthermore
we applied linear regression to compare the NMDS axes of the two different
approaches (standard and extended metacommunity) with the NMDS axes obtained for
the empirical data. Lastly we tested for multivariate homogeneity of group variances
using the “betadisper” function in the vegan package.
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Results
Species compositions
Overall diversity over the 36 transects was high, with a mean number of 22 species per
transect, and accumulated total number of 53 species (see also Figure 2.3). The most
common species we encountered was Telmatochromis temporalis, contributing 12% of
4926 recorded individuals (averages across the two SCUBA divers and two repetitions
of the transect). Only 7 species covered 50% of all individuals observed (Telmatochromis temporalis, Variabilichromis moorii, Tropheus moorii, Neolamprologus
pulcher, Interochromis loocki, Telmatochromis vittatusi and Xenotilapia boulengeri),
whilst 24 species were responsible for 90% of all observations (see also Figure 2.3).
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Transects with a more complex substrate, and a low sand cover had higher species
richness than transects with high sand cover and low habitat complexity (Table 2.1, F =
15.43, R2 = 0.452, p = 1.86e‐5, see also Figure 2.4). Furthermore overall abundance
also increased with increasing complexity, but decreased with an increase in depth
(Table 2.1, F = 4.155, R2 = 0.265, p = 0.008265).
All three environmental components had a signi"icant effect on community compo‐
sition, where the difference between transects in either depth, sand cover or habitat
complexity was positively correlated with Bray‐Curtis dissimilarity (Figure 2.5, Mantel
test: Depth: R2 = 0.293, p < 1e‐4, Sand cover: R2 = 0.174, p < 1e‐4, Habitat complexity:
R2 = 0.190, p < 91e‐4, number of permutations of the Mantel test was 10,000).
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Figure 2.3. Rank abundance curve of all individuals of all species sampled across all transects. On the
y‐axis, the logarithm of percent relative species abundance is plotted. On the x‐axis the rank of
species in abundance is plotted, with a low rank corresponding to the most common species.
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Figure 2.4. Changes in species richness over the three habitat gradients. Points depict the different
transects. Signi"icant correlations are plotted as a straight line.
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Figure 2.5. Bray‐Curtis dissimilarity between transects as a function of the difference in environ‐
mental factor between transects. Straight lines indicate signi"icant correlations.

Relative contribution of community assembly processes
Fitting STEPCAM to the trait distributions of the 36 different transects yielded an
average contribution of dispersal assembly steps of 81%, with "iltering only
contributing 2.9% of the steps and the remaining 16% of stepwise removal was due to
limiting similarity (Figure 2.6). Using the extended metacommunity yielded an average
contribution of dispersal assembly steps of 79.6%, an average contribution of habitat
"iltering steps of 7.9% and an average contribution of limiting similarity steps of 12.3%
(Figure 2.6).
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Linear regression revealed that the contribution of habitat "iltering, using the stan‐
dard metacommunity, decreased with increasing depth (F = 4.355, df = 34, p = 0.044,
R2 = 0.11, Figure 2.7) and decreased with increasing complexity (F = 8.737, df = 34, p =
0.0056, R2 = 0.20, Figure 2.7). Similar patterns were found using the extended meta‐
community, where habitat "iltering also decreased with increasing depth (F = 7.354,
df = 34, p = 0.0104, R2 = 0.18, Figure 2.7) and increasing complexity (F = 5.445, df =
34, p = 0.0257, R2 = 0.14, Figure 2.7). Furthermore the contribution of dispersal
assembly increased with increasing complexity, but only for the extended metacommu‐
nity model (F = 5.626, df =34, p = 0.0235, R2 = 0.14, Figure 2.7), which seems to coun‐
teract the decrease in habitat "iltering with increasing complexity.

Comparing species compositions
Species composition of communities generated by STEPCAM using the standard meta‐
community were generally similar to the observed species compositions of our tran‐
sects. None of the species added to the extended metacommunity ended up in the "inal
species composition of the communities, except Perissodus paradoxus, which took the
place of Perissodus microlepis. Lepidiolamprologus elongatus was found in more than
twice as many transects in the species compositions generated by both STEPCAM
versions (found in 33 and 31 transects with standard and extended STEPCAM respec‐
tively, compared to 17 observed transects). NMDS plots further con"irm that species
composition of communities generated by STEPCAM were similar to the observed
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Figure 2.6. Relative contribution of the three different processes in STEPCAM. Red boxplots indicate
mean estimates over 36 transects using the standard metacommunity approach, blue boxplots indi‐
cate mean estimates over 36 transects using the extended metacommunity approach. Differences
between standard and extended metacommunity were not signi"icant; the relative contribution of
dispersal assembly was signi"icantly different from habitat "iltering and limiting similarity (as indi‐
cated by the letters a and b), which were not signi"icantly different from each other (post hoc
TukeyHSD).
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Figure 2.7. Relative contribution of dispersal assembly, habitat "iltering and limiting similarity steps
as estimated using STEPCAM, plotted against the three measured habitat components: depth, sand
cover and complexity. Signi"icant correlations are plotted as a straight line. Grey points and lines are
estimates using the standard metacommunity, black points and lines are estimates using the
extended metacommunity.

species composition of our transects (Figure 2.8). Furthermore, ordination values of
the "irst two NMDS axes correlated signi"icantly between the observed composition and
the composition resulting from STEPCAM using the standard metacommunity (NMDS1:
p = 6.897e‐05, R2 = 0.38; NMDS2: p = 3.638e‐10, R2 = 0.69), and between the observed
composition and the composition resulting from STEPCAM using the extended meta‐
community (NMDS1: p = 0.0029, R2 = 0.23; NMDS2: p = 4.904e‐07, R2 = 0.53) (see also
Figure S1). Testing for multivariate homogeneity of group variances yielded that the
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Figure 2.8. NMDS analysis results, "inal stress = 0.16, R2 = 0.77. Black dots indicate the communities
of our sampled transects, grey dots indicate communities obtained using the standard STEPCAM
routine, black dots indicate communities obtained using STEPCAM with an extended metacommu‐
nity. Arrows show the direction of the gradients.

Regression of traits and habitat components
We found that the three habitat gradients explained only a low proportion of variation
(most R2 were around 0.5) of community weighted means (CWM) of cichlid traits
(Table 2.1). A positive exception is the relationship between the "irst PCA axis of the
Lower Pharyngeal Jaw shape, which depends on all three habitat gradients (R2 = 0.865,
Table 2.1). Using unweighted traits (UW) emphasizes the effect of rare species, and
diminishes the effect of very common species, but trends in trait distributions are very
similar to those for CWM, and R2 scores are similar as well (Table 2.1). Overall we
observe that standard length is negatively impacted by depth, but positively by sand
cover and complexity, indicating that in shallow, complex habitats species tend to be
larger (CWM: R2 = 0.49, UW: R2 = 0.40, Table 2.1). Furthermore we observe that gut
length is longer in complex, shallow substrates with low sand cover (CWM: R2 = 0.48,
UW: R2 = 0.59, Table 2.1), which probably re"lects adaptations to digesting plant (algal)
matter.
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three different datasets (data obtained from the transects, and data obtained from
STEPCAM, using a standard metacommunity and an extended metacommunity) did not
signi"icantly differ from each other (F = 3.0448, p = 0.052). All three environmental
gradients correlated signi"icantly with the "irst two NMDS axes of observed communi‐
ties (all p < 0.001), R2 values were relatively low, however (0.35, 0.41, 0.35 for depth,
sand cover and complexity respectively).

Table 2.1. Signi"icant components of linear regression models, where species traits where used as
response variable, and the habitat components as predictor variables. Only those components that
were signi"icant after stepwise removal of all non‐signi"icant components are reported. The R2 of the
"inal model is reported in the last column.

Response variable

Depth

Species richness
log abundance
Functional
richness
Functional
evenness
Functional
divergence

R2

Variables in final model with effect sizes

-0.033

Sand
cover

Complexity

-0.093
0.021

6.122
0.590

-0.002

0.468

Sand x
Complexity

Depth x
Sand

Depth x
Complexity

Depth x
Complexity
x Sand
0.452
0.265

-0.022

0.384

0.012

0.294

0.008

0.082

0.584

Traits (CWM)
SL
d15N
gut length
LPJ PCA 1
Body PCA 1

-0.324
0.050
-3.201
0.276
-0.481

0.616
0.016
-4.212
0.160
-0.108

23.884
-0.023
68.413
4.9302
-2.345

-0.331
-0.011
3.502
-0.081
0.111

Traits (UW)
SL
d15N
gut length
LPJ PCA 1
Body PCA 1

-0.175
0.047
-12.448
0.304
0.126

0.617
0.004
-1.165
0.112
0.019

11.138
-0.510
178.25
2.477

-0.617

-0.078

-0.004
0.013

-0.047
-0.0004
0.128
-0.008
-0.002

0.484

-0.014

-0.337

0.051

-0.169

0.006

0.487
0.581
0.476
0.864
0.585

0.405
0.652
0.594
0.690
0.604
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Discussion
We analyzed to what extent differences in habitat composition in"luence community
composition in cichlid communities and which community assembly processes are
mostly likely underlying these patterns. For cichlid communities at the shores of Lake
Tanganyika, Zambia, we "ind that habitat substrate is an important determinant of
community assembly. Overall diversity is in"luenced by sand cover and complexity,
where complex environments, with low sand cover, contain most species. Yet, across all
habitat components, dispersal assembly is by far the most important component of
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trait‐based community assembly, although with an increase in complexity, limiting
similarity gains a bit in importance while habitat "iltering loses.
In order to infer the effects of dispersal assembly, "iltering and limiting similarity on
community assembly, we made use of STEPCAM (van der Plas et al. 2014), which esti‐
mates the relative contributions of these processes based on a mainland‐island para‐
digm, where species from the metacommunity disperse to the local community and are
selected against either because their traits do not match local conditions ("iltering),
because their traits are too similar to other species to allow coexistence (limiting simi‐
larity) or simply because of randomness (dispersal assembly). Findings using
STEPCAM can therefore depend greatly on the choice of the metacommunity composi‐
tion (Ricklefs 1987). To study this dependence further we compared two different
metacommunities: one, where we assumed that the metacommunity contained only
species sampled in our transects, and one where we extended our metacommunity by
including species that are known to occur in the surroundings of our sampling area
(Takeuchi et al. 2010). After inferring community assembly processes using STEPCAM,
we found that although relative contributions of the three different processes differed
slightly (albeit not signi"icantly) between the two approaches, overall community
composition was highly similar. This might be partially due to the fact that the non‐
observed species added to the metacommunities were added in very low densities,
allowing for dispersal assembly to easily select against them. Interestingly though,
using the extended meta‐community did favor the inclusion of Perissodus paradoxus,
over the actually observed Perissodus microlepis. This seems to suggest that selection of
these species is highly dependent on dispersal assembly. Hence, although generally
community composition was similar using either of the metacommunities, subtle
differences do exist. A further exploration using a metacommunity with species’ rela‐
tive frequencies based on a larger number of samples, or using a combination of litera‐
ture studies (Rossiter 1995; Paley & Sinyinza 2000; Takeuchi et al. 2010) could provide
additional insight, although our analysis seems to indicate that our "indings are robust
to the non‐detection of (rare) species.
Inferred levels of dispersal assembly, habitat "iltering and limiting similarity are
comparable to patterns found for trees in a South African savanna (van der Plas et al.
2014). For savanna trees, dispersal assembly was also the most important factor
shaping community assembly, responsible for 75.8% of the removal steps. Comparing
that to our inferred contributions of 81.0% and 79.7% for the limited and extended
metacommunity approach, dispersal assembly seems to be an important factor in
shaping community assembly, both in savanna trees and in cichlids. Habitat "iltering is
almost twice as important for savanna trees than for cichlids, responsible for 18.8% of
community assembly, compared to 2.9% and 7.9% for the limited and extended meta‐
community approach, respectively. The savanna trees were sampled across a rainfall
and "ire‐frequency gradient, and higher levels of habitat "iltering could indicate that
rainfall and "ire‐frequency impose higher restrictions on traits than the environmental
factors we looked at here impose on cichlids. Alternatively, the different "indings might
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re"lect general differences in community assembly between taxa as distant from each
other as trees and cichlids. Limiting similarity was fairly low for savanna trees,
contributing only 5.4%, whilst for the cichlid communities we inferred almost twice as
high with contributions of limiting similarity of 16% and 12.3% for the limited and
extended metacommunities respectively. This seems to indicate that species within
cichlid communities suffer from higher levels of competition or shared predation pres‐
sure than savanna trees (Pigot & Etienne 2014).
Both in the savanna tree study, and in the cichlid community study presented here,
habitat "iltering and limiting similarity contributions are fairly low, and the majority of
community assembly depends on dispersal assembly. Although this seems to suggest
that the majority of community assembly is stochastic, an alternative conclusion is that
we the studied traits that are irrelevant for community assembly and we should
consider other traits. While we cannot exclude that we missed a crucial adaptive trait
which would reveal high levels of "iltering or limiting similarity, we chose important
life‐history traits (speci"ic leaf area, wood density and leaf nitrogen content for the
savanna trees, and total length, gut length and pharyngeal jaw shape for the cichlids)
and we expect these traits to differ most across different habitats, as they are thought
to be related to different trade‐offs regarding resource retrieval and survival. Our
current selection of traits represents all the different aspects of both interactions
between species and interactions between species and the environment. However, in
our analysis we have not included any traits speci"ically linked to sexual selection, such
as male coloration, sexual dichromatism or sexual dimorphism. Inclusion of such traits
could change our estimates and possibly reveal novel relationships between habitat
components and either of dispersal assembly, habitat "iltering or limiting similarity.
Although one might expect habitat "iltering to change across a depth, sand or
habitat complexity gradient, this need not necessarily be the case. Indeed we expect the
position of the habitat "ilter to differ between rocky substrate and sandy substrate, but
the total strength of these pressures might remain the same. For our transects we "ind
that along the gradients, the contribution of "iltering remains stable. Conversely, we see
that limiting similarity does change along the habitat complexity gradient, such that
more complex habitats tend to have stronger limiting similarity. This might be because
inclusion of large rocky structures increase complexity, and such structures open up
possibilities for two co‐existing sub‐communities: one community between the rocks,
more bound to the sand and one community on top of the rocks. If these two communi‐
ties utilize different food types, a bi‐modal distribution in traits might present itself,
which could be picked up by the model as a sign of limiting similarity (overdispersion
of traits). Our inability to discern multimodal habitat "iltering and limiting similarity
suggests that possibly other traits outside the scope of the current research in"luence
co‐occurrence as well.
Complexity of the habitat has been shown to be an important driver of diversity for
Malawi cichlids (Ding et al. 2014). Here we recover similar patterns, where we "ind that
species richness, functional divergence, functional richness and limiting similarity are
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positively correlated with habitat complexity. The positive correlation between habitat
complexity and these factors seems to suggest that habitats with more complex
substrates facilitate diversi"ication. Habitats with more complex substrate are thought
to contain more available niches (Willis et al. 2005) and reduce intra‐ and interspeci"ic
aggression (Danley 2011) and they could generally increase the scope for different
habitats with different main food sources. What the exact mechanisms behind the posi‐
tive relationship between habitat complexity and diversi"ication are remains to be
further examined, as is the overall composition of the lake: do we mainly "ind areas
with high habitat complexity, or are these very localized spots? Understanding how
habitat complexity mediates diversity and diversi"ication, and the broad‐scale distribu‐
tion of habitat complexity along the shores of Lake Tanganyika could provide new
insights into the great diversity we currently observe in cichlid "ish.
Here we have shown how three important habitat components in"luence commu‐
nity composition in cichlid "ish communities in Lake Tanganyika, Zambia. Our "indings
are similar to patterns in savanna tree and tropical tree communities (Hubbell 2001;
van der Plas et al. 2014), where a large part of community assembly is governed by
neutral, trait‐invariant processes as well. This lack of trait‐based processes sheds new
light upon the evolutionary history of cichlids. It appears that local interactions are less
important than previously thought, and the lack of trait‐based processes seems to indi‐
cate that selection operating on traits is relatively weak, possibly emphasizing the
evolution of sexual traits. We note however that we might currently be sampling at a
period in which selection on ecological traits is relaxed, due to a high water level stand
and high food availability (Alin & Cohen 2003), or that we focused on traits that are
under weak selection. The lack of trait‐dependent processes also suggests the impor‐
tance of historical allopatry. Divergence between species could thus be mainly driven
by stochastic events, rather than trait‐speci"ic divergence events. Although trait‐based
analyses have revealed some convergent evolution events (Muschick et al. 2012), it
thus seems that the majority of divergence is not based on traits, but rather "inds its
footing in stochasticity. The high levels of hybridization, and the occurrence of several
species complexes in Lake Tanganyika cichlids (Egger et al. 2007; Koblmüller et al.
2007, 2011), also seem to suggest that ecological selection is relatively weak and that
divergence between species is mainly due to stochastic effects. With this current study
we hope to have provided a step further towards a more integrated approach of
community assembly, taking into account species abundances, species traits and envi‐
ronmental characteristics.
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Site
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Transect

3

Depth (m)

2

Sand cover
(%)

13.37
54.4
6.98
19.73
38.06
75.41
7.77
4.84
14.41
0
31.04
1.79
14.32
35.14
20.32
6.79
8.59
3.76
90.05
75.78
66.1
49.15
49.75
94.62

1.55
1.33
1.46
1.15
1.47
1.61
1.34
1.27
1.31
1.7
1.69
1.7
1.43
1.21
1.45
1.36
1.42
1.52
1.02
0.99
1.03
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1.2
0.97
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Complexity

13.75
13.85
12.95
15.1
14.4
12.85
10.95
9.8
8.15
11.15
13.6
10.1
3.85
4.95
4.45
10.7
11.1
10.2
7.65
6.65
7.05
15.45
14.35
14.9

17
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21
16
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25
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25
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12
15
17
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14
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1
2
3
1
2
3
1
2
3
1
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3
1
2
3
1
2
3
1
2
3
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2
3

68
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38
40
38
171
223
156
295
142
104
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Abundance

1

0.74
0.74
0.87
0.7
0.98
0.36
0.87
0.98
0.96
0.88
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0.44
0.92
0.97
0.85
0.76
0.69
0.89
0.83
0.44
0.83
0.98
0.76
0.85

DA
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0.13
0.13
0.15
0
0
0

HF
0.26
0.26
0.13
0.3
0.02
0.64
0.13
0.02
0.04
0.12
0.04
0.56
0.08
0.03
0.15
0.24
0.31
0.11
0.05
0.43
0.02
0.02
0.24
0.15

LS
0.86
0.89
0.63
0.94
0.84
0.69
0.73
0.97
0.74
0.59
0.96
0.85
0.57
0.97
0.8
0.86
0.87
0.93
0.76
0.63
0.78
0.96
0.96
0.84

DA
0
0.04
0.13
0
0.13
0
0.08
0
0.07
0.08
0
0
0.22
0
0.03
0.02
0.02
0
0.17
0.2
0.19
0.02
0
0.03

HF
0.14
0.07
0.25
0.06
0.03
0.31
0.19
0.03
0.19
0.33
0.04
0.15
0.21
0.03
0.16
0.12
0.11
0.07
0.07
0.17
0.03
0.02
0.04
0.13

LS
0.01
0
0.1
0.04
0
0
0.25
0.1
0.18
0.56
0.53
0.13
0.05
0.07
0.38
0.08
0.28
0.17
0
0
0
0.01
0.06
0

FR
0.6
0.69
0.67
0.67
0.79
0.74
0.65
0.64
0.65
0.71
0.75
0.69
0.43
0.75
0.48
0.49
0.61
0.55
0.7
0.6
0.36
0.75
0.58
0.76

FE

0.83
0.78
0.86
0.8
0.79
0.88
0.77
0.79
0.8
0.91
0.81
0.84
0.75
0.77
0.77
0.79
0.8
0.88
0.76
0.78
0.77
0.82
0.8
0.81

Fdiv

67.71
62.97
74.19
74.89
76.42
83.48
72.48
62.16
69.5
81.09
82.45
73.18
71.14
70.05
76.13
62.58
70.71
66.86
83.21
86
83.93
70.31
67.02
86.16

SL

6.64
6.95
6.02
6.27
6.23
5.91
6.15
6.28
6.18
6.2
6.02
6.23
6.08
6.45
5.85
6.31
6.2
6.44
6.44
6.47
6.1
7.03
6.55
6.6

d15N

Table 2.2. Summary statistics for all 36 recorded transects. DA = dispersal assembly, HF = habitat "iltering, LS = limiting similarity, FR = Functional Rich‐
ness, FE = Functional Evenness, Fdiv = Functional diversity, SL = Standard Length, LPJ = Lower Pharyngeal Jaw. SL, LPJ height & width, and gut‐length are in
cm. Site numbers correspond to the numbers in Figure 2.1.
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70
190.62
142.09
286.61
260.54
269.42
383.38
235.96
162.05
223.53
227.73
318.41
244.98
260.45
204.57
339.85
217.27
256.4
252.57
139.63
152.17
245.74
142.45
190
134.31

Gut
length

Site

8.21

Transect

mean

Depth (m)

71

26.62

1.32

1.34
1.19
1.26
1.32
1.19
1.2
1.37
1.23
1.37
1.3
1.33
1.07
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12

11

10

Sand cover
(%)

6.51
12.79
1.79
30.86
15.06
17.22
0.55
1.8
10.94
18.43
24.79
35.27

Habitat
Complexity

3.4
2.15
2.4
5.15
5.85
5.75
2.8
2.75
2.3
2
1.55
1.55
22

29
20
22
17
25
20
18
20
25
24
21
16

Species
richness

1
2
3
1
2
3
1
2
3
1
2
3

Diversity

139

170
125
111
109
180
184
126
125
201
195
124
125

Abundance

9

Habitat specifics

0.81

0.85
0.4
0.93
0.97
0.88
0.98
0.85
0.93
0.82
0.89
0.92
0.54

DA

0.1

0
0.27
0
0
0
0
0
0
0
0
0
0.38

HF

0.09

0.15
0.33
0.07
0.03
0.12
0.02
0.15
0.07
0.18
0.11
0.08
0.08

LS

STEPCAM standard
metacommunity

0.76

0.7
0.45
0.68
0.97
0.94
0.82
0.92
0.95
0.88
0.95
0.63
0.63

DA

0.13

0.03
0.31
0.16
0
0
0.16
0.01
0.02
0
0
0.21
0.32

HF

0.11

0.28
0.24
0.16
0.03
0.06
0.03
0.07
0.03
0.12
0.05
0.16
0.06

LS

STEPCAM extended
metacommunity

0.1

0.17
0.01
0.03
0
0.1
0
0.01
0.02
0.17
0.04
0.02
0

FR

0.62

0.64
0.53
0.54
0.68
0.55
0.65
0.65
0.53
0.52
0.56
0.55
0.52

FE

0.78

0.75
0.69
0.69
0.76
0.73
0.74
0.67
0.67
0.7
0.7
0.73
0.79

Fdiv

72.92

73.85
70.55
69.97
73.02
70.6
67.97
71
69.18
70.18
70.51
70.37
73.47

SL

271.52
256.89
244.4
193.99
271.68
227.94
268.54
241.79
254.02
257.58
224.3
187.56
232.8

5.91
5.6
5.86
5.96
5.84
5.89
5.75
5.82
5.8
5.86
5.88
5.96
6.16

d15N

Community-level Weighted Means (CWM)

Gut
length

2

Table 2.3. Average number of individuals per transect, per species, averaged over 2 SCUBA divers
traversing the transect twice. Only non‐zero recordings are shown. Transect number corresponds to
the transect numbers in table 2.1.
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Species

Sum over
all transects

Altolamprologus compressiceps
Altolamprologus fasciatus
Asprotilapia leptura
Aulonocranus dewindti
Callochromis macrops
Chalinochromis brichardi
Ctenochromis horei
Cyatopharynx furcifer
Cyprichromis leptosoma
Enantiopus melanogenys
Eretmodus cyanostictus
Gnatochromis pfefferi
Grammatotria lemairii
Haplotaxodon microlepis
Interochromis loocki
Julidochromis ornatus
Lamprologus callipterus
Lepidiolamprologus attenuatus
Lepidiolamprologus elongatus
Lepidiolamprologus lemairi
Limnotilapia dardenni
Lobochilotes labiatus
Neolamprologus caudopunctatus
Neolamprologus cylindricus
Neolamprologus furcifer
Neolamprologus modestus
Neolamprologus prochilus
Neolamprologus pulcher
Neolamprologus savoryi
Neolamprologus tetracanthus
Ophthalmotilapia nasuta
Ophthalmotilapia ventralis
Paracyprichromis brieni
Perrisodus microlepis
Petrochromis ephippium
Petrochromis famula
Petrochromis fasciolatus
Petrochromis polyodon
Plecodus straeleni
Psuedosimichromis curvifrons
Simochromis babaulti
Simochromis diagramma
Telmatochromis temporalis
Telmatochromis vittatus
Tropheus moorii
Variabilichromis moorii
Xenotilapia boulengeri
Xenotilapia flavipinnis
Xenotilapia spilopterus

26.5
74
9.5
2
10.5
70.5
7.5
86
252.5
1
222
85
0.5
3.5
294.5
115.5
52.5
47.5
45.5
34.5
28
47
120.5
11
20.5
25.5
1
307
205.5
169
39.5
85
1
116
76.5
12.5
36
9.5
2.5
1.5
11.5
27
610
293.5
308
388
288.5
51
192.5

Total

4926

72

Transect

1-1

1-2

0.5

5

1-3

2-1

1
1

2-2

3-1

3-2

3-3

1

3
1.5

2

1
2

5.5

0.5

1.5

0.5

2

0.5

0.5

0.5

10.5

2

0.5
2.5

0.5

7
5

6.5

7
4

2.5
4.5

1
1
4

2
0.5
4

1.5
5

18.5

0.5
2
1

0.5

9.5

17.5
11
11

1.5

0.5

1

0.5

4
10
0.5

1
1.5
6.5

1
1
0.5
0.5
0.5
0.5

2
3

4.5
0.5
1.5
1
1

1

0.5
7
1.5
1
0.5
1.5

1

2.5
2.5

0.5

2
3.5

7.5
16.5
0.5

3
10
3.5
1.5

1

2

0.5
2.5

19.5
7
4.5
2.5
3
6

1
11.5
0.5
3.5
1
0.5
2.5

3.5
0.5

1.5
0.5

1

15
10.5
2
5
1
2
0.5
2.5
5

0.5

2.5
2

1
2
2.5

3
3

26.5
11.5
4.5

1
1.5

4.5
1.5

2

0.5

1

6
9.5

8
1.5
9

5
3
2
1

2-3

105.5
23
2

2
3.5
5
2
2.5

1.5

0.5

1

1.5
5
0.5

2
3.5
1

1.5
2.5

1.5

2

6

5.5

4

1.5

5

67.5 108.5

86

37

39.5

32.5

23.5
9
14
2.5
2.5

19.5
21
6
5.5
8.5

35
17.5
15.5
8
3.5

4

1

10

169

223

155

Table 2.3. Continued

Altolamprologus compressiceps
Altolamprologus fasciatus
Asprotilapia leptura
Aulonocranus dewindti
Callochromis macrops
Chalinochromis brichardi
Ctenochromis horei
Cyatopharynx furcifer
Cyprichromis leptosoma
Enantiopus melanogenys
Eretmodus cyanostictus
Gnatochromis pfefferi
Grammatotria lemairii
Haplotaxodon microlepis
Interochromis loocki
Julidochromis ornatus
Lamprologus callipterus
Lepidiolamprologus attenuatus
Lepidiolamprologus elongatus
Lepidiolamprologus lemairi
Limnotilapia dardenni
Lobochilotes labiatus
Neolamprologus caudopunctatus
Neolamprologus cylindricus
Neolamprologus furcifer
Neolamprologus modestus
Neolamprologus prochilus
Neolamprologus pulcher
Neolamprologus savoryi
Neolamprologus tetracanthus
Ophthalmotilapia nasuta
Ophthalmotilapia ventralis
Paracyprichromis brieni
Perrisodus microlepis
Petrochromis ephippium
Petrochromis famula
Petrochromis fasciolatus
Petrochromis polyodon
Plecodus straeleni
Psuedosimichromis curvifrons
Simochromis babaulti
Simochromis diagramma
Telmatochromis temporalis
Telmatochromis vittatus
Tropheus moorii
Variabilichromis moorii
Xenotilapia boulengeri
Xenotilapia flavipinnis
Xenotilapia spilopterus
Total

Transect
4-1

4-2

4-3

5-1

1

2

6

2
1
0.5

3

1.5
8

2.5
5.5

1.5
1.5

5
1

20
189

12.5
18

7
20.5

1.5

4.5

12
2.5
2
1.5
0.5

1
9.5
5
4
1.5

5-3

6-1

6-2

6-3

2
6.5

0.5

1.5

0.5

1.5

2.5

2.5

2.5

5.5

6

1

1

1.5
2

6
0.5
3.5

0.5
2

13.5
0.5

3
0.5

2
4.5

7
2

1
12.5
4.5
2.5
1
2

19
2.5
0.5
0.5

10.5

1.5
4
2.5
1
0.5

2

7
8.5

4

1

1.5
2

5.5
3.5

1
2.5

4
4

0.5
0.5

0.5

16.5

6.5
1

3.5
4.5
3
0.5

3.5
1

11
0.5
22

3.5
10.5

8
8

1
6

2.5
4

1

0.5

0.5

1
2.5
5.5
1.5
1

2.5
2
4.5
0.5
10.5

2
15
5.5
5.5
1

3

9.5

288.5

137

0.5

103

5-2

1
0.5

0.5

14.5
8

0.5
15

1

20.5

8

17.5
11

10.5
9

0.5
0.5
0.5

2
2.5
1

7
3.5

49.5
30

0.5
0.5
0.5
3.5

2

0.5
23
3.5
0.5
0.5
3
2.5
0.5
24.5
1

28
16

4.5
0.5

9.5
2.5
6
1

6
5.5

8
3.5

1.5

2.5
9
0.5
0.5

8
6
1.5

16
15
18.5
24.5

23
14
8
7
16

14.5
8
18.5
22
1

2.5
28.5
7
6
1.5

16
17.5
3
6.5
2

12
23.5
9
7
6.5

5.5

8

12.5

4

8

1

161

152.5

192

190.5

124

191

1.5
1.5
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Table 2.3. Continued
Species
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Altolamprologus compressiceps
Altolamprologus fasciatus
Asprotilapia leptura
Aulonocranus dewindti
Callochromis macrops
Chalinochromis brichardi
Ctenochromis horei
Cyatopharynx furcifer
Cyprichromis leptosoma
Enantiopus melanogenys
Eretmodus cyanostictus
Gnatochromis pfefferi
Grammatotria lemairii
Haplotaxodon microlepis
Interochromis loocki
Julidochromis ornatus
Lamprologus callipterus
Lepidiolamprologus attenuatus
Lepidiolamprologus elongatus
Lepidiolamprologus lemairi
Limnotilapia dardenni
Lobochilotes labiatus
Neolamprologus caudopunctatus
Neolamprologus cylindricus
Neolamprologus furcifer
Neolamprologus modestus
Neolamprologus prochilus
Neolamprologus pulcher
Neolamprologus savoryi
Neolamprologus tetracanthus
Ophthalmotilapia nasuta
Ophthalmotilapia ventralis
Paracyprichromis brieni
Perrisodus microlepis
Petrochromis ephippium
Petrochromis famula
Petrochromis fasciolatus
Petrochromis polyodon
Plecodus straeleni
Psuedosimichromis curvifrons
Simochromis babaulti
Simochromis diagramma
Telmatochromis temporalis
Telmatochromis vittatus
Tropheus moorii
Variabilichromis moorii
Xenotilapia boulengeri
Xenotilapia flavipinnis
Xenotilapia spilopterus
Total

74

Transect
7-1

7-2

7-3

8-1

8-2

8-3

2.5

9-1

9-2

9-3

3.5
8.5

0.5
4

1
1

3.5
2

5.5
1.5

4
0.5

19
6

22.5
1.5

10.5
1

0.5

3
1.5
0.5

2
1.5

0.5

1
6

5

16

3

3

2

4.5

4.5
2

16
2

5.5

10
1.5

9
0.5
3
3.5
4

2

8

18.5
1
5

2.5

0.5
1.5

0.5

12

5.5
0.5
7
1

0.5

9.5

14

2
1

1
23

2
2
13.5

0.5

0.5

9
14
9

34
9
14

2
1.5
2.5

1

1
5.5
0.5
2.5

2.5
2.5

0.5
0.5
1

1
1
4

2

0.5
0.5

3.5
2.5

3

3.5

1.5

6.5

7.5

8

20

2.5

1

5.5

30
8.5

39
15.5

90

103.5

9

2.5
0.5

0.5
1.5

7

0.5

6
9.5
0.5

8.5
19
2

3.5
1
2

54.5
15.5
6.5

22.5
5

11.5
2.5
8.5

25
9

181

133.5

157.5

63.5

6.5
1.5
3
3
2.5

0.5
0.5
0.5
2

0.5

1

5
26
4
21.5
25.5
0.5

1.5
29

3.5
0.5

22
24.5

0.5
4
33.5
1
9
26.5

1

2

5

166

121.5

109.5

Table 2.3. Continued

Altolamprologus compressiceps
Altolamprologus fasciatus
Asprotilapia leptura
Aulonocranus dewindti
Callochromis macrops
Chalinochromis brichardi
Ctenochromis horei
Cyatopharynx furcifer
Cyprichromis leptosoma
Enantiopus melanogenys
Eretmodus cyanostictus
Gnatochromis pfefferi
Grammatotria lemairii
Haplotaxodon microlepis
Interochromis loocki
Julidochromis ornatus
Lamprologus callipterus
Lepidiolamprologus attenuatus
Lepidiolamprologus elongatus
Lepidiolamprologus lemairi
Limnotilapia dardenni
Lobochilotes labiatus
Neolamprologus caudopunctatus
Neolamprologus cylindricus
Neolamprologus furcifer
Neolamprologus modestus
Neolamprologus prochilus
Neolamprologus pulcher
Neolamprologus savoryi
Neolamprologus tetracanthus
Ophthalmotilapia nasuta
Ophthalmotilapia ventralis
Paracyprichromis brieni
Perrisodus microlepis
Petrochromis ephippium
Petrochromis famula
Petrochromis fasciolatus
Petrochromis polyodon
Plecodus straeleni
Psuedosimichromis curvifrons
Simochromis babaulti
Simochromis diagramma
Telmatochromis temporalis
Telmatochromis vittatus
Tropheus moorii
Variabilichromis moorii
Xenotilapia boulengeri
Xenotilapia flavipinnis
Xenotilapia spilopterus
Total

Transect
10-1

10-2

10-3

11-1

0.5
6

3

0.5
2.5

1

2.5

1.5

8

1

11-2

11-3

12-1

12-2

12-3

3.5

7

1.5
7

4

3.5

2

3.5

3.5

1.5

5.5

1.5
1

0.5
1.5

11.5
2.5

13.5
5

11.5
1.5

23.5
2.5

24
3.5

36
3.5

20.5
1.5

7
0.5

4.5
2.5

18.5
1.5
4.5
2.5

17.5
4.5
1.5
1.5

0.5
2

3.5

1.5
2.5

1.5
5

1
2.5

1.5

0.5

4

6
1.5

1

1.5

6.5
1
2

4

2.5

2

8.5

4.5

3

3

3

1.5
1

1
0.5

1.5
0.5
4

3

1.5

3

0.5
0.5

4

10

17.5
2
5

43.5

3

2

10

1.5

5

6

0.5

6.5

4.5

1
2

1.5

0.5

0.5
5.5
0.5

0.5
0.5

1.5

1.5
1
1
4
0.5

2

4.5
2
0.5

0.5
2

2
2.5
4
15
39.5

3
7
8
11
39

2
18.5
13.5
25.5
35.5
1.5

2.5
3.5
42
2
15.5
45.5
0.5

5.5
48
0.5
17
16.5

5

15

14.5

7.5

8.5

120.5

199.5

193

122

119.5

2

38
1
5
3.5
15.5

34.5
8
14.5
18
2

51.5
1
9
9.5
5

9.5

6

6.5

106

180

182.5

119.5

2

0.5
1

8.5
0.5
39
8.5
6.5
11.5

75
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Table 2.4. Species added to the metacommunity in the “extended” STEPCAM approach.

Species

CHAPTER 2

Altolamprologus calvus
Astatotilapia burtoni
Ctenochromis benthicola
Cyphotilapia gibberosa
Ectodus decampsi
Gnatochromis permaxillaris
Greenwoodochromis christyi
Haplotaxodon trifasciatus
Lamprologus heqcui
Lepidiolamprologus profundicola
Limnochromis abeeli
Limnochromis auriatus
Limnochromis staneri
Microdontochromis tenuidentatus
Neolamprologus sexfasciatus
Perissodus paradoxus
Reganochromis calliurus
Tylochromis polylepis
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-0.2

0.0

0.2
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0.4

2

0.0

-0.4

-0.2

0.0
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0.4

NMDS2 values original communities
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Figure S1. Correlations of the "irst two NMDS axes of the original communities (as measured along
the transects) and the simulated communities using STEPCAM, with in the top row communities
simulated using STEPCAM with the standard metacommunity, and in the lower row communities
simulated using STEPCAM with the extended metacommunity. (NMDS1: p = 6.897e‐05, R2 = 0.38;
NMDS2: p = 3.638e‐10, R2 = 0.69), and between the observed composition and the composition
resulting from STEPCAM with the extended metacommunity (NMDS1: p = 0.0029, R2 = 0.23; NMDS2:
p = 4.904e‐07, R2 = 0.53)

Chapter 3

A sampling formula for ecological communities
with multiple dispersal syndromes
Thijs Janzen, Bart Haegeman, Rampal S. E!enne

ABSTRACT

Over the past decade, the neutral theory of biodiversity has stirred up community
assembly theory considerably by suggesting that stochasticity in the form of ecolog‐
ical drift is an important factor determining community composition and community
turnover. The neutral theory assumes that all species within a community are func‐
tionally equivalent (the neutrality assumption), and therefore applies best to commu‐
nities of trophically similar species. Evidently, trophically similar species may still
differ in dispersal ability, and therefore may not be completely functionally equivalent.
Here we present a new sampling formula that takes into account the partitioning of a
community into two guilds that differ in immigration rate. We show that, using this
sampling formula, we can accurately detect a subdivision into guilds from species
abundance distributions. We apply our sampling formula to tropical tree data from
Barro Colorado Island, Panama. Tropical trees are divided depending on their
dispersal mode, where biotically dispersed trees are grouped as one guild, and abioti‐
cally dispersed trees represent another guild. We "ind that adding guild structure to
the neutral model signi"icantly improves the "it to data and provides a better under‐
standing of community assembly on BCI. Our "indings are thus an important step
towards an integration of neutral and niche theory.
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CHAPTER 3

Introduction
The astonishing biodiversity around the globe, especially in the tropics, makes one
wonder how this biodiversity has originated and how it can be maintained. Tradition‐
ally, species composition in an ecological community is explained by species‐speci"ic
traits and species requirements. By contrast, the more recent neutral theory (Hubbell
2001; Etienne & Olff 2004; Rosindell et al. 2011) explains species composition in an
ecological community by stochastic demography and dispersal. This theory deliber‐
ately neglects species‐speci"ic differences (the neutrality assumption). It oversimpli"ies
ecology in order to emphasize that ecological drift is an important factor in community
assembly (Rosindell et al. 2011; Wennekes et al. 2012). Despite this simpli"ication the
model can explain various biodiversity patterns avidly, suggesting that indeed ecolog‐
ical drift is an important factor in community assembly (Etienne & Olff 2004; Alonso et
al. 2006; Rosindell et al. 2011).
The neutrality assumption states that all the individuals within an ecological
community have the same birth rates, death rates, dispersal rates and speciation rates,
irrespective of the species the individuals belong to (Hubbell 2001). The ecological
community is assumed to consist of individuals of functionally equivalent species that
compete with each other for space in the community. As a result, patterns in abundance
predicted by the theory are purely the result of drift, not the result of competitive
asymmetries between the species in the local community. The neutrality assumption is
the most debated assumption of the Neutral Theory of Biodiversity (McGill et al.
2006b; Purves & Pacala 2008; Turnbull et al. 2008; Gotelli et al. 2009). Most impor‐
tantly, the neutrality assumption refutes the idea of the unique correspondence
between a species and its niche (interpreted here as the set of conditions and require‐
ments for a species to survive (Hutchinson 1958), although the exact meaning of the
niche concept is unclear (McInerny & Etienne 2012a; b; c)). More speci"ically, the
neutrality assumption ignores speci"ic interactions between species and species‐
speci"ic adaptations, such as habitat specialization; furthermore it ignores the effects of
density dependence, ecological succession and the impact of trait differences (Purves &
Turnbull 2010).
There have been several attempts to bridge the gap between niche and neutral
theory. For example, Purves and Pacala (2005) introduced niche structure into the
neutral model. They modelled a community as consisting of four different niches (habi‐
tats), where, in the extreme case, each niche behaved as if it was an independent
neutral community. They study a range of possible interactions between these niches,
such as succession (where replacement is driven through cyclical succession between
the guilds), lottery (where the replacing individual belongs randomly to one of the four
niches) and habitat specialization (where replacement is dependent on the identity of
the local site). They "ind that none of these three interactions affects patterns in the
species abundance distribution, provided that within‐niche diversity is suf"iciently
high. Similarly, Chisholm and Pacala (2010) modelled niches as a part of the local or
80
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metacommunity that contains suitable habitat for one or more species and partitioned
the local community into K niches. They found that when they impose strong niche
structure (e.g. high values of K), their model explains species abundance data equally
well as the standard neutral model. High values of K could be interpreted as an extreme
form of the model of Purves and Pacala (2005), where there are many habitats that
each have low within‐niche diversity. However, further analysis of this approach
revealed that the independence between niches effectively removes species interac‐
tions, thereby introducing neutral‐like behaviour, instead of the intended addition of
niche structure (Haegeman & Etienne 2011).
Other attempts at exploring the continuum between niche and neutral models
explore the effect of differences in birth and death rates, which might arise through
differences in intraspeci"ic and interspeci"ic competition. In the fully neutral case,
intraspeci"ic and interspeci"ic competition are identical, whereas classic coexistence
theory predicts that coexistence is promoted when intraspeci"ic competition is
stronger than interspeci"ic competition (Adler et al. 2007). Combining community
assembly with classic coexistence modelling, Noble and Fagan (2011) showed that
when intraspeci"ic competition exceeds interspeci"ic competition, patterns similar to a
fully neutral model emerge. Along similar lines, Haegeman and Loreau (2011) investi‐
gated how altering the difference between intraspeci"ic and interspeci"ic competition
affects the species abundance distribution. They focused on the parameter space where
intraspeci"ic competition exceeds interspeci"ic competition, i.e. where classical theory
predicts coexistence. They found that with increasing interspeci"ic competition, "luctu‐
ations in local community size increase, and the local community becomes more prone
to extinction. More importantly they found that altering the difference between
intraspeci"ic and interspeci"ic competition only in"luenced the species abundance
distribution marginally, and concluded that from species abundance data alone it might
be dif"icult to assess the degree of intraspeci"ic versus interspeci"ic competition.
Proceeding even further, Pigolotti and Cencini (Pigolotti & Cencini 2013) found an
analytical expression for the expected species abundance distribution where the degree
of intraspeci"ic and interspeci"ic competition can be tuned by a single parameter. Their
results suggest a profound impact of the degree of intraspeci"ic versus interspeci"ic
competition not only on the species abundance distribution, but also on the average
species lifetime and on the total variation in species lifetimes in the local community.
Competitive asymmetry could also result in differences in birth rate irrespective of
competition. Du and colleagues "ind that introducing competitive asymmetry breaks
down neutral patterns (Du et al. 2011), but also "ind that these effects can be counter‐
acted by negative density dependence: communities with intermediate competitive
asymmetry and intermediate levels of negative density dependence show species abun‐
dance distributions that are indistinguishable from neutral distributions, suggesting
that neutral patterns can emerge from non‐neutral assumptions.
Breaking neutrality through the introduction of differences in dispersal rather than
birth and death rates has been less well studied. Turnbull and colleagues (Turnbull et
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al. 2008) investigated the effect of an equalizing trade‐off between seed mass and seed
number on neutrality. They found that after including such a trade‐off, neutral patterns
break down as soon as seed arrival becomes stochastic. Liu and colleagues (2011)
relaxed the neutrality assumption by introducing stochastic differences in dispersal
ability between species. As the standard deviation of the Gaussian distribution
governing these differences increases, the neutral patterns break down and community
assembly becomes deterministic, where species with a high dispersal ability tend to
dominate the local community. Liu and colleagues compared the effect of differences in
dispersal ability to data generated with the neutral model without these differences,
but did not confront their model with empirical data.
Trophically similar species may come close to "itting the neutrality assumption, but
differences in dispersal may prevent them from being functionally equivalent. Differ‐
ences in dispersal might arise through differences in seed size (Muller‐Landau & Hard‐
esty 2005), differences in fruit size (Seidler & Plotkin 2006) but might also manifest
themselves as differences in "light prowess (Valtonen et al. 2013) or differences in
pelagic larval duration in coral reef "ish (Victor & Wellington 2000; Almany et al. 2007).
In this paper we will study such differences in dispersal, focusing on tropical trees. The
majority of tropical tree species (73%) disperse through animal means (Muller‐Landau
& Hardesty 2005), such as bats, birds, mammals, ants and sometimes even "ish. The
other 27% of tree species relies on abiotic factors to disperse their seeds, such as wind,
water or ballistics.
Current neutral models fail to include differences in dispersal between species that
share the same local community and metacommunity. Here we present a model where
we classify species according to their dispersal syndrome, We will call the resulting
classes guilds. This is a simple, but important step towards incorporating differences
between species without needing to explicitly quantify these differences for every
species in the community. Instead we only need to quantify the differences between
guilds, and assess the importance of these differences for community assembly. Our
model differs from the standard neutral model (Hubbell 2001; Etienne & Alonso 2005)
by subdividing the community into two guilds, where each guild is a group of species
that have the same dispersal rate. Between guilds, dispersal rates may differ, but the
speciation rate, birth and death rates are identical. We show that our model can accu‐
rately distinguish between datasets including a guild structure, and datasets that do
not have any guild structure. Our model is able to detect signatures of guild structure
from the species abundance distribution, refuting the idea that the species abundance
distribution does not contain suf"icient information to draw conclusions about under‐
lying community assembly mechanisms. Secondly, we show that parameter estimates
obtained with our model are accurate and differ considerably from estimates obtained
using the standard neutral model without guild structure. Lastly we illustrate the
model by applying it to the tropical tree dataset of Barro Colorado Island (BCI).
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Model
We assume that there are two guilds X and Y that differ in their immigration parameter
mi (i = X,Y); all species within each guild share the same migration parameter mi. All
species, regardless of the guild they belong to, have the same fundamental biodiversity
number θ, as in the standard neutral model. In the metacommunity, every time step one
individual dies and is replaced by an individual from either guild X or guild Y. With
probability ν a speciation event occurs resulting in a new species that belongs to guild X
with probability 0.5, and to guild Y with probability 0.5. With probability 1 ‐ ν no speci‐
ation event occurs; then the new individual belongs to guild X or Y depending on the
relative abundance of guilds X and Y in the metacommunity. Over time the relative
abundances of both guilds reach a dynamical equilibrium.
In the local community, a deceased individual can be replaced by either an indi‐
vidual from the local community with probability 1 ‐ mX ‐ mY or by an immigrant from
the metacommunity; this is an individual from guild X with probability mX or an indi‐
vidual of guild Y with probability mY. The migration probability mi of guild i depends on
the dispersal ability of guild i, here called αi, and the relative abundance of the guild in
the metacommunity, pi. The migration probability of guild i is then given by mi = αi pi.
The dispersal ability αi is bounded between [0,1] where values close to zero indicate
low dispersal ability and values close to one indicate good dispersal ability.

θ=

ν( JM –1)
1– ν

and

I=

m( J –1)
1– m

where ν is the speciation rate, JM is the metacommunity size, J is the local community
size, and m is the migration probability. Likewise, the stationary abundance distribu‐
tion of the two‐guild neutral community can be expressed in terms of guild‐speci"ic
biodiversity numbers θX and θY and guild‐speci"ic dispersal numbers IX and IY (see
Appendix S4A and S4B). We de"ine speciation to be equally likely between guilds, such
that half of the speciation events result in a new species of guild X and half of the speci‐
ation events result in a new species of guild Y, we obtain: θX = θY = θ/2. We de"ine
migration from the metacommunity to the local community as the product of dispersal
ability and the relative frequency of the guild in the metacommunity, such that for guild
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Sampling formula
In the case of a single guild, "itting the neutral community model to data makes use of
the Etienne sampling formula (Etienne 2005), which is a dispersal‐limited extension of
the Ewens sampling formula (Ewens 1972). This formula gives the probability of a data
set of species abundances in a sample as a function of the model parameters. Here we
brie"ly describe the extension of the neutral sampling formula to the case of two guilds
and we provide a more detailed derivation in the Appendix.
The stationary abundance distribution of the neutral community depends on the
fundamental biodiversity number θ and on the fundamental dispersal number I, which
are de"ined as

3

i: mi = αi pi, where αi is the dispersal ability of guild i and pi is the relative frequency of
guild i in the metacommunity. For the dispersal numbers, using the guild‐speci"ic immi‐
gration probabilities mi = αi pi, we obtain IX and IY:
IX =

αX pX ( J –1)
1– αX pX – αY pY

and

IY =

αY pY ( J –1)
1–αX pX – αY pY

(1)

Note that θ = θX + θY and I = IX + IY, that is, the speciation and immigration processes
are split out over the two guilds. Using the guild‐speci"ic biodiversity and dispersal
numbers, the two‐guilds abundance distribution is (see equation (S8)):
P(DX, DY | θ, IX, IY, J ) = P( JX, JY | IX, IY, J ) P(DX | θX, IX, JX) P(DY | θY, IY, JY)

(2)

where vector DX contains the species abundances in guild X and vector DY contains the
species abundances in guild Y. The second factor in the right‐hand side, P(DX | θX, IX, JX),
is the one‐guild Etienne sampling formula of guild X, as if it was isolated from guild Y
(but with the appropriate biodiversity and dispersal number). The third factor in the
right‐hand side, P(DY | θY, IY, JY), is the Etienne sampling formula of guild Y, as if it was
isolated from guild X. The two isolated guild abundance distributions are combined
through the probability distribution of the guild sizes (see equation (S6)),
P( JX, JY | IX, IY, J ) =

J!
(IX)JX (IY)JY
(IX + IY)J
JX ! JY !

(3)

Hence, as far as the stationary abundance distributions are concerned, the dependence
between guilds is concentrated in the guild sizes. In other words, after conditioning the
abundance distribution on the guild sizes, and for given values of IX and IY, the abun‐
dance distributions of guild X and guild Y are independent. This shows that the one‐
guild abundance distributions are the fundamental building blocks of the abundance
distribution of a community consisting of two (or more) neutral guilds.
Equation (2) is not yet the full sampling formula, because IX and IY depend on pX
and pY (see equation (1)), which are variables, not parameters. The distribution of the
metacommunity guild sizes pX and pY = 1 – pX is a beta distribution (see equation
(S10)),
ρ( pX | θ) =

(Γ(θ)

Γ( 2

)2

–1

pX 2 (1–pX) 2

–1

(4)

Hence, we "ind the full two‐guild sampling formula by integrating over all possible
values of pX,
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P(DX, DY |θ, αX, αY) =

∫

1

0

P( JX, JY )P(DX |θ, IX, JX)P(DY |θ, IY, JY)ρ(pX |θ)dpX

(5)

Code to calculate this sampling formula for a dataset is available in the GUILDS package
for R.
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Conditioning on guild size
Using equation (3), we can calculate the expected guild sizes, given αX, αY and J:
( JIX)
JαX pX
JαX
=
≅
(IX + IY) αX pX + αY pY αX + αY
( JIY)
JαY pX
JαY
E( JY | αX, αY, J) =
=
≅
(IX + IY) αX pX + αY pY αX + αY

E( JX | αX, αY, J) =

(6a)

(6b)

3

From the expected guild sizes it follows that the ratio of guild sizes is equal to the ratio
of dispersal rates: E[JX] / E[JY] = αX /αY . Explorations of the sampling formula con"irmed
that our estimated values for the dispersal parameter closely mimic the ratio of guild
sizes ("igure A1). This is also intuitively understandable, consider two guilds, with one
guild being twice as large as the other guild (i.e. JX = 2JY). In order to reach such a
skewed distribution of individuals, either this distribution is already present in the
metacommunity, or there is a large skew in dispersal ability. The beta distribution we
assume in the metacommunity (equation (4)) does allow for some divergence from a
50/50 distribution, but on average we do not expect the metacommunity to be highly
skewed towards one particular guild. As a result, we expect that given a dataset with
differently sized guilds, our sampling formula will estimate differences in dispersal
ability and hence assume some form of guild structure, even when these differences in
guild size are not caused by guild effects. We have circumvented this problem by condi‐
tioning our sampling formula on guild sizes. This yields the probability of our data
given the parameter values ánd the guild sizes. As a result, differences in parameters,
and any detected guild effects, are independent of guild size and solely dependent on
differences in dispersal ability.
The joint probability of a combination of guild sizes is given by (see appendix equa‐
tion (S12)):
We condition by dividing our sampling formula by this likelihood, and thus obtain:

(7)

1

∫0 P( JX, JY)P(DX |θ, αX, JX)P(DY |θ, αY, JY)ρ(pX,1– pX)dpX)
P(DX, DY |θ, αX, αY, JX, JY ) =
(8)
1
∫0 P( JX, JY | IX, IY, J )ρ(pX |θ)dpX

The conditioned sampling formula no longer results in a relation between guild size
and estimated dispersal ability ("igure A1). Code to compute the conditioned sampling
formula for a dataset is available in the GUILDS package for R.
Testing on arti!icial data
The two‐guilds sampling formula can be reduced to the Etienne sampling formula of
the standard, single‐guild, neutral model by setting the dispersal ability of both guilds
to the same value (αX = αY). Throughout the text we will refer to this model as D0. As an
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1

P( JX, JY |θ, αX, αY, J ) = ∫0 P( JX, JY | IX, IY, J )ρ(pX |θ)dpX

alternative model, we allow the dispersal rates to differ between guilds (αX ≠ αY). We
will refer to this model as D1. To assess how well we can distinguish the two models
from each other, we generated 100 replicate datasets for all unique combinations of θ =
[30, 100, 300] and α = [0.001, 0.01, 0.1]. There are 9 different combinations for D0 (all
combinations of θ and α, 3 × 3), and 9 different combinations for D1 (3 different θ
values with one of three α combinations: [0.001, 0.01], [0.001, 0.1] or [0.01, 0.1], which
again yields 3 × 3 combinations). Community size was set at 20,000 individuals. We
generated arti"icial datasets using a three‐step procedure: "irst, the sizes of guilds X and
Y in the metacommunity (assuming that the metacommunity size is in"inite), were
drawn from a beta distribution with parameter θ (equation (4)). Secondly, the total
number of individuals (Ji) of each guild i in the local community was drawn from equa‐
tion (2) with parameters J, Ii . The species abundance distribution of each guild was
then generated using the urn scheme as described in Etienne (2005) with parameters J
and I. Code to generate a local community according to the aforementioned procedure
is available in the GUILDS package for R.
For every arti"icial dataset we performed maximum likelihood estimation for the
two models (D0, D1), where the likelihood maximization was started at the parameter
values used to generate the data with. The obtained likelihood values for the maximum
likelihood optimum were used to calculate the Akaike Information Criterion (AIC)
(Akaike 1974).:
AIC = 2k – 2ln(L)

where k is the degrees of freedom of the model, and L is the Maximum Likelihood of the
model. The number of degrees of freedom k depends on the number of free parameters
in the model, which is 2 for the D0 model, (θ and α) and 3 for the D1 model (θ, αX , and
αY). After calculation of our AIC values, we compared the AIC scores with AIC weights
(Wagenmakers & Farrell 2004):
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wi (AIC) =

exp(– 12 ∆i AIC )

∑ Kk=1 exp(– 12 ∆k AIC )

where Δi AIC = AICi – min(AIC), and K is the total number of models compared (in this
case, 2). AIC weight wi can be interpreted as the probability of model i being the best
model among the models considered.
To assess the accuracy of our parameter estimates we performed Maximum Likeli‐
hood estimation for the same simulated communities, but now starting at a grid of 2d
initial parameter combinations (with d being the number of free parameters in the
model, 2 for D0, 3 for D1), not necessarily including the values used to generate the
data. The initial values contained all possible combinations for θ of [30,300] and α of
[0.001, 0.1]. Using the 100 obtained Maximum Likelihood estimates we calculated the
25th, 50th and 75th percentiles.
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Empirical data
To illustrate the application of our sampling formula, we performed both model selec‐
tion and parameter estimation techniques on a well‐studied dataset of tropical forest
trees: the Neotropical community dataset of Barro Colorado Island (BCI), Panama
(Condit et al. 1996, 2002; Hubbell 2001; Volkov et al. 2003; Etienne 2005). The dataset
consists of the abundance of all free‐standing woody plants with >10 cm diameter at
breast height in 50 ha of forest. We analyzed censuses from 1982, 1985, 1990, 1995,
2000 and 2005. The resulting dataset consists of recorded abundances of 6 different
years, 252 woody plant species, with a summed total over 20,000 individuals per
census. Tree species in this data set are grouped according to their dispersal syndrome,
where all biotically dispersed (i.e. via birds (171 species), bats (37 species) and
mammals (194 species)) trees are grouped together in one guild, and all abiotically
dispersed trees (i.e. wind (33 species), water (1 species), ballistic means (10 species))
are grouped together in another guild (Muller‐Landau & Hardesty 2005).

3

Posterior analysis
To elucidate the differences between the models, we calculated the expected species
abundance distribution for every dataset, using a hybrid approach of simulation and
exact calculation. The expected species abundance distribution was approximated as
follows: Given JX and JY we obtained IX and IY by "irst drawing pX from:
P( pX |θ, αX, αY, JX, JY ) =

1

P( JX, JY | IX, IY, J )ρ(pX |θ)

∫0 P( JX, JY | IX, IY, J )ρ(pX |θ)dpX

(9)

and then calculated IX and IY using equation (1). We then calculated the expected number
of species in guild i with n individuals using equation 6 from Etienne and Alonso (2005):
(1– x)
θ J
( ) ∫ ( Ix)n [I (1– x)] J–n
(I )J n
x

–1

dx

(10)

Because drawing from the distribution in equation (9) is inherently stochastic, we aver‐
aged over 100 replicates to obtain the "inal expected abundance distribution.
Furthermore we studied the power of the imposed guild structure on the data, i.e.
we determined whether adding guild structure to the data adds information. We did
this by randomizing the datasets 100 times, by randomly assigning species to a guild
(with equal probability), thus removing any guild structure. For every randomized
dataset we then used Maximum Likelihood Estimation with both models, initialized at
a grid of initial values. Using AIC weights we estimated which of the two models best
explained the data. If the imposed guild structure provides additional information on
the dataset, we would expect that after randomization any signals of guild structure are
lost, and the D0 model is favored. Conversely, if any random subdivision into two
groups would also cause detection of guild structure and the D1 model would be
favored after randomization the detection of guild structure in the original data set is
ecologically meaningless.
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E[Sn | θ, I, J ] =

Lastly we used our sampling formula to evaluate the goodness‐of‐"it of the neutral
model with guild structure to empirical data, by performing an ‘Exact’ test of neutrality
(Etienne 2007). Using the parameter estimations obtained with Maximum Likelihood
Estimation, we generated 100 different data sets (using the maximum likelihood esti‐
mates for θ & α). Datasets were generated by "irst drawing pX from equation (9), then
using JX and JY from the data and our obtained maximum likelihood estimates for θ and
α we generated the species abundance distribution for each guild using the urn scheme
as described in Etienne (2005). For these 100 replicate datasets we then again calcu‐
lated the model parameters and likelihood using Maximum Likelihood Estimation as
described in the previous section (this is different from Etienne 2007 who did not
maximize the likelihood – the procedure used here is less conservative (Efron & Tibshi‐
rani 1994)). If the likelihood of the empirical data is smaller than the obtained
frequency distribution of likelihood from the replicate datasets it is unlikely that
neutral processes were responsible for the observed community. If however the likeli‐
hood of the empirical data is not different from the obtained frequency distribution,
neutrality cannot be rejected as a process responsible for the observed abundance
distribution.
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Results
The ability to accurately select the correct model is essential for the implementation of
our sampling formula. Not only should our sampling formula favor the more complex
model when the data warrants it, it should also reject the more complex model if the
data shows no sign of guild structure. We tested the ability of the sampling formula to
detect guild structure by confronting it with arti"icially generated data. The arti"icial
data contained either no guild structure at all, or was generated including different
degrees of difference in dispersal limitation between guilds. Data generated using the
D0 model (no guild structure), was correctly identi"ied as having no guild structure in
88% of all simulated datasets (794 out of 900 datasets were correctly identi"ied as D0).
Data generated using the D1 model was correctly identi"ied as having guild structure in
85% of all simulated datasets (765 out of 900 datasets were correctly identi"ied as D1).
Hence, type I (12%) and Type II (15%) errors are very similar, and the model
adequately detects guild structure in the majority of the simulated datasets we
analyzed.
Using arti"icial data generated with either the D0 or the D1 model, we tested the
precision and bias of the new guilds sampling formula. We report the 25th, 50th and
75th percentiles of 100 replicates (Table 3.1). For the D0 model, the parameter value
used to generate the data fell between the 25th and 75th percentiles for 8 out of 9
parameter combinations. For the D1 model, the parameter values used to generate the
data all fell between the 25th and 75th percentiles. The bias of the D0 model was small:
the 50th percentiles of maximum likelihood estimates for datasets simulated with high
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0.100
0.100
0.010

0.100
0.100
0.010

100
100
100

300
300
300

0.010
0.001
0.001

0.010
0.001
0.001

0.010
0.001
0.001

αY
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0.100
0.100
0.010

0.100
0.010
0.001

300
300
300

30
30
30

0.100
0.010
0.001

100
100
100

D1

0.100
0.010
0.001

30
30
30

D0

αX

θ

Model

Parameters used to generate data

270.00
273.45
242.87

87.01
95.00
73.29

28.64
27.57
23.86

277.82
230.08
90.20

93.89
80.80
40.39

28.49
24.66
10.81

308.83
304.43
287.32

98.99
104.36
90.36

33.29
31.15
29.23

313.17
283.26
173.06

101.93
104.43
61.69

30.07
29.94
21.70

θ

365.12
370.33
340.56

113.95
128.20
121.90

39.75
36.15
39.47

351.06
355.46
255.91

111.64
126.31
106.27

35.24
36.17
31.83

0.06318
0.07156
0.00890

0.05214
0.04673
0.00760

0.02107
0.04524
0.00565

0.07192
0.00909
0.25069

0.06711
0.00784
0.00102

0.06219
0.00679
0.00097

0.09173
0.09956
0.01012

0.11171
0.08621
0.01087

0.07899
0.08278
0.01010

0.09331
0.01029
0.50046

0.09420
0.00955
0.00127

0.09033
0.00960
0.00148

αX

0.14091
0.13416
0.01261

0.25117
0.11942
0.01855

1.00000
0.15556
0.03525

0.12084
0.01224
0.75023

0.12661
0.01369
0.00163

0.13310
0.01674
0.00691

0.0084
0.0008
0.0009

0.0066
0.0008
0.0008

0.0046
0.0007
0.0007

Estimated parameter values (25th, 50 and 75th percentiles)

0.0251
0.0012
0.0012
0.0109
0.0012
0.0011
0.0104
0.0011
0.0011

0.0079
0.0009
0.0009
0.0076
0.0010
0.0010
0.0093
0.0010
0.0010

αY

Table 3.1. Bias and precision of the maximum‐likelihood estimates as shown by the median and the 25th and 75th percentiles of the estimated parameter
values of 100 simulated data sets per parameter combination.
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dispersal values (α > 0.001) were close to those used to simulate the datasets. Combi‐
nations with low dispersal (α = 0.001) tended to have a median slightly underesti‐
mating θ, but an accurate estimate of αX, except for the combination [300,0.001], for
which none of the percentiles included the correct αX value. Precision of the D0 model
was high, with the overall spread of estimated parameter values closely clustered
around the median value, with a notable exception for the combination [300,0.001],
where estimates for αX have a large spread. The D1 model had a similarly low bias as
the D0 model and median estimates were close to parameters used to generate the
data. Precision of the D0 model was high, with the 25th and 75th percentile generally
close to each other, except for one combination: [30, 0.1, 0.01], where the 75th perecen‐
tile of the estimate for αX was 1.
For the empirical dataset, the D1 model had a much higher likelihood than the D0
model, for all censuses. After penalizing the likelihood for added complexity and calcu‐
lating the corresponding AIC score and AIC weights, the D1 model was convincingly
selected. Considering the ability of our sampling formula to detect or reject guild struc‐
ture in arti"icial datasets, we conclude that using our guild sampling formula we have
convincingly detected guild structure based on dispersal syndromes for all six BCI
censuses.
For the six BCI censuses, we found parameter estimates using both the D0 and the
D1 model (Table 3.2). The D0 model has been shown to have two competing optima
(Etienne et al. 2006), one with a high value for θ and low value for α and another with a
low value for θ and a high value for α. For the D1 model we found two competing
optima as well. One of the two optima combines high diversity with high dispersal limi‐
tation and typically has a high θ value (~200), combined with low α values (~0.005 and
~0.0008). whilst the other optimum combines low diversity with low dispersal limita‐
tion and has a lower θ value (~53) combined with one extreme α value (of 1.0) and one
much lower α value (~0.0006).
For three out of six BCI censuses, the extreme dispersal optimum is favored over the
high diversity, high dispersal limitation optimum. For the three BCI censuses where the
extreme dispersal optimum was not favored, the dispersal ability of the guild that relies
on biotic dispersal is 5.74 (standard deviation 0.17) times higher than the dispersal
ability of the guild that relies on abiotic dispersal.
We performed the ‘exact’ test of neutrality as described in the methods section, to
estimate whether the observed data is the result of a guild structured neutral process, or
whether perhaps the observed data is the result of a different process. All optima for the
D1 model have non‐signi"icant p‐values for the ‘exact’ test of neutrality (Table 3.2), and
hence we cannot distinguish patterns in these communities from those generated with
our model with two neutral guilds. All optima for the D0 model have signi"icant p‐values,
except for the census of 1990, which has p‐values of 0.05 and 0.06, which are barely
non‐signi"icant. Thus, the empirical data are unlikely to be generated with the neutral
model without guild structure. The combined results for the D0 and D1 models there‐
fore strongly suggest that guild structure is an important aspect of the empirical data.
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20742

21253

21460

21205

20860

1985

1990

1995

2000

2005

18321

18607

18812

18641

18203

18321

JX

2539

2598

2648

2612

2539

2593

JY

General statistics

188

187

188

189

197
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SX
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20914

J

1982

Census

43

42

41

42

44

46

SY

D0
D1

D0
D1

D0
D1

D0
D1

D0
D1

D0
D1

Model

30.25
232.02

30.44
52.86

30.90
53.19

31.10
53.45

32.83
285.24

0.0630
0.0046

0.0567
1.0000

0.0521
1.0000

0.0541
1.0000

0.0569
0.0045

0.0515
0.0047

αX

αY

0.0630
0.0008

0.0567
0.0006

0.0521
0.0005

0.0541
0.0006

0.0569
0.0008

0.0515
0.0008

Parameter estimates

33.66
255.64

θ

-390.61
-363.42

-392.25
-366.63

-403.60
-376.52

-392.60
-366.14

-400.20
-369.71

-398.24
-369.79

LL

853.23
764.26

856.69
772.46

879.48
791.49

858.10
771.45

874.77
777.01

870.55
777.20

AIC

AIC W
0
1
0
1
0
1
0
1
0
1
0
1

∆AIC
93.35
0
97.76
0
86.65
0
87.99
0
84.23
0
88.97
0

Model fit

0.04
0.56

0.04
0.93

0
0.66

0.05
0.87

0
0.28

0.02
0.58

p value

Table 3.2. Parameter estimates for six different censuses of Barro Colorado Island. The D0 model does not take into account differences in dispersal
between the guilds, the D1 model does take these differences into account. Guild X represents tree species with biotic dispersal, and guild Y represents tree
species with abiotic dispersal. The p‐value of the ‘exact’ test of neutrality is reported in the last column.
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Figure 3.1. Fraction of replicates assigned to each model (D0 or D1) after randomizing the BCI data‐
sets by randomly assigning species to a guild. The number of replicates is 100 for every census.

Randomization tests revealed that for all six datasets, randomization removed any
signal of guild structure (Figure 3.1). AIC weight was higher for the D0 model than for
the D1 model for all 100 replicates for censuses 1985, 1990, 1995, 2000 and 2005. The
1982 census had 90 out of 100 replicates for which the AIC weight of the D0 model was
larger than the AIC weight of the D1 model, retaining a guild signal after randomization
in 10% of the replicates. Together these results indicate that the subdivision based on
ecological data conveys more information than a random subdivision in guilds does.
For all datasets we plotted the empirical species abundance distribution versus the
expected abundance distribution under the Maximum Likelihood Estimates (Figure
3.2). For all datasets we observe that the D0 model tends to underestimate abundances
for guild X, whilst overestimating abundances for guild Y. It appears that, in an attempt
to "it best to both guilds, neither of them is "itted well, which explains the poor
performance of the D0 model on our empirical data. For the D1 model we observe that
for both the high diversity, high dispersal limitation optima (1982, 1985, 200) and the
low diversity, low dispersal limitation optima (1990, 1995, 2000) expected abundance
distributions closely match the empirical data (Figure 3.2). For guild Y both optima
show similar patterns, whereas for the larger guild X, the high diversity, high dispersal
limitation optima tend to expect a higher number of rare species than the low diversity,
low dispersal limitation optimum.
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Figure 3.2. Empirical (grey bars) and expected (solid curve: D1 model, dashed curve: D0 model) species abundance plots for all BCI censuses. Histograms
on the left hand side represent the biotically dispersing guild, histograms on the right hand side the abiotically dispersing guild. Abundances are binned in
log2 bins.
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Discussion
In this paper we have presented a novel sampling formula that extends the neutral
model to a non‐neutral setting of two guilds with different dispersal modes. The
purpose of our sampling formula is two‐fold: 1) to assess whether a subdivision into
two guilds, based on ecological information regarding dispersal, amounts to a signi"i‐
cant difference in community structure and 2) to illustrate how to determine, for
empirical data sets, to what extent the two guilds differ in their dispersal ability.
Using simulated data we have shown that our sampling formula can detect guild
structure from data generated including guild structure and reject guild structure when
guild structure was not imposed on the simulated data. Furthermore, the simulation
results showed parameter estimates obtained using our sampling formula to be unbi‐
ased (i.e. close to the parameters used to generate the data), and precision of our
parameter estimates was generally high (i.e. spread in parameter estimates was low).
Our new guilds sampling formula allowed us to conclude that for all six censuses of
tropical tree communities in BCI, Panama, inclusion of guild structure was favoured
and tree species relying on biotic dispersal tend to be less dispersal limited than tree
species relying on abiotic dispersal.
It has been suggested that the species abundance distribution contains insuf"icient
information to distinguish between competing models (Cohen 1968; Mcgill 2003;
McGill et al. 2006b, 2007; Ricklefs 2006), and that additional data are needed to test
validity of community assembly models, for instance in the form of phylogenetic diver‐
sity or spatial abundance patterns (McGill et al. 2006b; Jabot & Chave 2009). Here we
show that we can distinguish between competing models, using the species abundance
distribution combined with ecological information about dispersal mode. However,
including information on dispersal and guild structure does not resolve the multiple
optima problem of the Etienne Sampling Formula. The Etienne Sampling Formula can
potentially yield multiple optima with similar likelihood values. Situated at opposite
ends of the parameter continuum, one optimum is typically associated with a high
value for θ and a low value for I (or m) and the other optimum with a low value for θ
and a high value for I (or m). Additional information about the local community tends
to favour one of these two optima. Jabot and colleagues (2009) combined abundance
data and phylogenetic data within an approximate Bayesian framework and recovered
only one optimum, with high θ and low I. In another approach, Etienne (2007)
combined information on multiple local communities to obtain estimates for the
neutral model and also found only a single optimum. Here we have included informa‐
tion on guild structure, based on ecological information about dispersal, and recover
two competing optima. However, one of these optima seems to be a mathematical
abnormality, which is situated at the very limit of parameter space. Parameter esti‐
mates for this optimum re"lect limited diversity, but extremely low dispersal limitation
for one guild (α = 1) and high dispersal limitation for the other guild (α < 0.001).
Expected abundance distributions for these extreme dispersal optima seem to re"lect
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the empirical abundance distributions well, although the ecological interpretation of
unlimited dispersal remains problematic.
Parameter estimates for the Tropical Tree datasets from BCI suggest high values for
θ (average value of 215.42) and low values for α (average values of 0.0050 and 0.00077
for the biotic and abiotic dispersing guilds respectively, ignoring the optima with
extreme α values), implying that the tropical tree ecosystem in BCI is highly diverse and
fairly dispersal limited. The guild that relies on biotic dispersal (e.g. through birds, bats
and mammals) consistently has a higher estimated dispersal ability than the guild
relying on abiotic dispersal, such as dispersal through ballistics, gravity, wind and
water. This is in line with previous "indings (Muller‐Landau & Hardesty 2005; Seidler &
Plotkin 2006), where animal dispersed trees on average dispersed further than wind
dispersed trees. Although wind dispersed trees could potentially disperse over long
distances, the tight canopy of tropical forests restricts air movement and generally
abiotically dispersed trees tend to disperse over shorter distances than animal
dispersed trees (Seidler & Plotkin 2006; Beaudrot et al. 2013).
Our current subdivision in guilds has lumped together trees with fairly different
modes of dispersal; we have for instance lumped tree species dispersed by birds as well
as tree species dispersed by small mammals in the same guild (biotically dispersed).
We expect however that these differences will be less important than the differences
between guilds, that is, differences in dispersal between those species relying on
animals and species that rely on wind, water or ballistic means. Extending the sampling
formula towards more than two guilds is fairly straightforward, but it remains ques‐
tionable whether this will yield additional understanding of the system. We expect that
a larger total sample size is needed to reveal differences in dispersal ability with an
increased number of guilds.
An important question that automatically arises when looking at guild structured
data is whether the suggested dichotomy introduces more information and structure to
the data than a random subdivision into two guilds would. This would quantify the
importance of including guild structure in the analysis of community assembly. In our
analysis we have tried to approach this question by randomly assigning species to a
guild, and assessing which model best explains the (now randomized) data. We found
that after randomization the signal of guild structure was almost always lost. This
randomization, however, requires making an a priori choice about how to divide
species over guilds (either 50/50 or some other distribution). An alternative to
randomly assigning species to different guilds would be to randomly assign individuals
to different guilds (whilst keeping the total number of individuals per guild constant).
The number of individuals and number of species are tightly linked however, and it
appears non‐trivial how to correctly assign species to the randomized individuals
without assigning the same species label to individuals in both guilds. Ultimately, vali‐
dating the guild structure thus lies not so much in "inding a randomization that can test
the added value of the imposed guild structure, but in validating the ecological causes
that determine why species belong to different guilds.
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In a recent paper, Humpreys and Barraclough (2014) also considered a metacom‐
munity divided into multiple “guilds”, and studied the effect of differences in dispersal.
Dispersal in their model is not de"ined as dispersal between a local community and a
metacommunity, but rather de"ined as the connectivity between the two guilds –
dispersal represents here the probability of a species from one guild to disperse
towards the other guild. This would be analogous to a speciation event of a species
from one guild speciating into a species from another guild in our model. Humpreys
and Barraclough focus on the emergence of higher Evolutionary Signi"icant Units
(hESU’s) as the result of a lack of dispersal between guilds and show that when the
exchange of species between guilds is low, this leads to a clear phylogenetic pattern,
where both guilds cluster into two distinct clades separated by long external branches.
In our sampling formula we have chosen not to focus on speciation dynamics in the
metacommunity in favour of unraveling the effects of differences in dispersal. It would
be very interesting to look into a guild structured model where both within‐guild speci‐
ation (e.g. an individual of guild X speciates into a new species belonging to guild X) and
between‐guild speciation (e.g. an individual of guild X speciates into a new species
belonging to guild Y) is modeled. However, because this would introduce at least three
new parameters to estimate, we doubt whether such a large number of parameters can
be accurately estimated using species abundance data and information on guild struc‐
ture; perhaps this requires the inclusion of additional information about phylogeny.
Our sampling formula resembles the multiple samples sampling formula presented
by Etienne (2007). That sampling formula considers multiple local communities with
independent migration, which all share the same metacommunity (with one single esti‐
mate for θ). If we interpret these different local communities as different guilds, the
multiple samples model closely resembles our multiple guilds model. An importance
difference, however, is hidden in the metacommunity structure. The multiple samples
metacommunity consists of one single metacommunity, without any structure. Our
multiple guilds metacommunity is explicitly structured such that there are two sepa‐
rate guilds in the metacommunity that have independent dispersal towards the local
community. Due to their independent dispersal, guild sizes and number of species in
the local community can differ from each other, whereas the linked local communities
from the multiple samples model all sample from the same species pool.
Our guilds sampling formula disentangles migration, dispersal ability, and meta‐
community abundance. In classical neutral theory, dispersal limitation between the
local and metacommunity is governed by one single parameter, m (migration) (Hubbell
2001). This can be interpreted as the combined effects of dispersal, recruitment, estab‐
lishment and metacommunity abundance. In our sampling formula we made the link
between dispersal and metacommunity abundance more explicit by de"ining migration
as the product of dispersal and relative metacommunity abundance: mi = αi pi; our
newly de"ined dispersal ability α still includes dispersal, recruitment and establish‐
ment. Because we have rede"ined the migration parameter, and have focused on esti‐
mating α, estimates of our model cannot be directly compared with previously obtained
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estimates of immigration (Etienne 2007; Jabot & Chave 2009). Inferences with our D0
model however, provide a good reference point, as this model assumes no guild struc‐
ture and reduces to the Etienne Sampling Formula (Etienne 2005) with the migration
parameter substituted by our new dispersal parameter and the relative metacommu‐
nity abundance. Although our sampling formula is not the "irst to acknowledge the
in"luence of metacommunity abundance on migration (Rosindell & Harmon 2013), our
sampling formula is the "irst to focus on the effect of dispersal itself and to disentangle
dispersal from metacommunity abundance.
In our model we assumed independence of migration and speciation ability. We
assumed that in the metacommunity there are no differences between guilds with
respect to speciation and have only focused on differences of migration between the
metacommunity and local community. If there are profound differences in dispersal
ability between guilds, however, we would expect this to also in"luence the probability
of speciation. This is a general problem of two‐scale neutral models (Leigh 2007). A
lack of dispersal generally tends to lead to a more patchy distribution and can facilitate
geographical isolation of populations. As a result we expect an interaction between
speciation and dispersal ability. Correctly implementing this interaction would require
extending our current model towards a spatially explicit form. Rosindell and Phillimore
(Rosindell & Phillimore 2011) took a "irst step towards a further integration of
dispersal and speciation by identifying the difference between in situ speciation on an
island (cladogenesis) and speciation through drift over time, where an immigrant on an
island diverges from its ancestor on the mainland (anagenesis). Future work could
focus on a more direct connection between dispersal and speciation and could provide
a more explicit link between spatially explicit processes driving both dispersal limita‐
tion and speciation.
Our new sampling formula is a "irst step towards incorporating ecological reality
into a neutral approach of community assembly. It enhances our understanding and
appreciation of the interplay between stochasticity, dispersal and species speci"ic
requirements that govern the patterns we observe in ecological communities and the
underlying processes of community assembly.
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188
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197
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SX

43

42

41

42

44

46

SY

D1
D0
D0
D1
D1
D0
D0
D1
D1
D0
D0
D1
D1

D0
D0
D1
D1
D0
D0
D1
D1
D0
D0
D1

Model

Parameter estimates

198.29
30.90
81.68
53.19
197.21
30.44
81.04
52.86
189.58
30.25
104.84
53.32
232.01

111.04
33.663
255.64
55.77
32.83
115.51
56.00
285.24
31.10
82.52
53.45

θ

0.0050
0.0521
0.0048
1.0000
0.0049
0.0567
0.0050
1.0000
0.0051
0.0630
0.0040
1.0000
0.0046

0.0041
0.0515
0.0047
1.0000
0.0569
0.0040
1.0000
0.0045
0.0541
0.0049
1.0000

αX

0.0008
0.0521
0.0048
0.0005
0.0007
0.0567
0.0050
0.0006
0.0008
0.0630
0.0040
0.0006
0.0008

0.0041
0.0515
0.0008
0.0006
0.0569
0.0040
0.0006
0.0008
0.0541
0.0049
0.0006

αY

-367.06
-403.60
-406.48
-376.51
-377.08
-392.25
-395.68
-366.60
-367.59
-390.61
-392.17
-365.05
-363.42

-398.65
-398.24
-369.79
-371.70
-400.20
-400.70
-372.36
-369.71
-392.60
-395.84
-366.14

LL

Model fit

740.12
811.19
816.97
759.03
760.15
788.50
795.35
739.25
741.18
785.22
788.34
736.11
732.85

801.31
800.48
745.58
749.39
804.41
805.40
750.72
745.41
789.21
795.67
738.28

AIC

1.84
52.16
57.94
0
1.12
49.25
56.11
0
1.92
52.38
55.50
3.26
0

55.72
54.89
0
3.81
59.00
59.98
5.31
0
50.93
57.39
0

∆AIC

0.28
0
0
0.64
0.36
0
0
0.72
0.28
0
0
0.16
0.84

0
0
0.87
0.13
0
0
0.07
0.93
0
0
0.72

AIC W

0.59
0.00
0.00
0.66
0.17
0.04
0.03
0.93
0.53
0.04
0.01
0.97
0.48

0.00
0.02
0.58
0.91
0.00
0.00
0.90
0.28
0.05
0.06
0.87

p value

Table A1. Parameter estimates for the six different censuses of BCI, including both found optima for the D0 model. Guild X represents tree species
with biotic dispersal, and guild Y represents tree species with abiotic dispersal. The p‐value of the Neutrality test is reported in the last column.
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APPENDIX

Deriving the sampling formula
One-guild sampling formula
First, we sketch a derivation of the one‐guild sampling formula. Consider a community
of size J, which is governed by Hubbell’s neutral model dynamics. Individuals die at a
constant rate and are replaced with probability 1-m by offspring from within the
community, or with probability m by an immigrant from outside the community. We
denote the relative abundances of the immigrants (that is, the metacommunity) by p1 ,
p2 … ps and the absolute abundances in the community by N1 , N2 … NS . Note that
S

i=1

pi = 1 and

S

i=1

Ni = J

3

m( J –1)

Then, using the fundamental dispersal number I = 1– m , the stationary distribution of
the community abundances is
P(N⃑ | p,
⃑ I, J ) =

J ! (Ip1)N1 … (IpS)NS
(I ) J
N1! … NS!

(S1)

This formula describes the abundance distribution in the local community. It can also
be used to obtain the abundance distribution in the metacommunity. To do so, the
migration probability m must be interpreted as the speciation probability v, the meta‐
community size is denoted by JM and the fundamental dispersal number I is replaced
v( J –1)
by the fundamental biodiversity number θ = 1–Mv .
Etienne (2005) used equation (S1) to derive the sampling formula of Hubbell's
neutral model, that is, the probability that a sample taken from Hubbell's neutral
community has abundance vector D. The sampling formula is given by:
J

A=S

A

(I )
(K(D, A) (θ)
A)

(S2)

where D is a vector of the number of individuals per species, S is the number of species
in vector D and J is the total number of individuals in vector D. K(D, A) is de"ined as
follows:
K(D, A) ≔

S

{a1,...,aS |∑ S ai=A} i=1
i=1

s̅(ni, ai ) s̅(ai, 1)
s̅(ni, 1)

where ni is the number of individuals of species i and s̅(ni, ai ) is the unsigned Stirling
number of the "irst kind. The notation (x)y is the Pochhammer symbol de"ined as:
y

(x)y =

i=1

(x + i – 1)

Two-guild sampling formula
Next, we derive the two‐guilds sampling formula. Species belong to one of two guilds X
and Y with different dispersal ability αX and αY . Total community size J is a "ixed
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J!
(θ)S
P(D | θ, I, J) = S
S
∏ i=1 Ji ∏ j=1(Sj !) (I )J

parameter, but guild sizes JX and JY are dynamic variables. The species relative abun‐
dances in the metacommunity are pX,i (i = 1,…,SX ) for guild X and pY,i (i = 1,…,SY) for
guild Y, so that the guild relative abundances are
pX =

SX

i=1

pX,i and pY =

SY

i=1

pY,i

with pX + pY = 1

We denote the local community abundances by NX,i (i = 1,…,SX ) for guild X and by NY,i
(i = 1,…,SY) for guild Y so that
JX =

SX

i=1

NX,i and JY =

SY

i=1

NY,i

with JX + JY = 1

As in the case of a single guild, dead individuals are replaced with probability 1 – m by
local offspring and with probability m by immigration. In contrast to the case of a single
guild, the immigration probability of a speci"ic species is not only determined by its
metacommunity abundance, but also by the guild it belongs to. In particular,
Immigration by species i of guild X has probability αX pX,i
Immigration by species i of guild Y has probability αY pY,i
so that
m=

SX

i=1

αX pX,i +

SY

i=1

αY pY,i = αX pX + αY pY

We use equation (S1) to compute the stationary community composition. To do so we
construct a virtual metacommunity with relative abundances
αX pX,i
αX pX + αY pY
αY pY,i
Species i of guild Y has relative abundance
αX pX + αY pY

Species i of guild X has relative abundance

We then consider neutral immigration from this virtual metacommunity with immigra‐
tion probability m. Explicitly,
αX pX,i
= αX pX,i
αX pX + αY pY
αY pY,i
Immigration by species i of guild Y has probability m ×
= αY pY,i
αX pX + αY pY

Immigration by species i of guild X has probability m ×
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Comparing these immigration probabilities with the previous ones, we see that neutral
immigration from this virtual metacommunity is equivalent with the original immigra‐
tion process. Therefore, we can apply equation (S1) to the virtual metacommunity to
obtain the abundance distribution of the original community,

100

P(N⃑X, N⃑Y | p⃑X, p⃑Y, aX, aY, I, J )

αX pX,1
αX pX,SX
J ! (I αX pX + αY pY )NX,1 ... (I αX pX + αY pY )NX,SX
=
(I )J
NX,1! ... NX,S !
αY pY,1
αY pY,S
(I α p + α p )NY,1 ... (I α p + α Y p )NY,SY
X X
Y Y
X X
Y Y
×
NY,1! ... NY,S !

(S3)

Introducing the guild fundamental dispersal numbers
αX pX
αX pX ( J – 1)
I=
αX pX + αY pY
1 – αX pX + αY pY
αY pY
αY pY( J – 1)
IY =
I=
αX pX + αY pY
1 – αX pX + αY pY
IX =

3

(S4A)
(S4B)

we get

P(N⃑X, N⃑Y | p⃑X, p⃑Y, aX, aY, I, J )

pX,1
pX,SX
pY,1
pY,SY
J ! (IX pX )NX,1 ...(IX pX )NX,SX (IY pY )NY,1 ...(IX pX )NY,SY
J ! (IX)JX (IY)JY
=
×
=
(I )J
NX,1! ... NX,S !
NY,1! ... NY,S !
(I )J JX ! JY!
pX,1
pX,SX
pY,1
pY,SY
JX ! (IX pX )NX,1 ...(IX pX )NX,SX
JX ! (IY pY )NY,1 ...(IY pY )NY,SY
×
×
(IX)JX
NX,1! ... NX,S !
(IY)JY
NY,1! ... NY,S !

P( JX, JY | IX, IY, J ) =

As a result,

J!
(IX)JX (IY)JY
(IX + IY)J JX ! JY !

(S6)

p⃑ X
p⃑ Y
P(N⃑X, N⃑Y | p⃑X, p⃑Y, aX, aY, I, J ) = P( JX, JY | IX, IY, J ) P N⃑X p , IX, JX P NY p , IY, JY
X
Y

(

) (

)

(S7)

The product structure shows that, given guild sizes JX and JY and parameters IX and IY,
the abundance distributions of guilds X and Y are independent.
Equation (S7) describes the abundance distribution in the local community. In
particular, the product structure of equation (S7) carries over to the sampling formula
for dispersal‐limited sample from the metacommunity for given values of the metacom‐
munity relative abundances of the two guilds,
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In the last equality, the last line gives the abundance distribution of the species
belonging to guild X , which is an instance of the one‐guild formula (S1). Hence, the
remaining factors on the "irst line give the probability distribution of the guild sizes JX
and JY ,

P(DX, DY | θ, IX, IY, J ) = P( JX, JY | IX, IY, J ) P(DX | θX, IX, JX) P(DY | θY, IY, JY)

which is equation (2) in the main text.

(S8)

To obtain the full sampling formula, we need to integrate over all possible values of the
relative abundances of the two guilds appropriately weighted by the probability
density of these relative abundances. Equation (S7) can also be used to obtain this
probability density of the guilds’ relative abundances in the metacommunity. Given the
relative abundances pX and pY of guilds X and Y, the abundance distributions of guilds X
and Y are independent. To compute the distribution of pX and pY , we "irst lift the
expression P( JX, JY | IX, IY, J ) from the local community to the metacommunity. Using
JX → JM,X, JY → JM,Y, J → JM, IX → θX = θ2 and IY → θY = θ2 , we get
or

P( JM,X, JM,Y | θ, JM) =
P( JM,X | θ, JM) =

θ
θ
JM ! (2) JM,X (2) JM,Y
(θ ) JM JM,X ! JM,Y !

(θ2) JM,X (θ2) JM,Y
JM !
(θ ) JM JM,X ! ( JM – JM,X)!

(S9)

Then we take the coupled limit JM,X → ∞ and JM → ∞ with JM,X = pX JM. That is, we
transform the discrete probability distribution P( JM,X) of absolute abundances to a
continuous distribution ρ( pX) of relative abundances. We have
P( JM,X = αJM) = P

such that

(αJJMM ≤ pX < αJMJM+1) = ∫

α+ 1
JM

α

ρ( pX)d pX ≈ ρ(α)

ρ( pX | θ, JM) = lim JM P( pX JM | θ, JM) = lim JM
JM →∞

θ

= lim JM
JM →∞

=
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=

Γ(θ)

2
Γ ( θ2 )

Γ(θ)

2
Γ ( θ2 )

(θ2) pX JM (θ2) (1– pX) JM
JM !
(θ ) JM (pX JM)! ((1– JM – pX)JM)!
θ

Γ(θ) ( pX JM ) 2–1 ((1– pX ) JM ) 2–1
J Mθ–1

θ–1
2

Γ ( θ2 )

θ–1

Γ ( θ2 )

θ–1

θ–1

pX (1– pX )2 lim JM JM–θ+1 JM 2 JM 2
θ–1
2

JM →∞

θ–1

pX (1– pX )2

which is equation (4) in the main text.
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JM →∞

1
JM

(S10)

Combining equations (S8) and (S10), and integrating over all possible values of pX and
gives us the full sampling formula (equation (5) in the main text):

∫

1

P(DX, DY |θ, αX, αY) = P( JX, JY |IX, IY, J )P(DX |θY, IX, JX)P(DY |θX, IY, JY)ρ(pX |θ)dpX (S11)
0

Conditioning on guild size
Guild sizes JX and JY are central to equation (S11) and we therefore expect that differ‐
ences in guild size might disproportionally affect parameter estimates. To see to which
extent parameter estimates are in"luenced by differences in guild size, rather than
differences in dispersal ability between guilds, we plotted the ratio of guild sizes versus
the ratio of dispersal ability estimates obtained using equation (S8) (we used obtained
parameter estimates obtained using the procedure described under the “model selec‐
tion” part of the methods section). Only the parameter estimate of the model with the
highest AIC weight was taken into consideration. We found a positive relation between
the ratio of dispersal abilities of both guilds and the ratio between guild sizes (R2 =
0.95, slope = 0.927, p < 2e‐16, "igure A1). It seems thus, that equation (S8) overly
emphasizes the impact of differences in guild size and negates any differences in the
abundance distributions of the two guilds. A next step would be to condition our
sampling formula on guild size.
To condition on guild size, we can use the likelihood of having guilds of size JX and JY
(equation (S6))):
P( JX, JY | IX, IY, J ) =

J!
(IX)JX (IY)JY
(IX + IY)J JX ! JY !

P( JX, JY |θ, IX, IY ) =

∫ (IX + IY)J

3

Taking into account all possible combinations of IX and IY, and remembering from S4A
and S4B that IX and IY depend on pX we obtain:
J!

(IX)JX (IY)JY
ρ(pX |θ)dpX
JX ! JY !

Using equation (S12), we condition equation (S11) and obtain:
P(DX, DY |θ, IX, IY, JX, JY ) =

1

∫0 P( JX, JY)P(DX |θ, IX, JX)P(DY |θ, IY, JY)ρ(pX |θ)dpX)
1

∫0

J!
(IX)JX (IY)JY
ρ(pX |θ)dpX)
(IX + IY)J JX ! JY !

(S12)

(S13)

Using equation (S13), we repeated the procedure to obtain the ratio between guild
sizes and the ratio between dispersal abilities. This time, no signi"icant correlation
between the ratio of dispersal abilities and the ratio of guild sizes was detected
anymore (R2 = 0.00276, p = 0.115, "igure A1).
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Figure A1.Ratio of dispersal abilities of both guilds, versus the ratio of individuals in these guilds.
Left hand plot shows ratios obtained using the unconditioned sampling formula, right hand plot
shows ratios obtained using the conditioned sampling formula. For the unconditioned sampling
formula, a clear relation is found between the ratio of dispersal abilities and ratio of guild sizes (R2 =
0.95, slope = 0.927, p < 2e‐16). Using the conditioned sampling formula, this relationship vanishes
however (R2 = 0.00276, p = 0.115).
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Joint Inference of phylogeny and
diversi"ication rates from molecular sequences
does not outperform a 2‐step approach
Sebas!an Höhna, Thijs Janzen, Rampal S. E!enne

4
ABSTRACT

A frequently used approach to estimate speciation and extinction rates from mole‐
cular sequence data is a two‐step approach, where the "irst step consists of
constructing the phylogeny from sequence alignments and the second step consists of
estimating the diversi"ication rates – i.e. the speciation rate and the extinction rate –
from this phylogeny. The (Bayesian) inference approaches to estimate the phylogeny
already rely on a model for the divergence times: a so‐called tree model, and also
provides estimates of the diversi"ication rates; the tree and the diversi"ication rates
are thus jointly estimated. From a purely theoretical perspective, the two‐step
approach is therefore incorrect and seems unnecessary. Nevertheless, the two‐step
approach is often used in practice because using more complex tree models in the
joint inference approach is computationally unfeasible. Here we study whether the
choice of tree model in construction of the phylogeny impacts the analysis of diversi"i‐
cation rates under a two‐step approach. We simulate data and compare diversi"ication
rate estimates obtained using a two‐step approach with estimates using a joint‐infer‐
ence approach. Additionally, we compare the two‐step approach and joint inference
on an empirical dataset of the order Cetacea. Using the Cetacean dataset we also
investigate the effect of different clock models. Within our simulation study we "ind
that the estimates, and variation in the estimates, are similar between the two‐step
approach and the joint inference approach. Estimates obtained on the Cetaceans
dataset con"irm the simulation study, but only when using clock models with esti‐
mated and/or low variance. We therefore conclude that the two‐step approach need
not impact or bias diversi"ication rates, but only if a speci"ic branch‐rate model was
used to estimate the phylogeny.
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Introduction
A widely used approach to estimate diversi"ication rates ‐ the rates of speciation and
extinction ‐ from molecular sequence data is a 2-step approach (Huelsenbeck 1997;
O’Meara 2012). The "irst step is to estimate a phylogeny from the molecular data. The
second step consists of estimating the diversi"ication rates from this phylogeny (Nee
and Holmes 1994; Nee 2001, 2006; Ricklefs 2004, 2007).
The "irst analysis step involves, amongst others, selecting a substitution model, a
clock model and a tree model (Huelsenbeck 2000; Huelsenbeck et al. 2001; Yang and
Rannala 2012). Here we use the term model in the statistical sense, which is a formal
description using a combination of one or several stochastic processes and/or proba‐
bility distributions to describe how the data were generated. For example, the tree
model can be a constant‐rate birth‐death process with prior distributions on the speci‐
ation and extinction rates. Every modeling choice affects the estimates, such as the
phylogeny with its divergence times, and thus ultimately in"luences the diversi"ication
rate estimates (Revell et al. 2005; Drummond et al. 2006; Lepage et al. 2007).
The second step includes specifying (again) a model for species diversi"ication,
which is often a birth‐death process (Nee 2001, 2006). The birth‐death process de"ines
a probability density on phylogenies with divergences times (Höhna 2013a). By using
the phylogeny estimated in the "irst analysis step it is possible to infer the diversi"ica‐
tion process parameters using statistical methods such as Maximum Likelihood Estima‐
tion (MLE) and Bayesian Inference (BI).
The 2‐step approach has several practical advantages. Most of the more complex
diversi"ication models (e.g. birth‐death models), that are used to estimate diversi"ica‐
tion rates, e.g. time‐dependent diversi"ication rates (Stadler 2010; Höhna 2013a, 2014),
diversity‐dependent diversi"ication rates (Etienne et al. 2012), state‐dependent diversi‐
"ication rates (FitzJohn et al. 2009; FitzJohn 2012) or clade‐dependent diversi"ication
rate (Alfaro et al. 2009), are only implemented in independent R packages, for example:
DDD (Etienne and Haegeman 2012; Etienne et al. 2012), diversitree (FitzJohn 2012),
laser (Rabosky 2006a, 2006b), PBD (Etienne et al. 2014), TESS (Höhna 2013b, 2014)
and TreePar (Stadler 2011). Hence, these models cannot be used in a single joint
analysis where the phylogeny and the diversi"ication rates are estimated simultane‐
ously. Only if these models were implemented in one of the popular phylogeny estima‐
tion software such as BEAST (Drummond et al. 2012), MrBayes (Ronquist et al. 2012b),
PhyloBayes (Lartillot et al. 2009), PAML (Yang 2007) or RevBayes (Höhna et al. 2014)
would a joint analysis be possible.
The separate development of phylogeny estimation and diversi"ication rate analysis
software has contributed signi"icantly to the popularity of the 2‐step approach. It is
easier to develop and maintain an independent software package although many parts
of the functionality could be re‐used. Additionally, the computational time needed to
test different models of diversi"ication is several orders of magnitude lower if condi‐
tioned on a single phylogeny instead of estimating the phylogeny jointly with the diver‐
108

109

4

2-STEP VS JOINT INFERENCE

si"ication rates. The computational gain is arguably the most important argument for
the 2‐step approach.
Obviously, the 2‐step approach has its disadvantages. First, it disregards the uncer‐
tainty in the estimated phylogeny. Second, the 2‐step approach uses two tree models: a
model required for the estimation of divergence times and a model required for the
estimation of diversi"ication rates, which may not be the same. This double use of a tree
model invalidates the analyses from a purely theoretical perspective and the actual
impact – i.e., how strong the bias is ‐ is not well understood.
The main question in this study is whether the choice of the tree model ‐ or often
called tree prior because it is used as a prior distribution on the tree in Bayesian infer‐
ence ‐ impacts and thus biases the analysis of diversi"ication rates under the 2‐step
approach. Have our previous studies been biased and should we thus put more effort in
implementing more realistic tree models in phylogeny estimation software? Or is the
bias so small that it can be neglected and can we continue in estimating diversi"ication
model parameters separately from the phylogeny? Some tree models induce strong
divergence time priors, e.g., more probability on divergence times close to the tips, and
hence one may expect that divergence time estimates are in"luenced by the tree model
choice. This could in turn bias estimates of diversi"ication model parameters. For
example, we expect that the estimated extinction rate of a constant‐rate birth‐death
model is underestimated if the phylogeny was estimated using a pure‐birth model.
Similarly, we expect that the carrying capacity in a diversity‐dependent pure‐birth
model is overestimated if the phylogeny was estimated using a constant‐rate birth‐
death model.
To answer the questions raised above we implemented common substitution
models, relaxed clock models and birth‐death models in RevBayes (Höhna et al. 2014).
Until the present work, no software implementation existed that could estimate the
phylogeny jointly with the diversi"ication rates under a diversity‐dependent model. Our
implementation enables us for the "irst time to compare the 2‐step analysis approach
with a joint analysis of diversi"ication rates and phylogeny.
We considered as tree models a constant‐rate pure‐birth model, a constant‐rate
birth‐death model and a diversity‐dependent pure‐birth model. With simulations we
tested whether the 2‐step approach gives biased estimates and is inferior to a joint
analysis of phylogeny and diversi"ication model parameters. Additionally, we investi‐
gated the performance of the 2‐step approach compared with a joint analysis on an
empirical dataset (order Cetacea) and under which branch‐rate model choices both
approaches differ. All the analyses were performed in a Bayesian framework using
Markov chain Monte Carlo methods to approximate the posterior probability distribu‐
tion.

Methods
The goal of our analyses was to estimate the rates of diversi"ication under different tree
models.
As our data we considered aligned molecular sequences. We ignored any uncer‐
tainty in the alignment because this is outside the focus of our study.

Phylogenetic model of sequence evolution
As the standard model of evolution of the molecular sequences we chose a general time
reversible (GTR) substitution model (Tavaré 1986) with uncorrelated lognormal
(UCLN) distributed branch rates (Drummond et al. 2006).
The model is presented as a graphical model in Figure 4.1. For an introduction in
graphical models in phylogenetics see Höhna et al. (2014).
Below we provide the most important probability density functions used in the
phylogenetic model. The substitution model is a continuous time Markov process. Thus,
the transition probability matrix ℙ along branch i with effective branch length vi is
given by:
ℙi (vi ) = exp(vi ℚ)=

∞

i=1

vi ℚ/j!

where ℚ is the instantaneous rate matrix. The transition probability matrix ℙ is
computed using matrix exponentiation methods, see for example (Moler and Loan
1978). The rate matrix of the GTR substitution model is computed by
–((1 + (2 + (3)

QGTR =

(1
(2
(3

π1(1
π2

π (
– ( 1 1 + (4 + (5 )
π2
(4
(5

π1(2
π3

π1(3
π4

π2(4
π3

π2(5
π4

(6

π ( π ( π (
–( 1 3 + 2 5 + 3 6)
π4
π4
π4

π ( π (
– ( 1 2 + 2 4 + (6 )
π2
π3

π3(6
π4
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For more information see Felsenstein (2004) or Yang (2006). We chose "lat Dirichlet
distributions with very little prior information as prior distributions on the base
frequencies and exchangeability parameters:
π ~ Dir (1,1,1,1)
( ~ Dir (1,1,1,1)
The effective branch length was computed by the product of the branch rate and the
branch time (Heath et al. 2012):
vi = r i × t i
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Figure 4.1. Graphical model representation of the complete phylogenetic model. Stochastic variables
are represented by solid circles and deterministic variables by dashed circles. Constant variables are
represented by solid squares. Repetition over a vector is represented by a dashed rectangle (a plate)
and repetition over the tree is represented by a dashed rectangle with rounded corners (a tree plate).
We have represented the model by four modules: the PhyloCTMC module; the Branch rate module;
the Tree module; and the Rate matrix. The PhyloCTMC module describes the character evolution
along a tree. The molecular character Sij for node i and site j is distributed by a continuous time
Markov model with parameters vi (the ith effective branch length), Q (the rate matrix) and Sp(i)j (the
ancestral state). Furthermore, the observed character states at the tips are depicted by a shaded
node. The Branch rate module consists of the uncorrelated lognormal (UCLN) distributed branch
rates with parameter m and σ and the hyper‐prior parameters c and d. The Tree module describes the
distribution on the tree variable. Here we show a constant‐rate birth‐death process with parameter λ
and μ and hyper‐prior parameters a and b. Finally, the Rate matrix module describes the substitution
model which is a general time reversible (GTR) model. The rate matrix Q of the GTR model is
computed from the base frequencies π and exchangeability parameters ε. The base frequencies π and
exchangeability parameters ε have hyper‐prior parameters f and e respectively.

From this equation it can be seen that the branch time cannot be estimated if the
branch rate is not known and vice versa. We chose the uncorrelated lognormal distri‐
bution for the branch rate because it is the most widely used relaxed clock model,
ri ~ lnorm(m,σ)

We selected a uniform distribution between 0.0 and 10.0 for both prior parameters,
m ~ unif(0.0,10.0)
σ ~ unif(0.0,10.0)

The GTR model and the UCLN branch rate model are shown in Figure 4.1. The entire
likelihood of a tree is computed by Felsenstein's pruning algorithm (Felsenstein 1981).

Tree models
The three tree models considered here are: 1) a constant‐rate pure‐birth process, 2) a
constant‐rate birth‐death process and 3) a diversity‐dependent pure‐birth process.
The graphical model representation of the three different tree models is shown in
Figure 4.2.
All three tree models are variants of birth‐death processes. Here we de"ine the
birth‐death process as follows (see Nee et al. 1994 and Höhna 2013a). The process
starts at time t1 = 0 with two initial species that survive until the present time T,
denoted by S(2,t1,T). The divergence times in the phylogeny are denoted by t2,... ,tn‐1
and the diversity at time t by N(t).
At a speciation event, one species gives birth to exactly two species, and ceases to
exist itself. In our cases, the rate of speciation is either constant or depends on the
current diversity. In the case of the constant‐rate birth‐death process a species may
become extinct at rate μ. In the other models extinction is assumed to be 0.
A
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C
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constant-rate
birth-death

diversity-dependent
pure-birth
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a

b

a

b

λ

λ

µ

λ

κ

CHAPTER 4

Ψ

Ψ

Ψ

Figure 4.2. Graphical model representation of the three different tree models. Each tree model
de"ines a probability distribution on labelled histories ψ (a tree topology with node ages). A) A
constant‐rate pure‐birth process with speciation rate λ and hyper‐prior a. B) A constant‐rate birth‐
death process with speciation rate λ, extinction rate μ and hyper‐prior a and b respectively. C) A
diversity‐dependent pure‐birth process with initial speciation rate λ, carrying capacity K and hyper‐
prior a and b respectively.
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Constant-rate pure-birth process
The constant‐rate pure‐birth process has a constant speciation rate λ and no extinction
(Yule 1925). The probability density of a phylogenetic tree is given by
f (ψ | N(t1) = 2) =

n–1
2n–1
× eφλ(T–t0) × (λ × e λ(T–ti))
n!
i=2

(2)

As a hyper‐prior distribution on the speciation rate λ we choose an exponential distri‐
bution with rate 0.1,
λ ~ exp(rate = 0.1)

4

This hyper‐prior distribution has the highest probability for values close to 0.0 but has
a mean of 10.0 and a large variance and thus has only a small in"luence on the posterior
distribution.

Constant-rate birth-death process
The constant‐rate birth‐death process has constant speciation rate λ and constant
extinction rate μ (Nee and Holmes 1994; Nee et al. 1994). The probability density of a
phylogenetic tree is given by
f (ψ | N(t1) = 2, S(2, t1, T ))
=

(

2n–1 n–2 (λ – μ)2e–(λ–µ)(T–t1)
×λ
n!
(λ – μe–(λ–µ)(T–t1))2

2

)

×

n–1
i=2

( (λ(λ –– μeμ) e

2 –(λ–µ)(T–t1)
–(λ–µ)(T–t1))2

)

Similarly to the constant‐rate pure‐birth process, we chose an exponential distribution
with rate 0.1 for both parameters as hyper‐prior distributions,
λ ~ exp(rate = 0.1)
μ ~ exp(rate = 0.1)

f (ψ | N(t0) = 1) =

n–1
n
i
2n–1
× e λ(1– K )(T–tn–1) × (λ 1 – i × e λ(1– K )(ti – tn–1))
n!
K
i=2

(

)

Again, we chose an exponential distribution with rate 0.1 as the hyper‐prior distribu‐
tion for the initial speciation rate λ. For the carrying capacity K we chose a geometric
distribution with mean 100.0 has the hyper‐prior distribution,
λ ~ exp(rate = 0.1)
K ~ "geom mean = 100.0
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Diversity dependent pure-birth process
The speciation rate of the diversity‐dependent pure‐birth process depends linearly on
the current diversity (Etienne et al. 2012), λi = λ(1– i/K ), where K is the carrying
capacity and λ the initial speciation rate. The probability density of a phylogenetic tree
is given by (Rabosky 2006a):

The geometric distribution has the advantage that it is de"ined on integer values and
assigns more probability to smaller values. Hence, we considered the geometric distri‐
bution as an appropriate choice as the hyper‐prior distribution on the carrying
capacity. The choice of the mean of the geometric distribution had little in"luence on
our analyses.
Simulation study
In our simulation study we tried to use as realistic parameter values as possible. There‐
fore, we reconstructed the analysis of Slater (2010) on the order Cetacea running
exactly the same model in BEAST. From this analysis we obtained the following param‐
eter values:
– crown‐age = 58.37 My,
– base‐frequencies π = {0.30, 0.30, 0.13, 0.27},
– exchangeability‐rates ε = {0.07, 0.65, 0.04, 0.02, 1.0, 0.02},
– mean branch‐rate m = 0.0057 and
– standard deviation of the branch‐rates σ = 0.3.
These parameters were used as "ixed settings of our simulation study.
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Figure 4.3. Lineage‐through‐time plots of the simulated phylogenies. All simulations were stopped
when the process reached a time of T = 58.37. Trees in A‐C are simulated under a constant‐rate birth‐
death process and the trees in D‐F under a diversity‐dependent pure‐birth process. Figure A has no
extinction (μ = 0.0), Figure B has moderate extinction (μ/λ= 0.3) and Figure C has high extinction
(μ/λ = 0.9). Figure D has slow saturation (λ = 0.08), Figure E has moderate saturation (λ = 0.12) and
Figure F has fast saturation (λ = 0.18).
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First, we simulated phylogenies under two birth‐death process: (1) a constant‐rate
birth‐death process and (2) a diversity‐dependent pure‐birth process. For the simula‐
tion of the phylogenies we used the R packages TESS (Höhna 2013b) and DDD (Etienne
et al. 2012) with their explicit functions for tree simulations. For the constant‐rate
birth‐death process we chose three different parameter combinations ranging between
no extinction to high extinction. The actual speciation and extinction rate for the
constant‐rate birth‐death process were chosen so that the expected number of taxa at
the present time was equal to 71, the number of cetaceans in the study of Slater et al.
(2010). For the diversity‐dependent pure‐birth process we chose three parameter
combinations that re"lected various degrees of slowdown in lineage accumulation. The
carrying capacity in the diversity‐dependent pure‐birth process was set to 100 for all
simulations. Only the initial speciation rate was set to 0.8, 0.12 and 0.18 respectively to
obtain different levels of slowdown and saturation. The resulting lineages‐ through‐
time plots are shown in Figure 4.3.
Next, for each simulated tree we simulated a set of branch rates drawn from a
lognormal distribution with mean m = 0.0057 and standard deviation σ = 0.3. Then, we
simulated two DNA alignments each under the same GTR model with base‐frequencies
π = {0.30, 0.30, 0.13, 0.27} and exchangeability‐rates ε = {0.07, 0.65, 0.04, 0.02, 1.0,
0.02}. All simulations were performed in RevBayes.

4

The simulated datasets were divided into two sets; the "irst containing the alignments
simulated for the constant‐rate birth‐death trees and the second set containing the
alignments simulated for the diversity‐dependent pure‐birth trees. Both sets were
analyzed under a GTR substitution model with UCLN distributed branch rates, and
under both a constant‐rate pure‐birth model and a constant‐rate birth‐death model.
The results of the constant‐rate birth‐death analyses were used as the joint analysis
results The results of the constant‐rate pure‐birth analyses were used to create a
maximum a posteriori (MAP) tree for use in the 2‐step approach. Here we took the tree
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The simulation design is summarized as:
1. Simulate phylogenies with a crown age of 58.37 under
a. constant‐rate birth‐death model with a relative extinction rate of
i. 0.0 (a pure‐birth model).
ii. 0.3 (moderate extinction).
iii. 0.9 (high extinction).
b. a diversity‐dependent pure‐birth model with carrying capacity of 100 and
i. initial speciation rate of 0.08.
ii. initial speciation rate of 0.12.
iii. initial speciation rate of 0.18.
2. Simulate branch rates with ri ~ lnorm(m = 0.0057, σ = 0.3)
3. Simulate two sets of DNA sequences under a GTR model with
π = {0.30, 0.30, 0.13, 0.27} and ε = {0.07, 0.65, 0.04, 0.02, 1.0, 0.02}

with the highest posterior probability and estimated the node ages as the mean node
age from all trees where this clade was present (Holder et al. 2008). The MAP tree was
used in the 2‐step analysis to estimate the speciation and extinction rate of the
constant‐rate birth‐death model. Additionally, we estimated the speciation and extinc‐
tion rate from the true (simulated) trees as a benchmark.
The second set, the alignments simulated from the trees arising from the diversity‐
dependent pure‐birth process, was analyzed with tree priors of a constant‐rate birth‐
death process and of a diversity‐dependent pure‐birth process. Again, the results from
the diversity‐dependent pure‐birth analysis were used as the joint analysis results and
the constant‐rate birth‐death results yielded the MAP tree which was used in the
second step of the 2‐step analysis.

CHAPTER 4

Empirical study
In the empirical study we investigated whether the results agree with the simulation
study and additionally tested more model combinations. We used the data of Slater et
al. (2010) which contains cytochrome b (cytb) sequences of 1140 nucleotides of the 71
out of the 84 cetaceans. The data generated in the simulation study evidently follows
perfectly our models: the GTR substitution model, the UCLN branch‐rate model and the
birth‐death tree model. For the cetaceans dataset we do not know what the true model
is and it is likely that some of our modeling assumptions are violated.
The analysis settings of the empirical dataset are very similar to the analysis
settings of the simulated data. We analyzed the data under a GTR substitution model
and "ixed the root age at 58.37 My. The only difference is that we used six different
branch‐rate models: 1) a UCLN branch‐rate model with a uniform hyper‐prior on the
standard deviation parameter σ, 2) a UCLN branch‐rate model with a "ixed standard
deviation parameter σ = 2.0 that is much larger than the estimated standard deviation,
3) a uniform branch‐rate model where each rate is drawn from a uniform distribution
between 0.0 and 10.0, 4) an independent gamma rates (IGR) model (Lepage et al.
2007), 5) an uncorrelated exponential (UCE) branch‐rate model (Drummond et al.
2006), and 6) a strict clock model.
The branch‐rate model choices are summarized in Figure 4.4.
Again, we used a constant‐rate birth‐death process and a diversity‐dependent pure‐
birth process as the tree model. The estimated MAP phylogeny of the constant‐rate
birth‐death analysis was used in a second analysis step to estimate the diversi"ication
rates under a diversity‐dependent pure‐birth process (2‐step analysis).

Markov chain Monte Carlo estimation
The analyses were performed in a Bayesian framework. The result of the analysis is the
posterior distribution of the model parameters. Here, we are mainly interested in the
posterior distribution of the diversi"ication model parameters, especially the mean of
the posterior distribution and the size of the credible interval.
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The posterior distribution was approximated by sampling parameters values from a
Markov chain Monte Carlo (MCMC) simulation (for more information see (Rannala and
Yang 1996; Larget and Simon 1999; Li et al. 2000)). Each analysis on the simulated data
was performed by two chains with 104 iterations as the burn‐in phase and 105 itera‐
tions during which samples were taken every 10 iterations. During each iteration new
parameter values were proposed several times (approximately 100 proposals per itera‐
tion). The precise number of proposals depended on the tree size because this deter‐
mines the number of branch‐rate parameters. The analysis on the empirical data was
performed by two chains with 105 iterations as the burn‐in phase and 106 iterations
during which samples were taken every 100 iterations. Convergence was assessed by
checking that the effective sample size for every parameter was above 200 and using
the Gelman‐Rubin diagnostic test (Gelman and Rubin 1992).

117

2-STEP VS JOINT INFERENCE

Figure 4.4. Graphical model representation of the different branch‐rate models used in the empirical
analyses. A) a UCLN branch‐rate model with a uniform hyper‐prior between 0.0 and 1.0 on the stan‐
dard deviation parameter σ, B) a UCLN branch‐rate model with a "ixed standard deviation parameter
σ = 2.0, C) a uniform branch‐rate model from a uniform distribution between 0.0 and 10.0, D) an
independent gamma rates (IGR) model, E) an uncorrelated exponential (UCE) branch‐rate model,
and F) a strict clock model.

Results
Simulation study
The results of the simulation study are shown in Figures 4.5‐8. There is only very little
difference between the joint inference and the 2‐step analysis approach for the esti‐
mated speciation and extinction rates (see Figure 4.5).
For the trees simulated under the constant‐rates birth‐death model, the estimated
net‐diversi"ication rates (λ ‐ μ) are close to the true value for all analyses and under
each simulation setting (no extinction, moderate extinction and high extinction, see
Figure 4.5A‐C. Instead, the relative extinction rate (μ/λ) is more dif"icult to estimate
correctly, but there is no difference between the 2‐step approach and a joint inference
approach either. Interestingly, the worst estimates of the relative extinction rate are
when the trees were simulated under a pure‐birth process. However, this result can be
easily explained because an extinction rate of 0.0 is at the edge of the de"ined hyper‐
prior distribution and thus all prior probability is at values larger than 0.0.
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Figure 4.5. Estimated diversi"ication rates from the simulated constant‐rate birth‐death trees. Panels
A‐C show the estimated net‐diversi"ication rate λ-μ) and Figure D‐F show the estimated relative
extinction rate (μ/λ). The red line represents the true parameter values. Panels A and D are simulated
with no extinction, B and E with moderate extinction (μ/λ = 0.3) and C and F with high extinction
(μ/λ = 0.9). The boxplots are created from the posterior means of the parameters estimates per
analyses.
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In the introduction we argued that a joint inference approach has the advantage to
include uncertainty in the estimated phylogeny when estimating diversi"ication process
parameters. This uncertainty propagates through the analysis and hence the credible
interval size (CI‐size) is largest for the joint inference approach (see Figure 4.6).
The smaller CI‐size of the 2‐step approach should not be interpreted as superior.
Instead, it may lead to overcon"idence in the parameters estimates. The joint inference
remains (the theoretically) correct approach and thus the larger CI‐size should be
considered as the uncertainty arising from the limited molecular data available. All
other estimates with smaller CI‐size are somewhat biased.
The results from the diversity‐dependent pure‐birth process are very similar (see
Figures 4.7 and 4.8). A diversity‐dependent pure‐birth process is equivalent to a
constant‐rate pure‐birth process if the carrying capacity is very large and saturation
has not been reached. Therefore, we expect that the 2‐step approach overestimates the
carrying capacity. Furthermore, we expect the initial speciation rate to be underesti‐
mated because the slowdown of the diversi"ication rate is less pronounced if the
carrying capacity is large. Our expectations are met in our simulation study (see Figure
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Figure 4.6. Uncertainty in the estimated diversi"ication rates from the simulated constant‐rate birth‐
death trees. Figure A‐C show the credible interval size (CI‐size) of the speciation rate (λ) and Figure
D‐F show the CI‐size of the extinction rate (μ). Figure A) and D) are simulated with no extinction, B)
and E) with moderate extinction (μ/λ =0.3) and C) and F) with high extinction (μ/λ =0.9).
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Figure 4.7. Estimated initial speciation rate and carrying capacity. The top row shows the initial
speciation rate estimates and the bottom row shows the carrying capacity estimates.
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4.7) although the difference between the 2‐step approach and the joint inference are
very small.
We observe that the initial speciation rate is slightly underestimated and the
carrying capacity is slightly overestimated. The difference in the carrying capacity esti‐
mates seems to disappear the more informative the data are (i.e. the more pronounced
the saturation is).
The uncertainty in the parameter estimates is shown in Figure 4.8. Differences in CI‐
size between the different approaches are small, although the CI‐size of the capacity
estimate with λ = 0.08, using the true tree seems to be larger than the CI‐size of the
estimates obtained using joint inference or the MAP tree. Using λ = 0.08 implies that
there is little saturation and that variation in tree size and shape is relatively large.
Difference in CI‐size could therefore be the result of a larger stochastic component in
the true tree, compared to the MAP tree and the estimates obtained using joint infer‐
ence.
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Empirical Study
In the empirical study we estimated the carrying capacity and initial speciation on the
cetacean dataset of Slater et al. (2010). We estimated the diversi"ication rates using a 2‐
step analysis approach using a constant‐rate birth‐death process in the "irst step
(phylogeny estimation) and a diversity‐dependent pure‐birth process in the second
step (diversi"ication rate estimation). Additionally, we used a joint inference approach
estimating jointly phylogeny and diversi"ication rates using a diversity‐dependent
pure‐birth model. Furthermore, we repeated each of the analyses six times under
different branch‐rate model (see Figure 4.4). The results of our study are shown in
Figure 4.9 .
The estimated posterior distribution of the initial diversi"ication rate is (almost)
identical for the branch‐rate models with estimated or no variance (see Figure 4.9A, D
and E). This result is in line with our simulation study where we used an UCLN branch‐
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Figure 4.8. Credible interval sizes (CI‐size) of the parameter estimates. The boxplots represent the
CI‐size for each simulated dataset. The top row shows the CI‐size of the initial speciation rate and the
bottom row shows the CI‐size of the carrying capacity. The left column shows the results for the
simulations under low saturation (initial speciation rate of 0.08), the middle column the results of
the simulations under moderate saturation (initial speciation rate of 0.12), and the right column the
simulations under high saturation (initial speciation rate of 0.18).
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Figure 4.9. Posterior distribution of the initial speciation rate and carrying capacity estimated on the
Cetacean dataset of Slater et al. (2010) using a 2‐step analysis and a joint inference combined with
six different branch‐rate models. A) Under a UCLN branch‐rate model with uniform hyper‐prior
between 0.0 and 10.0 on the standard deviation; B) Under a UCLN branch‐rate model with "ixed stan‐
dard deviation of 2.0; C) Under a uniform branch‐rate model with branch rate between 0.0 and 10.0;
D) Under a IGR branch‐rate model with uniform hyper‐prior on the mean and variance between 0.0
and 10.0; E) Under a UCE branch‐rate model with a uniform prior between 0 and 10.0; and F) under
a strict clock model with auniform prior between 0.0 and 10.0.
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rate model with estimated standard deviation. The branch rate variation seemed to be
low for this dataset. We estimated a standard deviation under the UCLN branch‐rate
model of 0.17 and a variance of 0.17E‐6 under the IGR model. Note that these results
are slightly different from the original analysis of Slater et al. (2010) because we did
not use any fossil calibrations beside a root calibration. The models that have a "ixed
and/or too high variance in the branch rates gave different estimates of the initial
speciation rate between the 2‐step approach and the joint inference (see Figures 4.9B,
C and F). The initial speciation rate was underestimated under the 2‐step approach for
the UCE branch‐rate models and the UCLN branch‐rates model with "ixed variance. The
uniform branch‐rate model has the opposite bias (overestimated initial speciation rate)
but because this model is clearly unidenti"iable, these results should be treated
cautiously.
Not only the rates differed between the two inference approaches, they were also
different between branch‐rate models. For example, the initial speciation rate was esti‐
mated to be higher under the UCE branch‐rate model compared to the estimates under
an UCLN branch‐rate model. The same behavior was observed for carrying capacity
estimates (see Figure 4.9). Note here that the scale changes drastically between branch‐
rate models. Interestingly, the two branch‐rate models with "ixed variance give the
smallest uncertainty in the estimated carrying capacity. Remember that the hyper‐prior
distribution on the carrying capacity was a geometric distribution which assigns more
probability on smaller values. Hence, the small estimates of the carrying capacity could
be in"luenced by this hyper‐prior.

4

The results of this study are surprising in some aspects. The tree model can potentially
in"luence the divergence time estimation and thus also the estimated diversi"ication
model parameters obtained from a second analysis using the estimated phylogeny. A
joint inference approach would therefore be superior to this 2‐step approach. This is
not always the case as we showed here. It appears that the information contained in the
sequences overwhelms the prior information when estimating divergence times. This
was true in our study as long as a branch‐rate model was used with an estimated vari‐
ance among rates. If the variance of the branch rates was arti"icially set to be high, the
tree model affected the divergence time estimates. In our study the true variance
among branch rates was low, as we used empirical parameters. Other datasets might
have a larger variance between branch rates and thus could produce biased estimates
of the diversi"ication model parameters.
The uncorrelated exponential (UCE) branch‐rate model has no parameter to esti‐
mate the variance because the variance and mean of the exponential distribution are
the same parameter. Therefore, the UCE branch‐rate model has generally a larger vari‐
ance between branch rate and is more sensitive to the tree prior. We discourage the use
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Discussion
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of the UCE branch‐rate model for estimating divergence times, especially in a 2‐step
analysis or if the tree model is uncertain.
For our simulated data we found no considerable difference between the 2‐step
inference and joint‐inference when using constant‐rate birth‐death models on
constant‐rate pure‐birth data. Furthermore we only noticed a small difference between
2‐step inference and joint inference when using diversity‐dependent analyses on birth‐
death data.
The trees that are simulated under a diversity‐dependent pure‐birth process are
very unlikely under any constant‐rate birth‐death process, especially if the process is
saturated (see Figure 4.3). If the diversi"ication analysis is performed in a 2‐step
approach, it is thus recommendable to use a less informative prior. A good candidate is
the uniform node age prior (Lepage et al. 2007; Ronquist et al. 2012a) or a Dirichlet
prior on node ages (Kishino et al. 2001; Thorne and Kishino 2002).
In this study we investigated if the estimated diversi"ication model parameters are
biased if estimated under a 2‐step approach compared with the estimates under a joint
inference of phylogeny and diversi"ication model parameters. The results of our simula‐
tion study and our study on the cetacean dataset suggest that a 2‐step approach
produces similar estimates as joint inference, under the UCLN branch‐rate model.
Moreover, the estimated phylogeny and divergence times are not affected by the tree
model as long as the branch‐rate model has a small or estimated variance. This was the
case for the strict clock model, the UCLN branch‐rate model and the IGR branch‐rate
model.
We conclude that, contrary to our predictions, the two‐step approach used in many
studies need not produce biased estimates, provided that branch‐rate models with low
or estimated variance are used. Our "indings based on the empirical dataset indicate
that the choice of branch‐rate model can potentially bias obtained estimates using a
two‐step approach. We therefore recommend to use at least two different branch‐rate
models and compare divergence time estimates in order to correct for any biases intro‐
duced. If different branch‐rate models yield similar divergence time estimates, the
computationally demanding joint‐inference approach need not be used, and two‐step
inference can safely be applied. Currently however, often only a single branch‐rate
model is used, and caution should be taken when applying a two‐step approach,
especially on phylogenies estimated using a branch‐rate model with "ixed and/or high
variance.
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Chapter 5

nLTT: an ef"icient summary statistic
for Approximate Bayesian Computation of
diversi"ication rates from molecular phylogenies
Thijs Janzen, Sebas!an Höhna, Rampal S. E!enne

ABSTRACT

1. Molecular phylogenies form a potential source of information on rates of diversi"i‐
cation, and the mechanisms that underlie diversi"ication patterns. Diversi"ication
models have become increasingly complex over the past decade, and we have
reached a point where the computation of the analytical likelihood of the model
given a phylogeny is either unavailable or intractable. For such models, a likeli‐
hood‐free approach such as Approximate Bayesian Computation (ABC) offers a
solution. ABC is a Bayesian framework that uses one or more summary statistics
instead of the likelihood function. Crucial to the performance of an ABC algorithm
is the choice of summary statistics.
2. Here we analyze the applicability of three traditional and often‐used summary
statistics (Gamma statistic, phylogenetic diversity metric and tree size) within an
ABC framework and propose a new summary statistic: the normalized Lineage‐
Through‐Time (nLTT) statistic.
3. We "ind that the traditional summary statistics perform poorly and should not be
used as a substitute of the likelihood. By contrast we "ind that the nLTT statistic
performs on par with the likelihood.
4. We suggest to include the nLTT statistic to be included in future ABC applications
within phylogenetics.We argue that the use of ABC in diversi"ication rate analysis is
a promising new approach, but that care should be taken which summary statistics
are chosen.

Methods in Ecology and Evolu!on, accepted, in press
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Introduction
To understand present‐day biodiversity, it is crucial to study which processes
contribute to biodiversity, and how these processes have changed over time. Histori‐
cally, inferences on the macro‐evolutionary history of species, and more speci"ically,
inferences of speciation rates and extinction rates, were drawn using the fossil record
and morphological similarity (Huxley 1942; Eldredge & Gould 1972; Coyne & Orr
2004). Molecular phylogenies have provided a new source of information on evolu‐
tionary histories. A large array of models that attempt to infer past speciation and
extinction rates from phylogenies has been developed in the last decade (Morlon
2014), including, but not limited to, the constant rates birth‐death process (Nee et al.
1994), character‐state‐dependent diversi"ication rates (Maddison et al. 2007; FitzJohn
et al. 2009), time‐dependent diversi"ication rates (Stadler 2011; Morlon et al. 2011;
Höhna 2014) , diversity‐dependent diversi"ication rates (Rabosky & Lovette 2008a;
Etienne et al. 2012) and protracted diversi"ication (Etienne & Rosindell 2012). All these
models are crude simpli"ications of the underlying mechanics causing diversi"ication.
This allows these models to remain mathematically tractable, and exact likelihoods of
the models given the phylogeny can be formulated to infer parameter estimates. At the
same time, the mathematical tractability poses a restriction on the complexity of these
models; simple extensions often result in intractable models. Consider for example a
model where speciation and extinction rates depend on geographical change (Pigot et
al. 2010), a model including interactions between population size and speciation rate
(Jabot & Chave 2009; Davies et al. 2011); or a model where extinction rates that are
heritable across species (Rabosky 2009). Fortunately, it is often fairly straightforward
to simulate these models. This property can be exploited in Approximate Bayesian
Computation (Tavaré et al. 1997; Beaumont et al. 2002; Sunnåker et al. 2013). Instead
of using the likelihood as an indicator of model "it, Approximate Bayesian Computation
(ABC) relies on summary statistics to make inferences. Speci"ically, the “"it” of a set of
model parameters is determined by simulating the model for this set of parameters and
then comparing the summary statistics for the simulated data to the summary statistics
of the real data.
ABC methods are already widely used in population genetics to infer demographic
parameters (Tavaré et al. 1997; Bazin et al. 2010; Csilléry et al. 2010), and are also
used in "ields beyond molecular genetics, including epidemiology (Blum & François
2009; Blum & Tran 2010) and systems biology (Barnes et al. 2011). Within ecology,
applications of ABC have been limited to the estimation of Lotka‐Volterra dynamics
(Toni et al. 2009), host‐parasite dynamics (Drovandi & Pettitt 2011) and neutral
community ecology (Jabot & Chave 2009). Surprisingly, ABC has scarcely been applied
to diversi"ication rate analysis (see Rabosky (2009) for an exception). In this paper we
will explore the potential of ABC for models of macro‐evolutionary diversi"ication.
The choice of summary statistics is crucial to the performance of ABC. For diversi"i‐
cation rate analysis, no systematic analysis of available summary statistics has been
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conducted yet. Ef"icient summary statistics for diversi"ication rate analysis should be
able to recover parameter values for a range of diversi"ication models. Here we analyze
three summary statistics traditionally used in diversi"ication rate analysis: tree size, the
Gamma statistic (Pybus & Harvey 2000), and the Phylogenetic Diversity metric (Clarke
& Warwick 2001). We test the performance of these summary statistics within an ABC
framework by comparing inferences made with ABC for trees simulated with the
constant‐rate birth‐death model (Nee et al. 1994), a time‐dependent speciation model
(Rabosky & Lovette 2008b) and the diversity‐dependent speciation model (Etienne et
al. 2012) with inferences using the exact likelihood. We show that under these different
scenarios, none of the established summary statistics is able to reliably recover param‐
eter estimates. Furthermore we introduce a novel summary statistic: the normalized
Lineage Through Time (nLTT) difference. We show that this novel summary statistic
can be used as a substitute for the likelihood.
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where g2, g3, …gn are the internode distances of a reconstructed phylogeny with n taxa.
A value of γ > 0 indicates that the phylogeny’s internal nodes are closer to its tips than
expected under the pure birth model, whilst γ < 0 indicates internal nodes closer to the
root than expected under the pure birth model. We calculated the gamma statistic using
the function GAMMASTAT from the R‐package APE (Paradis et al. 2004). As Phyloge‐
netic Diversity metric we chose the average Phylogenetic Diversity, which is inde‐
pendent of the number of taxa in the tree (in contrast to the traditional Phylogenetic
Diversity metric (Faith 1992)). The Phylogenetic Diversity metric is de"ined as the sum
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We generated data using three different models of increasing complexity: the birth‐
death model (Nee et al. 1994), the time‐dependent speciation model (Rabosky &
Lovette 2008b; Höhna 2014) and the diversity‐dependent speciation model (Rabosky &
Lovette 2008a; Etienne et al. 2012). We inferred the parameters using ABC with three
different summary statistics and with standard Bayesian Computation using the analyt‐
ical likelihood.
The tree size, the Gamma statistic (Pybus & Harvey 2000), and the Phylogenetic
Diversity statistic (Faith 1992; Clarke & Warwick 2001) are commonly used as summary
statistics to capture propreties of phylogenies. Additionally we introduce a new
statistic, the normalized Lineage-Through-Time statistic (nLTT ).
Tree size is simply the number of tips of the phylogeny. The Gamma statistic (Pybus
& Harvey 2000) is given by:

of all branch lengths in the tree, divided by the number of branches (Clarke & Warwick
2001), i.e.:
PD =

∑ 2(n–1)
bi
i=1
n

where n is the number of branches in the tree and b is the length of a branch in a tree,
thus ∑ 2(n–1)
bi represents the sum of all branches, and PD is the average branch length.
i=1
When analyzing a phylogeny, or comparing multiple phylogenies generated by the
same model, often the Lineage‐Through‐Time (LTT) curve of these phylogenies proves
to be helpful (Paradis 2011). The LTT curve shows the number of lineages in the
phylogeny over time. The shape of the LTT curve can reveal periods with high specia‐
tion and can identify signatures of extinction (Nee et al. 1994). A potentially powerful
way to compare phylogenies lies therefore in the comparison of their LTT curves. Prob‐
lems arise however when the two compared trees are not of the same size, or same
height. Differences in number of lineages or differences in the time to the most
common recent ancestor might overshadow the differences in shape that we are trying
to detect. Furthermore, differences in scale between the two compared trees can make
it dif"icult to predict the range of expected differences between the LTT curves. We
therefore normalized the LTT curves both in number of lineages and in time, i.e. we
divide the number of lineages by the number of extant tips, and the time by the time to
the most recent common ancestor. This yields a function on relative time span [0,1],
1.0

normalized lineages

0.8

0.6

0.4

0.2
0.0
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0.0

0.2

0.4

0.6

normalized time

0.8

1.0

Figure 5.1. Normalized LTT curves for three phylogenetic trees generated using the pure birth model
with parameters λ = 0.4 (red and green lines) and λ = 0.25 (blue line). Time to the most recent
common ancestor was identical for all three trees and set at 10 million years. Colored surfaces indi‐
cate the nLTT difference between the respective trees, with the light blue surface the difference
between the blue and red line, and the lightgreen surface the difference between the green and the
red line. Clearly the surface between the two trees generated with the same λ (λ = 0.4, red and green
lines) is smaller than the surface between the two trees generated with different λ (λ = 0.25 and λ =
0.4, blue and red lines).
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and the number of lineages also spans the interval [0,1] The difference in normalized
LTT curves falls consistently within the same range and facilitates the use of a consis‐
tent threshold acceptance value in ABC analysis. Then, as a distance metric in ABC, we
use the absolute distance between the normalized LTTs, which is given by:
∆nLTT =

∫

1

0

| nLTT1(t) – nLTT2(t) | dt

(1)

where nLTT1(t) is the number of normalized lineages at normalized time t for phylo‐
geny 1, and nLTT2(t) is the number of normalized lineages at normalized time t for
phylogeny 2. Equation (1) thus captures the surface enclosed between the two normal‐
ized LTT curves, and this surface carries information about similarity between the
curves (see Figure 5.1). Note that we did not formulate an expression of the nLTT‐
statistic itself, but immediately de"ined the distance metric for use in ABC. Once could
de"ine the nLTT‐statistic as the area under the LTT‐curve, but the difference between
two areas‐under‐the‐LTT‐curve could be equal to 0 even if the LTT‐curves are very
different, whereas our distance metric is equal to 0 if and only if the two LTT‐curves
compared are identical.
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Simulation models
In this study we focus on three different two‐parameter diversi"ication models; the
birth‐death model, the time‐dependent speciation model (without extinction) and the
diversity‐dependent speciation model (without extinction). The two parameters are
speciation and extinction rate for the birth‐death model, initial speciation rate and the
rate of speciation decay in the time‐dependent speciation model, and initial speciation
rate and the diversity limit in the diversity–dependent speciation model. We did not
include extinction in the time‐dependent and diversity‐dependent models to facilitate a
fair comparison between the three different models. In our analysis we chose a repre‐
sentative set of parameter values to generate our simulation data (see also Table 5.1).
We kept the time to the most recent common ancestor constant, and adjusted the speci‐
ation rate such that under the chosen parameterization, the expected number of tips
was "ixed (e.g. with increasing extinction, we increased the speciation rate), to guar‐
antee suf"iciently large trees and thereby prevent poor estimation just because of little
information in the data. For the diversity dependent model we did not keep the
expected number of tips "ixed, but "ixed maximum diversity, thus ensuring that with
different speciation rates we capture different degrees of diversity dependence. The
alternative approach, keeping the number of tips "ixed and letting the time to the most
recent common ancestor vary, is not possible except for the birth‐death model (Stadler
2013; Lambert & Stadler 2013). Keeping the expected number of tips "ixed may seem to
disqualify the tree size statistic as an ef"icient statistic from the start, but we note that
tree size still varies in simulations with the same parameter values, so poor perform‐
ance of the tree size statistic will be due to the expected lack of information in this
statistic. In our analysis the tree size statistic can function as a reference point, an indi‐

5

cation how well ABC inference performs, even when the summary statistic is unlikely
to be able to distinguish between models

Birth-death model
We set the ratio of the extinction and speciation rates to 0.0, 0.1, 0.3 and 0.9, ensuring
trees with both low and very high extinction. Speciation rates were adjusted such that
the expected number of species was always 100. This resulted in corresponding specia‐
tion rates of 0.39, 0.42, 0.51 and 1.77. For every parameter combination, 30 trees were
simulated using the package TESS (Höhna 2013a) in R 3.0.1.

Time-dependent model
Extinction was set to zero to keep the number of free parameters at two. The speciation
rate was chosen to decay in an exponential fashion: λ = λ0 exp(‐αt), where λ0 is the
initial speciation rate and α governs the time‐dependent decay. For α = 0, we recover
the standard birth‐death model. Values for α were chosen to be either [0.1, 0.5, 0.9],
and λ0 values were adjusted to keep the expected number of tips at 200. This is a larger
expected tree size than in the birth‐death model because variation in tree size is rela‐
tively large for the time‐dependent speciation model and hence we avoided trees with
an extremely low number of tips. Resulting λ0 values were [0.73, 2.32, 4.15] respec‐
tively. We simulated 30 trees using the R package TESS (Höhna 2013a) in R 3.0.1.
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Diversity-dependent model
In the diversity‐dependent model we assumed that extinction is zero and the speciation
rate decreases linearly with increasing diversity: λ = λ0 (1 – N/K), where λ0 is the speci‐
ation rate at low diversity, N is the current diversity and K is the maximum diversity. As
N approaches K, the effective speciation rate approaches 0. We chose to adjust λ0 whilst
keeping K constant, to vary the degree of limitation due to diversity‐dependence. K was
chosen to be 200, with λ0 values being [0.5, 0.75, 1.0]. Expected tree sizes ranged
between 100 and 200, depending on λ0. We simulated 30 trees using the R package
DDD (Etienne et al. 2012) in R 3.0.1.

Likelihood
To obtain our reference estimates using the analytical likelihood we performed a
Markov chain Monte Carlo (MCMC) analysis using a Metropolis‐Hastings algorithm
(Metropolis et al. 1953; Hastings 1970). The MCMC chain was run for 1,000,000 itera‐
tions, with a discarded burn‐in phase of 10,000 at the beginning and the chain was
thinned out by sampling every 10th iteration. Likelihoods for the birth‐death model and
the time‐dependent model were calculated using the package TESS (Höhna 2013a),
likelihoods of the diversity‐dependent model using the package DDD (Etienne et al.
2012). All calculations were performed using R 3.0.1.
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9.
10.
11.

If t > 0; W it =

π(θ it )

∑ Nj=1 w jt–1 N(θ jt , θ it )

If i < N, set i = i + 1, go to 3.
Normalize the weights
If t < T, set t = t + 1, go to 2.

Initial epsilon values were estimated as follows. We generated 100 trees with the
same age using the package TESS (Höhna 2013a). For these 100 trees we calculated the
four summary statistics, and used the standard deviation of this distribution as the
initial epsilon value. This resulted in initial ε0 values of [50, 1, 1, 0.2] for tree size,
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ABC
We used an Approximate Bayesian Computation Sequential Monte Carlo (ABC‐SMC)
approach (Toni et al. 2009). Within the SMC approach, particles are "irst generated
from the prior distribution. Particles are then resampled from the obtained sample, and
slightly perturbed. From these resampled particles a new sample is formed, from which
again particles are resampled, etc.The threshold value ε ‐ below which new particles
are accepted ‐ is lowered with every newly obtained sample. As a result, the acceptance
rate decreases and the acceptance threshold ε approaches zero with an increase in the
number of iterations (re‐samplings). This is in contrast to the more standard ABC‐
MCMC approach, where particles are continuously propagated using a "ixed threshold ε.
To get good results within an ABC‐MCMC framework, manual adjustment of ε is often
necessary, and the chain must often be started multiple times before obtaining the
desired balance between a low threshold value and high acceptance rate. The ABC‐SMC
approach keeps these manual adjustments to a minimum. In a pilot study we consid‐
ered Adaptive SMC or Adaptive MCMC (Beaumont 2010; Drovandi & Pettitt 2011;
Lenormand et al. 2013), where epsilon values and the jumping distribution are adapted
during runtime, but these algorithms proved to be relatively slow compared to the
ABC‐SMC algorithm used here (Toni et al. 2009).
The ABC‐SMC scheme proceeds as follows:
1. Initialize ε1 … εT
Set the population indicator t = 0
2. Set the particle indicator i = 1.
3. If t = 0, sample θ** from the prior π
Otherwise sample θ* from the previous population θ it–1 with weights wt–1
and perturb the particle to obtain θ** such that θ** = θ* + N(0,0.05)
4. If π(θ**) = 0, return to 3.
5. Simulate a tree T* ~ θ**
6. Calculate summary statistic S for tree T*
7. If |SS(T* ) – SS(T0) | > εt return to 3.
8. Set θ it = θ** and calculate the weight for particle θ it :
i
If t = 0; W t = 1

Gamma statistic, Phylogenetic diversity and the normalized LTT statistic respectively
The epsilon value was decreased in an exponential fashion as the sequential ABC
scheme progresses, such that the epsilon value was εt = ε0 exp(–0.5t), where t is the
current sequential step. This exponential decrease follows the progression of epsilon in
the adaptive‐SMC scheme of Del Moral (2012). We found that using 5000 particles per
iteration was suf"icient. Convergence was assumed when the acceptance rate of newly
proposed particles had dropped below 1 in 100 and visual inspection of the interquar‐
tile ranges showed no change in the posterior distribution of the past 3 iterations. We
provide code used to perform the ABC‐SMC analysis in the nLTT package for R. As prior
distributions we chose to use a uniform prior on [0,5] for both parameters of the birth‐
death model, assuming that both speciation and extinction cannot become negative and
limiting them from becoming extremely large values, and thus producing unrealistic
trees. For the time‐dependent model we chose a lognormal prior with mean 0 and stan‐
dard deviation of 1 for both parameters, such that both the initial speciation and the
time‐decay parameter were always positive. For the diversity‐dependent model we
chose a lognormal prior with mean 0 and standard deviation of 1 for λ0 and a
lognormal prior with mean 4.6 and standard deviation of 1 for K for the diversity‐depen‐
dent model. Both these priors are always positive, and the mean for the K is chosen to
be centered around the expected tree size (exp(4.6) = 100). These priors were used
both in the Metropolis Hastings MCMC approach and in the ABC‐SMC approach.

Convergence analysis
In the limit of ε → ∞ and N → ∞, where N is the number of ABC‐samples, our Approxi‐
mate posterior distribution converges to the true posterior distribution (Marjoram et
al. 2003). The threshold ε asymptotically moves towards 0 using our SMC approach,
with an increasing number of iterations of the resampling algorithm. If the summary
statistic used is suf"icient, then the mean of the approximate posterior distribution
should asymptotically move towards the true mean, with decreasing ε. To test this we
plotted the natural logarithm of the threshold against the mean of the obtained poste‐
rior distribution using ABC. Furthermore we plotted the 95% con"idence interval of the
means across the 30 different trees.
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Results
Trees
The trees generated with the different models show different patterns, depending on
the model and the parameterization of the model. With increasing extinction, we
observed a slight decrease in the average number of tips (despite correcting the specia‐
tion rate) (Table 5.1 and Figure 5.2), and only for very high levels of extinction (μ =
0.9λ), patterns in the LTT plot differ considerably from those having no extinction at all
(Figure 5.2). Increasing levels of extinction leads to an increase in the pull‐of‐the‐
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Table 5.1. Parameter values used to simulate the three different models, for speciation rate (λ),
extinction rate (μ), time‐dependent decay (α) or maximum diversity (K) values. The last three
columns show the mean (standard deviation between brackets) statistics of the 30 trees used in our
analysis.
Treatment

λ

µ/α/K

Number Tips

γ

PD

Birth-Death

0
0.1
0.3
0.9

0.39
0.42
0.51
1.77

0.00
0.04
0.15
1.60

98 (72)
85 (67)
85 (65)
84 (60)

0.07 (0.95)
0.22 (0.83)
0.86 (1.00)
5.15 (1.39)

1.38 (0.29)
1.37 (0.26)
1.29 (0.37)
0.75 (0.23)

Time-dependent

0.1
0.5
0.9

0.73
2.32
4.15

0.10
0.50
0.90

204 (129)
202 (150)
190 (140)

-2.42 (0.42)
-13.54 (5.75)
-17.85 (6.53)

1.45 (0.10)
3.07 (0.13)
3.87 (0.07)

Diversity- dependent

0.5
0.75
1

0.50
0.75
1.00

200
200
200

105 (35)
187 (11)
198 (2)

-2.40 (2.27)
-9.57 (2.11)
-14.83 (2.26)

1.50 (0.20)
2.02 (0.31)
2.60 (0.49)

Birth-death
2.5

2.0

log10(lineages)

Time-dependent

µ = 0.0
µ = 0.1λ
µ = 0.3λ
µ = 0.9λ

5

Diversity-dependent

α = 0.1
α = 0.5
α = 0.9

λ = 0.5
λ = 0.75
λ = 1.0

1.5

1.0

0.5

–10
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Figure 5.2. LTT curves of the simulated phylogenetic trees used in our analysis. Shown are the mean
LTT curves of the birth‐death model, the time‐dependent speciation and the diversity‐dependent
speciation model. Colors indicate different parameterizations. The number of replicates per parame‐
terization was 30.

present (Nee et al. 1994), which is re"lected by an increase in the average Gamma
statistic. Higher extinction also implies lower Phylogenetic Diversity. For the time‐
dependent model, LTT plots reveal that trees with an α of 0.1 are still fairly similar to
the birth‐death model (Figure 5.2), and trees with higher α-values show a slowdown in
lineage accumulation. This slowdown is re"lected in highly negative Gamma values
(Table 5.1). Phylogenetic Diversity on the other hand, increases with an increase in α,
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0.0

possibly because the initial speciation rate was higher. Diversity‐dependent LTT plots
show less speciation‐limitation than the time‐dependent plots, and higher λ0 values
seem to induce more limitation than lower values; λ0 = 0.5 seems fairly similar to the
birth‐death model (Figure 5.2). Higher λ0 values generate larger trees and trees with
higher phylogenetic diversity.

Likelihood
Crucial to our comparison between ABC and the likelihood‐based estimates, is the
accuracy of the likelihood estimates, and whether or not patterns in our obtained likeli‐
hood estimates resemble patterns reported in the literature. Comparing our estimates
for the three models with the parameter values the trees were generated with, we "ind
that for the birth‐death model, both the speciation and extinction parameter are over‐
estimated (Table 5.2, Figures 5.3 & 5.4), a well‐known result for birth‐death models
(Nee et al. 1994; Höhna 2014). Estimates of α for the time‐dependent speciation model
are accurate, whilst the initial speciation rate tends to be slightly underestimated
(Table 5.2, Figures 5.3 & 5.4), especially when α is high. For the diversity‐dependent
model, maximum speciation rates are estimated accurately, and K‐values are consis‐
tently overestimated (Table 5.2, Figures 5.3 & 5.4).
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Tree size
The tree size statistic performs equally poorly for all three models (Table 5.2). Specia‐
tion and extinction rates are largely overestimated for the birth‐death model, and esti‐
mates do not differ much between different rates of extinction, suggesting that the tree
size statistic does not detect any signature of extinction in the trees. For the time‐
dependent speciation model, λ0 and α are underestimated. Again, the tree size statistic
shows little variation in estimates across various degrees of time‐dependence, indi‐
cating that the tree size statistic is unable to detect time‐dependence. For the diversity‐
dependent model, λ0 is overestimated whilst K values are underestimated. Considering
that the net speciation rate becomes zero once diversity has reached K, it is surprising
to see that estimates of K are smaller than the value with which the trees were gener‐
ated, which suggests that size of the generated trees was generally much smaller than
the true K value, which is especially true for smaller values of λ0. There is some varia‐
tion in the estimates across the various degrees of diversity‐dependence. However,
variation around the mean estimates is large and for any single tree, the tree size
statistic will most likely be unable to detect patterns of diversity‐dependent speciation.

Gamma
The Gamma statistic performs comparably well for all four parameterizations of the
birth‐death model, which we expected considering that the Gamma statistic was
devised as a way to detect deviations in the branching pattern from the pure‐birth
process (Pybus & Harvey 2000). Bias in the estimate seems to be comparable to the
bias obtained using a likelihood‐based approach (Table 5.2). Indeed, further inspection
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0.39
0.42
0.51
1.77

λ

0.73
2.32
4.14

λ

0.5
0.75
1

0
0.1
0.3
0.9

TimeDependent

0.1
0.5
0.9

DiversityDependent

0.5
0.75
1

200
200
200

K

0.1
0.5
0.9

α

0
0.04
0.15
1.6

µ

K

0.23(0.18)
0.23(0.18)
0.23(0.18)

α

3.72(1.89)
4.04(1.92)
3.77(1.92)
4.18(1.94)

µ

1.92(1.27) 104.46(34.11)
2.11(1.29) 186.42(11.00)
2.13(1.31) 197.95(2.16)

λ

1.17(0.72)
1.15(0.71)
1.15(0.70)

λ

3.65(1.70)
3.77(1.68)
3.65(1.70)
3.84(1.71)

λ

Tree size
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λ

BirthDeath

Model used to
generate tree

K

0.43(0.42)
0.44(0.26)
0.50(0.53)

α

0.37(0.48)
0.46(0.49)
0.69(0.71)
2.97(1.31)

µ

0.91(1.35) 42.90(68.45)
3.11(2.75) 47.56(23.93)
3.95(3.05) 97.59(35.25)

λ

0.62(0.40)
2.00(0.90)
2.28(1.00)

λ

0.41(0.27)
0.45(0.26)
0.59(0.43)
2.70(1.13)

λ

γ

K

0.13(0.05)
0.36(0.16)
0.52(0.27)

α

1.96(1.40)
2.05(1.48)
2.03(1.53)
1.76(1.49)

µ

λ
0.80(0.21)
2.16(0.59)
3.75(0.95)

λ

α
0.11(0.04)
0.50(0.06)
0.89(0.09)
K

λ
0.82(0.22)
2.37(0.59)
4.13(1.01)

λ

0.5(0.18)
0.5(0.17)
0.62(0.29)
2.18(1.00)

0.17(0.22)
0.17(0.17)
0.30(0.38)
1.86(0.84)

0.47(0.15)
0.48(0.13)
0.59(0.27)
2.02(0.72)

λ

µ

K

0.11(0.04)
0.49(0.06)
0.87(0.09)

α

0.22(0.27)
0.23(0.23)
0.36(0.39)
2.14(1.21)

µ

Likelihood

λ

nLTT

0.46(0.10) 229.53(154.07) 0.51(0.09) 263.27(150.13) 0.48(0.10) 298.54(243.67)
0.41(0.15) 107.88(110.51) 0.72(0.09) 209.37(123.34) 0.72(0.08) 231.84(167.93)
0.48(0.27) 65.98( 57.66) 0.98(0.14) 211.42(139.13) 0.98(0.12) 341.89(366.81)

λ

0.99(0.33)
1.43(1.08)
1.69(1.68)

λ

1.72(1.09)
1.78(1.13)
1.81(1.19)
1.81(1.16)

λ

PD

Table 5.2. Mean parameter estimates for the four different summary statistics and the likelihood. Numbers between brackets represent the standard
deviation
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γ
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Figure 5.3. Results of parameter inference using the likelihood within a Metropolis‐Hastings MCMC method (shaded background) and using either of the
four summary statistics Tree size, Gamma, Phylogenetic Diversity and nLTT within an ABC‐SMC framework (white background). Plotted are the residual
estimates after subtracting the parameter value used to generate the tree. Please note that the y‐axis differ between plots.
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Figure 5.4. Convergence plots of all four summary statistics for one representative parameterization
of each model. On the x‐axis the ln(epsilon) of the ABC‐SMC algorithm is plotted, with on the y‐axis
the residual estimate after correcting for the likelihood‐based estimate. Shaded areas indicate the
95% con"idence interval across 30 replicates. Chosen parameterizations for the models were for the
birth‐death model, μ = 0.3λ, for the time‐dependent model α = 0.5 and for the diversity‐dependent
model λ0 = 0.75. Results for the other parameterizations were similar and can be found in the supple‐
mentary material.
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reveals that only when extinction is high (0.9 times the speciation rate), the Gamma
statistic overestimates the speciation rate more than the likelihood‐based approach
(Figure 5.3). As with the likelihood‐based approach, the Gamma statistic overestimates
the extinction rate, but the bias is comparable to the likelihood‐based approach.
Performance of the Gamma statistic for the time‐dependent model is poor: with
increasing time‐dependence, the Gamma statistic increasingly underestimates λ0.
Although variance in the α estimate is low, estimates are inaccurate. For trees gener‐
ated with the diversity‐dependent model, the Gamma statistic also fails to perform on
par with the likelihood‐based approach. λ0 is overestimated, and K is underestimated.
Estimates for K appear not to differ between parameterizations, suggesting that the
Gamma statistic is unable to detect signals of diversity‐dependence.

Phylogenetic Diversity
Performance of the Phylogenetic Diversity metric for birth‐death models is comparable
to the tree size statistic (Table 5.2). Both speciation and extinction are overestimated,
and variance in the estimate is high. Estimates across varying degrees of extinction are
similar, indicating that the Phylogenetic Diversity metric is unable to detect patterns of
extinction in phylogenies. As with the Gamma statistic, λ0 in the time‐dependent model
is increasingly underestimated with increasing time‐dependence, together with an
underestimation of α. λ0 estimates for the diversity‐dependent model are inaccurate
and similar across degrees of diversity‐dependence, indicating that the Phylogenetic
Diversity metric cannot detect patterns of diversity‐dependence.
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Normalized LTT
Estimates of the speciation and extinction rate for birth‐death models are similar to
estimates obtained using the likelihood (Table 5.2). Estimates for λ0 and for α are close
to the values used to generate the trees, and are similar to estimates obtained using the
likelihood, both in mean and in variance. Estimates and variance for both parameters of
the diversity‐dependent model are generally similar to estimates obtained using a like‐
lihood‐based approach (Figure 5.3). Variance in K estimate appears to be a bit smaller
than the variance using the likelihood‐based approach.

Convergence analysis
Convergence analysis reveals that the normalized LTT statistic behaves suf"iciently, i.e.,
as the threshold approaches zero, the mean of the obtained posterior distribution
approaches the mean of the likelihood posterior distribution (Figures 5.4, S1, S2 & S3).
For the diversity‐ dependent model uncertainty in the estimate of the carrying capacity
increases when approaching a zero threshold, but the mean remains accurate. The
other three summary statistics tend to either not converge at all, or only converge for a
speci"ic model (i.e. the Gamma statistic converges adequately for the birth‐death model
(Figure S1) and one parameterization of the time‐dependent model (Figure S2), but not
for the diversity‐dependent model (Figure S3)).
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We have compared the ability of three established summary statistics and one novel
summary statistic to substitute the likelihood within an approximate Bayesian frame‐
work. Performances of the summary statistics were evaluated across three different
diversi"ication models of varying complexity: the birth‐death model, time‐dependent
speciation and diversity‐dependent speciation. Across all the scenarios that we evalu‐
ated here, the three established summary statistics performed much worse than the
likelihood. The newly introduced normalized LTT statistic, however, was able to
perform on par with the likelihood across all three modeling situations. We therefore
suggest the nLTT to be a suitable summary statistic to use within an Approximate
Bayesian Computation framework.
In this paper we have focused on models for which the likelihood was available and
on inferring two parameters for each model. Although we "ind that the three estab‐
lished summary statistics carry little to no information about the underlying diversi"i‐
cation model, these "indings might not apply to other, novel diversi"ication models. We
urge that in future applications, the effectiveness of the summary statistics is tested
before they are used with empirical data. Novel applications could for instance be the
use of a different diversi"ication model, inference of more than two parameters or using
a combination of summary statistics. We advocate that for any ABC application of
phylogenetic summary statistics, validation of the summary statistics for the model and
inference method in question is crucial. Validation should be fairly straightforward by
con"irming the correct inference of simulation data, generated using a set of parameter
combinations characteristic for the model at hand.
Whereas the tree size statistic and the Gamma statistic are connected to a direct
interpretation (e.g. observed diversity and deviation from constant rate diversi"ica‐
tion), the normalized LTT statistic is not directly associated with a clear interpretation,
and is primarily suited for comparing trees, rather than informing about a single tree. A
possible application of the normalized LTT statistic could lie in the comparison of a
normalized LTT curve with a standardized curve, such as a standard exponential
increase (e.g. a pure birth or Yule tree).
The three models we used in our analysis generate only balanced trees, and do not
include any processes that consistently introduce any imbalance. As a result, we have
not tested any metrics for balance, such as the Sackin, Coless or Beta statistic (Sackin
1972; Colless 1982; Aldous 2001). When performing ABC for a model with properties
that will leave patterns in balance, it will evidently be bene"icial to include one of these
statistics during analysis. Here we focused on models for which a likelihood formula
was available, in order to make the direct comparison between the summary statistics
and the traditional likelihood approach. For models that introduce imbalance, unfortu‐
nately no likelihoods have been formulated yet (Lambert & Stadler 2013). Performance
of the normalized LTT statistic for models that create unbalanced trees remains to be
investigated, but we expect that as long as changes in parameters in such models are

not only associated with changes in topology, but also with changes in the sequence of
branching times, the normalized LTT statistic will be able to distinguish between
different parameterizations.
Here we have only focused on the use of a single summary statistic. Future research
could focus on combining summary statistics, possibly increasing the power of the
analysis by covering multiple aspects of the data. For example, one could combine the
nLTT statistic with a balance statistic to fully capture both information contained in the
sequence of branching times and in the topology of the tree. Within an ABC framework
however, implementing multiple summary statistics is not straightforward – when
using multiple statistics one has to decide how to weight the different statistics in the
distance measure, and make a choice about the implementation of thresholds. Either
both statistics are equally weighted and combined as one distance measure, or the
distance in both statistics is compared independently against a statistic‐speci"ic
threshold. In both implementations rejection of a proposed parameter might rely solely
on the limitation of one of the summary statistics, which might break the complemen‐
tarity that the combination of summary statistics was supposed to achieve. Especially
when one of the two summary statistics is much more restrictive than the other (for
instance a combination of tree size and the normalized LTT statistic), rejection might
only be the result of the more restrictive summary statistic, effectively rendering the
additive statistic useless.
Phylogenetics has not yet picked up on the possibilities of ABC. With our systematic
analysis of summary statistics we are con"ident that we have provided a step forward
towards the future implementation of more complex models in diversi"ication rate
analysis. With the introduction of the normalized LTT statistic, we have provided a
valuable alternative to the traditional likelihood that will prove to be an important
addition to the Approximate Bayesian’s and phylogeneticists’ toolbox.
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Figure S1. Convergence plots of all four summary statistics for all parameterizations of the birth‐
death model. On the x‐axis the ln(epsilon) of the ABC‐SMC algorithm is plotted, with on the y‐axis the
residual estimate after correcting for the likelihood‐based estimate. Shaded areas indicate the 95%
con"idence interval across 30 replicates.
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Figure S2. Convergence plots of all four summary statistics for all parameterizations of the time‐
dependent model. On the x‐axis the ln(epsilon) of the ABC‐SMC algorithm is plotted, with on the y‐
axis the residual estimate after correcting for the Maximum Likelihood estimate. Shaded areas
indicate the 95% con"idence interval across 30 replicates.
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Figure S3. Convergence plots of all four summary statistics for all parameterizations of the diversity‐
dependent model. On the x‐axis the ln(epsilon) of the ABC‐SMC algorithm is plotted, with on the y‐
axis the residual estimate after correcting for the likelihood‐based estimate. Shaded areas indicate
the 95% con"idence interval across 30 replicates.
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Chapter 6

The role of habitat dynamics in driving
diversi"ication
Thijs Janzen, Rampal S. E!enne

ABSTRACT

It is commonly accepted that geographical isolation can play an important role in
speciation. Geographic isolation is often assumed to slowly increase over time, for
instance through the formation of rivers, mountains or the movement of tectonic
plates. Cyclic changes in connectivity between areas might occur however when water
levels "luctuate in a large lake, or when changes in sea level changes the connectivity
between islands. These habitat dynamics may act as a driver of allopatric speciation
and propel local diversity. Here we present a basic model of this interaction between
changes in the environment and speciation. We model "luctuations in water level and
compare results of our model with a published phylogeny of cichlid "ish from Lake
Tanganyika where such cyclic changes have occurred. Simulation data con"irm that
our model is able to recover water level changes from phylogenies. When confronting
our model to the phylogeny of cichlid "ish from Lake Tanganyika, we do not "ind
evidence for water level changes and associated allopatric speciation. This suggests
that large‐scale water level "luctuations have had little impact on the current diversity
of cichlids in Lake Tanganyika. However, we argue that the Yule tree model prior used
to reconstruct the phylogeny may have biased our results, and therefore advocate the
incorporation of more complex tree model priors that take into account habitat
dynamics.
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Introduction
Without speciation, ultimately all diversity will be lost. Speciation is the process in
which from one population, two sub‐populations form which are reproductively
isolated (Coyne & Orr 2004). There are two main trajectories leading to reproductive
isolation. Firstly, reproductive isolation can be driven by sexual selection or preferential
mate choice. The formation of reproductive isolation by sexual selection takes place in
full sympatry, and does not require the two sub‐populations to be spatially isolated.
Secondly, reproductive isolation can be driven by natural selection: speciation driven
by environmental factors that cause a divergence in traits between the two populations.
Although spatial isolation is not fully necessary, the classical view is that of two popula‐
tions that have become isolated from each other due to a geographical change in the
environment such as the formation of a mountain ridge. Traits in the two populations
diverge from each other, either because of genetic drift, or because of local adaptation
to different conditions.
Evidence for the classic view of slowly changing environments causing spatial isola‐
tion and ultimately speciation is ample (Coyne & Orr 2004). Environmental changes
such as the formation of mountain ridges, the formation of rivers and the movement of
tectonic plates have been shown to have in"luenced speciation processes and thereby
biodiversity. Nevertheless, the long timescales upon which these processes operate
leave room for speculation whether the high levels of biodiversity we observe today
was solely the result of interactions between these slow environmental changes and
opportunities for speciation. Recently, cyclic changes in the environment, called “land‐
scape dynamics” (Aguilée et al. 2009, 2011), have been recognized as a possible alter‐
native driver of diversity, changing our view of the speed and dynamics of speciation
under natural selection.
Cyclic changes in the environment can cause populations to continuously switch
between allopatric and sympatric stages, providing a continuously renewed potential
for speciation. Connections between populations may change due to glaciations and
postglacial secondary contacts (Barnosky 2005 and references therein). Alternatively
islands may become fragmented or undergo fusion as a result of sea level changes (Glor
et al. 2004; Thorpe et al. 2008). In a similar fashion, "luctuations in water level can cause
fragmentation and fusion of lakes, as has happened frequently in the African Rift Lakes.
The speed at which the habitat dynamics operate determines the amount of diver‐
sity in the system. If the biogeography changes too fast, there is not enough time for the
isolated populations to be in"luenced by natural selection and to adapt to the different
habitats they experience in isolation, or to diverge due to genetic drift. After secondary
contact, the lack of divergence between the populations will reduce opportunities for
reproductive isolation, and speciation is unlikely. If on the other hand habitat dynamics
are too slow, the total number of species will be relatively low, as few opportunities for
population subdivision have presented over time. Timing of the habitat dynamics might
therefore play a crucial role in how radiations proceed through time.
148
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Aguilée and coworkers developed a model in which populations at different loca‐
tions diverge from each other depending on the local habitat, and at the same time
allow for sympatric speciation by implementing a standard assortative mating system
which allows for a single branching point in trait values (Aguilée et al. 2013). As the
different locations become separated or connected over time, new species form. The
authors conclude that stable numbers of diversity are best obtained by having a frag‐
mented habitat with recurrent merged states and rapid "luctuations. Although their
model is based on the water level "luctuations in the African Rift Lakes, the authors do
not compare their results with diversity levels in these lakes.
Confronting models of diversi"ication through habitat dynamics with known phylo‐
genies may allow us to detect signatures of historical habitat dynamics in these phylo‐
genies, and to assess their importance. Using a spatially explicit model of landscape
fragmentation, Pigot and coauthors (Pigot et al. 2010), compared phylogenies gener‐
ated heir model with known bird phylogenies. In their spatially explicit model, species
occupy a geographic range. Consecutive splitting of these geographic ranges drives
speciation in the model, and including the geographical context of speciation can
explain a large part of the features exhibited by the reconstructed avian trees.
The models of Aguilee et al. (2013) and Pigot et al. (2010) show that the geograph‐
ical background of speciation is an important factor to take into account. Currently, no
model has compared the in"luence of cyclic habitat dynamics on phylogenies. Although
the model by Pigot et al. 2010 compares characteristics of bird phylogenies with phylo‐
genies generated by the model, their model mainly looks at fragmentation of habitat
ranges, and does not incorporate the fusion of habitat ranges. The model of Aguilée et
al. 2013 in contrast does incorporate cyclic habitat dynamics, but their analysis
remains conceptual, and they do not apply their model to empirical data. Here we
present a model that explicitly models diversi"ication as a result of cycles of fragmenta‐
tion and fusion of the environment, and we infer diversi"ication rates from empirical
data.
The African Rift Lakes provide a good starting point in studying the interplay
between habitat dynamics and speciation. The African Rift Lakes are known to have
been subject to frequent water level changes (Cohen et al. 1997b; Alin & Cohen 2003),
which might have in"luenced "ish diversity in the lakes. An estimated number of 2000
cichlid "ish species have evolved over the past 10 million years (Turner et al. 2001),
which is considered one of the most spectacular adaptive radiations (Seehausen 2006).
The most prominent water level changes have taken place in Lake Tanganyika, where
the water level dropped over 600 meters, splitting the lake into multiple smaller lakes
(Lezzar et al. 1996; Cohen et al. 1997a, 2007). Being the oldest lake of the three large
rift lakes (Cohen et al. 1993), it contains the highest behavioural diversity (Konings
2007) and it is the only lake with a highly resolved phylogeny for cichlid "ish. Micro‐
satellite analysis points out that in several genera, we "ind populations that are aligned
with the locations of the smaller lakes at low water level, suggesting the in"luence of
water level changes on population segregation and speciation.

Here, we ask how cyclic changes in the environment in"luence both the generation
and the maintenance of biodiversity. Secondly we aim to extract information about past
habitat dynamics from known phylogenies, by comparing known phylogenies with the
outcomes of a model that describes the in"luence of habitat dynamics on diversity. This
model is an extension of the standard constant‐rates birth‐death model. Phylogenies
generated by the model are compared with the phylogeny of the Lamprologini, a tribe
of cichlid "ish from Lake Tanganyika. We both directly infer past water level changes,
and make use of literature "indings of past water level changes in order to assess the
importance of these habitat dynamics in shaping the current biodiversity of cichlids in
Lake Tanganyika.
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Methods
Let us consider a lake that subdivides into two pockets when the water level drops.
Water level changes are stochastic events and we only consider water level changes
that result in a water drop that is signi"icant enough to split the lake into two pockets.
When the water level drops, we assume that all species distribute themselves equally
over the two pockets; similarly, when the water level rises, all species previously
contained in one pocket distribute themselves over the entire lake. Allopatric specia‐
tion can only occur when the water level is low. After a waiting time, which is a
stochastic variable in our model, one of the two incipient species can speciate into a
new species. If this allopatric speciation does not occur before the water level rises
again, i.e. re"lecting that there has not been enough genetic divergence, the two incip‐
ient species in the two pockets are merged back into one species again. Sympatric
speciation can always occur, either at high water level in the lake, or in both pockets
when the water level is low. The sympatric speciation rate is not modi"ied when the
water level drops, and hence at low water level, the potential for sympatric speciation
is twice as high. Extinction is considered to be a background process that occurs locally,
i.e. in a pocket. . If the water level is high, this causes extinction of a species, if the water
level is low, this causes local extinction in one of the pockets.
We inplemented our model using the Gillespie algorithm, where the time steps are
chosen depending on the rate of possible events. In the current model there are four
different possible events:
1) A water level change event, with rate ω
2) Sympatric speciation event, with rate σ N
3) Allopatric speciation event, with rate α P, if the water level is low, otherwise 0
4) Extinction event, with rate μ N
where N is the total number of (incipient) species, and P is the number of species that
is present in both pockets.
When the population is distributed over two pockets, essentially all species are
copied, such that now we have twice as many instances of species (this affects the
150

sympatric speciation rate, extinction rate and allopatric speciation rate, because N is
doubled). Thus, immediately after a water level drop, the number of incipient species N
is equal to 2S, where S is the number of species. When the populations are merged, all
incipient species that belong to the same species are merged to a single species, such
that after a water level rise N is equal to S, where S is the number of unique species.
During a sympatric speciation event, a single species splits into two new species, and
the original (incipient) species is consumed in the process. This implies that if the
water level is low, the incipient species that is sister/counterpart to the ancestral
species might survive in the other pocket.
During an extinction event, one (incipient) species is removed from the simulation.
If the water level is low, this need not lead to the extinction of a species, as the sister
incipient species might remain in the other pocket.
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Empirical data
We "itted our model to the phylogenetic tree of the tribe of Lamprologini (Sturmbauer
et al. 2010). The tribe of Lamprologini is the most diverse tribe within Lake Tanganyika,
and contains about 80 species of cichlids (Koblmüller et al. 2007; Day et al. 2007;
Sturmbauer et al. 2010). The Lamprologini are an endemic tribe of Lake Tanganyika,
and all species are substrate brooders with shared paternal and maternal care. In
contrast to the mouthbrooding species from the Haplochromini, which can be found in
all three lakes, the Lamprologini show little sexual dimorphism and dichromatism,
which are well known indicators for sexual selection (Kraaijeveld et al. 2011). We
therefore expect that if changes in water level have driven allopatric speciation events,
the tribe of Lamprologini is the tribe where we are most likely to pick up any signals
from these past events, as diversity in this tribe seems to be less driven by sexual selec‐
tion.
We used the concensus Lamprologini tree published by Sturmbauer et al. (2010).
This tree is based on the complete ND2 sequences of 91 species, which represents 79
lamprologine species and 12 outgroup taxa (Sturmbauer et al. 2010). Tree topology
was the consensus tree based on topologies obtained using neighbor joining (NJ),
Maximum Likelihood (ML) and Bayesian Inference (BI). Divergence times were esti‐
mated in BEAST (Drummond et al. 2012) using a SRD06 two‐partition codon‐speci"ic
rates model, using a relaxed molecular clock with log‐normally autocorrelated rates
among branches (Sturmbauer et al. 2010). All priors were left at default settings,
except for the tree prior which was set to be a Yule prior. The tree was calibrated
assuming that the diversi"ication of the tribe of Lamprologini coincided with the forma‐
tion of tropical clearwater habitat with deep‐water conditions, 5‐6 MYA (Salzburger et
al. 2002b), the time window for the Congo River Lamprologus to leave Lake Tanganyika
via the Lukuga river (Lezzar et al. 1996) and using the age of the Lake Malawi species
"lock (Delvaux 1995; Sturmbauer et al. 2001). In order to focus solely on diversi"ication
patterns in the tribe Lamprologini we pruned the tree from outgroups using the
package APE (Paradis et al. 2004) in R. We removed any riverine species (N. devosi,

L. congoensis & L. teugelsi). Furthermore we selected only one sample for those species
with multiple entries, namely for T. temporalis, J. ornatus, P. toae, N. similis, N. leloupi, N.
savoryi and T. dhonti.

Maximum Likelihood
Without water level changes, our model reduces to a standard birth‐death model (Nee
et al. 1994). As a reference therefore, we estimated parameters of the standard birth‐
death model using Maximum Likelihood. The likelihood of the birth‐death model was
calculated using the function “globalBiDe.likelihood” from the package TESS (Höhna
2013a). Maximum Likelihood optimization was performed using the package subplex
(King 2014) .

Fitting the model to empirical data
To "it the model to empirical data we made use of Approximate Bayesian Computation,
in combination with a Sequential Monte Carlo scheme (ABC‐SMC). As summary statis‐
tics for the ABC analysis we chose the normalized LTT statistic (Janzen et al. 2014), tree
size, Phylogenetic Diversity (Schweiger et al. 2008) and the γ statistic (Pybus & Harvey
2000).
On all four parameters (ω, σ, α, ε) we chose uniform priors U(‐7,3), on a 10log scale,
such that the eventual prior distribution spans (10‐7,103). The jumping distance was
0.05 (on the 10log transformed parameter), and we updated one parameter each time
(e.g. jumps were only made in one dimension, to avoid extremely low acceptance rates).
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The ABC‐SMC scheme proceeds as follows:
1. Initialize ε1 … εT
Set the population indicator t = 0
2. Set the particle indicator i = 1.
3. If t = 0, sample θ** from the prior π
Otherwise sample θ* from the previous population θ it–1 with weights wt–1
and perturb the particle to obtain θ** such that θ** = θ* + N(0,0.05)
4. If π(θ**) = 0, return to 3.
5. Simulate a tree T* ~ θ**
6. Calculate summary statistic S for tree T*
7. If |SS(T* ) – SS(T0) | > εt return to 3.
i
i
8. Set θ t = θ** and calculate the weight for particle θ t :
i
If t = 0; W t = 1
9.
10.
11.
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If t > 0; W it =

π(θ it )

∑ Nj=1 w jt–1 N(θ jt , θ it )

If i < N, set i = i + 1, go to 3.
Normalize the weights
If t < T, set t = t + 1, go to 2.

The number of particles was set to 10,000. Threshold values for the different
summary statistics were chosen to decrease exponentially with every iteration, such
that εt[t] = ε0 * exp(‐0.25 * t), where t is the indicator for the iteration. Initial ε values
were 0.2, 50, 1 & 1 for the normalized LTT statistic, tree size, the Phylogenetic Diversity
and the γ statistic respectively. As distance metric for the latter three summary statis‐
tics we used the absolute difference between the summary statistic of the simulated
tree and the summary statistic of the empirical tree. Summary statistic values for the
empirical tree where 76 (number of taxa), 0.95 (Phylogenetic Diversity) and ‐2.07 (γ
statistic). To compare nLTT curves, we used the absolute distance, as in equation (1) in
Janzen et al. (2014).
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Water level change implementations
Lake Tanganyika experienced low water level stands 35–40k years ago, 169–193kya,
262–295kya, 363–393kya and 550–1100kya (Lezzar et al. 1996; Cohen et al. 1997a).
Consequently, high water levels occurred between 0–35kya, 40–169kya, 193–262kya,
295–363kya and 393–550kya. Unfortunately the geological record does not reveal if
any low water level stands occurred beyond 1 million years ago. This leaves a consider‐
able gap in our knowledge about past water level stands, considering that the
phylogeny of Lamprologini spans 5.28 My. We therefore used the literature values to
extrapolate changes in water level beyond 1 million years ago in two different ways.
Firstly the waiting time until the next water level change was randomly selected
from either the known periods of low water level stand if the water level was low (e.g.
either 5k, 24k, 30k, 33k and 550k years) or randomly picked from the known periods
of high water level stand if the water level was high (e.g. either 35k, 68k, 69k, 129k and
159k years). We did not use the literature values directly, as this would only provide
information for the past 1 million years, and would not solve the problem of extrapo‐
lating to the full 5.28 My. In order to have a consistent distribution across all 5.28 My
we chose to randomly pick a period from the literature values across all 5.28 My.
Secondly, we used the average number of water level changes over the past 1 million
years. In the past 500,000 years, Lake Tanganyika experienced 4 low water level stands
and thus experienced 8 water level changes, which translates to an average rate of 16
water level changes per million years. However, we know from the literature that Lake
Tanganyika experienced only one more low water level stand in the previous 500,000
years, thus experiencing 5 low water level stands in the past 1 million years (and 10
water level changes). We used these two rates (10 and 16) as "ixed rates in our model.
Alternatively, we did not use the literature values, but left the rate of water level
change as a free parameter, to be inferred using the ABC‐SMC approach. Because this
approach has more degrees of freedom, we used 100,000 particles instead of the
10,000 particles used in all other approaches.
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Model validation
Reliability of the model depends heavily on whether the model can accurately generate
phylogenies, and secondly, whether parameter inference is accurate. When we remove
water level effects from the model, the model reduces to the constant‐rates birth‐death
model (Nee et al., 1994). Thus, if our model can reliably generate and infer data, any
inferences made on phylogenies generated without water level changes should match
inferences made on these phylogenies using the constant‐rates birth‐death model. We
therefore generated phylogenies using our model, and estimated parameters using the
constant‐rates birth‐death model within a Maximum Likelihood framework and using
our model within the ABC‐SMC framework. We generated phylogenies using an extinc‐
tion rate of ‐1, ‐2 or ‐3 (10log), and a sympatric speciation rate of 0, ‐0.25 or ‐0.5
(10log). For every combination we generated 5 phylogenies and for every phylogeny we
estimated the sympatric speciation and extinction rate using MLE and using the ABC‐
SMC method described above, using 1,000 particles. We found that estimates using our
model within an ABC framework were highly similar to estimates using the constant‐
rates birth‐death model, thus con"irming that our model accurately infers parameters
in the special case where no water level changes are present.
Secondly we simulated trees for different combinations of sympatric and allopatric
speciation with water level change. We either simulated phylogenies using sympatric
speciation rates of 0, ‐0.25 or ‐0.5 (10log) and water level rates of ‐1, 1 and 2 (10log) or
used allopatric speciation rates of 0, ‐0.25 or ‐0.5 (10log) and water level rates of ‐1, 1
and 2 (10log). Other parameters were set at 0. Using these phylogenies we tested
whether our inference method can accurately infer these parameter values. We did not
test combinations of all four parameters (extinction, sympatric speciation, allopatric
speciation and water level rate) because these tests are highly computationally
demanding.
To assess the uncertainty in the parameter estimates obtained for the empirical
data we performed an a posteriori model validation test, where we sampled 1,000,000
parameter combinations from the posterior distribution for the four parameters
(extinction, sympatric speciation, allopatric speciation and water level change). Using
these 1,000,000 parameter combinations, we simulated the model and compared
summary statistics of the simulated phylogenetic trees with the summary statistics
found for the phylogeny of Lamprologini. If the empirical values fall outside the distri‐
bution of summary statistics, we can reject our model as a plausible explanation of
Lamprologini diversi"ication in Lake Tanganyika.
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Results
Testing the model on simulation data
To test whether our inference method can detect water level changes at all, we "irst
tested performance of our inference method on a number of simulated datasets.

Comparing to the constant-rates birth-death model
When water level rates are set to zero, allopatric speciation can no long occur, and the
model reduces to a standard birth‐death model, with a constant probability of specia‐
tion (sympatric speciation) and a constant probability of extinction. We "ind that the
sympatric speciation rate is always estimated correctly, and inference of sympatric
speciation rates is equal to obtained estimates using maximum likelihood (Figure 6.1
and Table 6.1). Extinction rates are less well estimated, but generally, estimates using
Extinction

6

–3.00

–2.00

–1.00
4
2

–0.00

0
–2

–6
4
2

–0.25

0
–2
–4
–6
4

Sympatric speciation

–4

–0.50

0
–2
–4
–6

σ

µ

σ

µ

σ

µ

Figure 6.1. Boxplots of residuals of estimated parameter values for 9 different parameter combina‐
tions of 10log(sympatric speciation rate) and 10log(extinction rate). Estimates for the sympatric
speciation rate (σ) tend to be good, whilst the extinction rate (μ) is generally underestimated.
Number of replicates per parameter combination is 5. The grey line indicates residual = 0, e.g. the
value with which the trees were generated.
155

HABITAT DYNAMICS DRIVING DIVERSIFICATION

2

ABC are, as expected, similar to values obtained using Maximum Likelihood on the
constant‐rates birth‐death model (Table 6.1), for which it is known that extinction esti‐
mates can be inaccurate (Paradis 2004; Rabosky 2010; Aldous et al. 2011; Stadler
2013).

Table 6.1. Estimates for trees generated using 9 different parameter combinations. Both estimates
using ABC‐SMC, and estimates of the constant‐rates birth‐death model obtained using maximum like‐
lihood are shown. Shown are means and standard deviations (between brackets) over 5 replicates.
ABC estimate

10log

(σ)
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0
0
0
-0.25
-0.25
-0.25
-0.5
-0.5
-0.5

10log

-1
-2
-3
-1
-2
-3
-1
-2
-3

(µ)

10log(σ)

-0.03 (0.04)
0.08 (0.14)
0.05 (0.04)
-0.21 (0.18)
-0.25 (0.10)
-0.25 (0.07)
-0.43 (0.09)
-0.44 (0.09)
-0.40 (0.10)

10log

ML estimate

(µ)

-4.03 (1.58)
-2.97 (2.50)
-1.67 (2.08)
-2.35 (2.27)
-3.29 (2.04)
-3.73 (2.00)
-3.83 (1.90)
-3.99 (1.74)
-3.61 (2.04)

10log

(σ)

-0.03 (0.04)
0.08 (0.16)
0.05 (0.04)
-0.19 (0.22)
-0.20 (0.08)
-0.21 (0.05)
-0.19 (0.42)
-0.53 (0.16)
-0.39 (0.18)

10log

(µ)

-4.44 (2.57)
-3.33 (2.97)
-0.76 (0.70)
-0.62 (0.62)
-3.02 (3.58)
-2.20 (3.00)
-1.03 (2.47)
-5.10 (2.36)
-4.59 (4.09)

Inferring water level rates from simulated data
First we assessed performance on inferring sympatric speciation and water level
change, whilst keeping extinction and allopatric speciation zero. Estimates of sympatric
speciation and water level change match the parameters used to generate data well
(Figure 6.2 and Table 6.2). Especially for high levels of sympatric speciation estimates
of both sympatric speciation and water level change are very accurate. When sympatric
speciation rates decline, average tree sizes decline as well (because total time is kept
constant at 5.28 million years, equal to the time of the Lamprologini tree). As tree size
decreases, the total amount of information contained in the tree decreases, which is
re"lected in large variation of the parameter estimates and an underestimation of the
number of water level changes.
Secondly we estimated allopatric speciation and water level change, whilst keeping
sympatric speciation and extinction zero. Estimating allopatric speciation and water
level change tends to be highly accurate as well, provided that water level changes are
frequent enough to generate potential for allopatric speciation. Trees generated with
low rates of water level change are very small on average, and consequently contain
little information. Parameter inference for these trees tends to be inaccurate, as is
re"lected by the mean estimates (Table 6.3, 10log(ω) = –1), and the difference with the
target parameter in Figure 6.3. When the water level change rate increases, tree sizes
increase and accuracy of the estimates increases as well, even when allopatric specia‐
tion is relatively low (Table 6.3).
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Table 6.2. Estimates for trees generated using 9 different parameter combinations of the sympatric
speciation rate (σ) and the water level change rate (ω). The last column shows the tree size of the
tree generated with the used parameter combination. Shown are means and standard deviation
(between brackets) over 5 replicates.
10log

(σ)

0
0
0
-0.25
-0.25
-0.25
-0.5
-0.5
-0.5

10log

-1
1
2
-1
1
2
-1
1
2

(ω)

10log

(σ)

-0.11 (0.15)
-0.07 (0.05)
-0.10 (0.05)
-0.29 (0.09)
-0.31 (0.10)
-0.21 (0.11)
-0.47 (0.11)
-0.44 (0.12)
-0.38 (0.13)

10log

(ω)

-1.26 (3.22)
0.98 (0.30)
2.19 (0.41)
-3.99 (1.79)
1.15 (0.40)
1.85 (0.66)
-0.95 (1.86)
-0.66 (2.26)
0.55 (2.71)

Tree Size

242.4 (140.67)
183.6 (111.22)
106.4 (36.78)
16 (10.10)
127.2 (75.09)
116 (86.21)
18 (13.56)
20.8 (14.04)
27 (19.52)
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Figure 6.2. Boxplots of residuals of estimated parameter values for 9 different parameter combina‐
tions of 10log(sympatric speciation rate (σ)) and 10log(water level rate (ω)). Number of replicates
per parameter combination is 5.
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Figure 6.3. Boxplots of residuals of estimated parameter values for 9 different parameter combina‐
tions of 10log(allopatric speciation rate (α)) and 10log(water level rate (ω)). Number of replicates per
parameter combination is 5.

Table 6.3. Estimates for trees generated using 9 different parameter combinations of the allopatric
speciation rate (α) and the water level change rate (ω). The last column shows the tree size of the
tree generated with the used parameter combination. Shown are means and standard deviation
(between brackets) over 5 replicates.
ABC estimate
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10log

(α)

0
0
0
-0.25
-0.25
-0.25
-0.5
-0.5
-0.5
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10log

-1
1
2
-1
1
2
-1
1
2

(ω)

10log

(α)

0.27 (0.14)
-0.06 (0.18)
-0.42 (1.51)
-0.01 (0.09)
-0.26 (0.09)
-0.22 (0.09)
0.07 (0.12)
-0.32 (0.12)
-0.42 (0.09)

10log

(ω)

0.03 (0.08)
1.02 (0.15)
1.29 (2.1)
0.09 (0.08)
1.05 (0.19)
2.17 (0.34)
0.02 (0.09)
0.97 (0.32)
2.27 (0.49)

Tree size
3.2 (1.1)
72.2 (81.21)
145.6 (104.12)
2.8 (1.1)
19 (12.69)
21.6 (18.99)
3.2 (1.79)
4.8 (1.92)
7.2 (3.27)

Parameter estimation for the Lamprologini phylogeny
Maximum Likelihood estimates for the constant-rates birth-death model
As a reference we inferred speciation and extinction using the constant‐rates birth‐
death model (Nee et al. 1994). Using Maximum Likelihood, we obtained an estimate of
0.520 for the speciation rate and extinction was estimated to be 0.

ABC-SMC using literature values on water level changes
When directly sampling from literature values, after 7 iterations of the ABC‐SMC algo‐
rithm, 443,426,567 proposed values were required to obtain the 10,000 posterior esti‐
mates. The low acceptance rate con"irms that we are close to convergence (Figure S1).
Both sympatric speciation and extinction converge towards a lognormal distribution,
whilst allopatric speciation does not seem to converge towards a particular value at all
and the "inal distribution represents the same spread as the prior, suggesting that
allopatric speciation has not deviated from the prior (Figure 6.4A). Converting our
distributions from 10log to a normal scale, we obtained the following estimates; 1.42
(±0.37) for extinction, 0.52 (±0.06) for sympatric speciation and 16 (±2.75) for
allopatric speciation (Table 6.4). The extinction rate is higher than the sympatric speci‐
ation rate, but because an extinction event may only remove an incipient species rather
than a full species at low water level, the higher extinction rate does not imply a nega‐
tive diversi"ication rate. When we take a closer look at the correlation between the
number of allopatric speciation events and the number of true extinction events (e.g.
the number of extinctions in which the species becomes extinct entirely), we "ind a
strong positive relationship (p < 2e‐16, R2 = 0.96) between allopatric speciation events
and extinction, indicating that high levels of extinction are coupled with high levels of
allopatric speciation. If we remove all particles with extreme allopatric speciation
(α > 1) from our dataset, the estimated rates are 0.86 (±0.18) for extinction and 0.57 (±
0.07) for sympatric speciation.
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ABC-SMC using average rates of water level change
When using an average rate of 10 water level changes per million years the ABC‐SMC
algorithm ran for 8 iterations, and in the "inal iteration 848,951,060 values were
proposed to obtain the "inal 10,000 particles. We "ind lognormal distributions for
extinction and sympatric speciation, and estimates for allopatric speciation are gener‐
ally very small (Table 6.4).
Increasing the rate of water level change to 16 yields similar results, but with a
lower sympatric speciation rate. The ABC‐SMC algorithm ran 8 iterations, and to obtain
the "inal 10,000 particles, 214,645,333 candidate particles were proposed in the last
iteration. Again we "ind lognormal distributions for both extinction and sympatric
speciation, and low values for allopatric speciation (Table 6.4).
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Figure 6.4. Approximate posterior distributions for extinction, sympatric speciation and allopatric
speciation rates, "itted to the Lamprologini phylogeny, using information from the literature to gene‐
rate water level changes. A) sampling from literature values B) using a "ixed water level rate of 10 C)
using a "ixed water level rate of 16. x‐axis of each histogram is on a 10log scale.
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Table 6.4. Mean estimates for the extinction rate(μ), sympatric speciation rate(σ) and the allopatric
speciation rate (α) using water level rates (ω) either directly using literature values, or using a mean
water level rate based on literature values. Values between brackets represent standard deviations.
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ω

Μ

σ

α

Literature

1.42 (0.37)

0.58 (0.06)

16.37 (2.75)

10
16

1.10 (0.22)
0.87 (0.18)

0.56 (0.07)
0.44 (0.05)

0.07 (0.44)
0.01 (0.06)

ABC-SMC estimating the rate of water level change
In this approach we did not impose a "ixed distribution on the water level rate, but
rather included the water level rate as a parameter to be inferred during the ABC‐SMC
process. We obtained our posterior distribution after 9 ABC‐SMC steps, and generated
356,988,026 particles to obtain the "inal distribution of 100,000 particles. Visual
inspection of the posterior distributions reveals that they differ from the prior distribu‐
tions (priors were U(‐7,3) (10log scale) for all parameters), and that the posterior
distribution of the water level change parameter exhibits a strong bimodal distribution
(Figure 6.5A). In all subsequent analyses we analyzed these two peaks (and the associ‐
ated parameter combinations) separately, where we cut the two peaks in water level
change at 10.
ω
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Figure 6.5. Posterior distributions for the extinction rate (μ), the sympatric speciation rate (σ), the
allopatric speciation rate (α) and the water level change rate (ω) after 8 iterations of the ABC‐SMC
algorithm using 100,000 particles per iteration. A) full posterior distribution B) posterior distribu‐
tion of particles associated with ω) < 10 C) posterior distribution of particles associated with ω > 10.
All parameters are plotted on a 10log scale.
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C

The subset of particles associated with water level change < 10 showed a mean rate
of water level change of 0.24, which is associated with a very high allopatric speciation
rate (28.274). The mean value is misleading here, as Figure 6.5B reveals that the distri‐
bution of the Allopatric Speciation parameter resembles a uniform distribution on U(‐
7,3). Given the low rate of water level change, none of the parameter values for
allopatric speciation had any impact on the posterior distribution and no shift from the
prior to the posterior distribution was observed. Similarly, the distribution of the
extinction rate shows a nearly uniform distribution on the range (‐7,‐1), which seems
to suggest that extinction is close to 0. The sympatric speciation rate distribution
resembles a normal distribution, with mean of 0.507 and a small standard deviation
(0.039). Parameter estimates are highly similar to the parameter estimates obtained for
the constant‐rates birth‐death model, which resonates the fact that without water level
changes, the model reduces to the constant‐rates birth‐death model.
The subset of particles associated with water level change >10 provides a non‐
trivial solution (Figure 6.5C), where we do have water level changes, and where the
distribution of the allopatric speciation parameter does not resemble the prior. Esti‐
mates for the extinction rate cannot be distinguished from 0. The sympatric speciation
rate correlated signi"icantly with the allopatric speciation rate (linear regression, slope
= ‐2.48, F = 1.275e06, df = 40956, p < 2.2e‐16, R2 = 0.9689). Thus, with increasing
allopatric speciation, sympatric speciation decreased and the two processes were fully
complementary. With low sympatric speciation (Table 6.5, ω > 10 & σ ~ 0), allopatric
speciation was comparable to the sympatric speciation rate in the no‐water level
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Table 6.5. Parameter estimates for the extinction rate (μ), sympatric speciation rate(σ), allopatric
speciation rate (α) and the water level rate (ω) after 8 iterations of the ABC‐SMC algorithm.. The full
distribution resembles the posterior distribution as in "igure 6.5A. ω < 10 shows parameter esti‐
mates from particles from the posterior distribution in "igure 6.5B. ω > 10 shows parameter esti‐
mates from the posterior distribution in "igure 6.5C. ω > 10 & σ ~ 0 shows parameter estimates from
the full posterior distribution after taking the subset where ω > 10, and the sympatric speciation rate
(σ) was smaller than 0.01 (almost 0). ω > 10 & α ~ 0 shows parameter estimates from the full poste‐
rior distribution after taking the subset where ω > 10, and the allopatric speciation rate (α) was
smaller than 0.01 (almost 0). Finally, the constant‐rates birth‐death estimates show parameter esti‐
mates obtained using Maximum Likelihood Estimation on the constant‐rates birth‐death model (Nee
et al. 1994). Values between brackets represent the standard deviation.
µ (per species
per MY)

σ (per species
per MY)

α (per species
per MY)

ω (per MY)

Full distribution
ω< 10
ω > 10

0.004 (0.02)
0.002 (0.01)
0.010 (0.03)

0.341 (0.211)
0.507 (0.039)
0.103 (0.100)

16.816 (80.410)
28.274 (103.105)
0.298 (0.253)

227.45 (335.35)
0.24 (0.17)
554.98 (304.76)

ω > 10 & σ ~ 0
ω > 10 & α ~ 0

0.010 (0.04)
0.006 (0.02)

0.0004 (0.0008)
0.220 (0.019)

0.556 (0.043)
0.001 (0.002)

783.92 (192.192)
290.62 (237.27)

0

0.520

NA

NA

Constant-rates birth-death
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γ

nLTT
0.04

–1.90
–1.95

0.03

–2.00
–2.05

0.02

–2.10
–2.15

0.01

–2.20
0.00

–2.25

tree size

PD
85

1.05
1.00

80

0.95
0.90

75

6

0.85
70

0.80

literature

10

16

ω <10 ω >10

literature

10

16

ω <10 ω >10

change situation (α = 0.556). Conversely, with low allopatric speciation (Table 6.5,
ω > 10 & α ~ 0), estimates for sympatric speciation reveal an intermediate rate of
sympatric speciation, of 0.220.
Mean rate of water level change was 555 times per million years, which results in an
average waiting time until a water level change event of 1800 years, and an average
waiting time between water level drops of 3600 years. If sympatric speciation is low
(Table 6.5, ω > 10 & σ ~ 0), the mean water level rate increases to 784 times per million
years (e.g. a water level change event every 1275 years), and with low allopatric specia‐
tion rates (Table 6.5, ω > 10 & α ~ 0), mean water level rate was 290 times per million
years (e.g. a water level change every 3448 years).

Distribution of summary statistics
Comparing the "inal distributions of summary statistics, especially the distributions of
the gamma statistic and the tree size statistic are close to the empirical values (Figure
6.6). Final distributions of the nLTT statistic are comparable and do not overlap with 0.
The distribution of the nLTT statistic for the "ixed empirical water levels is slightly
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Figure 6.6. Distribution of summary statistics associated with accepted particles in the last iteration
for the three scenarios with prede"ined water rates (either using literature values, an average rate of
10 water level changes per million years or an average rate of 16 water level changes per million
years), and for the two found optima when including water level rate as a parameter to be inferred.
Dashed line indicates the value of the summary statistic for the Lamprologini phylogeny.

higher, but that model converged in 7 iterations compared to the 8 iterations of the
other models, and hence the "inal acceptance threshold for nLTT values was slightly
higher. We "ind most variation among distributions in the phylogenetic diversity
statistic, where the distributions of the two optima when also inferring the water level
rate most closely approximate the empirical value.

Model validation
For all versions of our model we simulated 1,000,000 phylogenetic trees, and compared
summary statistics for these trees with the empirical data. The distributions give an
indication of "it of the speci"ic model. Note that this is different than directly looking at
the distribution of summary statistics for the particles accepted in the last iteration, as
this time we do not select trees to be within an acceptance threshold. The distributions
thus show the spread of phylogenetic trees expected when generating with our
obtained estimates, and indicate how likely it is to obtain a tree similar to the empirical
tree, when using parameter combinations as inferred during ABC‐SMC. nLTT values
tend to be a bit lower when including the water level parameter in inference, and simi‐
larly, phylogenetic diversity estimates tend be closer to the empirical value when
including the water level parameter (Figure 6.7). The γ statistic is consistently higher,
suggesting that the low γ value of the empirical data is hard to obtain using our model
(Figure 6.7). Furthermore, tree size appears to be much higher in the empirical data
than in the model. Trees generated by the model often remain without any speciation
event, which is especially pronounced when using an average water level rate of 10, in
which case the tree size is heavily biased towards low values (Figure 6.7).
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Discussion
We have presented a model that infers past speciation and extinction rates, and their
interactions with changes in the environment, from a given phylogeny. Previous studies
inferring speciation from phylogenetic information have not focused on the interaction
with environmental factors. Rather, the focus has been on the dynamics of speciation
and the ability to infer extinction rates (Moen & Morlon 2014; Morlon 2014). Further‐
more, studies regarding the interplay between allopatric speciation and changes in the
environment have focused on a more conceptual analysis of the problem, and did not
confront their "indings with empirical data (Aguilée et al. 2011, 2013). Here we present
a model that is able to infer past changes in the environment, and the interaction
between these changes and speciation and extinction rates, from phylogenetic data.
Using simulated data we were able to detect water level changes from phylogenetic
data, and to accurately infer associated allopatric speciation rates. We then applied our
model to the cichlid "ish tribe of Lamprologini to see to what extent past water level
changes have shaped current cichlid diversity.
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When using literature values to implement water level changes, we do not recover
high levels of allopatric speciation, and estimates for sympatric speciation are close to
estimates obtained using the constant‐rates birth‐death model, which obviously does
not incorporate water level changes. Regardless of how we implement the literature
values (e.g. either using the mean literature value, or directly using estimated waiting
times), allopatric speciation is consistently estimated to be low. Surprisingly we also
recover relatively high levels of extinction, although the majority of these extinction
events do not lead to true extinction, but rather lead to local extinction at low water
level, where the subdivision into two lakes ensures survival of the species in the other
lake. When we use our model to also infer the rate of water level change, we recover
two competing optima. One optimum without any water level effects and one optimum
including water level effects. The optimum without any effects of water level effects
again closely matches values inferred using the standard birth‐death model (Nee et al.
1994). The alternative optimum includes water level effects and infers a zero extinction
rate, a high level of water level change, and a negative relationship between sympatric
and allopatric speciation. The high rate of water level change ensures that by chance,
some of the water level change events line up with branching events in the tree. In
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Figure 6.7. Distribution of summary statistics of 1,000,000 trees generated using parameter combi‐
nations from the posterior distributions obtained in Figures 6.1 and 6.2. Scenarios correspond to the
scenarios in Figure 6.6. Dashed line indicates the value of the summary statistic for the Lamprologini
phylogeny. Please note that the range of y‐axes differs from Figure 6.3.
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other words: the inferred high water level rates do not necessarily represent reality, but
are more likely a result of over"itting the model. Hence, by including water level change
as a parameter to be inferred, we recovered two, trivial, solutions: one where water
level change is zero, and we recover the constant‐rates birth‐death optimum, and one
where water level change is extremely high, ensuring that at least some water level
changes have effect. It thus seems that the phylogeny does not contain enough informa‐
tion in order to infer four different parameters.
The pure birth optimum recovered by our model could also be the result of remnant
patterns in the data caused by the tree prior used to construct the phylogeny of
Lamprologini. The phylogeny of the Lamprologini was constructed using BEAST (Drum‐
mond et al. 2012), using a pure birth prior (Sturmbauer et al. 2010). Here, when we
include the rate of water level change as a parameter to be inferred, one of the optima
we recover is a pure‐birth optimum. This suggests that the tree prior used in tree
reconstruction can be of potential in"luence to parameter estimates obtained when
using a different model to infer diversi"ication rates. The choice of pure‐birth prior
might well bias any efforts to infer the extinction rate (even when using matching
models) and caution should therefore be taken when inferring diversi"ication rates
from a phylogeny using a different model than the model used as tree prior in recon‐
struction. Elsewhere (Höhna et al. 2014b) we found that when using a branch‐rate
model with estimated and/or low variance, the tree prior used in construction of the
phylogeny does not bias any estimates subsequently obtained in diversi"ication
analysis. The Lamprologini phylogeny was estimated using an autocorrelated log‐
normal branch‐rate prior, which was not tested by Höhna et al. 2014. Although we thus
can not exclude an effect of the tree prior on our estimates, we do not expect such an
effect considering that the autocorrelated lognormal branch‐rate prior has low
variance.
If water level changes drive allopatric speciation events, the onset of allopatric
divergence is at the exact moment that the water level drops. With a water level drop,
populations become isolated and start to diverge, if divergence becomes complete and
causes speciation, the branching event is identical to the water level change event. It
follows that if allopatric speciation is important enough, we expect branching events in
a phylogeny to synchronize with water level events, and expect some branching events
to occur at exactly the same time. Models used in reconstructing the phylogenetic tree
from molecular data explicitly exclude the possibility of simultaneous branching
events, and resulting trees therefore cannot exhibit patterns resulting from these
simultaneous divergence events. Here we used a model to detect patterns of water level
change in a phylogeny, while this phylogeny was reconstructed using a model prior that
makes such patterns unlikely. We therefore argue for the inclusion of diversi"ication
models incorporating habitat dynamics in tree reconstruction software. Although this
need not introduce any signi"icant differences in the tree topology, the distribution of
branching times could be substantially in"luenced, and any subsequent inference
focusing on such patterns could be very different. We do realize that including such
166

Conclusion
Our novel model integrates standard constant‐rate birth‐death mechanics with envi‐
ronmental changes and speciation induced by geographical isolation. We have analyzed
the phylogeny of the tribe of Lamprologini in order to see if past water level changes in
Lake Tanganyika have contributed to the current diversity of cichlid "ish in Lake
Tanganyika. Surprisingly our model does not "ind evidence of past water level changes
affecting diversi"ication. The lack of detection of water level changes in the phylogeny
of Lamprologini could be due to a number of reasons: (1) these large scale water level
changes have not had a large impact on the diversi"ication of Lamprologini, (2) large
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models in tree reconstruction software may require incorporation of ABC methods, and
even then will be extremely computationally demanding, but we believe that our
results justify such an endeavor.
Although we refer in our model to the different implementations of speciation as
sympatric and allopatric, care should be taken in interpreting these forms of speciation.
We consider here allopatric speciation only on a very large scale, where populations
become allopatric over stretches of hundreds of kilometers (Sturmbauer et al. 2001).
Cichlids are known to be limited in their gene "low over very short distances, where a
sand stretch of 50 meters can be enough to bring gene "low between populations to a
halt (Rico & Turner 2002). These micro‐allopatric speciation events are not captured
by the allopatric speciation rate in our model. Rather, these local scale events are
captured in our model by sympatric speciation. Hence, sympatric speciation includes
not only those speciation events driven by forces that act when two diverging popula‐
tions occur in full sympatry, but also when two populations are separated by an envi‐
ronmental barrier substantially smaller than the size of the lake, for instance when
populations end up on opposite shores (Sturmbauer et al. 2001). Allopatric speciation
in our model thus solely refers to speciation events caused by geographical isolation
over a large distance, driven by changes in water level. All other speciation events are
covered by the sympatric speciation rate. Here we recover a low rate of these macro‐
allopatric speciation events. If this is not the effect of the used tree prior in estimation
the phylogeny, the low rate of these macro‐allopatric speciation events could either be
because these large water level changes have had no effect on speciation rates, or alter‐
natively because they might be overshadowed by micro‐allopatric events. As relatively
small‐scale barriers can already restrict gene‐"low and most cichlid species are bound
to lacustrine habitats, intermediate water level changes of perhaps only 10 meters
could already cause a change in connectivity between populations. Such water level
changes would be hard to detect from the phylogeny, as they would not have the same
effect on all populations, with some populations experiencing secondary contact whilst
other populations start divergence due to introduced separation. Whereas the large
scale water level change events cause synchronized divergence, these smaller water
level changes only cause divergence in a selective subset of species, if they affect them
at all.
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scale water level changes are potentially overshadowed by micro‐allopatric and
sympatric speciation events, or (3) the tree reconstruction methods used to estimate
the phylogeny biased our "indings, as these methods do not take into account the possi‐
bility of water level events and their effects. Which of these scenarios is most likely
remains hard to assess and we suggest to "irst explore the last scenario by the incorpo‐
ration of more complex diversi"ication models in tree reconstruction software, in order
to remove any biases introduced during tree reconstruction. More detailed genetic
studies could further assess the impact of small‐scale geological barriers and test to
whichat extent changes in the lacustrine habitat due to changes in water level could
impact the connectivity between populations. Combined with a thorough assessment of
above‐ and below‐water habitat types, this could shed light on how the environment
can impact diversity and how changes in the environment can interact with speciation
and xtinction in order to shape one of the most diverse vertebrate radiations on this
planet.
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Supplementary information
Full plots of ABC-SMC progression
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Figure S1. Progression of the ABC‐SMC algorithm for the three parameters of interest. Parameters
are on a 10log scale (e.g. ‐2 = 10‐2 = 0.01), the SMC algorithm starts by sampling from the prior at
iteration 0, and from there, using importance re‐sampling proceeds to sample a new distribution of
10,000 particles per iteration. With every consecutive iteration, the acceptance thresholds used in
the ABC‐SMC algorithm are updated (see methods for more details). Rate of water level change
consists of the exact values found in the literature.
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Figure S2. Progression of the ABC‐SMC algorithm for the three parameters of interest. Parameters
are on a 10log scale (e.g. ‐2 = 10‐2 = 0.01), the SMC algorithm starts by sampling from the prior at
iteration 0, and from there, using importance re‐sampling proceeds to sample a new distribution of
10,000 particles per iteration. With every consecutive iteration, the acceptance thresholds used in
the ABC‐SMC algorithm are updated (see methods for more details). Rate of water level change is 10
times per million years on average.
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Figure S3. Progression of the ABC‐SMC algorithm for the three parameters of interest. Parameters
are on a 10log scale (e.g. ‐2 = 10‐2 = 0.01), the SMC algorithm starts by sampling from the prior at
iteration 0, and from there, using importance re‐sampling proceeds to sample a new distribution of
10,000 particles per iteration. With every consecutive iteration, the acceptance thresholds used in
the ABC‐SMC algorithm are updated (see methods for more details). Rate of water level change is 16
times per million years on average.
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Figure S4. Progression of the ABC‐SMC algorithm for the four parameters of interest. Parameters are
on a 10log scale (e.g. ‐2 = 10‐2 = 0.01), the SMC algorithm starts by sampling from the prior at itera‐
tion 0, and from there, using importance re‐sampling proceeds to sample a new distribution of
100,000 particles per iteration. With every consecutive iteration, the acceptance thresholds used in
the ABC‐SMC algorithm are update (see methods for more details).
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Synthesis
Thijs Janzen

SYNTHESIS

Introduction
The large popularity of nature documentaries (there are two TV‐stations in the Nether‐
lands alone, solely devoted to nature documentaries1), only hints at the tremendous
biodiversity and variation in biology we "ind on our planet. Yet, despite our investiga‐
tive efforts and copious recordings of animal behavior, our understanding of the under‐
lying processes both generating (evolution) and maintaining (community assembly)
biodiversity, remains limited.
One of the "irst models to focus on community assembly is the mainland‐island
model, by MacArthur and Wilson (1963). The mainland‐island model tries to explain
species diversity on newly established islands, where the expected species diversity is
assumed to be a dynamic equilibrium between local extinction on the island, and
incoming new species from the mainland. Extinction depends on the size of the island,
with smaller islands having higher extinction, and immigration depends on the
distance to the mainland. The mainland‐island theory was tested by removing all
terrestrial arthropods on six small mangrove islands in Florida using methyl bromide
and establishment of new species con"irmed the dynamic equilibrium between local
extinction and immigration (Simberloff & Wilson 1969). Building upon mainland‐island
theory, and incorporating aspects of the neutral theory of molecular evolution (Kimura
& Crow 1964), Hubbell proposed a new community assembly theory incorporating
migration from the metacommunity (e.g. the mainland) to the local community (e.g. an
island), and taking into account extinction and speciation but also birth and death of
individuals and coined it “The Uni"ied Neutral Theory of Biodiversity and Biogeo‐
graphy” (UNTB) (Hubbell 2001). Similar to the island‐mainland model, UNTB disre‐
gards any differences between species and considers birth rates, death rates, speciation
rates and extinction rates to be identical between species. This explicitly disregards
classic coexistence theory, which explains coexistence between species through the
overlap between these species’ niches (Diamond 1975; Tilman 1981; Chesson 2000),
where a species’ niche is de"ined as the conditions and requirements for a species to
survive (Hutchinson 1958). Measuring a species’ niche, and the overlap between
niches, is troublesome however, and generally the niche concept has dif"iculties
(McInerny & Etienne 2012a; b; c). Instead, a recent development has been to focus on
species’ traits (HilleRisLambers et al. 2012), taking into account that interactions
between species depend on their traits, and that species with too similar traits might
experience higher competition, and species with traits unadapted to the environment
might be selected against (Cornwell & Ackerly 2009).
In chapters 1 and 2 I have focused on trait‐based community assembly, and used the
trait‐based community assembly concept to assess the effect of "iltering, limiting
similarity and dispersal assembly on community composition in savannah trees in
South Africa and cichlid "ish in Lake Tanganyika, Zambia. I found that the majority of
1 National Geographic and Animal Planet (source: upc.nl, ziggo.nl & kpn.com)
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community composition was regulated by dispersal assembly, which is invariant to the
traits. Building upon that in chapter 3, I incorporated differences in dispersal in the
Uni"ied Neutral Model of Biodiversity, and "itted this new model upon a tropical tree
dataset from Barro Colorado Island. Including dispersal syndromes turned out to
improve the "it of the model and better explain found patterns. It thus appears that
means of dispersal and differences in dispersal are an important factor in community
assembly, possibly more important than local interactions based on traits.
Although our understanding of community assembly has a rich history, our under‐
standing of evolution goes back even further. Using fossils and insights from breeding
programs in pigeons, Darwin developed the concept of natural selection, which weeds
out individuals with un"it traits and favors those individuals that possess traits which
enable them to have an advantage over others: “survival of the "ittest” (Darwin 1859).
Variation in such traits could provide the gradient upon which selection could act. How
these traits were inherited across generations was not immediately understood, but the
work of Mendel (Mendel 1865), provided the "irst understanding of the inheritance of
traits. These notions were combined in the Modern Synthesis (Huxley 1942) and
combined with the discovery of the carrier of genetic information, DNA (Watson &
Crick 1953), paved the way for modern evolutionary research, which uses molecular
similarity to infer evolutionary history (Yang & Rannala 2012).
Using molecular similarity, we can reconstruct phylogenetic trees that represent the
ancestry of a group of species. From such a phylogenetic tree we can then in turn esti‐
mate diversi"ication rates, using the accumulation of lineages in the tree. In chapter 4 I
have tested whether assumptions made during reconstruction of a tree affect estimates
of diversi"ication based on that tree. From chapter 4 it turns out that diversi"ication
analysis need not be biased by choices made during tree reconstruction, provided that
some criteria are met. Many diversi"ication models rely on the absence of such a bias,
and any indication of such a bias would mean that many of our estimates of speciation
rates would need to be corrected.
As diversi"ication models grow more sophisticated, they also become more mathe‐
matically and computationally demanding and in chapter 5 I have looked into a method
to deal with that: Approximate Bayesian Computation (ABC). We tested several
summary statistics to be used in ABC, and proposed a novel summary statistic that
appears to perform much better than previously used statistics: the normalized
Lineage‐Through‐Time statistic. In the last chapter I have used this statistic, relying
upon the fact that diversi"ication analysis is unbiased, and inferred past speciation and
extinction rates for a clade of cichlid "ish: Lamprologini. The model used to infer these
rates takes into account the effect of environmental changes on speciation (allopatric
speciation). I "ind that the large diversity in the clade of Lamprologini was most likely
not driven by changes in the environment, but rather either through micro‐allopatric
events or through sympatric speciation.
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The Species Concept
Central to all of my chapters is the concept of the “species”. In the "irst three chapters I
use the concept of species as an indicator for shared sets of traits, and shared selection
pressures. In the last three chapters, I use the concept of species as a way to distinguish
between genetic lineages, and mainly focus on the ability of these lineages to give birth
to new lineages (speciation) and their propensity to go extinct. Both these ways of
treating species might be a bit different from how people normally conceive or treat
species. However, the species concept is itself a complicated concept, often varying
between applications, and different between biota (in bacteria for instance, things tend
to get complicated). I have generally tried to adhere to the Biological Species Concept:
“Species are groups of interbreeding natural populations that are reproductively
isolated from other such groups” (Coyne & Orr 2004). The lack of interbreeding is
crucial here, as in the trait‐based community assembly models it ensures that certain
combinations of traits remain together, and for the diversi"ication models it ensures
that genetic differences match speciation processes.
Although the trait‐based community models I have focused on apply on the species‐
level, the selection forces they take into account typically act upon on the individual
level. Habitat "iltering selects against individuals with traits that are maladapted to the
local environment and limiting similarity selects against individuals with traits that are
too similar to other individuals (not necessarily of other species!). Keeping track of all
individuals in the community can be a painstaking exercise however, and current
modeling efforts are restricted to the species level, rather than the individual level. All
individuals of the same species are assigned the same combination of traits, and
instead of assessing the survival of each individual separately, we check the effects of
habitat "iltering and limiting similarity on a per species basis. However, to obtain
species trait values, multiple individuals were measured, and the average measurement
was used as the representative trait value of the species. It would be interesting to
include data on within‐species variation and take this into account to estimate commu‐
nity assembly. Although two species might have different mean trait values, spread in
trait values might overlap which could imply very different trait‐based effects
compared to only using the mean trait values. Within species variation and individual
level selection could be combined by generating a metacommunity that consists of indi‐
viduals with trait values drawn from the actual measurements (instead of the means).
Starting from such a metacommunity, individuals can be "iltered out due to either
habitat effects, limiting similarity effects or dispersal assembly effects. A challenging
part of such an approach would be to appropriately de"ine the metacommunity, such
that relative frequencies of individuals and the total number of individuals represent
our knowledge about the system.
In the second part of my thesis I have used the species concept as a way to keep
track of different genetic lineages, and here the species concept reiterates the impor‐
tance of reproductive isolation. A phylogenetic tree captures the change of genetic
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material over time, where branches are lineages that share the same genetic material.
When branches diverge into two new branches (a branching point), the genetic mate‐
rial diversi"ies and we assume two new genetic lineages that do no longer exchange
genetic material, e.g. two species. A branching point thus represents a speciation event.
There are a number of processes that might obscure this image. First of all, not all
genes are tightly linked with speciation events, and some genetic material might be
very well preserved across species. Indeed the high degree of shared genetic material
across cichlid species makes it often dif"icult to construct phylogenetic trees (Danley &
Kocher 2001; Genner et al. 2007; Joyce et al. 2011). Furthermore, ongoing hybridiza‐
tion between cichlid species might obscure the links between speciation and genetics
(Koblmüller et al. 2007), and although hybridization often is considered to reinstate
gene "low and remove reproductive barriers (and thus undo speciation) (Seehausen
2004), it can also generate new species, if the hybrids turn out to be "it and later on
become reproductively isolated (Salzburger et al. 2002a; Selz et al. 2014).
Molecular similarity thus provides good insight into past speciation processes, but
is not perfect. This is re"lected in the uncertainty in branching time estimates, often
depicted as grey bars on the branching points (which indicate the posterior distribu‐
tion of branching points). Current diversi"ication models do not make use of these
distributions in estimating diversi"ication rates. Future applications, either through
applying a joint inference approach which directly takes into account this variation, or
through the implicit accounting of these uncertainties could improve our estimates and
remain closer linked to the underlying genetic information.
We have shown here that a two‐step approach does not provide substantially
different results from the theoretically correct joint inference approach, in which we
simultaneously determine the tree topology and the diversi"ication rates. Explorations
of different branch‐rate models revealed however that these results only apply when
using a branch‐rate model with estimated or low variance. Surprisingly, when "itting
the water levels model on the phylogeny of Lamprologini, and allowing all parameters
to freely adjust, one of the optima we obtain is exactly the tree prior used to construct
the phylogeny of Lamprologini. This is the least complex model that can be "itted upon
the phylogeny, and as such it might be coincidence that this model is recovered, but
alternatively it could be the model used in tree reconstruction has introduced a bias. To
estimate the phylogeny of Lamprologini¸an autocorrelated lognormal branch‐rate prior
was used, a prior not which was not included in our explorations. The autocorrelated
lognormal branch‐rate prior has an estimated variance, and we thus do not expect this
prior to have introduced any bias, although further analysis is warranted to con"irm
this. Also, we should take into account that in our comparison between two‐step infer‐
ence and joint inference, we have mainly compared scenarios in which the same model
was used both for tree reconstruction and diversi"ication analysis. Estimating the effect
of combinations of different models is less straightforward, and runs into problems
regarding interpretation: how for instance does one estimate the effect of a time‐
dependent speciation prior on estimation of the parameters of a diversity‐dependent

speciation model? However, considering that most diversi"ication models are an exten‐
sion of the standard birth‐death model, we could exploit this fact in order to shed some
light on the effect of prior model choice. The time‐dependent speciation model can for
instance be reduced to the constant rates birth‐death model by takin the limit α → 0,
and the diversity‐dependent speciation model can be reduced to the constant‐rates
birth‐death model by taking the limit K → ∞. If a constant rates birth‐death model is
used in tree reconstruction and has an effect on diversi"ication analysis, we expect that
diversi"ication analysis using the time‐dependent speciation model, on a tree recon‐
structed using the constant rates birth‐death model, is biased towards inferring α → 0,
and if diversi"ication analysis is performed with the diversity‐dependent model results
are biased towards K → ∞. Further tests taking into account more model combinations
could further prove or disprove the effect of tree choice in tree reconstruction and
explain whether the patterns we "ind in our estimations using the water layers model
are the effect of choices made during reconstruction of the tree, or truly re"lect
constant rate birth‐death dynamics. Alternatively, the implementation of a larger range
of diversi"ication models in tree reconstruction software could facilitate the match
between tree reconstruction and diversi"ication models, and facilitate the direct esti‐
mation of diversi"ication parameters using genetic data, instead of relying on trees
constructed with other aims in mind than estimating diversi"ication rates.
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Multiple summary statistics in ABC
In chapter 5 I have focused on assessing which summary statistics provide most infor‐
mation and are best used within an ABC framework. Because summary statistics are by
de"inition lower‐dimensional than the data itself, some information is lost in the trans‐
lation from data to summary statistic. Information loss might not be shared between
summary statistics and as a result, different summary statistics could provide comple‐
mentary information about the data. Combining summary statistics within an ABC
framework could then maximize the use of information concerning the data, and
improve ABC inference. When combining summary statistics there are a few things that
need to be taken into account. The most important problem we run into is that it is
hard to assess which summary statistic causes most rejections of proposed parameter
combinations. To illustrate this, let us consider a model with two parameters, which we
are inferring using two summary statistics which both capture a different aspect of the
model (e.g. the summary statistics are fully complementary and have no information
overlap). For both summary statistics we set a fairly restrictive threshold value, such
that approximately 10% of proposed parameter combinations is accepted. As we run
our ABC inference, it turns out that the majority of rejections occurs because one of the
two summary statistics is rejected, whilst the other is very close to the observed
summary statistic. Progress of parameter estimation should proceed along the axis
favoured by one summary statistic, but is hindered by the other summary statistic. This
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is partially desirable behavior, as we would not want to enter an area of parameter
space that generates data which is not favored by one of our summary statistics, but is
also undesirable as it might prevent the algorithm from traversing “valleys” of bad
summary statistic combinations. Furthermore, with one summary statistic being more
restrictive than the other, effectively this summary statistic solely determines accept‐
ance and leaves the other summary statistic obsolete. No clear methods are available
yet to counteract this behavior or to appropriately weigh the different summary statis‐
tics such that no one summary statistic overpowers the others. Future research could
look into how to appropriately combine summary statistics, for instance by weighing
the summary statistics or by differently modifying the threshold values.

Before obtaining any estimates for a given model, it is essential to "irst validate the
model and its inference, such that we know the reliability of the obtained parameter
estimates, given the model at hand. Model validation can proceed in two ways: either a
priori, without making use of obtained empirical data; or a posteriori, using empirical
data to obtain parameter estimates and using these estimates to validate our "indings.
A priori model validation assesses the accuracy of the model, given a broad range of
circumstances. First, data is simulated using the model for a range parameter values.
The simulated data is then used in parameter inference, and the inferred parameters
are compared with the parameter values used to simulate the data. If the parameter
estimation procedure is accurate, the obtained parameter estimates should closely
resemble parameter values chosen to simulate the data. Any structural bias in the esti‐
mates can be corrected for, and obtained results provide insight in the overall accuracy
of estimates obtained using this model. To validate STEPCAM, we generated datasets
for all parameter combinations of "iltering, limiting similarity and dispersal assembly,
on a resolution of 0.05. For every parameter combination we generated 10 different
datasets and used these datasets as the starting point for our parameter inference. We
found that the inferred parameter values for these 10 datasets closely matched the
parameter values used to generate the datasets, con"irming that our model inference
method accurately infers parameters. Similarly we tested the water layers model by
generating phylogenies for a range of parameter combinations. For each generated
phylogeny, we again estimated sympatric speciation, allopatric speciation, extinction
and rate of water level change and compared the obtained estimates with the param‐
eter values used to generate the data. Here too estimates were close to used parame‐
ters, except for low rates of water level change, that were hard to infer. Similarly, low
extinction rates proved to be hard to accurately assess, as extinction rates below 0.01
per million years were indistinguishable from lower rates.
A posteriori model validation uses the posterior distribution of parameters obtained
from "itting the model to the empirical data. From this posterior distribution, parameter
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combinations are sampled and arti"icial datasets are simulated for these parameter
combinations. For these simulated datasets we can then again perform inference and
obtain new posterior likelihood distributions. Comparing the obtained distribution of
likelihoods to the likelihood of the empirical data informs then us about the "it of the
model. If the likelihood of the empirical data lies well centered within the obtained
distribution, we cannot reject that the empirical data has been the result of our
modeled processes. If however the likelihood of the empirical data lies outside the
obtained distribution, we can reject that the empirical data has been the result of our
modeled processes as it is unlikely that the empirical data was the result of our model
(see also Etienne (2007)). A posteriori testing primarily facilitates a secondary check to
assess the applicability of the model, and the uncertainty in model "it. For the guilds
model we have used this technique in order to assess the "it of the two‐guild model
upon the BCI data. Using the parameter estimates obtained with Maximum Likelihood,
we generated 100 new datasets, and obtained Maximum Likelihood estimates for these
datasets. The relative number of datasets with a higher likelihood than the likelihood
obtained for the empirical dataset was used as a measure to assess similarity between
the model and empirical data. We found that data generated including guild structure
was consistently more similar to the empirical data than data generated without guild
structure.
For approaches where the likelihood is not available, instead of the distribution of
likelihoods we can assess the distribution of summary statistics. Again we generate a
large number of datasets using parameter combinations from the posterior distribu‐
tion; this time however we do not have to do inference for these datasets. Because the
ABC inference would converge towards the summary statistics of the generated data
(by design), we can directly use the summary statistics of the generated data. For the
water levels model, we generated 1,000,000 trees using the obtained posterior distri‐
bution after doing ABC‐SMC analysis. After comparing the distribution of obtained
summary statistics with the values of the empirical data, we could single out which
versions of the model most closely resembled the empirical data.
Ideally, both a priori and a posteriori model validation techniques are combined to
acquire complete knowledge about the models accuracy and "it. If the model has been
validated before, and focus is solely on inferring parameters from an obtained dataset,
a posteriori validation can be suf"icient to obtain the uncertainty in the parameter esti‐
mates, and to assess model "it.
A priori and a posteriori model validation tests verify the integrity of the model, but
only within the framework of the model itself. These tests rely on the ability of the
model to simulate data, and only verify that the model can accurately infer itself when
confronted with data generated by itself. Although the a posteriori test does check to
which extent the empirical data conforms to the model, ultimately these tests do not
verify that the empirical data at hand really is the result of processes covered by our
model. Ideally, we would want to test our model by comparing our model with
empirical data for which we exactly know which processes have shaped it. Especially
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evolutionary processes do not lend themselves for this way of testing due to the large
time‐span over which they act (which was the reason in the "irst place why we chose to
use a modeling approach). Nevertheless it would be highly informative to have a
phylogeny for which we have independent evidence (apart from molecular evidence)
about the timing of speciation events and know the ancestral structure. Such a “known”
phylogeny is hard to come by and only a few have so far been constructed, only using
organisms with short generation times such as mice (Atchley & Fitch 1991) or using
quickly replicating viruses such as bacteriophages (Hillis et al. 1992; Poe 1998), the
in"luenza virus (Bush 1999) and the HIV virus (Zhu et al. 1998), or by using pedigrees
of rDNA (Sanson et al. 2002). As a result of the short generation times, and the lack of
“known” phylogenies for higher organisms, we are still lacking good empirical evidence
to falsify diversi"ication models for many of the vertebrate species groups we focus on.
Alternatively we could make use of the fossil record to infer past levels of diversity
and obtain a rough estimate for extinction rates. Fossilization is not a very likely
process, and especially rare for larger organisms. For the plankton family of Foraminifera we do have a good fossil record, spanning 65 million years, with an average
diversity of 30 species (Ezard et al. 2011). The excellent state of the fossil record of
Foraminifera is the result of the calciferous skeleton of this family of plankton, which
rains down on the ocean "loor. Using the fossil record of Foraminifera we can get a good
impression of past levels of diversity, and obtain a rough estimate of species turnover.
Using the fossil record of Foraminifera, Etienne and colleagues "itted a diversity‐depen‐
dent speciation model and found that past diversity in their model closely matches past
diversity in the fossil record. This provides a "irst step of independently checking diver‐
si"ication models, but further veri"ication using “known” phylogenies or fossil data
should be favoured to accurately assess our endeavours in diversi"ication analysis.

Using patterns to study the underlying processes shows to be a powerful approach, and
I hope that the past 6 chapters have convinced you that we can reverse‐engineer the
underlying mechanics and improve our understanding, simply by "itting models to data.
Only "itting the model is not suf"icient however, and care should be taken in properly
validating the models "indings, as I have outlined in the previous paragraphs. But even
when properly validated, to which extent can we assume a model to be true? True, in
the sense that the processes described by the model match processes that have gener‐
ated the data. Without any additional information this question is hard to answer.
Firstly we could try and identify if any comparable models could also generate the
observed patterns. If our focal model outperforms all other models, it should be consid‐
ered the most likely candidate to explain underlying processes. Nevertheless, this does
not connect our model yet with the underlying ecology, and to fully test the power of
our model we should both test the assumptions the model is based on, and test our
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model using different datasets and within different contexts. The more often our model
adequately explains observed patterns, the more unlikely alternative models become.
Hence it is imperative to not only show that a model provides a suitable "it to the data,
but also to provide other researchers with the means to independently apply the model
on their own data. We can streamline such a process by providing other researchers
with easy to use code, for instance in R‐packages. Only by making our models easily
applicable to other systems can we expect them to extend their explanatory power
beyond the focal study system they have been designed, and can we expect models to
improve our understanding of how processes in ecology and evolution have shaped,
and still shape, the tremendous biodiversity on our planet.

184

SYNTHESIS

185

References

REFERENCES

A
Abrams, P. (1983). The theory of limiting similarity. Annual Review of Ecology and Systematics, 14,
359–376.
Adler, P.B., Fajardo, A., Kleinhesselink, A.R. & Kraft, N.J.B. (2013). Trait‐based tests of coexistence
mechanisms. Ecology Letters, 16, 1294–306.
Adler, P.B., HilleRisLambers, J. & Levine, J.M. (2007). A niche for neutrality. Ecology Letters, 10, 95–104.
Aguilée, R., Claessen, D. & Lambert, A. (2013). Adaptive radiation driven by the interplay of eco‐evolu‐
tionary and landscape dynamics. Evolution, 67, 1291–306.
Aguilée, R., Claessen, D. & Lambert, A. (2009). Allele "ixation in a dynamic metapopulation: founder
effects vs refuge effects. Theoretical Population Biology, 76, 105–17.
Aguilée, R., Lambert, A. & Claessen, D. (2011). Ecological speciation in dynamic landscapes. Journal of
Evolutionary Biology, 24, 2663–77.
Akaike, H. (1974). A new look at the statistical model identi"ication. IEEE Transactions on Automatic
Control.
Aldous, D. (2001). Stochastic models and descriptive statistics for phylogenetic trees, from Yule to
today. Statistical Science, 16, 23–34.
Aldous, D.J., Krikun, M.A. & Popovic, L. (2011). Five statistical questions about the tree of life. Systematic Biology, 60, 318–28.
Alfaro, M.E., Santini, F., Brock, C., Alamillo, H., Dornburg, A., Rabosky, D.L., Carnevale, G. & Harmon, L.J.
(2009). Nine exceptional radiations plus high turnover explain species diversity in jawed verte‐
brates. Proceedings of the National Academy of Sciences, 106, 13410–4.
Alin, S. & Cohen, A.S. (2003). Lake‐level history of Lake Tanganyika, East Africa, for the past 2500
years based on ostracode‐inferred water‐depth reconstruction. Palaeogeography, Palaeoclimatology, Palaeoecology, 199, 31–49.
Alin, S., Cohen, A. & Bills, R. (1999). Effects of landscape disturbance on animal communities in Lake
Tanganyika, East Africa. Conservation, 13, 1017–1033.
Almany, G.R., Berumen, M.L., Thorrold, S.R., Planes, S. & Jones, G.P. (2007). Local replenishment of
coral reef "ish populations in a marine reserve. Science, 316, 742–4.
Alonso, D., Etienne, R.S. & McKane, A.J. (2006). The merits of neutral theory. Trends in Ecology and
Evolution, 21, 451–7.
Atchley, W.R. & Fitch, W.M. (1991). Gene trees and the origins of inbred strains of mice. Science, 254,
554–8.
B
Balfour, D. & Howison, O. (2002). Spatial and temporal variation in a mesic savanna "ire regime:
responses to variation in annual rainfall. African Journal of Range and Forage Science, 19, 45–53.
Barnes, C.P., Silk, D. & Stumpf, M.P.H. (2011). Bayesian design strategies for synthetic biology. Interface focus, 1, 895–908.
Barnosky, A. (2005). Effects of Quaternary climatic change on speciation in mammals. Journal of
Mammalian Evolution, 12, 247–264.
Bazin, E., Dawson, K.J. & Beaumont, M.A. (2010). Likelihood‐free inference of population structure
and local adaptation in a Bayesian hierarchical model. Genetics, 185, 587–602.
Beaudrot, L., Rejmánek, M. & Marshall, A.J. (2013). Dispersal modes affect tropical forest assembly
across trophic levels. Ecography, 36, 984–993.
Beaumont, M.A. (2010). Approximate Bayesian Computation in Evolution and Ecology. Annual Review
of Ecology, Evolution, and Systematics, 41, 379–406.
Beaumont, M.A., Zhang, W. & Balding, D.J. (2002). Approximate Bayesian computation in population
genetics. Genetics, 162, 2025–35.
Bininda‐Emonds, O.R.P., Cardillo, M., Jones, K.E., MacPhee, R.D.E., Beck, R.M.D., Grenyer, R., Price, S. A,
Vos, R. A, Gittleman, J.L. & Purvis, A. (2007). The delayed rise of present‐day mammals. Nature,
446, 507–12.
Blum, M.G.B. & François, O. (2009). Non‐linear regression models for Approximate Bayesian Compu‐
tation. Statistics and Computing, 20, 63–73.
188

189

REFERENCES

Blum, M.G.B. & Tran, V.C. (2010). HIV with contact tracing: a case study in approximate Bayesian
computation. Biostatistics, 11, 644–60.
Bond, W.J. & Wilgen, B.W. (1996). Fire and plants. Chapman & Hall, London, UK.
Brawand, D., Wagner, C.E., Li, Y.I., Malinsky, M., Keller, I., Fan, S., Simakov, O., Ng, A.Y., Lim, Z.W., Bezault,
E., Turner‐Maier, J., Johnson, J., Alcazar, R., Noh, H.J., Russell, P., Aken, B., Alföldi, J., Amemiya, C.,
Azzouzi, N., Baroiller, J.‐F., Barloy‐Hubler, F., Berlin, A., Bloomquist, R., Carleton, K.L., Conte, M.A.,
D’Cotta, H., Eshel, O., Gaffney, L., Galibert, F., Gante, H.F., Gnerre, S., Greuter, L., Guyon, R., Haddad,
N.S., Haerty, W., Harris, R.M., Hofmann, H.A., Hourlier, T., Hulata, G., Jaffe, D.B., Lara, M., Lee, A.P.,
MacCallum, I., Mwaiko, S., Nikaido, M., Nishihara, H., Ozouf‐Costaz, C., Penman, D.J., Przybylski, D.,
Rakotomanga, M., Renn, S.C.P., Ribeiro, F.J., Ron, M., Salzburger, W., Sanchez‐Pulido, L., Santos, M.E.,
Searle, S., Sharpe, T., Swofford, R., Tan, F.J., Williams, L., Young, S., Yin, S., Okada, N., Kocher, T.D.,
Miska, E.A., Lander, E.S., Venkatesh, B., Fernald, R.D., Meyer, A., Ponting, C.P., Streelman, J.T., Lind‐
blad‐Toh, K., Seehausen, O. & Di Palma, F. (2014). The genomic substrate for adaptive radiation in
African cichlid "ish. Nature.
Bray, J. & Curtis, J. (1957). An ordination of the upland forest communities of southern Wisconsin.
Ecological Monographs, 27, 325–349.
Brooks, J. (1950). Speciation in ancient lakes. The Quarterly Review of Biology, 25, 131–176.
Brown, V., Lawton, J. & Grubb, P. (1991). Herbivory and the evolution of leaf size and shape. Philosophical Transactions: Biological Sciences, 333, 265–272.
Bryant, J., Kuropat, P. & Cooper, S. (1989). Resource availability hypothesis of plant antiherbivore
defence tested in a South African savanna ecosystem. Nature, 340, 224–229.
Bush, R.M. (1999). Predicting the Evolution of Human In"luenza A. Science, 286, 1921–1925.
Buuren, S. & Groothuis‐Oudshoorn, K. (2011). MICE: Multivariate imputation by chained equations in
R. Journal of Statistical Software, 45.
C
Caswell, H. (1976). Community structure: a neutral model analysis. Ecological Monographs, 46, 327–
354.
Cavender‐Bares, J., Kitajima, K. & Bazzaz, F.A. (2004). Multiple trait associations in relation to habitat
differentiation among 17 Floridian oak species. Ecological Monographs, 74, 635–662.
Chase, J. & Leibold, M. (2003). Ecological niches: linking classical and contemporary approaches. The
University Press, Chicago, USA.
Chesson, P. (2000). Mechanisms of maintenance of species diversity. Annual Review of Ecology and
Systematics, 31, 343–366.
Chisholm, R.A. & Pacala, S. (2010). Niche and neutral models predict asymptotically equivalent
species abundance distributions in high‐diversity ecological communities. Proceedings of the
National Academy of Sciences, 107, 15821–5.
Clarke, K. & Warwick, R. (2001). A further biodiversity index applicable to species lists: variation in
taxonomic distinctness. Marine Ecology Progress Series, 216, 265–278.
Cohen, J. (1968). Alternate derivations of a species‐abundance relation. American Naturalist, 102,
165.
Cohen, A.S., Soreghan, M. & Scholz, C.A. (1993). Estimating the age of formation of lakes: an example
from Lake Tanganyika, East African Rift system. Geology, 21, 511.
Cohen, A.S., Lezzar, K.E., Tiercelin, J.‐J. & Soreghan, M. (1997a). New palaeogeographic and lake‐level
reconstructions of Lake Tanganyika: implications for tectonic, climatic and biological evolution in
a rift lake. Basin Research, 9, 107–132.
Cohen, A.S., Talbot, M.R., Awramik, S.M., Dettman, D.L. & Abell, P. (1997b). Lake level and paleoenvi‐
ronmental history of Lake Tanganyika, Africa, as inferred from late Holocene and modern stroma‐
tolites. Geological Society of America Bulletin, 109, 444–460.
Cohen, A.S., Stone, J.R., Beuning, K.R.M., Park, L.E., Reinthal, P.N., Dettman, D., Scholz, C. a, Johnson, T.C.,
King, J.W., Talbot, M.R., Brown, E.T. & Ivory, S.J. (2007). Ecological consequences of early Late
Pleistocene megadroughts in tropical Africa. Proceedings of the National Academy of Sciences,
104, 16422–7.

REFERENCES

Colless, D. (1982). Review of phylogenetics: the theory and practice of phylogenetic systematics.
Systematic Zoology.
Condit, R., Hubbell, S. & LaFrankie, J. (1996). Species‐area and species‐individual relationships for
tropical trees: a comparison of three 50‐ha plots. Journal of Ecology, 84, 549–562.
Condit, R., Pitman, N., Leigh, E.G., Chave, J., Terborgh, J., Foster, R.B., Núñez, P., Aguilar, S., Valencia, R.,
Villa, G., Muller‐Landau, H.C., Losos, E. & Hubbell, S.P. (2002). Beta‐diversity in tropical forest
trees. Science, 295, 666–9.
Connolly, S.R., Macneil, M.A., Caley, M.J., Knowlton, N., Cripps, E., Hisano, M., Plaisance, L., Poore, G.C.B.,
Sarkar, S.K., Satpathy, K.K., Schückel, U., Williams, A., Thibaut, L.M., Bhattacharya, B.D., Benedetti‐
Cecchi, L., Brainard, R.E., Brandt, A., Bulleri, F., Ellingsen, K.E., Kaiser, S., Kröncke, I., Linse, K.,
Maggi, E., O’Hara, T.D., Plaisance, L., Poore, G.C.B., Sarkar, S.K., Satpathy, K.K., Schückel, U.,
Williams, A. & Wilson, R.S. (2014). Commonness and rarity in the marine biosphere. Proceedings
of the National Academy of Sciences, 111, 8524–9.
Cornwell, W. & Ackerly, D. (2009). Community assembly and shifts in plant trait distributions across
an environmental gradient in coastal California. Ecological Monographs, 79, 109–126.
Cornwell, W., Schwilk, D. & Ackerly, D. (2006). A trait‐based test for habitat "iltering: convex hull
volume. Ecology, 87, 1465–1471.
Coulter, G. (1991). Lake Tanganyika and its life. Oxford University Press.
Coyne, J. & Orr, H. (2004). Speciation. Sinauer Associates, Sunderland, Massachusets U.S.A.
Cramer, M.D., Van Cauter, A. & Bond, W.J. (2010). Growth of N2‐"ixing African savanna Acacia species
is constrained by below‐ground competition with grass. Journal of Ecology, 98, 156–167.
Csilléry, K., Blum, M.G.B., Gaggiotti, O.E. & François, O. (2010). Approximate Bayesian Computation
(ABC) in practice. Trends in Ecology and Evolution, 25, 410–8.
D
Danley, P.D. (2011). Aggression in closely related Malawi cichlids varies inversely with habitat
complexity. Environmental Biology of Fishes, 92, 275–284.
Danley, P.D. & Kocher, T.D. (2001). Speciation in rapidly diverging systems: lessons from Lake Malawi.
Molecular Ecology, 10, 1075–86.
Darwin, C. (1859). The origin of species by means of natural selection: or, the preservation of favored
races in the struggle for life. J. Murray, London.
Davies, T.J., Allen, A.P., Borda‐de‐Água, L., Regetz, J. & Melián, C.J. (2011). Neutral Biodiversity Theory
Can Explain the Imbalance of Phylogenetic Trees But Not the Tempo of Their Diversi"ication.
Evolution, 65, 1841–1850.
Day, J.J., Santini, S. & Garcia‐Moreno, J. (2007). Phylogenetic relationships of the Lake Tanganyika
cichlid tribe Lamprologini: the story from mitochondrial DNA. Molecular Phylogenetics and Evolution, 45, 629–42.
Delvaux, D. (1995). Age of Lake Malawi (Nyasa) and water level "luctuations. Geography, 108, 99–108.
Diamond, J. (1975). Assembly of species communities. Ecology and evolution of communities, 342–
444.
Ding, B., Curole, J., Husemann, M. & Danley, P.D. (2014). Habitat complexity predicts the community
diversity of rock‐dwelling cichlid "ish in Lake Malawi, East Africa. Hydrobiologia.
Dornelas, M., Connolly, S.R. & Hughes, T.P. (2006). Coral reef diversity refutes the neutral theory of
biodiversity. Nature, 440, 80–2.
Drovandi, C. & Pettitt, A. (2011). Estimation of parameters for macroparasite population evolution
using approximate Bayesian computation. Biometrics, 67, 225–33.
Drummond, A.J., Ho, S.Y.W., Phillips, M.J. & Rambaut, A. (2006). Relaxed phylogenetics and dating with
con"idence. PLoS biology, 4, e88.
Drummond, A.J., Suchard, M.A., Xie, D. & Rambaut, A. (2012). Bayesian phylogenetics with BEAUti and
the BEAST 1.7. Molecular Biology and Evolution, 29, 1969–73.
Du, X., Zhou, S. & Etienne, R.S. (2011). Negative density dependence can offset the effect of species
competitive asymmetry: a niche‐based mechanism for neutral‐like patterns. Journal of Theoretical Biology, 278, 127–34.

190

191

REFERENCES

Duponchelle, F., Ribbink, A.J., Msukwa, A., Mafuka, J. & Mandere, D. (2003). Seasonal and spatial
patterns of experimental trawl catches in the southwest arm of Lake Malawi. Journal of Great
Lakes Research, 29, 216–231.
E
Efron, B. & Tibshirani, R. (1994). An introduction to the bootstrap.
Egger, B., Koblmüller, S., Sturmbauer, C. & Sefc, K.M. (2007). Nuclear and mitochondrial data reveal
different evolutionary processes in the Lake Tanganyika cichlid genus Tropheus. BMC Evolutionary Biology, 7, 137.
Eldredge, N. & Gould, S. (1972). Punctuated equilibria: an alternative to phyletic gradualism. Models
in Paleobiology pp. 82–115. Freeman Cooper and Co.
Etienne, R.S. & Olff, H. (2004). A novel genealogical approach to neutral biodiversity theory. Ecology
Letters, 7, 170–175.
Etienne, R.S. (2005). A new sampling formula for neutral biodiversity. Ecology Letters, 8, 253–260.
Etienne, R.S. & Alonso, D. (2005). A dispersal‐limited sampling theory for species and alleles. Ecology
Letters, 8, 1147–1156.
Etienne, R.S. & Olff, H. (2005). Confronting different models of community structure to species‐abun‐
dance data: a Bayesian model comparison. Ecology Letters, 8, 493–504.
Etienne, R.S., Latimer, A.M., Silander, J.A. & Cowling, R.M. (2006). Comment on “Neutral ecological
theory reveals isolation and rapid speciation in a biodiversity hot spot”. Science, 311, 610.
Etienne, R.S. (2007). A neutral sampling formula for multiple samples and an “exact” test of
neutrality. Ecology Letters, 10, 608–18.
Etienne, R.S. & Haegeman, B. (2012). A conceptual and statistical framework for adaptive radiations
with a key role for diversity dependence. The American Naturalist, 180, E75–89.
Etienne, R.S., Haegeman, B., Stadler, T., Aze, T., Pearson, P.N., Purvis, A. & Phillimore, A.B. (2012).
Diversity‐dependence brings molecular phylogenies closer to agreement with the fossil record.
Proceedings of the Royal Society B: Biological Sciences, 279, 1300–1309.
Etienne, R.S. & Rosindell, J. (2012). Prolonging the past counteracts the pull of the present: protracted
speciation can explain observed slowdowns in diversi"ication. Systematic Biology, 61, 204–13.
Etienne, R., Morlon, H. & Lambert, A. (2014). Estimating the duration of speciation from phylogenies.
Evolution, 2430–2440.
Ewens, W. (1972). The sampling theory of selectively neutral alleles. Theoretical Population Biology,
112, 87–112.
Ezard, T.H.G., Aze, T., Pearson, P.N. & Purvis, A. (2011). Interplay between changing climate and
species’ ecology drives macroevolutionary dynamics. Science, 332, 349–51.
F
Faith, D.P. (1992). Conservation evaluation and phylogenetic diversity. Biological Conservation, 61, 1–
10.
Felsenstein, J. (1981). Evolutionary trees from DNA sequences: a maximum likelihood approach.
Journal of Molecular Evolution, 17, 368–76.
Felsenstein, J. & Felenstein, J. (2004). Inferring phylogenies. Sinauer Associates, Sunderland.
FitzJohn, R.G. (2012). Diversitree : comparative phylogenetic analyses of diversi"ication in R. Methods
in Ecology and Evolution, 3, 1084–1092.
FitzJohn, R.G. (2010). Quantitative traits and diversi"ication. Systematic Biology, 59, 619–33.
FitzJohn, R.G., Maddison, W.P. & Otto, S.P. (2009). Estimating trait‐dependent speciation and extinc‐
tion rates from incompletely resolved phylogenies. Systematic Biology, 58, 595–611.
Fryer, G. & Iles, T. (1972). Cichlid 1ishes of the great lakes of Africa (O. and Boyd, Ed.). Edingburgh.
Fuller, M.M., Romanuk, T.N. & Kolasa, J. (2005). Effects of predation and variation in species relative
abundance on the parameters of neutral models. Community Ecology, 6, 229–240.
G
Garzon‐Lopez, C.X., Jansen, P.A., Bohlman, S.A., Ordonez, A. & Olff, H. (2014). Effects of sampling scale
on patterns of habitat association in tropical trees (S. Scheiner, Ed.). Journal of Vegetation Science,
25, 349–362.

REFERENCES

Gause, G. (1934). The struggle for existence. Courier Dover Publications.
Gelman, A. & Rubin, D. (1992). A single series from the Gibbs sampler provides a false sense of secu‐
rity. Bayesian Statistics.
Genner, M.J., Seehausen, O., Lunt, D.H., Joyce, D.A., Shaw, P.W., Carvalho, G.R. & Turner, G.F. (2007). Age of
cichlids: new dates for ancient lake "ish radiations. Molecular Biology and Evolution, 24, 1269–82.
Glor, R.E., Gifford, M.E., Larson, A., Losos, J.B., Schettino, L.R., Chamizo Lara, A.R. & Jackman, T.R.
(2004). Partial island submergence and speciation in an adaptive radiation: a multilocus analysis
of the Cuban green anoles. Proceedings of the Royal Society B: Biological Sciences, 271, 2257–65.
Goldberg, E.E., Lancaster, L.T. & Ree, R.H. (2011). Phylogenetic inference of reciprocal effects between
geographic range evolution and diversi"ication. Systematic Biology, 60, 451–65.
Gotelli, N.J., Anderson, M.J., Arita, H.T., Chao, A., Colwell, R.K., Connolly, S.R., Currie, D.J., Dunn, R.R.,
Graves, G.R., Green, J.L., Grytnes, J.‐A., Jian, Y.‐H., Jetz, W., Lyons, S.K., McCain, C.M., Magurran, A.E.,
Rahbek, C., Rangel, T.F.L.V.B., Soberón, J., Webb, C.O. & Willig, M.R. (2009). Patterns and causes of
species richness: a general simulation model for macroecology. Ecology Letters, 12, 873–886.
Gotelli, N. & Entsminger, G. (2001). Swap and "ill algorithms in null model analysis: rethinking the
knight’s tour. Oecologia, 129, 281–291.
Gotelli, N.J. & Graves, G.R. (1996). Null models in ecology. Smithsonian Institution Press, Washington,
DC, USA.
H
Hacke, U.G., Sperry, J.S., Pockman, W.T., Davis, S.D. & McCulloh, K. A. (2001). Trends in wood density
and structure are linked to prevention of xylem implosion by negative pressure. Oecologia, 126,
457–461.
Haegeman, B. & Etienne, R.S. (2011). Independent species in independent niches behave neutrally.
Oikos, 120, 961–963.
Haegeman, B. & Loreau, M. (2011). A mathematical synthesis of niche and neutral theories in
community ecology. Journal of Theoretical Biology, 269, 150–65.
Hartig, F., Calabrese, J.M., Reineking, B., Wiegand, T. & Huth, A. (2011). Statistical inference for
stochastic simulation models ‐ theory and application. Ecology Letters, 816–827.
Hastings, W. (1970). Monte Carlo sampling methods using Markov chains and their applications.
Biometrika, 57, 97–109.
He, F. (2005). Deriving a neutral model of species abundance from fundamental mechanisms of popu‐
lation dynamics. Functional Ecology, 19, 187–193.
Heath, T.A., Holder, M.T. & Huelsenbeck, J.P. (2012). A dirichlet process prior for estimating lineage‐
speci"ic substitution rates. Molecular Biology and Evolution, 29, 939–55.
Hellig, C.J., Kerschbaumer, M., Sefc, K.M. & Koblmüller, S. (2010). Allometric shape change of the lower
pharyngeal jaw correlates with a dietary shift to piscivory in a cichlid "ish. Die Naturwissenschaften, 97, 663–72.
Helmus, M.R., Savage, K., Diebel, M.W., Maxted, J.T. & Ives, A.R. (2007). Separating the determinants of
phylogenetic community structure. Ecology Letters, 10, 917–25.
Higgins, S., Bond, W. & February, E. (2007). Effects of four decades of "ire manipulation on woody
vegetation structure in savanna. Ecology, 88, 1119–1125.
HilleRisLambers, J., Adler, P.B., Harpole, W.S., Levine, J.M. & May"ield, M.M. (2012). Rethinking
Community Assembly through the Lens of Coexistence Theory. Annual Review of Ecology, Evolution, and Systematics, 43, 227–248.
Hillis, D., Bull, J., White, M., Badgett, M. & Molineux, I. (1992). Experimental phylogenetics: generation
of a known phylogeny. Science, 255, 589–592.
Höhna, S. (2013a). Fast simulation of reconstructed phylogenies under global time‐dependent birth‐
death processes. Bioinformatics, 29, 1367–74.
Höhna, S. (2013b). The time‐dependent reconstructed evolutionary process with a key‐role for mass‐
extinction events. arXiv preprint arXiv:1312.2392, 1–36.
Höhna, S. (2014). Likelihood Inference of Non‐Constant Diversi"ication Rates with Incomplete Taxon
Sampling. PloS one, 9, 17–20.

192

193

REFERENCES

Höhna, S., Heath, T. & Boussau, B. (2014a). Probabilistic graphical model representation in phyloge‐
netics. Systematic Biology, 63, 753–771.
Höhna, S., Janzen, T. & Etienne, R.S. (2014b). Joint inference of phylogeny and diversi"ication rates
from molecular sequences does not outperform a 2‐step approach.
Holder, M.T., Sukumaran, J. & Lewis, P.O. (2008). A justi"ication for reporting the majority‐rule
consensus tree in Bayesian phylogenetics. Systematic Biology, 57, 814–21.
Hori, M., Gashagaza, M.M., Nshombo, M. & Kawanabe, H. (1993). Littoral Fish Communities in Lake
Tanganyika: Irreplaceable Diversity Supported by Intricate Interactions among Species. Conservation Biology, 7, 657–666.
Hori, M., Yamaoka, K. & Takamura, K. (1983). Abundance and micro‐distribution of cichlid "ishes on a
rocky shore of Lake Tanganyika. African Study Monographs, 3, 25–38.
Hubbell, S. (2005). Neutral theory in community ecology and the hypothesis of functional equiva‐
lence. Functional Ecology, 166–172.
Hubbell, S. (2001). The uni"ied neutral theory of biodiversity and biogeography. Monographs in Population Biology.
Huelsenbeck, J.P. (2000). Accommodating Phylogenetic Uncertainty in Evolutionary Studies. Science,
288, 2349–2350.
Huelsenbeck, J.P. (1997). Phylogenetic Methods Come of Age: Testing Hypotheses in an Evolutionary
Context. Science, 276, 227–232.
Huelsenbeck, J.P., Ronquist, F., Nielsen, R. & Bollback, J.P. (2001). Bayesian inference of phylogeny and
its impact on evolutionary biology. Science, 294, 2310–4.
Humphreys, A.M., Barraclough, T.G. & B. (2014). The evolutionary reality of higher taxa in mammals.
Proceedings of the Royal Society B: Biological Sciences, 281.
Hutchinson, G. (1958). Concluding remarks. Cold Spring Harbor Symposia on Quantitative Biology
pp. 415–427. Cold Spring Harbor Laboratory Press.
Hutchinson, G. (1959). Homage to Santa Rosalia or why are there so many kinds of animals? American
Naturalist, 93, 145–159.
Huxley, J. (1942). Evolution. The Modern Synthesis. Evolution. The Modern Synthesis.
J
Jabot, F. & Chave, J. (2009). Inferring the parameters of the neutral theory of biodiversity using phylo‐
genetic information and implications for tropical forests. Ecology Letters, 12, 239–48.
Jaccard, P. (1912). The distribution of the "lora in the alpine zone. New phytologist, 11, 37–50.
Janzen, T., Höhna, S. & Etienne, R.S. (2014). Approximate Bayesian Computation of diversi"ication
rates from molecular phylogenies: introducing a new ef"icient summary statistic, the nLTT
Methods in Ecology and Evolution, in press.
Janzen, T. & van der Plas, F. (2014). STEPCAM: ABC‐SMC inference of the STEPCAM model.
Jetz, W., Thomas, G.H., Joy, J.B., Hartmann, K. & Mooers, A.O. (2012). The global diversity of birds in
space and time. Nature, 491, 444–8.
Jones, K.E., Purvis, A., MacLarnon, A., Bininda‐Emonds, O.R.P. & Simmons, N.B. (2002). A phylogenetic
supertree of the bats (Mammalia: Chiroptera). Biological reviews of the Cambridge Philosophical
Society, 77, 223–59.
Joyce, D.A., Lunt, D.H., Genner, M.J., Turner, G.F., Bills, R. & Seehausen, O. (2011). Repeated colonization
and hybridization in Lake Malawi cichlids. Current Biology, 21, R108–9.
K
Keddy, P. (1992). Assembly and response rules: two goals for predictive community ecology. Journal
of Vegetation Science, 3, 157–164.
Kembel, S.W. (2009). Disentangling niche and neutral in"luences on community assembly: assessing
the performance of community phylogenetic structure tests. Ecology Letters, 12, 949–60.
Kimura, M. & Crow, J. (1964). The number of alleles that can be maintained in a "inite population.
Genetics, 725–738.
King, A.A. (2014). Package “ subplex ”: subplex optimization algorithm.

REFERENCES

Kishino, H., Thorne, J.L. & Bruno, W.J. (2001). Performance of a divergence time estimation method
under a probabilistic model of rate evolution. Molecular Biology and Evolution, 18, 352–61.
Koblmüller, S., Duftner, N., Sefc, K.M., Aibara, M., Stipacek, M., Blanc, M., Egger, B. & Sturmbauer, C.
(2007). Reticulate phylogeny of gastropod‐shell‐breeding cichlids from Lake Tanganyika‐‐the
result of repeated introgressive hybridization. BMC Evolutionary Biology, 7, 7.
Koblmüller, S., Salzburger, W., Obermüller, B., Eigner, E., Sturmbauer, C. & Sefc, K.M. (2011). Separated
by sand, fused by dropping water: habitat barriers and "luctuating water levels steer the evolu‐
tion of rock‐dwelling cichlid populations in Lake Tanganyika. Molecular Ecology, 20, 2272–90.
Kocher, T.D. (2004). Adaptive evolution and explosive speciation: the cichlid "ish model. Nature
reviews. Genetics, 5, 288–98.
Konings, A. (2005). Back to nature guide to Tanganyika cichlids. Cichlid press.
Kraaijeveld, K., Kraaijeveld‐Smit, F.J.L. & Maan, M.E. (2011). Sexual selection and speciation: the
comparative evidence revisited. Biological reviews of the Cambridge Philosophical Society, 86,
367–77.
Kraft, N., Cornwell, W., Webb, C. & Ackerly, D. (2007). Trait evolution, community assembly, and the
phylogenetic structure of ecological communities. The American Naturalist, 170, 271–283.
Kraft, N., Valencia, R. & Ackerly, D. (2008). Functional traits and niche‐based tree community
assembly in an Amazonian forest. Science, 580–582.
Kursar, T.A., Dexter, K.G., Lokvam, J., Pennington, R.T., Richardson, J.E., Weber, M.G., Murakami, E.T.,
Drake, C., McGregor, R. & Coley, P.D. (2009). The evolution of antiherbivore defenses and their
contribution to species coexistence in the tropical tree genus Inga. Proceedings of the National
Academy of Sciences, 106, 18073–8.
Kuwamura, T. (1987). Distribution of "ishes in relation to the depth and substrate at Myako, east‐
middle coast of Lake Tanganyika. African Study Monographs, 7, 1–14.
L
Laliberté, E., Legendre, P. & Shipley, B. (2014). FD: Measuring functional diversity from multiple traits,
and other tools for functional ecology.
Lambert, A. & Stadler, T. (2013). Birth‐death models and coalescent point processes: the shape and
probability of reconstructed phylogenies. Theoretical Population Biology, 90, 113–28.
Larget, B. & Simon, D. (1999). Markov chain Monte Carlo algorithms for the Bayesian analysis of
phylogenetic trees. Molecular Biology and Evolution.
Lartillot, N., Lepage, T., Blanquart, S., Biochimie, D. & Montréal, U. De. (2009). PhyloBayes 3: a
Bayesian software package for phylogenetic reconstruction and molecular dating. Bioinformatics,
25, 2286–8.
Laughlin, D.C., Joshi, C., van Bodegom, P.M., Bastow, Z. a & Fulé, P.Z. (2012). A predictive model of
community assembly that incorporates intraspeci"ic trait variation. Ecology Letters, 15, 1291–9.
Laughlin, D.C. & Laughlin, D.E. (2013). Advances in modeling trait‐based plant community assembly.
Trends in Plant Science, 18, 584–93.
Lavorel, S., Grigulis, K., Mcintyre, S., Williams, N.S.G., Garden, D., Dorrough, J., Berman, S., Quétier, F.,
Thébault, A. & Bonis, A. (2007). Assessing functional diversity in the "ield – methodology matters!
Functional Ecology, 22.1, 134–147.
Leigh, E.G. (2007). Neutral theory: a historical perspective. Journal of Evolutionary Biology, 20, 2075–91.
Lenormand, M., Jabot, F. & Deffuant, G. (2013). Adaptive approximate Bayesian computation for
complex models. Computational Statistics, 28, 2777–2796.
Lepage, T., Bryant, D., Philippe, H. & Lartillot, N. (2007). A general comparison of relaxed molecular
clock models. Molecular Biology and Evolution, 24, 2669–80.
Lezzar, K.E., Tiercelin, J.‐J., Batist, M., Cohen, A.S., Bandora, T., Rensbergen, P., Turdu, C., Mifundu, W. &
Klerkx, J. (1996). New seismic stratigraphy and Late Tertiary history of the North Tanganyika
Basin, East African Rift system, deduced from multichannel and high‐resolution re"lection
seismic data and piston core evidence. Basin Research, 8, 1–28.
Li, S., Pearl, D.K. & Doss, H. (2000). Phylogenetic Tree Construction Using Markov Chain Monte Carlo.
Journal of the American Statistical Association, 95, 493–508.

194

195

REFERENCES

Liu, J. & Zhou, S. (2011). Asymmetry in species regional dispersal ability and the neutral theory. PloS
one, 6, e24128.
M
MacArthur, R. (1958). Population ecology of some warblers of northeastern coniferous forests.
Ecology.
MacArthur, R. & Levins, R. (1967). The limiting similarity, convergence, and divergence of coexisting
species. American Naturalist, 101, 377–385.
MacArthur, R. & Wilson, E. (1963). An equilibrium theory of insular zoogeography. Evolution, 17,
373–387.
Maddison, W.P., Midford, P.E. & Otto, S.P. (2007). Estimating a binary character’s effect on speciation
and extinction. Systematic Biology, 56, 701–10.
Marjoram, P., Molitor, J., Plagnol, V. & Tavare, S. (2003). Markov chain Monte Carlo without likelihoods.
Proceedings of the National Academy of Sciences, 100, 15324–8.
Marks, C. & Lechowicz, M. (2006). Alternative designs and the evolution of functional diversity. The
American Naturalist, 167, 55–66.
Marschner, H. (1995). Mineral nutrition of higher plants. Academic Press, London, UK.
Martorell, C. & Freckleton, R.P. (2014). Testing the roles of competition, facilitation and stochasticity on
community structure in a species‐rich assemblage (R. Brooker, Ed.). Journal of Ecology, 102, 74–85.
May"ield, M.M. & Levine, J.M. (2010). Opposing effects of competitive exclusion on the phylogenetic
structure of communities. Ecology Letters, 13, 1085–93.
McGill, B.J. (2003). A test of the uni"ied neutral theory of biodiversity. Nature, 422, 881–885.
McGill, B.J., Enquist, B.J., Weiher, E. & Westoby, M. (2006a). Rebuilding community ecology from func‐
tional traits. Trends in Ecology and Evolution, 21, 178–85.
McGill, B.J., Etienne, R.S., Gray, J.S., Alonso, D., Anderson, M.J., Benecha, H.K., Dornelas, M., Enquist, B.J.,
Green, J.L., He, F., Hurlbert, A.H., Magurran, A.E., Marquet, P.A., Maurer, B. a, Ostling, A., Soykan,
C.U., Ugland, K.I. & White, E.P. (2007). Species abundance distributions: moving beyond single
prediction theories to integration within an ecological framework. Ecology Letters, 10, 995–1015.
McGill, B.J., Maurer, B.A. & Weiser, M.D. (2006b). Empirical evaluation of neutral theory. Ecology, 87,
1411–1423.
McInerny, G.J. & Etienne, R.S. (2012a). Ditch the niche ‐ is the niche a useful concept in ecology or
species distribution modelling? (S. Higgins, Ed.). Journal of Biogeography, 39, 2096–2102.
McInerny, G.J. & Etienne, R.S. (2012b). Pitch the niche ‐ taking responsibility for the concepts we use
in ecology and species distribution modelling (S. Higgins, Ed.). Journal of Biogeography, 39,
2112–2118.
McInerny, G.J. & Etienne, R.S. (2012c). Stitch the niche ‐ a practical philosophy and visual schematic
for the niche concept (S. Higgins, Ed.). Journal of Biogeography, 39, 2103–2111.
Mendel, J. (1865). Versuche über Pl"lanzenhybriden Verhandlungen des naturforschenden Vereines
in Brünn. Bd. IV für das Jahr, Abhandlungen.
Metropolis, N., Rosenbluth, A.W., Rosenbluth, M.N., Teller, A.H. & Teller, E. (1953). Equation of State
Calculations by Fast Computing Machines. The Journal of Chemical Physics, 21, 1087.
Moen, D. & Morlon, H. (2014). Why does diversi"ication slow down? Trends in Ecology and Evolution,
29, 190–7.
Moler, C. & Loan, C. Van. (1978). Nineteen dubious ways to compute the exponential of a matrix. SIAM
review, 20, 801–836.
Del Moral, P., Doucet, A., Jasra, A. & Moral, P. (2012). An adaptive sequential Monte Carlo method for
approximate Bayesian computation. Statistics and Computing, 22, 1009–1020.
Morlon, H. (2014). Phylogenetic approaches for studying diversi"ication. Ecology Letters, 17, 508–25.
Morlon, H., Parsons, T.L. & Plotkin, J.B. (2011). Reconciling molecular phylogenies with the fossil
record. Proceedings of the National Academy of Sciences, 108, 16327–32.
Muller‐Landau, H. & Hardesty, B. (2005). Seed dispersal of woody plants in tropical forests: concepts,
examples and future directions. Biotic interactions in the tropics: Their role in the maintenance of
species diversity pp. 267–309.

REFERENCES

Muschick, M., Indermaur, A. & Salzburger, W. (2012). Convergent Evolution within an Adaptive Radia‐
tion of Cichlid Fishes. Current Biology, 22, 1–7.
N
Nee, S. (2006). Birth‐Death Models in Macroevolution. Annual Review of Ecology, Evolution, and
Systematics, 37, 1–17.
Nee, S. (2001). Inferring speciation rates from phylogenies. Evolution, 55, 661–668.
Nee, S. & Holmes, E. (1994). Extinction rates can be estimated from molecular phylogenies. Philosophical Transactions: Biological Sciences, 344, 77–82.
Nee, S., May, R.M. & Harvey, P.H. (1994). The reconstructed evolutionary process. Philosophical transactions of the Royal Society of London. Series B, Biological sciences, 344, 305–11.
Noble, A. & Fagan, W. (2011). A uni"ication of niche and neutral theories quanti"ies the impact of
competition on extinction. arXiv preprint arXiv:1102.0052.
O
O’Meara, B.C. (2012). Evolutionary Inferences from Phylogenies: A Review of Methods. Annual Review
of Ecology, Evolution, and Systematics, 43, 267–285.
Oksanen, A.J., Kindt, R., Legendre, P., Hara, B.O., Simpson, G.L., Stevens, M.H.H. & Wagner, H. (2008).
The vegan Package.
P
Paley, R.G.. & Sinyinza, R. (2000). Nsumbu National Park, Zambia July / August 1999 Aquatic Survey.
Pollution Control and Other Measures to Protect Biodiversity in Lake Tanganyika (UNDP/GEF/RAF/
92/G32).
Paradis, E. (2004). Can extinction rates be estimated without fossils? Journal of Theoretical Biology,
229, 19–30.
Paradis, E. (2011). Time‐dependent speciation and extinction from phylogenies: a least squares
approach. Evolution, 65, 661–72.
Paradis, E., Claude, J. & Strimmer, K. (2004). APE: Analyses of Phylogenetics and Evolution in R
language. Bioinformatics, 20, 289–290.
Parmentier, I., Réjou‐Méchain, M., Chave, J., Vleminckx, J., Thomas, D.W., Kenfack, D., Chuyong, G.B. &
Hardy, O.J. (2014). Prevalence of phylogenetic clustering at multiple scales in an African rain
forest tree community. Journal of Ecology, 102, 1008–1016.
Parsons, K.J., Cooper, W.J. & Albertson, R.C. (2011). Modularity of the oral jaws is linked to repeated
changes in the craniofacial shape of african cichlids. International Journal of Evolutionary Biology,
2011, 641501.
Pigolotti, S. & Cencini, M. (2013). Species abundances and lifetimes: From neutral to niche‐stabilized
communities. Journal of Theoretical Biology, 338C, 1–8.
Pigot, A.L. & Etienne, R.S. (2014). A new dynamic null model for phylogenetic community structure.
Ecology Leters, 18.2 (2015): 153–163.
Pigot, A.L., Phillimore, A.B., Owens, I.P.F. & Orme, C.D.L. (2010). The shape and temporal dynamics of
phylogenetic trees arising from geographic speciation. Systematic Biology, 59, 660–73.
Van der Plas, F., Anderson, T.M. & Olff, H. (2012). Trait similarity patterns within grass and
grasshopper communities: multitrophic community assembly at work. Ecology, 93, 836–46.
Van der Plas, F., Howison, R., Reinders, J., Fokkema, W. & Olff, H. (2013). Functional traits of trees on
and off termite mounds: understanding the origin of biotically‐driven heterogeneity in savannas.
Journal of Vegetation Science, 24, 227–238.
Van der Plas, F., Janzen, T., Ordonez, A., Fokkema, W., Reinders, J., Etienne, R.S. & Olff, H. (2014). A new
modeling approach quanti"ies the relative importance of different community assembly
processes. Ecology, In press.
Poe, S. (1998). The effect of taxonomic sampling on accuracy of phylogeny estimation: test case of a
known phylogeny. Molecular Biology and Evolution, 1086–1090.
Purves, D. & Pacala, S. (2005). Ecological drift in niche‐structured communities: neutral pattern does
not imply neutral process. Biotic interactions in the tropics: their role in the maintenance of species
diversity pp. 107–138.
196

197

REFERENCES

Purves, D. & Pacala, S. (2008). Predictive models of forest dynamics. Science, 320, 1452–3.
Purves, D.W. & Turnbull, L.A. (2010). Different but equal: the implausible assumption at the heart of
neutral theory. Journal of Animal Ecology, 79, 1215–25.
Pybus, O. & Harvey, P. (2000). Testing macro–evolutionary models using incomplete molecular phylo‐
genies. Proceedings of the Royal Society B: Biological Sciences, 267, 2267–72.
R
Rabosky, D. (2006a). LASER: a maximum likelihood toolkit for detecting temporal shifts in diversi"ica‐
tion rates from molecular phylogenies. Evolutionary Bioinformatics Online, 257–260.
Rabosky, D. (2006b). Likelihood methods for detecting temporal shifts in diversi"ication rates. Evolution, 60, 1152–1164.
Rabosky, D.L. & Lovette, I.J. (2008a). Density‐dependent diversi"ication in North American wood
warblers. Proceedings of the Royal Society B: Biological Sciences, 275, 2363–71.
Rabosky, D.L. & Lovette, I.J. (2008b). Explosive evolutionary radiations: decreasing speciation or
increasing extinction through time? Evolution, 62, 1866–1875.
Rabosky, D.L. (2009). Heritability of extinction rates links diversi"ication patterns in molecular phylo‐
genies and fossils. Systematic Biology, 58, 629–40.
Rabosky, D.L. (2010). Extinction rates should not be estimated from molecular phylogenies. Evolution, 64, 1816–24.
Rannala, B. & Yang, Z. (1996). Probability distribution of molecular evolutionary trees: a new method
of phylogenetic inference. Journal of Molecular Evolution, 43, 304–11.
Reed, D.N., Anderson, T.M., Dempewolf, J., Metzger, K. & Serneels, S. (2009). The spatial distribution of
vegetation types in the Serengeti ecosystem: the in"luence of rainfall and topographic relief on
vegetation patch characteristics. Journal of Biogeography, 36, 770–782.
Revell, L., Harmon, L. & Glor, R. (2005). Under‐parameterized Model of Sequence Evolution Leads to
Bias in the Estimation of Diversi"ication Rates from Molecular Phylogenies. Systematic Biology,
54, 973–983.
Ricklefs, R.E. (2004). A comprehensive framework for global patterns in biodiversity. Ecology Letters,
7, 1–15.
Ricklefs, R.E. (1987). Community diversity: relative roles of local and regional processes. Science.
Ricklefs, R.E. (2007). Estimating diversi"ication rates from phylogenetic information. Trends in
Ecology and Evolution, 22, 601–10.
Ricklefs, R.E. (2006). The uni"ied neutral theory of biodiversity: do the numbers add up? Ecology, 87,
1424–31.
Ricklefs, R.E. & Renner, S.S. (2012). Global correlations in tropical tree species richness and abun‐
dance reject neutrality. Science, 335, 464–7.
Rico, C. & Turner, G.F. (2002). Extreme microallopatric divergence in a cichlid species from Lake
Malawi. Molecular Ecology, 11, 1585–90.
Ronquist, F., Klopfstein, S., Vilhelmsen, L., Schulmeister, S., Murray, D.L. & Rasnitsyn, A.P. (2012a). A
total‐evidence approach to dating with fossils, applied to the early radiation of the hymenoptera.
Systematic Biology, 61, 973–99.
Ronquist, F., Teslenko, M., van der Mark, P., Ayres, D.L., Darling, A., Höhna, S., Larget, B., Liu, L.,
Suchard, M.A. & Huelsenbeck, J.P. (2012b). MrBayes 3.2: ef"icient Bayesian phylogenetic inference
and model choice across a large model space. Systematic Biology, 61, 539–42.
Rosindell, J. & Harmon, L.J. (2013). A uni"ied model of species immigration, extinction and abundance
on islands (K.C. Burns, Ed.). Journal of Biogeography, 40, 1107–1118.
Rosindell, J., Hubbell, S. & Etienne, R. (2011). The Uni"ied Neutral Theory of Biodiversity and Biogeog‐
raphy at Age Ten. Trends in Ecology and Evolution, 26, 340–8.
Rosindell, J. & Phillimore, A.B. (2011). A uni"ied model of island biogeography sheds light on the zone
of radiation. Ecology Letters, 14, 552–60.
Rossiter, A. (1995). The cichlid "ish assemblages of Lake Tanganyika: ecology, behaviour and evolu‐
tion of its species "locks. Advances in Ecological Research.

REFERENCES

S
Sackin, M. (1972). “Good” and “bad” phenograms. Systematic Biology, 21, 225–226.
Salzburger, W., Baric, S. & Sturmbauer, C. (2002a). Speciation via introgressive hybridization in East
African cichlids? Molecular Ecology, 11, 619–25.
Salzburger, W., Meyer, A., Baric, S., Verheyen, E. & Sturmbauer, C. (2002b). Phylogeny of the Lake
Tanganyika cichlid species "lock and its relationship to the Central and East African
haplochromine cichlid "ish faunas. Systematic Biology, 51, 113–35.
Salzburger, W., Mack, T., Verheyen, E. & Meyer, A. (2005). Out of Tanganyika: genesis, explosive specia‐
tion, key‐innovations and phylogeography of the haplochromine cichlid "ishes. BMC Evolutionary
Biology, 5, 17.
Sanson, G.F.O., Kawashita, S.Y., Brunstein, A. & Briones, M.R.S. (2002). Experimental phylogeny of
neutrally evolving DNA sequences generated by a bifurcate series of nested polymerase chain
reactions. Molecular Biology and Evolution, 19, 170–8.
Scholes, R. & Dowty, P. (2002). Trends in savanna structure and composition along an aridity gradient
in the Kalahari. Journal of Vegetation Science, 13, 419–428.
Schweiger, O., Klotz, S., Durka, W. & Kühn, I. (2008). A comparative test of phylogenetic diversity
indices. Oecologia, 157, 485–95.
Seehausen, O. (2006). African cichlid "ish: a model system in adaptive radiation research. Proceedings
of the Royal Society B: Biological Sciences, 273, 1987–98.
Seehausen, O. (2004). Hybridization and adaptive radiation. Trends in Ecology and Evolution, 19,
198–207.
Sefc, K.M. (2011). Mating and Parental Care in Lake Tanganyika’s Cichlids. International Journal of
Evolutionary Biology, 2011, 470875.
Seidler, T.G. & Plotkin, J.B. (2006). Seed dispersal and spatial pattern in tropical trees. PLoS biology, 4,
e344.
Selz, O.M., Thommen, R., Maan, M.E. & Seehausen, O. (2014). Behavioural isolation may facilitate
homoploid hybrid speciation in cichlid "ish. Journal of Evolutionary Biology, 27, 275–89.
Shipley, B., Paine, C. & Baraloto, C. (2012). Quantifying the importance of local niche‐based and
stochastic processes to tropical tree community assembly. Ecology, 93, 760–769.
Shumway, C.A., Hofmann, H.A. & Dobberfuhl, A.P. (2007). Quantifying habitat complexity in aquatic
ecosystems. Freshwater Biology, 52, 1065–1076.
Simberloff, D. & Wilson, E. (1969). Experimental zoogeography of islands: the colonization of empty
islands. Ecology, 50, 278–296.
Slater, G.J., Price, S.A., Santini, F. & Alfaro, M.E. (2010). Diversity versus disparity and the radiation of
modern cetaceans. Proceedings of the Royal Society B: Biological Sciences, 277, 3097–104.
Stadler, T. (2011). Mammalian phylogeny reveals recent diversi"ication rate shifts. Proceedings of the
National Academy of Sciences, 108, 6187–92.
Stadler, T. (2013). Recovering speciation and extinction dynamics based on phylogenies. Journal of
Evolutionary Biology, 26, 1203–19.
Stadler, T. (2010). Sampling‐through‐time in birth‐death trees. Journal of Theoretical Biology, 267,
396–404.
Van Steenberge, M., Vanhove, M.P.M., Muzumani Risasi, D., Mulimbwa N’Sibula, T., Muterezi Bukinga,
F., Pariselle, A., Gillardin, C., Vreven, E., Raeymaekers, J.A.M., Huyse, T., Volckaert, F.A.M., Nshombo
Muderhwa, V. & Snoeks, J. (2011). A Recent Inventory of the Fishes of the North‐Western and
Central Western Coast of Lake Tanganyika (Democratic Republic Congo). Acta Ichthyologica Et
Piscatoria, 41, 201–214.
Sturmbauer, C., Baric, S., Salzburger, W., Rüber, L. & Verheyen, E. (2001). Lake level "luctuations
synchronize genetic divergences of cichlid "ishes in African lakes. Molecular Biology and Evolution, 18, 144–54.
Sturmbauer, C., Salzburger, W., Duftner, N., Schelly, R. & Koblmüller, S. (2010). Evolutionary history of
the Lake Tanganyika cichlid tribe Lamprologini (Teleostei: Perciformes) derived from mitochon‐
drial and nuclear DNA data. Molecular Phylogenetics and Evolution, 57, 266–84.

198

199

REFERENCES

Sunnåker, M., Busetto, A.G., Numminen, E., Corander, J., Foll, M. & Dessimoz, C. (2013). Approximate
Bayesian computation. PLoS computational biology, 9, e1002803.
Sweke, E.A., Assam, J.M., Matsuishi, T. & Chande, A.I. (2013). Fish Diversity and Abundance of Lake
Tanganyika: Comparison between Protected Area (Mahale Mountains National Park) and Unpro‐
tected Areas. International Journal of Biodiversity, 2013, 1–10.
Swenson, N. & Enquist, B. (2009). Opposing assembly mechanisms in a Neotropical dry forest: impli‐
cations for phylogenetic and functional community ecology. Ecology, 90, 2161–2170.
T
Takeuchi, Y., Ochi, H., Kohda, M., Sinyinza, D. & Hori, M. (2010). A 20‐year census of a rocky littoral
"ish community in Lake Tanganyika. Ecology of Freshwater Fish, 19, 239–248.
Tavaré, S. (1986). Some probabilistic and statistical problems in the analysis of DNA sequences.
Lectures on Mathematics in the Life Sciences.
Tavaré, S., Balding, D., Grif"iths, R. & Donnelly, P. (1997). Inferring coalescence times from DNA
sequence data. Genetics, 145, 505–518.
Thorne, J.L. & Kishino, H. (2002). Divergence time and evolutionary rate estimation with multilocus
data. Systematic Biology, 51, 689–702.
Thorpe, R.S., Surget‐Groba, Y. & Johansson, H. (2008). The relative importance of ecology and
geographic isolation for speciation in anoles. Philosophical transactions of the Royal Society of
London. Series B, Biological sciences, 363, 3071–81.
Tilman, D. (1981). Resource competition and community structure. Monographs in population
biology.
Toni, T., Welch, D., Strelkowa, N., Ipsen, A. & Stumpf, M.P.H. (2009). Approximate Bayesian computa‐
tion scheme for parameter inference and model selection in dynamical systems. Journal of The
Royal Society Interface, 6, 187–202.
Turnbull, L.A., Rees, M. & Purves, D.W. (2008). Why equalising trade‐offs aren’t always neutral.
Ecology Letters, 11, 1037–46.
Turner, G.F., Seehausen, O., Knight, M.E., Allender, C.J. & Robinson, R. (2001). How many species of
cichlid "ishes are there in African lakes? Molecular Ecology, 10, 793–806.
V
Valtonen, A., Molleman, F. & Chapman, C. (2013). Tropical phenology: bi‐annual rhythms and interan‐
nual variation in an Afrotropical butter"ly assemblage. Ecosphere, 4, 1–28.
Vellend, Mark. "Conceptual synthesis in community ecology." The Quarterly review of biology, 85.2
(2010): 183–206.
Verheyen, E., Rüber, L., Snoeks, J. & Meyer, A. (1996). Mitochondrial phylogeography of rock‐dwelling
cichlid "ishes reveals evolutionary in"luence of historical lake level "luctuations of Lake
Tanganyika, Africa. Philosophical transactions of the Royal Society of London. Series B, Biological
sciences, 351, 797–805.
Victor, B. & Wellington, G. (2000). Endemism and the pelagic larval duration of reef "ishes in the
eastern Paci"ic Ocean. Marine Ecology Progress Series, 205, 241–248.
Villéger, S., Mason, N. & Mouillot, D. (2008). New multidimensional functional diversity indices for a
multifaceted framework in functional ecology. Ecology, 89, 2290–2301.
Violle, C., Nemergut, D.R., Pu, Z. & Jiang, L. (2011). Phylogenetic limiting similarity and competitive
exclusion. Ecology Letters, 14, 782–7.
Volkov, I., Banavar, J.R., Hubbell, S.P. & Maritan, A. (2003). Neutral theory and relative species abun‐
dance in ecology. Nature, 424, 1035–7.
W
Wagenmakers, E.‐J. & Farrell, S. (2004). AIC model selection using Akaike weights. Psychonomic
bulletin & review, 11, 192–6.
Wagner, C.E., Harmon, L.J. & Seehausen, O. (2012). Ecological opportunity and sexual selection
together predict adaptive radiation. Nature, 487, 366–9.
Watson, J. & Crick, F. (1953). Molecular structure of nucleic acids. Nature, 171, 737–738.

REFERENCES

Weiher, E., Freund, D., Bunton, T., Stefanski, A., Lee, T. & Bentivenga, S. (2011). Advances, challenges
and a developing synthesis of ecological community assembly theory. Philosophical transactions
of the Royal Society of London. Series B, Biological sciences, 366, 2403–13.
Weiher, E. & Keddy, P. (1995a). Assembly rules, null models, and trait dispersion: new questions from
old patterns. Oikos, 74, 159–164.
Weiher, E. & Keddy, P. (1995b). The assembly of experimental wetland plant communities. Oikos, 73,
323–335.
Weiher, E., van der Werf, A., Thompson, K., Roderick, M., Garnier, E. & Eriksson, O. (1999). Challenging
Theophrastus: a common core list of plant traits for functional ecology. Journal of Vegetation
Science, 10, 609–620.
Wennekes, P.L., Rosindell, J. & Etienne, R.S. (2012). The neutral‐niche debate: a philosophical perspec‐
tive. Acta biotheoretica, 60, 257–71.
Westoby, M., Falster, D.S., Moles, A.T., Vesk, P. A. & Wright, I.J. (2002). Plant ecological strategies: some
leading dimensions of variation between species. Annual Review of Ecology and Systematics, 33,
125–159.
Weyl, O.L.F.F., Nyasulu, T.E. & Rusuwa, B. (2005). Assessment of catch, effort and species changes in
the pair‐trawl "ishery of southern Lake Malawi, Malawi, Africa. Fisheries Management and
Ecology, 12, 395–402.
Whateley, A. & Porter, R. (1983). Woody vegetation communities of the Hluhluwe‐Corridor‐Umfolozi
Game Reserve Complex. Bothalia, 14, 745–758.
Willis, S.C., Winemiller, K.O. & Lopez‐Fernandez, H. (2005). Habitat structural complexity and
morphological diversity of "ish assemblages in a Neotropical "loodplain river. Oecologia, 142,
284–95.
Woodcock, S., van der Gast, C.J., Bell, T., Lunn, M., Curtis, T.P., Head, I.M. & Sloan, W.T. (2007). Neutral
assembly of bacterial communities. FEMS microbiology ecology, 62, 171–80.
Wootton, J.T. (2005). Field parameterization and experimental test of the neutral theory of biodiver‐
sity. Nature, 433, 309–12.
Y
Yang, Z. (2006). Computational molecular evolution. Oxford University Press, Oxford.
Yang, Z. (2007). PAML 4 : Phylogenetic Analysis by Maximum Likelihood. 24, 1586–1591.
Yang, Z. & Rannala, B. (2012). Molecular phylogenetics: principles and practice. Nature reviews.
Genetics, 13, 303–14.
Yule, G. (1925). A mathematical theory of evolution, based on the conclusions of Dr. JC Willis, FRS.
Philosophical transactions of the Royal Society of London. Series B, Biological sciences, 213, 21–87.
Z
Zhu, T., Korber, B.T., Nahmias, A.J., Hooper, E., Sharp, P.M. & Ho, D.D. (1998). An African HIV‐1
sequence from 1959 and implications for the origin of the epidemic. Nature, 391, 594–7.

200

REFERENCES

201

Summary

SUMMARY

Both community ecology and evolution span across spatial scales and time‐scales that
makes them inherently dif"icult to study. Macro‐evolutionary processes that generate
new species typically span over millions of years, well outlasting the typical time of a
PhD research project (4 years). Community ecology processes involve changes in
ecosystems typically well outside the control of the researcher, either due to large
temporal (e.g. long generation times and slow turnover of species in a community), or
large spatial scales (e.g. long‐distance dispersal). Instead of directly manipulating these
processes, or studying these processes in the lab, it is often only feasible to look at the
outcome of these processes in the current composition of communities, and study
patterns caused by underlying processes. Using patterns as a proxy for processes
resembles that of a black box approach: imagine having a black box at your disposal
that you cannot open to look inside. If you feed the box input, it readily provides output,
but you do not know how the internal mechanics operate. The only way of "inding out
how the inner mechanics of the black box work, is by comparing changes in input and
output, and by looking at patterns in already produced output that give away the
working of its inner mechanics.
In this thesis I have considered evolution and community assembly as the “black
box”, patterns in DNA or species abundance distributions as output, and species pools
or a single ancestor as the input. I have focused on trying to understand why so many
species coexist in savanna tree communities in South Africa, in cichlid "ish communities
in Lake Tanganyika and in tropical tree communities in Panama. Secondly I have
focused on testing whether changes in the environment have driven diversi"ication in
cichlid "ish in Lake Tanganyika, and tested a number of underlying assumptions
regarding diversi"ication analysis.
In the "irst two chapters of my thesis I have focused on patterns in the distribution
of traits of species within a community. Patterns in the trait distribution might point
towards the underlying driving process: if the environment poses strong restrictions
upon traits, we expect the trait distribution to be narrow because species with extreme
trait values are "iltered out of the community. Conversely, if species with similar traits
experience higher levels of competition, higher predation pressure or higher pathogen
load, we expect species with similar traits to be selected against and consequently
traits to be more evenly distributed and the trait distribution to be relatively broad.
Lastly, the observed trait distributions could simply be a random subset of the traits of
all available species able to disperse to the community, regardless of their traits,
resulting in a trait distribution without clear patterns. We have combined these three
mechanisms into a unifying framework, where species are removed from the metacom‐
munity in a stepwise fashion until we obtain the composition of the local community:
STEPwise Community Assembly Model (STEPCAM). Stepwise removal occurs either
due to environmental "iltering, limiting similarity or dispersal assembly. Using Approxi‐
mate Bayesian Computation we "itted STEPCAM upon community composition data,
combined with species trait data and inferred the relative contribution of these three
processes. We applied STEPCAM to two different communities: savanna trees in South‐
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Africa, and cichlid "ish in Lake Tanganyika. We found that dispersal assembly was the
most dominant process in determining community composition in savanna trees. Apart
from dispersal assembly, habitat "iltering turned out to be more important in areas
with high "ire frequency, whilst limiting similarity was more profound in areas with low
"ire frequency and high rainfall. In cichlid "ish we found similar patterns, where
dispersal assembly composed the majority of community assembly, but limiting simi‐
larity became more pronounced with an increase in habitat complexity and habitat
"iltering became more important with increasing sand cover.
In both savanna tree communities and cichlid communities, the majority of commu‐
nity assembly was determined by random dispersal. In the third chapter of my thesis I
have further investigated the impact of differences in dispersal on community
assembly. Differences in dispersal between functionally equivalent species might arise
due to differences in seed size (Muller‐Landau and Hardesty 2005), differences in fruit
size (Seidler and Plotkin 2006) "light prowess (Valtonen et al. 2013) or differences in
the duration of the pelagic larval stage in coral reef "ish (Victor and Wellington 2000,
Almany et al. 2007). In this chapter I have focused on tropical tree species, of which
73% disperse via animals (e.g. via bats, birds and small mammals) and the remaining
27% disperse via wind, water or ballistics (Muller‐Landau and Hardesty 2005). These
differences in seed dispersal might change dispersal ranges and impact dispersal rates,
and could impact migration rates between the local and metacommunity. I have modi‐
"ied the standard neutral model of biodiversity to include two guilds that differ in
dispersal and "it the guild‐structured model on a neotropical tree dataset from Barro
Colorado island, Panama. We "ind that trees that disperse through biotic means (e.g. via
birds, mammals, insects etc.) have a higher dispersal rate than trees that disperse
through abiotic means (e.g. via wind or water). This could partly be due to the closed
canopy of the rainforest, making dispersal via wind less effective. Furthermore we "ind
that adding ecological information about dispersal improves the "it of the neutral
model, and partially resolves the two‐optima problem previously faced when "itting the
neutral model.
In the next three chapters in my thesis I have focused on the inference of macro‐
evolutionary processes using phylogenetic trees. I have relied on previously published
phylogenetic trees, but the construction of a phylogenetic tree is an intricate process
that relies on a range of assumptions, which might affect the outcomes of diversi"ica‐
tion analysis. In chapter 4 I have set out to test the effect of one of these assumptions:
the effect of the prior tree model. When reconstructing a phylogenetic tree from
molecular data, a tree branching model is used as prior model to reconstruct the tree.
The speci"ics of this model could affect any inferences made at a later stage using the
reconstructed tree. If the tree was reconstructed assuming low levels of extinction,
perhaps inference made at a later stage has a lower probability of detecting extinction.
In this chapter we have compared two different approaches in inferring diversi"ication
rates, either using a two‐step approach, where "irst the tree was reconstructed and
secondly diversi"ication rates were estimated or a joint approach, where during tree
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reconstruction, diversi"ication rates are simultaneously "itted. We found that both
approaches yield similar estimates for diversi"ication rates, and did not "ind evidence
that the prior tree model in"luences diversi"ication rate estimates.
As diversi"ication models become more complex and capture a larger part of the
underlying complexity of included processes, it becomes more and more challenging to
derive a tractable likelihood function, or computationally demanding to evaluate this
likelihood function. Over the past decade, a new Bayesian inference method has been
developed that does not rely on the likelihood, but uses summary statistics to attain
parameter estimates for the "itted model: Approximate Bayesian Computation (ABC)
(Beaumont et al. 2002, Csilléry et al. 2010, Beaumont 2010, Sunnåker et al. 2013). In
this chapter I have looked at three established summary statistics – tree size, the
gamma statistic and phylogenetic diversity and introduced a novel summary statistic:
the normalized Lineage‐Through‐Time statistic. I evaluated the performance within
ABC of these summary statistics for three models of increasing complexity: the stan‐
dard birth‐death model (Nee et al. 1994), the time‐dependent speciation model
(Rabosky and Lovette 2008) and the diversity‐dependent speciation model (Etienne et
al. 2012). As it turns out, only the normalized Lineage‐Through‐Time statistic is able to
adequately substitute the likelihood within an ABC framework.
In the last chapter I have taken a closer look at the interaction between changes in
the environment and speciation. As geographical barriers build, populations might get
separated, which in turn might provide potential for allopatric speciation. Disappear‐
ance of geographical barriers can reunite separated populations and counteract any
acquired divergence. These geographical changes can take the form of the formation of
mountains or the movement of continents, processes that stretch over long time
periods. However, some landscape changes might be on much shorter timescales, such
as the formation of rivers, changes in water level of a lake or changes in connectivity
between islands as a result of changes in sea level. These relatively rapid changes,
coined “dynamical landscapes” (Aguilée et al. 2011) might act as a “species pump”
(Rossiter 1995) by continually separating populations, providing potential for
allopatric speciation, and reshuf"ling these populations as the separation is lifted. In
this chapter I have developed a model that captures this waxing and waning of
geographical isolation and have "itted this model upon a phylogeny of a tribe of cichlid
"ish from Lake Tanganyika, Africa. Lake Tanganyika is known to have undergone several
water level changes over the past few million years. Furthermore, the bathymetry of
Lake Tanganyika causes the lake to split up into two smaller lakes if the water level
drops far enough. These continuous changes in water level could have contributed to
the large diversity of cichlid "ish we observe nowadays in the lake. Using Approximate
Bayesian Computation (using the summary statistics validated in chapter 5) I found no
evidence for water level changes and associated allopatric speciation. This needs not
indicate that water level changes are irrelevant, rather it suggests that water level
changes at such a large scale do not impact diversity. Interactions on a smaller scale,
where the fragmented shore line alters due to relatively small water level changes
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could still impact allopatric speciation and hence diversity. Alternatively the constant
rates pure‐birth tree model used to reconstruct the phylogeny of the Lake Tanganyika
tribe that I used in my analysis, could have biased our "indings. Although my "indings
from chapter 4 suggest that such biases are typically small, the speci"ic branch rate
model used to reconstruct the phylogeny was not assessed in chapter 4 and could still
bias our "indings.

Conclusion
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In the past six chapters I have shown that even though we cannot observe some
processes in real time, the patterns they leave in either community composition, or in a
phylogenetic tree, allow us to reverse‐engineer these processes. After the mathematical
and computational dust has settled, it appears that there are a number of conclusions
we can draw: "irst of all stochasticity appears to be an important determining factor in
shaping community composition, and trait‐based processes are much less important
than expected. Either effects are truly stochastic, or stochasticity captures underlying,
but not yet identi"ied, mechanisms. Furthermore, the habitat does not only act upon
community composition, but can also have important interactions with speciation and
drive diversity within a clade, especially when we consider that the habitat also
changes over time. Lastly I have demonstrated that using computational methods we
are not limited to likelihood methods, but we can allow for more complex models that
were previously outside the scope of analysis. With the current ongoing increase in
computation power, I can only expect these computational methods to increase in
importance and open up new avenues of research in ecology and evolution.

Samenvatting

SAMENVATTING

Veel onderzoek kan gedaan worden door dingen direct te observeren in de natuur, of te
bestuderen in het laboratorium. Sommige biologische processen zijn echter extreem
langzaam, of geogra"isch ingewikkeld, waardoor het onmogelijk wordt om deze
processen direct waar te nemen. Evolutie is bijvoorbeeld een erg langzaam proces,
waarbij het soms miljoenen jaren duurt voordat een nieuwe dier‐ of plantensoort is
ontstaan. Voor deze processen moeten we dus op zoek naar een andere manier om ze
te bestuderen en beter te begrijpen.
Het is gelukkig mogelijk om de patronen te bestuderen die door deze processen
worden veroorzaakt. Als je bijvoorbeeld een pot neemt met een kleur verf, dan kun je
terugredeneren welke kleuren zijn gemengd om deze kleur verf te krijgen. Bij sommige
kleuren is dat makkelijk, zoals bijvoorbeeld bij oranje. Een pot met oranje verf krijg je
door rode verf te mengen met gele verf. In de biologie kunnen we iets vergelijkbaars
doen, door bijvoorbeeld op zoek te gaan naar patronen in het DNA van twee soorten:
als we vinden dat twee soorten vaak dezelfde stukjes DNA hebben, kunnen we die
informatie gebruiken om te achterhalen in welke mate deze twee soorten verwant zijn
en kunnen we terugrekenen hoe lang het geleden is dat ze zijn ontstaan.
Het omgekeerde is ook mogelijk: het bedenken van een proces en daarna zien wat
voor patronen dit zou kunnen opleveren. Stel dat je niet logisch kunt beredeneren
welke kleuren zijn gebruikt om een pot verf te krijgen, zoals bij bijvoorbeeld bruine
verf. In plaats van te beredeneren welke kleuren verf er gemengd zijn, zou je ook heel
veel verschillende combinaties kunnen proberen, net zolang tot je een combinatie hebt
die lijkt op de kleur die je zoekt. Met behulp van een computermodel hoef je niet alles
met de hand te mengen en kan je nog veel meer combinaties proberen, zodat je nog
beter kunt achterhalen welke kleuren er gebruikt zijn.
In mijn thesis heb ik ook deze aanpak gebruikt, waarbij ik aan de hand van een
patroon het onderliggende proces “reconstrueer” met behulp van computermodellen.
Ik heb daarbij gekeken naar processen op het niveau van ecosystemen, en naar
evolutie.
In het eerste deel van mijn thesis heb ik modellen ontwikkeld die kijken naar de
soortensamenstelling van een ecosysteem. Kunnen bijvoorbeeld de eigenschappen van
de soorten die we tegenkomen in een ecosysteem ons iets vertellen over hoeveel
competitie er is in het ecosysteem? In hoofdstuk 1 heb ik een computermodel ontwik‐
keld dat de soortensamenstelling van een ecosysteem simuleert aan de hand van drie
verschillende processen: 1) competitie tussen soorten, 2) restricties van de omgeving
en 3) een kansproces. Ik heb dit model getoetst op bekende soortensamenstellingen
van bomen op de Savanne in Zuid Afrika. Het bleek dat 70% van de soortensamenstel‐
ling niet zozeer het gevolg was van competitie of limitaties van de omgeving, maar van
kansprocessen. In hoofdstuk 2 heb ik dit zelfde model toegepast op de soortensamen‐
stelling van cichliden in het Tanganyikameer, in Zambia. Cichliden zijn een familie van
vissen. In het Tanganyikameer komen ongeveer 250 soorten cichliden voor. Cichliden
zijn daar in de afgelopen 10 miljoen jaar razendsnel geëvolueerd en de grote vraag is
hoe het kan dat al deze soorten samen in één meer voorkomen. Met ons model vonden
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we dat ook hier het kansproces de belangrijkste factor was en dat competitie en limita‐
ties van de omgeving maar een klein deel van de soortensamenstelling verklaarden.
In het derde hoofdstuk heb ik mij verder verdiept in hoe kansprocessen soortensa‐
menstellingen kunnen beïnvloeden. In een tropisch regenwoud vinden we bijvoorbeeld
twee typen bomen: bomen die hun zaden verspreiden via de wind en bomen die hun
zaden verspreiden met hulp van vogels en kleine zoogdieren. De kans dat een zaadje op
een vruchtbare plek in het bos terecht komt, zou wel eens kunnen a"hangen van hoe
het verspreid wordt. Kunnen we misschien aan de hand van de soortensamenstelling
van een tropisch regenwoud achterhalen welke manier van zaden verspreiden succes‐
voller is? Ik heb een al bestaand model van verspreiding aangepast zodat beide typen
bomen er mee gemodelleerd kunnen worden en daarna het model toegepast op tropi‐
sche bomen van het bos op Barro Colorado Island, in Panama. Met dat model heb ik
weten te achterhalen dat bomen die gebruik maken van vogels of zoogdieren om hun
zaden te verspreiden, tot wel vijf keer zo succesvol zijn als bomen die gebruikmaken
van wind om hun zaden te verspreiden.
In het tweede deel van mijn thesis heb ik gekeken naar patronen in evolutionaire
stambomen. Een evolutionaire stamboom werkt op dezelfde manier als een “normale”
stamboom (zie ook "iguren 1 en 2): de uiteinden van de boom (de blaadjes) zijn de
soorten die nu voorkomen (de nu levende familieleden) en via de takken van de boom
zien we hoe de soorten over de tijd uit elkaar zijn ontstaan (aan elkaar verwant zijn).
Aan de wortel van de boom staat de overovergrootouder: de gemeenschappelijke voor‐
ouder. Zo’n evolutionaire stamboom wordt gereconstrueerd aan de hand van de gelij‐
kenis in het DNA tussen soorten. Zo kunnen we terug in de tijd kijken en aan de hand
van zo’n boom kunnen we niet alleen zien hoe soorten aan elkaar verwant zijn, maar
ook hoe snel nieuwe soorten zijn ontstaan. Voordat ik in de hieropvolgende hoofd‐
stukken naar deze stambomen ben gaan kijken, heb ik eerst in hoofdstuk 4 gekeken
naar aannames die worden gemaakt bij het reconstrueren van een evolutionaire stam‐
boom. Daarbij heb ik vooral gekeken of deze aannames van invloed zijn op latere schat‐
tingen van soortsvormingssnelheid gebaseerd op dezelfde boom. Zo worden er
bijvoorbeeld aannames gedaan over de snelheid van veranderingen in het DNA en
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Figure 2. Gesimpli"iceerde evolutionaire stamboom van de zoogdieren (gebaseerd op Meredith et al.
2011). Waar de stamboom van het koningshuis ("iguur 1) bijhoudt hoe de verschillende familieleden
zich verhouden tot elkaar, geeft de evolutionaire stamboom van de zoogdieren op vergelijkende wijze
weer hoe de verschillende families binnen de zoogdieren van elkaar afstammen.

aannames over de snelheid waarmee nieuwe soorten achter elkaar kunnen ontstaan.
Uit mijn onderzoek bleek dat deze aannames uiteindelijk weinig tot geen invloed
hebben op schattingen van soortsvormingssnelheid.
In hoofdstuk 5 heb ik getoetst hoe goed verschillende eigenschappen van een
evolutionaire stamboom gebruikt kunnen worden om de snelheid van soortsvorming
terug te schatten. Aan de hand van het aantal soorten in de boom en de hoeveelheid tijd
die er is verstreken sinds de gemeenschappelijke voorouder leefde, kunnen we bijvoor‐
beeld al een ruwe schatting maken van de soortsvormingssnelheid. Daarnaast heb ik
een nieuwe eigenschap van een evolutionaire stamboom beschreven. Deze eigenschap
maakt niet alleen gebruik van het aantal soorten aan de wortel en aan de uiteinden van
de boom, maar ook van het aantal soorten op de tussenliggende takken. Het blijkt dat
deze nieuwe eigenschap veel accurater is dan andere, eerder gebruikte, eigenschappen
in het berekenen van de soortsvormingssnelheid.
In hoofdstuk 6 heb ik aan de hand van patronen in de evolutionaire stamboom van
een familie van cichliden (Lamprologini) uit het Tanganyikameer geprobeerd te achter‐
halen in hoeverre veranderingen in de waterstand van het Tanganyikameer van invloed
zijn geweest op de grote biodiversiteit van deze familie. Hoewel de veranderingen in de
waterstand vaak worden aangedragen als verklaring voor de soortenrijkdom in het
meer, vind ik aan de hand van de evolutionaire stamboom geen aanwijzingen dat deze
veranderingen in waterstand van belang zijn geweest.
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Ook al kunnen we sommige biologische processen niet direct observeren, de
patronen die deze processen veroorzaken blijken een schat van informatie te zijn en
geven ons de mogelijkheid om indirect iets te weten te komen over deze processen. In
mijn thesis heb ik patronen in ecosystemen en evolutionaire stambomen gebruikt om
meer te weten te komen over competitie, migratie en de invloed van de omgeving op
soortsvorming. Mijn bevindingen benadrukken vooral dat een groot deel van de
patronen die we tegenkomen in ecosystemen en in evolutionaire stambomen het
gevolg zijn van kansprocessen. Dat wil overigens niet zeggen dat al die patronen slechts
door toeval zijn ontstaan. Hoewel het precieze nummer dat je gooit met een dobbel‐
steen toeval is, kunnen we wel de kans dat je drie ogen gooit berekenen en kunnen we
uitrekenen wat het gemiddelde aantal ogen is na 100 worpen. De onderliggende
processen die het ontstaan van nieuwe soorten beïnvloeden, of de processen die van
invloed zijn op de soortensamenstelling van een ecosysteem werken op dezelfde
manier. We kunnen dus niet precies bepalen op welk moment zo’n proces van belang is,
maar we kunnen wel achterhalen wat de uitkomst is van het vaak herhalen van deze
processen.
Huidig onderzoek naar evolutie en ecosystemen onderkent maar in beperkte mate
het belang van deze kansprocessen. Met mijn thesis hoop ik te hebben laten zien dat
het belangrijk is deze kansprocessen mee te nemen in onze studie van evolutie en
ecosystemen.
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