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Chapter

4

Eye-movement-based methods of
visual field reconstruction:
spatio-temporal integration and
recursive neural networks

based on:
Grillini, A., Hernández-García, A., Renken, R. J. (2019). Method, system and computer
program product for mapping a visual field. European patent application EP19209204.7.
and on:
Grillini, A., Hernández-García, A., Renken, R. J., Demaria, G., Cornelissen, F. W.
(2020) Computational methods for continuous eye-tracking perimetry based on spatiotemporal integration and a deep recurrent neural network. (under review)
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Eye-movement-based methods of visual field reconstruction
Perimetry, the mapping of the sensitivity of different visual field locations, is
an essential procedure in ophthalmology. Unfortunately, standard automated
perimetry (SAP), suffers from some practical issues: it can be tedious, requires
manual feedback and a high level of patient compliance. These factors limit the
effectiveness of perimetry in some clinical populations. In an attempt to remove
some of these limitations, alternatives to SAP have been tried based on tracking
eye movements. These new approaches have attempted to mimic SAP, thus
presenting stimuli on a fixed grid, and replacing manual by ocular responses.
While this solves some issues of SAP, these approaches hardly exploit the high
spatial and temporal resolution facilitated by eye-tracking. In this study, we
present two novel computational methods that do tap into this potential: (1) an
analytic method based on the spatio-temporal integration of positional deviations
by means of Threshold Free Cluster Enhancement (TFCE) and (2) a method based
on training a recursive deep artificial neural network (RNN). We demonstrate that
it is possible to reconstruct visual field maps based on continuous gaze-tracking
data acquired in a relatively short amount of time.

4.1. Introduction

4.1
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Introduction

The assessment of the quality of the visual field (also called perimetry) is a staple of
ophthalmologic evaluation. The presence of a scotomas, a region of the visual field
with reduced sensitivity, is a very characteristic symptom of diseases and disorders
such as macular degeneration37 , glaucoma38 , hemianopia39 and several forms of
retinopathy40–42 .
The current gold standard in the diagnostic assessment of the visual field is Standard Automated Perimetry (SAP)43 . The main advantages of SAP are a thorough
evaluation of multiple visual field locations, relatively easy-to-interpret results that are
normalized with respect to an age-matched population, and its extensive validation
in countless clinical trials and other studies. However, the approach also has several
limitations: the task is complicated for people with limited cognitive capabilities, demands patient compliance44 , and requires maintaining a stable fixation for prolonged
periods of time. Furthermore, patient performance is affected by learning45,46 and
fatigue47 , as well as the expertise of the operator48 . Together, these constraints limit
the effectiveness of SAP, particularly in clinical and rehabilitation contexts such as
when dealing with children49 , the elderly and/or cognitively impaired patients50 .
To overcome some of these issues, various groups have implemented variants of
SAP in which eye-movements substituted the manual responses required on each
trial of SAP51,52 . While this already simplifies the task, the resulting procedure is still
prone to issues related to patient compliance and the requirement to stably fixate.
Moreover, by retaining the trial- and grid-based approach of SAP, the full potential of
the high spatial and temporal resolution facilitated by eye tracking is not exploited.
For these reasons, we recently proposed a novel eye-movement-based approach that
completely removes the trial-based aspect of SAP, in favor of a continuous assessment
of oculomotor behavior over time53 . This technique exploits the ocular following
response, thus reducing the attention and compliance demanded from a patient.
Simultaneously, the continuous assessment reduces test time considerably. In our
study we showed that, based exclusively on the spatio-temporal properties of the
eye-movements made during a short continuous tracking task, it is possible to classify
a visual field defect (VFD). A limitation of our initial approach was that it could only
classify a scotoma as belonging to one of the scotoma shape classes on which the
machine classifier had been trained, and thus not reconstruct its actual location and
shape. The absence of this type of information hinders a more general application of
this technique in clinical and rehabilitation practice.

4
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To overcome this limitation, here we propose two methods of analyzing continuous

gaze data acquired during a tracking task that enables reconstructing the visual field
including any VFD present.
Our first method is based on the intuition that, compared to a healthy participant, a
patient with a VFD will make larger and more prolonged tracking errors if the stimulus
falls within their scotomatous region. In essence, the method applies Threshold-Free
Cluster Enhancement (TFCE)54 to perform a spatio-temporal integration of a time
series of eye-stimulus positional deviations (the signal). This results in a weighted
integration of the height and extent of the signal, which in our case represent space
(positional deviation) and time (duration of the deviation until it is corrected), respectively. Next, we reconstruct the visual field and presence of any scotoma, by
back-projecting the TFCE values into visual field space. We will refer to it as the TFCE
method.
The second method is based on training a recurrent deep artificial neural network.
It constitutes a data-driven approach that learns features from the time-series of
gaze location data collected during the tracking task. This method makes no explicit
hypotheses about the underlying relationship between eye movements and scotoma
characteristics, and learns how the presence of a scotoma influences an participant’s
visual behavior during the tracking task. The algorithm is a 7-layer recurrent neural
network whose weights are optimized to minimize its time-point-wise predictions on
a set of labeled training data (obtained on the basis of gaze-contingent simulations of
scotomas in known locations). Once trained, the model is able to accurately predict
whether the discrepancy between eye and stimulus positions, at a given time point, is
caused by the presence of a scotoma. We reconstruct the visual field and presence of
any scotoma by back-projecting the RNN predictions into visual field space. We will
refer to it as the recurrent neural network (RNN) method.
Based on simulated gaze-contingent scotoma data previously reported in Chapter
3, we show that both methods are able to reconstruct the shape of the scotomatous
regions. While further improvements are still desirable, these methods constitute
a stepping stone towards the design of an easy and effective eye-movement-based
perimetry. This technique, having fewer limitations than SAP, can complement it in
clinical and rehabilitation practices.

4.2. Methods

4.2
4.2.1
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Methods
Data acquisition

Participants, apparatus, stimuli, and procedures of data acquisition have previously
been described in Grillini et al. 201853 . To summarize, the stimulus comprised a small
(0.5 deg) dot, displayed at one of two possible contrast levels (5% and 50%), moving
along a random walk path with or without random displacements in order to induce
saccades (the smooth pursuit and saccadic pursuit conditions, respectively). The gaze of
the participants was recorded with an infra-red light based video eye tracker while
they tracked the stimulus with their eyes. During the experiment, the participants
(N=50) were subjected to different kinds of simulated gaze-contingent visual field
defects (no loss, central loss, peripheral loss, and hemifield loss (see Figure 4.1)). Each trial,
lasting 20 secs, was repeated 6 times for each condition (2 contrast levels × 2 pursuit
modalities) for a total of 24 trials and a total test time of 480 secs.
In order to reliably assess the quality of VF reconstructed using the TFCE- and
RNN-based methods, we carried out a 5-fold cross-evaluation. To do this, we split the
data from the 50 participants into 5 sets, each containing the data from 40 participants
for training and 10 participants for testing.
In order to assess the feasibility of these methods in a clinical setting, we further
assessed three participants diagnosed with primary open-angle glaucoma (POAG)
and two age-matched healthy control participants.

4.2.2

Gaze-contingent simulated VFD

Details of the procedure to simulate VFD are described in Chapter 3. A schematic
representation of the three types of simulated VFD used in this study is shown in
Figure 4.1.

4.2.3

Method 1: Spatio-temporal integration of positional deviations
by means of Threshold Free Cluster Enhancement (TFCE)

To simultaneously factor in the magnitude of the error and its duration, we applied to
our data the Threshold Free Cluster Enhancement (TFCE)54 . This algorithm, originally
developed for the analysis of the hemodynamic response in functional neuroimaging,
specifically helps to avoid the introduction of arbitrary thresholds when performing
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Figure 4.1: Examples of simulated visual field defects.
From left to right: central loss, peripheral loss, hemifield loss. During the experiment, the VFD were applied
in a gaze-contingent manner.

multiple-comparison corrections. In our context, we applied the algorithm to the
time-series of positional deviations D, where each value is the Euclidean distance
between the gaze location and the stimulus position at any given time point t. The
positional deviations as a function of time are defined in Equation 4.1:

D (t) =

q

( p x (t) − s x (t))2 + ( py (t) − sy (t))2

(4.1)

where p(t) and s(t) are the positions of the eye and the stimulus, respectively,
divided into their horizontal ( x ) and vertical (y) components. D (t) constitutes the
input for the spatio-temporal integration performed with the TFCE equation, described
in Eq. 4.2:

DSTI =

Z hp
h = h0

e(h) E h H dh

(4.2)

where e is the extent (temporal duration) and h is the height (spatial magnitude)
of D (t) at a given point in time t (see Figure 4.2 for examples). This integral is
implemented as a discrete sum using a finite step-size dh, (in our implementation
dh = 1/2500th of the maximum of D (t)); h0 is the minimum of D (t) (which is always
greater than or equal to 0), and E and H are the exponents, which are set a priori
with the recommended values of E = 2 and H = 0.554 . The resulting DTFCE (t) is
a time-series of positional deviations weighted for their spatio-temporal integrated
characteristics. Figure 4.2 shows some examples of E and H pairs: higher E values
(red signals) enhance the clusters with longer duration and suppress the shorter ones,
compared to shorter ones and, in contrast, higher H values (blue signals) enhance the
clusters with higher peaks and suppress the lower ones.

4.2. Methods
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Figure 4.2: Examples of time series filtered using the TFCE algorithm with different combinations of
parameters.
A larger E weighs more the components of the original signal with longer temporal extent (e), defined as the
time interval where the signal is consistently above a predefined minimum. Larger H, conversely, weighs
more the highest components of the signal in terms of intensity (h). Note that the TFCE values here are
normalized for visualization purposes only.

To label each entry of DTFCE (t) as healthy (DTFCE (t) = 0) or visual loss (DTFCE (t) =
1) we apply the following algorithm. First, in order to obtain the frequency distribution of all possible normative values (i.e. values of DTFCE (t) that should be considered healthy), DTFCE (t) is initially computed for every observer of the training
dataset in the condition without simulated visual field loss, and the resulting values
are aggregated with a histogram F. Next, in order to choose the optimal boundary between “healthy” and “visual loss” values, we set a threshold λn , such that
F (λn ) = nth percentile of F. For each value of λn we compute B(t; λn ) that is the
binarized form of DTFCE (t) such that B(t; λn ) = 0, if DTFCE (t) ≤ F (λn ) if "healthy"
and B(t; λn ) = 1, i f DTFCE (t) > F (λn ) if "visual loss". Finally, the visual field map is
reconstructed as described in Section 4.2.5 “Time-series back-projection into visual field
space”.

4.2.4

Method 2: Recursive Neural Network (RNN)

In this method, we train a recursive neural network (RNN), as it is the most suitable
known architecture to account for the temporal properties of the data55 .
As training input x, we use the time series of the eye gaze positions p(t) and
the stimulus positions s(t), as well as the luminance contrast (low contrast = 0; high
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contrast = 1) and type of pursuit of the stimulus (smooth pursuit = 0; saccadic pursuit = 1).
As training output y, we use both the shape of the visual field defect (classified as no
loss, central loss, peripheral loss, and hemifield loss) of the participants that generated each
training sequence and, for each time time-point, whether the stimulus position lies in
a location obstructed by the simulated scotoma. As shown in Figure 4.3, the network
consists of two streams that initially process the sequential data (p(t) and s(t)) and
categorical data (high/low stimulus luminance contrast and smooth/saccadic pursuit)
separately. In particular, the sequential stream contains three bidirectional recurrent
Gated Recurrent Units (GRU) layers56 to effectively process the time dependencies of
the sequential data. The outputs of both streams are then concatenated and used to
jointly train two different softmax classifiers. One is trained to classify the shape of
the visual field defect (no loss, central, peripheral, hemifield; analogously to what was
reported in Chapter 3), while the second one was trained to classify the visual field in a
point-wise manner as (i.e. “does the stimulus position in visual field space coordinates
overlap with the scotoma?”).

Figure 4.3: Schematic representation of the architecture of the deep recursive neural network.

We use the cross-entropy loss to define the cost function of the model, defined in
Eq. 4.3:
Md

Ms

J (θ ) = −α

∑

c =1

ys,c log( ps,c ) − β

∑ yd,c log( pd,c )

(4.3)

c =1

where M is the number of classes, y is the ground truth label and p is the predicted
probability distribution, i.e. the output of each softmax classifier. Subscript s refers
to the point-wise scotoma classifier and subscript d to the visual field defect shape
classifier. In order to give priority to optimizing the reconstruction of the visual field,
we set α = 0.75 and β = 0.25. The parameters θ of the model are learned through
mini-batch gradient descent, using RMSprop57 , for 15,000 iterations with a batch size
of Bs = 128.

4.2. Methods
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The training batches are formed by first selecting Bs different sequences from the
set of 20-seconds trials, originally sampled at 240 Hz. Then, we randomly sampled
one sub-sequence of 4.17 seconds (1,000 time steps) from each sequence and finally
down-sample them at 60 Hz (250 time steps). The stimulus contrast level and pursuit
modality of the corresponding sequences are also added to the training batches.
This deep model can be regarded as a mapping y = f (x; θ ), where
"
#
pws
, pws being the point-wise scotoma prediction and pwd the visual field
y=
pwd
defect shape prediction of a sub-sequence x. In order to classify the visual field defect
shape of one observer, we are interested here in pwd .
Since the data acquisition for one observer consists of 6 repetitions of 20-seconds
trials for each luminance/contrast combination, we average the predicted output
probability distributions of multiple sub-sequences. In particular, we average the
predictions of the K = 6 × 2 × 2 = 24 downsampled sequences. The predicted visual
field defect for an observer s is thus defined by Eq. 4.4:

ŷ = arg max
c

1
K

∑

f (xi ; θ )

4
(4.4)

i:xi ∈S

where K is the number of sub-sequences in the set of trials S of participant s.

4.2.5

Time-series back-projection into visual field space

Both the threshold-free cluster enhancement and the recurrent neural network outputs
consist of binarized time-series B(t) where each entry has a value 0 if it is classified
as not being obstructed by a scotoma and 1 if it is. Each entry also has associated a
pair of xy coordinates, where x is the difference between horizontal gaze and stimulus
positions at that time point and, analogously, y is the difference between vertical gaze
and stimulus positions. These are retinotopic coordinates, meaning that they represent
where the stimulus was with respect to the gaze of the participant. These coordinates
are then binned into an N × M grid, where each square represents 1 deg2 of visual
space and N and M are the dimensions of the visual field tested. Each square contains
the percentage of occurrences that that specific location has been classified as being
obstructed by a scotoma and gets color-coded accordingly. For visualization purposes,
these retinotopic coordinates can be easily converted into polar coordinates (see Figure
4.6 and 4.7 for several examples).
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A summary of the pipeline for visual field map reconstruction from gaze-tracking

TFCE-filtered time-series is shown in Figure 4.4. The RNN visual field map reconstruction is analogous, with the binarized values of B(t) being provided by the outcome
of the time-point classifier (Figure 4.3) rather than the threshold value F (λn ) applied
to TFCE-filtered eye-tracking signals. Note that the back-projection into visual field
space has been used to reconstruct the ground truth maps as well. In their case, the
information about the presence or absence of the scotoma is known a priori, but the
reconstruction is still necessary to ensure a proper spatial comparison between the
ground truth and TFCE or RNN maps.

Figure 4.4: Schematic representation of the visual field map reconstruction algorithm pipeline.
Starting from the TFCE-filtered time-series (a), a probability distribution F of all possible normative TFCE
values is computed (b). For all percentiles λn of the distribution F, a threshold value F (λn ) is defined and
used to binarize the TFCE-filtered signal (c). Each time point of the TFCE-filtered signal has associated with
it the spatiotopic coordinates of gaze (p x and py ) and stimulus positions (s x and sy ), which are converted
into retinotopic coordinates Bx and By . The resulting mapped retinotopic coordinates (d) are associated with
a target location T which contains the average of the aggregated B(t) values at that specific location. B(t) is
the expected probability that that specific location is affected by a scotoma. An analogous back-projection
algorithm is implemented for the reconstruction of the visual field using the recurrent neural network,
where the binarized time-series in (c) is defined by the output of the model instead of the threshold F (λn ).

4.2. Methods
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Optimization of λ and evaluation of reconstructed maps accuracy

In order to evaluate the accuracy of both the TFCE and the RNN methods, as well as to
choose the optimal λn parameter for the TFCE method, we compute a 2D Spearman
rank correlation between the reconstructed visual field maps and their respective
ground truth maps obtained with the known locations of the simulated scotomas.
The ground truth maps are obtained analogously as described in Section 4.2.5
"Time-series back-projection in retinotopic coordinates", using as an input the binarized
time-series using the known location of the visual field loss instead of the predictions
made by either TFCE or RNN.
First, we measure the correlation between ground truth and TFCE maps of the
training set reconstructed using all possible values of λn = 1, 2, 3, ..., 100 (i.e. one
for each percentile of the histogram F). Then the average between participants is
computed for each simulated visual loss condition, followed by the grand average
across conditions. The peak of the grand average corresponds to the optimal value of
λn that is used to reconstruct the maps of the test data. This procedure is repeated for
each of the 5 folds of the cross-evaluation.

4.2.7

Clinical application of eye-tracking-based visual field reconstruction

In order to provide a proof-of-concept of the viability of these methods in a clinical
setting, we asked 3 patients and 2 healthy controls participants with various degrees
of visual field loss to perform the visual tracking task. We then compared the maps
obtained with TFCE and RNN to those obtained with Standard Automated Perimetry
(SAP) by means of the Humphrey Field Analyzer (HFA), using the SITA-Standard
algorithm. The HFA was performed monocularly on the eye affected by POAG in the
case of patients and in the dominant eye in the case of controls. We then compared the
Mean Deviation (MD) as reported by the HFA (MD HFA ) with an MD computed on the
basis of the TFCE- and RNN-reconstructed maps (MDTFCE and MDRNN , respectively).
Since the stimulus used for the tracking task followed a random-walk path, we could
not ensure a complete coverage of the whole visual field. Therefore, the computation
of the MDTFCE and MDRNN values comprises a correction for visual field coverage.
Our MDs are computed as follows:

4
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MD = [

1
n0

n0

∑ T ( Bx , By )]

i =1

0

n0
∑n T ( Bx , By )
= i =1
n
n

(4.5)

Where n0 is the number of visual field locations sampled, n is the number of all
possible visual field locations and T ( Bx , By ) is the probability that a specific location is
affected by visual loss (see Figure 4.4).

4.3

Results

The results of the optimization of the parameter λn based on the maximum average
accuracy of each condition for each fold are shown in Figure 4.5, while Figure 4.6
shows the effect that adjusting λn has on the visual field map reconstruction of a
participant across all conditions.

Figure 4.5: Results of the optimization of the λ parameter for each fold of the cross-evaluation.
The optimal percentile to be used as threshold between “healthy” and “impaired” TFCE values is in the
range 86th - 90th (mean 87.4), corresponding to the peaks of the grand average between all tested conditions.

The results are very consistent across the 5 folds, with only the central loss condition showing minimal variability. The resulting optimal λn is the average threshold
determined for each of the five folds (#1: 89; #2: 86; #3: 86; #4: 90; #5: 86).

4.3. Results
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Figure 4.6: Example of the effect that adjusting the λ parameter has on a single participant, across all
conditions.
As the optimal λ is approached, the number of false positives across all conditions is minimized .

Next, in the test set, we reconstruct maps using both the TFCE (with the optimized
λn ) and RNN methods.For each method separately we compute the 2D Spearman
rank correlation with the respective ground truth reconstructed map. Figure 4.7 shows
examples of reconstructed visual field maps for all simulated visual loss conditions
applied to one random participant of the test set.
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Figure 4.7: Reconstructed visual field maps for a single participant.
Darker color indicates the higher probability of that point being affected by visual loss (white = 0%, black =
100%). The TFCE maps, although less accurate than the RNN ones, still allow to recognize the shape of the
underlying scotomas. The RNN maps, on the other hand, closely resemble the ground truth maps.

4.3. Results
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We evaluated the overall performance of both the TFCE and RNN methods for all
conditions tested, applying the 5-fold cross-evaluation for both methods using the
same 40-10 split. Each fold uses its own optimised λn as shown in Figure 4.5.
Figure 4.8 shows the performance for both the TFCE and RNN methods, quantified
with the spatial distribution of False Positives and False Negatives (Figure 4.8-A),
the False Positive Rate / False Negative Rate (Figure 4.8-B) and with their accuracy,
computed as the 2D Spearman rank correlation between the reconstructed and ground
truth maps (Figure 4.8-C).

4

Figure 4.8: Comparison between TFCE and RNN visual field map reconstruction accuracy.
A. Spatial distributions of false positives and false negatives for each condition and for both TFCE and
RNN methods. B. Total error rates combining false positive rate and false negative rate of TFCE and RNN.
C. Comparison between TFCE and RNN visual field map reconstruction accuracies. The RNN method
shows higher correlations with the ground truth as well as being more consistent than the TFCE method.
Statistically significant differences (p < 0.001) are found across all tested conditions. Error bars show the
10th and 90th percentiles of each distribution.

A Kruskal-Wallis test (nonparametric one-way ANOVA) shows a statistically significant difference between the two methods for all observed conditions (all p-values
< 0.001), where the RNN method proved to be more accurate than the TFCE in all
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No Loss
Accuracy TFCE
Accuracy RNN
IQR TFCE
IQR RNN

0.9455
0.9070
0.0693
0.0693

Central
Loss
0.3122
0.8066
0.1651
0.1863

Peripheral
Loss
0.8664
0.9429
0.1038
0.0303

Hemifield
Loss
0.7435
0.9555
0.1138
0.0268

Average
0.7169
0.9030
0.1141
0.0782

Table 4.1: Variability of the two methods TFCE and RNN measured with inter-quartile ranges (IQR) of the
accuracies of the visual field map reconstructions.

but one condition (No Loss). Overall, the RNN method also showed less variability
between participants (see Table 4.1)
Finally, to evaluate the generalizability of our approaches to a real clinical context,
we compared the TFCE and RNN methods with the perimetry maps obtained with the
Standard Automated Perimeter HFA, the current gold standard in perimetry. For this
comparison, we tested participants with real visual field defects of different severity
and compared the MD HFA to the MDTFCE and MDRNN computed as described in
Section 4.2.7 "Application of eye-tracking visual field reconstruction to clinical data". For
this comparison we took as optimal TFCE λnthe average between the optimal values
of each fold. This λn corresponds to the 87.4th percentile of the distribution of all
possible TFCE normative values. The clinical participants have been treated as a
new independent test set, no re-training of the RNN model has been performed.
Contrary to the simulated scotomas case, the TFCE method outperformed the RNN
in terms of agreement with the MD values of the HFA, showing a significant rank
correlation between MDTFCE and MD HFA (R2TFCE = 0.88, pvalTFCE = 0.0117; R2RNN =
0.49, pval RNN = 0.112).

4.4. Discussion
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4
Figure 4.9: Perimetric maps of the five patients tested with our continuous tracking test.
The TFCE maps are reconstructed using as λn the average of the values obtained by each individual fold (see
Figure 4.5). C#1 and C#2 are healthy controls, while G#1, G#2, and G#3 and patients previously diagnosed
with Primary Open Angle Glaucoma. The black circle within the HFA maps represents the portion of the
visual field covered by the TFCE and RNN maps. The TFCE method shows a significant correlation between
its Mean Deviation index and the one obtained with the HFA, whereas the RNN method does not (R2TFCE =
0.88, pvalTFCE = 0.0117; R2RNN = 0.49, pval RNN = 0.112).

4.4

Discussion

Our main conclusion is that it is possible to reconstruct visual field maps, including
the location of a scotoma, based on eye-tracking data acquired with a method of
continuous gaze tracking. We consider this a breakthrough proof-of-principle, as it
indicates a pathway towards the design of a high-resolution, patient-friendly way
to perform perimetry. Below, we discuss the merits (and limitations) of the two
methods for visual field map reconstruction that we presented and tested in this study:
(1) spatio-temporal integration of positional deviations performed with Threshold
Free Cluster Enhancement (TFCE) and (2) recursive deep artificial neural network
(RNN). Moreover, we will compare our techniques to other proposed methods for
eye-tracking-based perimetry and discuss possible further improvements.
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4.4.1

Continuous gaze-tracking allows the reconstruction of visual
field maps

TFCE
The spatio-temporal integration of positional deviations via Threshold Free Cluster
Enhancement allows the reconstruction of visual field maps without requiring any
prior knowledge about visual field defects. It is a method easy to implement, computationally inexpensive, and biologically-plausible: a loss of sensitivity in the visual field
is associated with lower accuracy and higher delays of the eye-movements landing in
the impaired region. This is consistent with findings from previous studies involving
patients with central58 and peripheral59 visual field defects.
The TFCE method performed quite well in reconstructing visual field maps with
no loss or with peripheral loss (accuracies of 0.95 and 0.87, respectively), while it fared
less optimally in reconstructing central losses and hemifield losses (accuracies of 0.31
and 0.74, respectively). A plausible reason for this discrepancy is the heavy foveal
bias that is inherent to continuous tracking tasks: to accurately track the stimulus the
observer must keep it as close as possible to the centermost part of their visual field.
In case of occlusion of the fovea, this is not possible, leading to prolonged errors that
never allow the positional deviations to return to zero (i.e. when the eye is on the
target). In the TFCE algorithm, this results in an erroneous definition of the baseline
(the h0 parameter in Eq. 4.2) which in turn leads to an increased error rate towards the
center of the visual field for central loss and hemifield loss conditions (Figure 4.8-A and
4.8-B).
Furthermore, although this method fares well in detecting a scotoma in its expected
location, it struggles in precisely defining the edges of the defect (for examples see
Figure 4.7, second and fourth rows). This can be due to the presence of compensatory
eye movement strategies in the observer or the use of a different preferred retinal
locus in the presence of visual field defects, whether real33 or artificial60,61 . Despite
these limitations, the maps reconstructed with this method corresponded well to those
reconstructed using SAP (Figure 4.9) and their respective MD values significantly
correlated with each other, showing promising potential for the generalizability into
clinical use.

4.4. Discussion
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RNN
The reconstruction of visual field maps by means of the RNN method proved to be
highly accurate with simulated scotomas, with an average accuracy across conditions
above 0.90. This method, however, did not show significant correlations with the
maps of POAG patients obtained using SAP. This could be due to the way the network
was trained.
Using a limited number of predefined scotoma shapes made the RNN optimal at
reconstructing similar scotomas (with an average accuracy above 0.90), but not as
effective in dealing with new shapes not encountered before. This is also evident from
the spatial distributions of false positives and false negatives (Figure 4.8-A, lower
panel), where the RNN reveals having a clear internal representation of the four
scotoma shapes used in the training data.
Another aspect that limits the implementation of the RNN in a clinical setting is
that, in its current form, it requires training data for which the location of the scotoma
is known. This is easily achievable using simulated gaze-contingent scotomas, but
with actual patients, it is impossible to establish their objective ground truth. While
comparison to SAP is an obvious approach as it is the current gold standard, this
method can be unreliable when testing moderate to severe visual loss62 , cognitively
impaired63 , or very young patients (< 6 yrs old)64,65 , leading to a distorted ground
truth that would not constitute good training data.
We must note though that most of these limitations can potentially be overcome by
re-designing the way the training data is acquired. In Section 4.4.3 “Current limitations
and future improvements”, we propose possible solutions to the training issue and other
problems.

4.4.2

Comparison with existing tools for eye-tracking-based perimetry

The rationale behind the development of a perimetric tool based on continuous gaze
tracking is rooted in the previous evidence that kinetic perimeters, i.e. devices such as
the Goldmann Perimeter and the Octopus 900 where the probing stimulus is moving,
outperform SAP both in reliability and ease of use in patients aged 5 to 864 . This
suggests that the use of moving stimuli in perimetry, although considered not optimal
for the general population, might be relevant within specific clinical contexts, and
eye-tracking techniques constitute a fertile ground to explore this possibility.
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We are not the first to propose eye tracking as a means towards removing some

critical aspects of SAP, such as its high cognitive load and the need for manual
feedback.51,52,66 In fact, even the counting of fixation losses and determining blink
frequency can be seen as an elementary form of eye-tracking that is used to improve
the reliability of SAP67,68 .
So far, all existing tools for eye-tracking-based perimetry employ the same working
principles of conventional perimetry with the primary difference being using ocular
responses instead of manual ones. The patient is still asked to repeatedly answer the
question “do you see the stimulus?”, and the answer is provided by the landing (or
not) of a saccade within a Region-of-interest (ROI) around the target51,66 , or by the
saccadic latency to fall within the ROI of a displaced target52 .
This approach comes with the advantage of allowing a precise sensitivity threshold
estimation for each tested visual field location but has two major downsides. First,
since each point needs to be tested individually and repeatedly, the spatial resolution
is intimately interrelated to the available testing time. Second, discrete eye movement perimetry is heavily reliant on optimal instrument calibration: if the average
calibration error exceeds the ROI radius of each target, it is very well possible to have
completely invalid maps. Our method based on continuous tracking is designed to be
less affected by these issues.
First, as each time sample contributes to the final map and spatial binning is applied
only a posteriori, even without any smoothing, it is possible to obtain detailed maps
(see Figures 4.6, 4.7, and 4.9).
Second, although less affected by calibration issues, our gaze-based method of
visual field mapping can still allow for the classification of visual field defects. Our
method is based on the same stimuli as used in a previous study by Grillini and
colleagues53 , where spatio-temporal features were used to classify the shape of the underlying visual field defect. The categorical classification in that study was performed
by training a simple decision tree with the features explicitly extracted from the gaze
and stimulus data. The temporal features are affected minimally by poor calibration
and still yield sufficient information about the type of scotoma.
In the present study, these features are not made explicit, but their categorical
classification is still performed by our neural network (see Figure 4.3, upper stream).
As the temporal dependencies are taken into account by the long short-term memory
properties of the bidirectional GRUs layers56 , the network should be able to perform a
satisfactory visual field defect classification (not reconstruction) also in the presence of
rather poor calibrations. Future studies should investigate this possibility.

4.4. Discussion

4.4.3
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While we believe that the results presented constitute a promising proof-of-concept
of the viability of continuous-gaze-tracking perimetry, their implementation into a
clinical setting would still require a number of improvements, both in the acquisition
and analysis of gaze data. First, we trained the recurrent neural network using
simulated visual field defects in order to establish a ground truth for the presence vs.
absence of a scotoma. While this is not feasible with real scotomas, an alternative is to
train the RNN with more realistic and diverse visual loss simulations. The ones that
we used were either masking the stimulus completely or not at all, as well as having
stereotyped shapes lacking all the idiosyncrasies that can be present in actual visual
field impairments. Training the RNN with different “archetypal” shapes with multiple
levels of contrast reduction could provide a significant improvement over our present
results69 .
Second, the TFCE method requires two parameters to be defined beforehand:
H and E, representing the weights to be attributed to the height and to the extent
of the positional deviations, respectively. These parameters are typically chosen
empirically, and in the present study, we adopted the values recommended by the
original authors Smith and Nichols, 200954 . A future implementation of this method
can comprise a preliminary optimization phase in which the parameters H and E are
chosen analytically using machine learning. Possible computational approaches for the
optimization of the TFCE hyperparameters would be grid-search cross-validation70 or
Bayesian optimization71 .
Third, optimization of the stimulus properties. The current stimulus is the same
used to extract the spatio-temporal properties of eye movements for neuro-ophthalmic
screening72 , but it can be further optimized to perform visual field assessment. For
instance, properties such as luminance contrast, speed, and trajectory of the moving target can be adjusted with the goal of maximizing visual field coverage and
minimizing central bias.
Fourth, the simulated visual loss data used for training the RNN (healthy controls)
and the clinical data (glaucoma patients) used to test it were acquired from two groups
with different age ranges (20-30 vs 70-80). The different age ranges may have had an
effect on eye movements even in the absence of a clinical condition73 .
Lastly, an additional improvement could be to take into account the physiology
of the retina and model H and E according to the “hill of vision”74 . In this case,
different values of H and E could be determined for sections of the retina at different
eccentricity, such as the central peak (0-10 degrees), the mid-plateau (15-25 degrees)
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and the peripheral decay (above 25 degrees) and combined with the hyperparameter
optimization methods mentioned above for best results.

4.4.4

Conclusions

We developed and proposed two methods that enable the reconstruction of visual
field maps by estimating retinal sensitivity using continuous gaze-tracking data: (1)
spatio-temporal integration of positional deviations performed with Threshold Free
Cluster Enhancement (TFCE) and (2) recursive deep artificial neural network (RNN).
The two methods possess complementary qualities (and downsides): the TFCE is
biologically-plausible and computationally efficient while the RNN is remarkably
accurate when provided with proper training data. We conclude that both methods
can contribute to making gaze-based perimetry more viable in the future.
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