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Chapter
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Introduction
1.1

General Introduction

The human visual system is consistently exposed to a tremendous amount of incoming
information. Disentangling this input into useful and non-useful information is a
complex task that the brain accomplishes with various strategies and mechanisms.
A prominent strategy, which is present at every stage along the visual processing
hierarchy, is information integration. From the retinal ganglion cells combining the
output of bipolar cells to the increasingly larger receptive fields across various levels
of cortical representation, visual information is encoded and integrated across the
spatial and temporal domains, which are often entwined with each other.
Being a very general principle of neural information processing, spatio-temporal
integration cannot be exemplified by a single phenomenon (whether perceptual or
physiological). As if reflecting this duality of space and time, my work also entails
dualisms:
• Done "right" and done "wrong".
• Explore and exploit.
• Top-down and bottom-up.
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Done “right” and done “wrong”
With this first point, I am referring to the possible outcomes of information integration.
Although there is no true “right” or “wrong” in how the brain processes information
about the world, an example of spatio-temporal integration done “right” is the ocular
pursuit response. In this case, the information associated with the velocity of a moving
target becomes integrated with respect to time, resulting in position-encoded neural
signals that drive the eye movements. Another example is a case in which integration
is counterproductive: the (supposedly) compulsory spatial integration that happens
when a target is perceived peripherally in a clutter (“visual crowding”).
In Section 1.3 of this chapter, I provide a more in-depth explanation of both the
neural integrator underlying eye-movements and the visual crowding phenomenon.

Explore and exploit
The second point, “explore and exploit”, refers to the goals of this thesis, specifically
to the two questions that I aim to answer. The first question - “how can integration be
modeled quantitatively?” – is answered in Chapter 2 and Chapter 7. In Chapter 2, I
introduce an algorithm to extract spatial-temporal properties (STP) from the ocular
pursuit response. These STP are a quantitative representation of various aspects of
oculomotor behavior, such as accuracy or responsiveness. In Chapter 7, I develop
a neurobiologically plausible model that explains how a cognitive function such as
attention interacts with the spatial integration underlying the perceptual phenomenon
of visual crowding.
Using the analysis framework introduced in Chapter 2, I answer the second question - “how can spatio-temporal integration properties be applied in a clinical context?”
This question is answered in Chapters 3, 4, 5, and 6 where I show how the STP of eye
movements can be applied to a variety of scenarios: visual field defect classification
and reconstruction (Chapter 3 and 4), motion sensitivity assessment (Chapter 5), and
neuro-ophthalmic screening (Chapter 6).

Top-down and bottom-up
The last point - “top-down and bottom-up” - does not refer to one of the classical
debates in cognitive neuroscience, but rather to my approaches in developing this
body of work. In some cases, my reasoning was mostly top-down, for instance when
developing a model based on neurophysiology to explain the behavior observed in

1.2. Outline

3

the data. In other words, my aim was to understand the “how” behind the “what”. In
other cases, I took a purely bottom-up approach, where I let the data speak for itself
and observed the structures emerging from it, without any formal attempt to exactly
describe how something works. I believe that both approaches have their own merits
(and disadvantages), with the top-down approach leading to a better understanding
of a phenomenon and the bottom-up leading to a more applied form of knowledge.
The picture that emerges from my research is the following: information integration
is a flexible mechanism that is affected by ophthalmic and neurological disorders
(Chapter 3, 4 and 6), perception (Chapter 5), and cognition (Chapter 7). Furthermore,
studying information integration by means of its spatio-temporal properties enabled
me to understand the importance of time in vision: knowing when you see something
is as important as what and how you see it.
In the following sections, I outline the research presented in this thesis (1.2), provide
a brief summary of the fundamental concepts necessary to understand this work (1.3)
and present the main methods used in the experiments (1.4).

1.2

Outline

My research explores the dynamic properties of spatio-temporal integration in the
human visual system. In the six experimental chapters of this thesis, I will focus on
three aspects that - in different ways - represent phenomenological and perceptual
manifestations of spatio-temporal integration:
• Oculomotor control (Chapter 2, 3, 4 and 6)
• Motion perception (Chapter 5)
• Visual crowding (Chapter 7)

1.2.1

Chapter 2

In this chapter, I will introduce a method based on the Eye Movement
Crosscorrelogram1,2 to extract the spatio-temporal properties that characterize the
oculomotor behavior. In contrast to most eye-tracking analysis, this method does not
distinguish between fixations and saccades, but rather treats the eye-tracking data
as continuous time-series of positional information. This allows us to extract several
parameters over time. Chapters 3, and 5, 6 explore how different patterns in these
parameters are linked to specific ophthalmic, neurological and perceptual phenomena.

1
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Chapter 3 and 4

The usual procedure for assessing the integrity of the visual field – called perimetry
– requires participants to maintain a prolonged stable fixation and simultaneously
provide feedback through a motor response. This limits the testable population and
often leads to inaccurate results. In these chapters, we investigated whether the eye
movements are systematically affected by various visual field defects and whether it
is possible to assess a defect by quantifying the oculomotor spatio-temporal properties
(Chapter 3) and by performing spatio-temporal integration of oculomotor errors
(Chapter 4). Both these chapters show how the spatio-temporal properties of eye
movements can be exploited to perform this kind of assessment more efficiently.

1.2.3

Chapter 5

In this chapter, we evaluated the suitability of the method introduced in Chapter
2 to assess motion perception sensitivity, i.e. an individual’s ability to detect and
perceive motion in the environment. We show that the temporal and spatial uncertainties of an observer robustly reflect changes in stimulus speed, which makes them
valid candidates to represent the observer’s motion sensitivity. Furthermore, none of
the spatio-temporal properties of the eye movements are correlated with other psychophysical measures of motion sensitivity. This shows that the STP of eye movements
can be used to provide information about motion perception which is complementary
to information obtained through traditional psychophysical tests.

1.2.4

Chapter 6

In the research presented in this chapter, we investigated how two neurological conditions – Parkinson’s Disease and Multiple Sclerosis – affect oculomotor behavior. We
showed that “traditional” eye-movement parameters such as the saccadic dynamics
are insufficient to capture the heterogeneous behavior of these clinical conditions. In
contrast, the STP-based approach introduced in Chapter 2 is better able to highlight
the differences between healthy and pathological oculomotor behavior. Furthermore, the combination of STP with statistical properties of saccades enables precise
characterization of the underlying neuro-ophthalmic disorders such as internuclear
ophthalmoplegia.

1.3. Background

1.2.5
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Chapter 7

To reduce and optimize the incoming visual information, the human visual system employs two main strategies: spatial integration and selective attention. While the former
summarizes and combines information over the visual field, the latter can single it out
for scrutiny. The way in which these mechanisms – which can have opposing effects –
interact is largely unknown. This chapter describes an experiment that combined a
visual search task with orientation discrimination under visual crowding conditions,
i.e., a task that complies with Bouma’s law3 . By presenting the observers with different gaze-coupled visual constraints, we investigated the effect of different attentional
modulations on crowding strength, used as a quantification of spatial integration. Depending on the type of attention employed, spatial integration strength changed either
in a strong and localized or a more modest and global manner compared to a baseline
condition. Using population code modeling, we showed that a single mechanism can
account for both observations: attention acts beyond the neuronal encoding stage to
tune the spatial integration weights of neural populations. In this way, attention and
integration interact to optimize the information flow through the brain.
The results are discussed and conclusions are presented in Chapter 8 (General
Discussion).

1.3
1.3.1

Background
Visual pathways

Visual information starts as light entering the eye through the cornea, passing through
the pupil and reaching the lens. Through these optical elements, the light is first
refracted and then an inverted image of the external world is projected onto the retina.
The retina is a neural structure containing, amongst others, photosensitive cells - the
photoreceptors. These cells are divided into two classes: rods and cones. The rods
respond to low levels of luminance, while the cones respond to medium and bright
light. Cones can be of three types, each one of them responding primarily to a specific
wavelength. Combined, they constitute the basis of color perception. The centermost
part of the retina – the fovea – has the greatest density of cones and therefore enables
the perception of fine details. The cones are progressively replaced by rods while
moving farther away from the fovea, resulting in a loss of detail perception in the
parafovea and in the periphery. The role of the photoreceptor is to transduce light
into electrical membrane potentials which, through the bipolar cells, reach the retinal

1
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ganglion cells. The latter’s axonal projections exit the eye through the optic disc
to form the optic nerve. The lack of photoreceptors on the optic disc functionally
translates into the blind spot located approximately 15 degrees temporally and 2
degrees below the horizon. Figure 1.1 shows the main structures of the eye and the
retina.

Figure 1.1: Schematic representation of the main structures of the eye and the retina.
(Adapted from Kandel, 20134 )

The optic nerve fibers coming from the temporal side of each eye stay ipsilaterally,
while fibers coming from the nasal side of each eye cross at the optic chiasm so that
the left visual field is processed in the right hemisphere and vice-versa. Then, these
fibers project primarily to the lateral geniculate nucleus in the thalamus, which in
turn relays the signals through the optic radiation to the visual cortex in the occipital
lobe. A number of retinal projections, however, do not target the visual cortex but
reach subcortical structures involved in eye movement control, pupil reflexes and the
regulation of circadian rhythm. Finally, the signals carrying visual information reach
different subunits of the visual cortex. These subunits are hierarchically organized to
process visual information in increasingly high levels of complexity. A simple scheme
of the human visual pathways is shown in Figure 1.2. Notions about the eye structure
and the visual pathways recur in all the chapters of this thesis, except Chapter 2.

1.3. Background
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Figure 1.2: Schematic representation of the human visual pathways.

1.3.2

Oculomotor system

To achieve clear vision, the objects of interest in our visual field need to be positioned
steadily in the fovea, where the photoreceptor density is at its peak. Since spatial
resolution markedly declines the farther we move towards the periphery of the visual
field, eye movements keep relevant targets within close distance to the fovea (usually
0.5 degrees) in order to maximize the available resolution5 .
There are two functional classes of eye movements that accomplish this purpose in
distinct ways: gaze-stabilizing movements and gaze-shifting movements. The first
class stabilizes the retinal image by following moving objects in the environment, also
using head rotations. The eye movements belonging to this class are the vestibuloocular reflex, the optokinetic reflex, smooth pursuit tracking, vergence, and fixation.
The second class shifts the gaze and makes the fovea point directly at a new object
of interest. This may have been first detected in the periphery of the visual field or
selected internally through attentional processes. The saccades belong to this class.
A trait that is common to all aforementioned types of eye-movements is the requirement of velocity and position information about the environment and the eyes and
head6–8 . The signals generated by the ocular motoneurons primarily encode velocity
information9 . The brain translates this information into oculomotor commands with
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Eye-movement type
Vestibular
Optokinetic
Smooth Pursuit
Vergence
Visual Fixation
Saccades

Main function
Holds images of the visual world steady on the retina
during brief head rotations or translations (linear movements)
Holds images of the visual world steady on the retina
during sustained head rotations or translations
Holds the image of a small moving target on the fovea
Moves the eyes in opposite directions so that images of a single
object are placed or held simultaneously on the fovea of each eye
Holds the image of a stationary object on the fovea
by minimizing ocular drifts
Bring images of objects of interest onto the fovea

Table 1.1: Main functions of the most common types of eye-movements.

an associated position in the visual space through a complex neural circuit called
the neural integrator. The neural integrator converts an input pulse signal (velocityencoded) into an output step signal that encodes position. This conversion is achieved
by an equivalent of mathematical integration with respect to time, performed by a
distributed network of neurons in the brainstem and the cerebellum (see schematic
drawing in Figure 1.3-A). Cerebellar neurons modulate the performance of the neural
integrator in the brainstem by introducing a gain in the feedback loop of the neural circuit. A correct integration is of paramount importance for stabilizing the gaze position
during the fixation following a saccade. In the presence of an abnormal integration
process, the eyes can still be moved towards a target, but cannot be held there stably.
For instance, cerebellar lesions can result in abnormal gain control, resulting in ocular
drift (with insufficient gain) or nystagmus (with excessive gain). Some examples of
neural integrator abnormalities are shown in Figure 1.3-B. The oculomotor system and
the principles of the neural integrator are relevant to Chapters 2, 3, 4, 5 and 6.

1.3.3

Visual Crowding

So far, I have described the importance of keeping objects of interest in the center of
the fovea and how the visual system achieves that by means of the eye movements.
However, perception also happens in the periphery of the visual field, although with
limitations and peculiarities. Besides the aforementioned decline of visual acuity,
another limiting aspect is visual crowding, a vision phenomenon which is defined as a
breakdown in object recognition that happens when a target is perceived peripherally
while being surrounded by other similar objects. Clinically, it can be present also in the
fovea in case of amblyopic eyes. The underlying neural mechanisms of this complex
phenomenon have not yet been fully described, but it has far-reaching implications. As

1.3. Background
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Figure 1.3: Neural integrator of eye movement signals.
A. Brainstem neural integrator model with cerebellar influence. The (velocity) pulse signal is transformed
into a (positional) step signal, necessary to hold the eyes in position after a movement. B. Consequences of
abnormal gain in the neural integrator feedback loop: an insufficient gain makes the eyes unable to keep
their position after a saccade, slowly drifting back to their original position due to orbital mechanics; an
excessive gain causes a loss of control in gaze holding in the form of nystagmus, which is compensated for
by corrective saccades (adapted from Leigh and Zee, 20159 ).

a major limiting factor of visual processing, visual crowding affects the performance
of daily tasks such as searching for targets in the environment, reading or navigating
the web. Some examples are shown in Figure 1.4.
Crowding strength depends on many factors including eccentricity (it gets stronger
the farther the objects are from the fovea), spacing, and feature similarity between
target and distractor(s), and is markedly anisotropic, i.e., it is stronger in the radial
than in the tangential direction. For an extensive overview of crowding properties, see
the review by Levi, 200810 . Several theories can account for crowding as a polyhedric
perceptual phenomenon. The most prominent ones state that crowding is the result
of a compulsory integration of objects in proximity of each other11–13 ,or that it arises
from the uncertainty due to limitations in the attentional resolution14–16 . In Chapter
7, I show how these two - seemingly opposing - views can be joined into a more
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comprehensive and dynamic perspective on crowding: the spatial integration of
overlapping neural populations is modulated by attentional processes.

1.3. Background

11

1

Figure 1.4: Examples of visual crowding
While presented in isolation, it is still possible to recognize the objects in the central position (like the letter
“r” and the grapes) or to correctly perceive a feature of interest in similar objects (like the orientation of
the Gabor patches). However, when presented surrounded by distractors, it becomes impossible to clearly
distinguish the central objects from their surrounding distractors.
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1.4
1.4.1

Methods
Eye-tracking

During the last century, several methods for tracking the direction of the gaze have
been developed. Amongst the most popular there are the scleral search coil17 , the
electro-oculography18 and the video-based eye-tracking. Although the scleral search
coil provides unrivaled tracking precision and the electro-oculography provides the
ability to track movements with eyes closed, the methods have not been widely
adopted in daily clinical practice due to their invasiveness and complexity. In contrast, video-based eye-tracking provides a non-invasive (and thus more user-friendly)
solution, while still maintaining high spatial and temporal resolution (with maxima
of around 0.1 degrees and around 2000 Hz). In this method, an infrared illuminator
directs light towards the eyes of the observer. This causes the pupils to stand out, and
the light is reflected by several optical elements (usually the cornea, although some
models also use the internal reflection of the lens19 ). The shape and position of the
pupil combined with the reflections enable a geometrical estimation of the point of
gaze on a 2D surface, such as a computer screen. This estimation requires a lengthy
calibration procedure on an individual basis, which limits the implementation of such
eye trackers in clinical practice.
I used video-based eye trackers for all the studies presented in this thesis. The
issues related to their clinical implementation are discussed in more detail in Chapters
3, 4 and 6.

1.4.2

Behavioral psychophysics

Psychophysics refers to the quantitative study of the relationship between physical
stimuli and the sensations and perceptions they evoke. Traditionally, it requires observers to engage with a series of repeated perceptual judgments of a given stimulus,
while certain parameters of interest in the stimulus are manipulated by the experimenter. The perceptual performance of the observer is usually quantified in terms of a
threshold value: an absolute threshold is the level of intensity at which the observer is
able to detect the presence of the stimulus at a given percentage of accuracy (usually
50%); a difference threshold, often called just noticeable difference (JND) is the magnitude
of the smallest difference between two stimuli of differing intensities needed for the
observer to perform the task at a given level of accuracy. This accuracy is determined
by the type of task and the number of alternative stimuli presented. The two task

1.4. Methods
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modalities used in the studies presented in this thesis are the 2-AFC (alternative-forced
choice) and 4-AFC, with required accuracy levels of 75% and 62.5%, respectively; in
both cases, this is the middle-point between chance level and ceiling performance).
The threshold values can be estimated with a variety of methods, adaptive to the
observer’s response or not. For the psychophysical experiments (Chapters 5 and 7) I
used the method of constant stimuli. Although this requires a large number of trials,
it also enables a complete description of the psychometric function underlying the
observer’s responses.

1.4.3

Population coding modeling

Visual information is encoded in the brain by neuronal populations, rather than by
individual cells. This encoding strategy, known as population coding, applies to
a number of visual properties, such as orientation, color, direction of motion, and
many others20,21 . The models based on this encoding strategy decompose the typical
response of a cell to a given stimulus into two terms. The first term is the average
response of the cell, usually expressed as the frequency of action potentials (spike
rate), which is often modeled by a Gaussian function over the stimulus space. Figure
1.5-A shows an example of the average responses from 10 cells to different stimulus
orientations. The second term is noise, which causes the neuronal activity to fluctuate,
even when presented with the same stimulus or in the absence of stimulation22 . Figure
1.5-B shows an example of individual noisy responses of 100 cells within a neuronal
population with a given preferential stimulus orientation. This variability is often
comparable among neurons within the same population, and their correlations in
trial-to-trial responsiveness impact the amount of information carried by the neuronal
population23 , as the shared fluctuations cannot be averaged away. Therefore, neuronal
correlations can be measured and used as an indicator of the amount of information
encoded in a neuronal population responding to a given stimulus; a higher neuronal
correlation means that less information is encoded24 . An example of how neuronal
correlation can be computed is shown in Figure 1.5-C (multiple sampling of two cells
responding to the same stimulus) and 1.5-D (linear correlation between the two cells’
measured activity).
Overall, the population coding strategy entails distinctive advantages over singlecell encoding: it is robust, as damage to single cells does not compromise the encoded
representation, and it has interesting computational properties such as mechanisms for
noise removal, short-term memories, and the implementation of complex non-linear
responses to certain stimuli. This last property is discussed in more detail in Chapter 7,
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where I use population coding modeling to describe a non-linear interaction between
attention and spatial integration.

Figure 1.5: Population coding modeling
A. Gaussian-shaped tuning curves to orientation for 10 neuronal cells. B. Population activity across 100
neurons with Gaussian-shaped tuning curves in response to a stimulus with an orientation of 0 degrees.
C. Tuning curve of a population of neuronal cells. White circles represent the mean responses to different
orientations of the stimuli and small points show the responses of two cells to individual presentations of
a stimulus with a specific orientation. D. Noise correlation between fluctuations in response to the same
stimulus. Each point represents the response of the two sampled cells in panel C. Adapted from Pouget et
al., 200022 and from Cohen and Kohn, 201124 .

