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Chapter 1

Introduction
n the 21st century, data has been termed as the new ‘oil’. Data is the world‘s most
valuable resource hence giving rise to a new economy according to the Economist
(2017). This data comes in numerous structured, semi-structured or unstructured
formats, e.g. as images, time series, spectra, clinical data, sensor measurements
etc. Data also comes in different aspects: volume, velocity and variety. Often we
are presented with challenges of how to turn real world data into meaningful information. Traditional data processing application methods have been found inadequate in handling big data complexities associated with diversity and massive
scale. Thus advanced analytical techniques and technologies have been adopted in
recent years. But is there a defined art in using the data analytic tools?. Let us consider the songwriter example from (Peng and Matsui 2016): “Imagine you were to
ask a songwriter how she writes her songs. There are many tools upon which she
can draw. We have a general understanding of how a good song should be structured, how long it should be, how many verses, maybe there is a verse followed
by a chorus, etc. In other words, there is an abstract framework for songs in general. Similarly, we have music theory that tells us that certain combinations of notes
and chords work well together and other combinations don’t sound good. As good
as these tools might be, ultimately, knowledge of song structure and music theory
alone does not make for a good song. Something else is needed.”
Just like songwriting, data analysis is an art and data science presents us with so
many tools at our disposal but the challenge is always in finding the right tools that
suit your problem set.
Machine learning is one broad area of Artificial Intelligence that presents us with
numerous tools that give us the ability to learn from observations and make better
decisions for the future, e.g. (Bishop 2006, Goodfellow et al. 2016). The primary
aim here is to allow computers to learn automatically without human intervention
or assistance and adjust actions accordingly. Machine learning algorithms are often
categorized as supervised, unsupervised, semi-supervised and reinforcement learning. Supervised learning can be divided into regression and classification problems,
mainly. Whereas regression is concerned with the prediction of continuous quantities, the outputs for classification are discrete class labels. Typically, in a classifi-

I

2

1. Introduction

cation problem, both input pXq and output pY q variables provided and we use the
algorithm to learn the mapping function pf q from the input to the output Y “ f pXq.
The ultimate goal is to approximate the mapping function so well that when you
present new input data pXq, you can predict the output variables pY q for that data.
In contrast, unsupervised machine learning algorithms are used when the information used to train is neither classified nor labeled. One common application of
this algorithm is in clustering challenges and methods such as K-means, mixture
models and hierarchical methods (Arthur and Vassilvitskii 2007, Johnson 1967) fall
under this technique.
Semi-supervised learning is a relatively new paradigm in machine learning that
has been used in applications where labeled data is expensive to obtain. Typically
the algorithm uses a small amount of labeled data with a large amount of unlabeled
data e.g. (Peikari et al. 2018).
Lastly, in reinforcement learning, an agent learns how to behave in an environment by performing actions and seeing the results, see (Sutton and Barto 2018,
Lagoudakis and Parr 2003). A good application of this method is in robotics and in
recent years, a lot of improvements have been seen in this fascinating research area.
The applications of machine learning techniques in general are found in different fields ranging from medical image analysis, cyber security system, climatic and
weather forecast, online marketing among others. In this thesis we present the use
of supervised learning techniques in crop disease diagnosis, an area that has gained
attention in recent years.
Agriculture is a core sector especially in the sub-Saharan Africa countries but
the practice is hindered by so many factors with crop pests and diseases among the
biggest challenges. Often, prevention measures have been put in place and agricultural experts are required to carry out surveys in different regions of the country.
This process is not only labour intense, but judgements by experts may be subjective
and disagree frequently.
Therefore, for an objective surveillance process or in places where experts are
not available or where farmer knowledge is insufficient, other methods for carrying
out field-based diagnosis are a critical need. Computational work in this area has
been towards automating this process through building machine learning models
that can take an image of a leaf and predict whether the plant is infected with a
particular disease or not. Both the physical inspection of plants and methods that
build on image data, use visual symptoms to relate to particular diseases in the
plant.
The main novelty of this thesis project lies in how we identify diseases in plants
before symptoms are visibly seen with our naked eye. The investigations in this area
included the use of spectrometry for early disease detection. In a natural world, all

1.1. Scope of this thesis

3

objects have a degree of reflection and absorption when light strikes on them. Here
we explored the characteristic changes that can be observed in a leaf as a result
of disease. However, spectral data comes in higher dimensionality. Another core
aspect of this research is feature selection and dimensionality reduction for a technology that is aimed to be deployed on weaker powered devices such as a mobile
phone. Integrating computational techniques such as LVQ where a lot of success has
been shown in feature selection was important to this particular problem. Therefore, the work presented in this thesis is inspired by previous research (Mwebaze
et al. 2011, Mwebaze et al. 2015, Mwebaze and Biehl 2016) that investigated on diseases that affect Cassava (Manihot esculenta), the second most important crop in the
Sub-Saharan Africa, thus our focus on the same crop. Over the different chapters in
this thesis, we present the contribution of this study aiming at early diagnosis of
cassava diseases which allows for early action measures.

1.1

Scope of this thesis

We begin the thesis by giving a general introduction of the algorithms that have been
employed. To a larger extent, most of our research questions were answered under a prototype based scheme with GMLVQ. The classification algorithm has previously displayed favorable performance in related studies, e.g (Melchert et al. 2016a,
Melchert et al. 2016b).
The rest of the thesis is presented in two parts. In part one, we reviewed and
developed algorithms to do the automated diagnosis of diseases in cassava plant
based on plant images.
This part was built on previous research done in (Mwebaze et al. 2011) to classify
between healthy and diseased crops based on their images taken with a phone camera. Guided by a research question: Can we reliably distinguish between diseased
plants that are symptomatic from healthy plants?. The work presented in this part
of the thesis extends the previous research in two areas: (i). We transfer the method
from a two-class problem (healthy vs. diseased) to a multi-class classification problem representing four diseases common in cassava.
(ii). We enable the classification to handle different severity levels for each disease as well as expanding on the dataset to contain images from the different diseases and their corresponding severity levels.
The second part of this thesis focuses on diagnosis of disease in crops before
they become symptomatic by use of spectroscopy. Spectroscopy is one of the most
widely used technologies in a variety of scientific fields. Here, we use visible and
near-infrared spectral analysis to do non-invasive diagnosis of plants before they
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manifest disease, thus allowing early intervention measure. The research area is
guided by our hypothesis that crop diseases cause several metabolic changes in the
biology of the leaf that can be detected at an early stage using spectrometry. Core
research questions in the area include: (i). Can we distinguish between healthy
plants and plants that are diseased when no symptoms are yet visible?. (ii). Is there
a different spectral distribution for the different diseases we are looking at?. (iii). Is
there a range of wavelengths that is most sensitive to each of the different diseases?.
We answer the question of early detection by time (in weeks) before symptoms are
visible to the human eye. In the end, we present the design of a low cost 3-D printed
smartphone add-on spectrometer targeting small holder farmers to be able to do
field diagnosis. The next section presents the thesis outline.

1.2

Outline

Chapter 2 provides a general introduction to Learning Vector Quantization and relevance learning. Chapter 3 is an extension of our previous studies where we used
a dataset of photographic images. This part generally extends the disease classification to a multi-class problem. We use standard techniques to classify different
severity levels for the four (4) cassava diseases for a system that can implemented
on a smartphone to be used by farmers in remote places. The chapter also presents
results on different feature extraction techniques for image data.
Chapter 4 presents a preliminary study on spectral data for disease diagnosis.
Here we collected data from mature plants aged 6 - 9 months. Our analysis compares the two types of data for disease diagnosis. Our dataset is composed of cassava leaf images captured with a smartphone camera and their corresponding spectrogram using a spectrometer. The chapter also gives a general introduction to spectral data, the pre-processing techniques and a pipeline of these methods which we
use in other chapters.
In Chapter 5, we investigate the spectral properties associated with different diseases aiming at understanding the sensitivity of the wavelength bands in relation to
the diseases identification. The aspects of matrix relevance learning, feature selection and dimensionality reduction are discussed here.
The novel part of this research is presented in Chapter 6. We discuss a scientific experiment that was conducted in a controlled environment guided by the biochemists. The main objective here was to diagnose diseases before symptoms can
be seen by the human eye. We therefore present the experimental setup, the tools,
methods and results of the study.
In Chapter 7, we discuss the construction of a low-cost 3-D printed smartphone

1.2. Outline
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add-on spectrometer. Another objective is to transform all this knowledge back to
a mobile phone, a tool that can be used by farmers in their gardens. We present the
architecture of our designed prototype and findings of our investigation.
Finally, Chapter 8 presents a brief summary of the entire research and a collection
of ideas for future work and investigation.

Chapter 2

Learning Vector Quantization
Abstract
This chapter serves as a general introduction to the concept of prototype based classification. Under the family of Learning Vector Quantization (LVQ), we introduce different
variants we used in our study. In our findings, Generalized Matrix Learning Vector
Quantization (GMLVQ) was outstanding in handling both classification and the weighting or selection of features. By name, the classification task of this learning model is based
on highly ranked features. In this chapter, we explain the working of this algorithm.
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Introduction

The previous chapter introduced supervised learning, a major branch of machine
learning where each example is a pair consisting of an input object and a desired
output value. A supervised learning algorithm analyzes the training data and produces an inferred function, which can be used for mapping new examples. An optimal scenario will allow for the algorithm to correctly determine the class labels for
unseen instances.
A wide range of supervised learning algorithms are available but the choice of
using one algorithm over the other will depend on the problem at hand.
Learning Vector Quantization (LVQ) is a prototype-based supervised classification algorithm and a special case of an artificial neural network, more precisely that
applies a winner-take-all (Maass 2000) approach. The classification algorithms was
first introduced in (Kohonen 1986) and since then various modifications have been
suggested in the literature. LVQ and its variants are a family of classifiers that have
found much popularity within the machine learning field for various reasons. For
review of relevance learning, LVQ and prototype-based systems in general see, for
instance (Biehl et al. 2016).
In this thesis we use a special kind of dataset that is attracting more scientists to
investigate crop disease using spectral data. By nature of spectral data, it presents
us with high dimensions of the input space and this became our critical consideration. The input feature vectors have very high dimension, the learning problem
can be difficult even if the true function only depends on a small number of those
features. Hence, choosing a classifier that handles the aspect of feature selection and
dimensionality reduction of the input space was of high importance.
Similar to the LVQ family is the k-Nearest Neighbour algorithm (Cover and Hart
1967) which skips the training phase and directly uses all the available training data
in the classification of a new data point. The algorithm is based on the intuitive
“Birds of the same feather flock together” meaning that similar things exist in close
proximity. To classify a new data point, k of its closest neighbours are obtained using
some measure of closeness, for example, Euclidean distance, and the average class
of these k neighbours is awarded to the new data point. However, the algorithm
gets significantly slower as the number of training data points N increases since the
distance to each point needs to be calculated every time.
Several LVQ variants were proposed e.g LVQ1 and LVQ2.1 by Kohonen aiming
at faster convergence and better approximation of Bayesian decision boundaries, respectively. Other variants have been suggested in (Sato and Yamada 1995, Schneider
et al. 2007).
In relation to our current study, successful studies were conducted, e.g. (Mwebaze
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et al. 2011) developed the corresponding divergence-based LVQ (DLVQ) schemes
applied to cassava dataset to identify cassava diseases. A closely related study also
in (Mwebaze and Biehl 2016) uses prototype-based classification by exploring the
right configuration of type of algorithm and type of features extracted from the
leaves to optimally diagnose crop disease in cassava plants. More studies on the
use of LVQ schemes are highlighted in different chapters in this thesis.

2.2

Learning Vector Quantization and its variants

In this section, we give a description of LVQ variants we investigated on including:
Generalized LVQ, Generalized Relevance LVQ and Generalized Matrix LVQ that
was very applicable in answering some of our research questions. By definition, we
will consider data sets of the form:
txµ , y µ uP
µ“1

(2.1)

where xµ P RN are feature vectors and the labels y µ P 1, 2, ...C specify their class
membership.
The LVQ system is defined by a set of M prototype vectors wj P RN which carry
labels cpwj q P t1, 2, ...Cu such that W “ twj , cpwj quM
j“1 .
The system can be set up with one or more prototype vectors per class. Prototype
vectors are identified in the feature space and ideally serve as typical representatives
of their classes.
A nearest prototype classifier (NPC) assigns a given feature vector x P RN to the
closest prototype with respect to some meaningful distance measure.
Most frequently, standard Euclidean distance dpw, xq is employed. The corresponding NPC assigns x to the class cpwJ q of the closest prototype with dpx, wJ q ď
dpx, wj q for all j.

2.2.1

Classical LVQ

This is the a heuristic algorithm introduced in (Kohonen 1986). Prototypes are updated based on how close they are to a presented data point given the class of the
prototype and that of the data point. The training process is represented by the
following steps:.
1. Randomly select a training sample ptxµ , y µ uq
2. Determine the winning prototype pwJ q with dpx, wJ q ď dpx, wj q, j “ 1......M
3. Update pwJ q according to:
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wJ ÐÝ wJ ` η ¨ px ´ wJ q,

wJ ÐÝ wJ ´ η ¨ px ´ wJ q,

(if cpwJ q = y).
(if cpwJ q ‰ y)

Should the same feature vector be observed again, wJ will give rise to a decreased
(increased) distance, if the label cpwJ q and y agree (disagree).

2.2.2

Generalized LVQ

Generalized LVQ (GLVQ) is one key variant of LVQ that was introduced in (Sato
and Yamada 1995). The algorithm uses an objective (cost) function in the training of
the LVQ system. The advantage of an objective function based LVQ system is that
one can use gradient methods (online or batch) to optimize it. With the training data
in form txµ , y µ uP
µ“1 , the cost function is defined by:
p
ÿ

ˆ

dpxµ , wJ q ´ dpxµ , wK q
EpW q “
Φ
dpxµ , wJ q ` dpxµ , wK q
µ“1

˙

(2.2)

where wJ denotes the closest correct prototype with cpwJ q “ y µ and wK is the
closest incorrect prototype with cpwK q ‰ y µ , also termed as winner-takes all rule
(Crammer et al. 2002). The logistic sigmoid function Φ determines the active regions
of the algorithm: Φpxq “ x. Training constitutes the minimization of EpW q with
respect to the model parameters. The learning algorithm is defined in (Sato and
Yamada 1995) in terms stochastic gradient descent.

2.2.3

Generalized Matrix LVQ

The cost function in Eq.(2.2) has been extended to other distance metrics. A generalization bound has been derived for GRLVQ which uses an adaptive metric (Hammer
and Villmann 2002, Strickert et al. 2001, Villmann et al. 2015). The distance metric is
řN
defined as the squared weighted euclidean metric dλ px, wq = i λi pxi ´ wi q2 where
ř
λi ě 0 and i λi “ 1.
Another powerful extension of the basic LVQ concept is Generalized Matrix LVQ
(GMLVQ). The learning algorithm can be seen by the following steps:
1. Randomly select a training sample ptxµ , y µ uq
2. Determine the closest correct prototype pwJ q with cpwJ q “ y, and dΛ px, wJ q ď
dΛ px, wj q for all wj with cpwj q “ y, and the closest incorrect prototype, pwK q
with cpwK q ‰ y, and dΛ px, wK q ď dΛ px, wj q, for all wj with cpwj q ‰ y

2.2. Learning Vector Quantization and its variants
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3. Update pwq according to:
wL ÐÝ wJ `  ¨ Λ ¨ px ´ wJ q,

wK ÐÝ wK ´  ¨ Λ ¨ px ´ wK q,

py “ cpwJ qq

py ‰ cpwK qq

4. Update Ω according to:
Ω ÐÝ Ω `  ¨ Ω ¨ px ´ wJ qpx ´ wJ qJ ,

Ω ÐÝ Ω ´  ¨ Ω ¨ px ´ wK qpx ´ wK qJ ,

(if py “ cpwJ qq)

(if py ‰ cpwK qq)

These processes are followed by a normalization step such that Tr(. . .) = 1 for
Λ “ ΩJ Ω.  P r0, 1s is the learning rate for the metric parameter and the matrix Λ
is updated in a such way that the distance dΛ px, wJ q is decreased in case of a correct
classification, while dΛ px, wK q increases, if the sample px, y q is misclassified.
GMLVQ algorithm proposed in (Schneider et al. 2007, Schneider et al. 2009b)
employs a full matrix Λ P RN ˆN of relevances that describes the importance of the
individual features in the classification task. Here, the distance measure dΛ px, wq is
defined as:
dΛ px, wq “ px ´ wqJ Λpx ´ wq

(2.3)

where the parameterization Λ “ ΩJ Ω guarantees that Λ is positive semi-definite
and that dΛ px, wq ě 0 for arbitrary matrices Ω P RN ˆN . Now the squared distance
reads:

dΛ px, wq “

ÿ
pxi ´ wi qΩki Ωkj pxj ´ wj q.

(2.4)

ijk

To obtain the adaptation formula, we compute the derivatives with respect to w
and Ω. The derivative of dΛ with respect to w yields:
∇w dΛ “ ´2Λpx ´ wq “ ´2ΩJ Ωpx ´ wq.

(2.5)

Derivative with respect to single element Ωl m gives
ÿ
ÿ
BdΛ
“ pxl ´ wl qΩmj pxj ´ wj q ` pxi ´ wi qΩil pxm ´ wm q
BΩlm
j
i
“ pxl ´ wl qrΩpx ´ wqsm ` pxm ´ wm qrΩpx ´ wqsl

(2.6)
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Thus, we get the update equations:
1

∆wJ “  ¨ Φ pµpxqq ¨ µ` pxq ¨ ΩJ Ω ¨ px ´ wJ q
1

∆wK “ ´ ¨ Φ pµpxqq ¨ µ´ pxq ¨ ΩJ Ω ¨ px ´ wK q

(2.7)

Where
µ` “
µ´ “

pdΛ px

2dΛ px ´ wK q
´ wK q ` dΛ px ´ wJ qq2

2dΛ px ´ wJ q
pdΛ px ´ wJ q ` dΛ px ´ wK qq2

These updates correspond to the standard Hebb terms of LVQ, pushing the closest
correct prototype (wJ ) towards the considered data point and the closest wrong
prototype (wK ) away from the considered data point. For the update of the matrix
elements Ωlm we get
ˆ
´
¯
1
∆Ωlm “ ´¨Φ pµpxqq¨ µ` pxq¨ rΩpx´wJ qsm pxl ´wJ,l q`rΩpx´wJ qsl pxm ´wJ,m q
¯˙
´
(2.8)
´ µ´ pxq ¨ rΩpx ´ wK qsm pxl ´ wK,l q ` rΩpx ´ wK qsl pxm ´ wK,m

The learning rate for the metric can be chosen independently of the learning rate
for the prototypes. After each update, Λ is normalised to prevent the algorithm
ř
ř
from degeneration. Therefore, we set i Λii “ ij Ω2ij “ 1 which fixes the sum of
diagonal elements and, here, the sum of eigenvalues. Learning stops after a maximal
number of epochs are reached.
At the end of the learning process the algorithm provides a set of prototypes wj ,
their labels cpwj q, and a task specific discriminative distance dΛ . If features have
the same magnitude, the diagonal elements Λii of the dissimilarity matrix can be
interpreted as overall relevances of every feature i for the classification. The offdiagonal elements Λij with j ‰ i weigh the pairwise correlations between features
i and j. High absolute values in the matrix denote highly relevant features, while
values near zero can be seen as less important for the classification accuracy.
The above description corresponds to updates based on stochastic gradient descent described in (Schneider et al. 2009a). In our experiments, we employed a batch
gradient descent algorithm which uses an automatic step size adaption scheme aiming at minimizing the cost function in Eq (2.2). This form of update is described in
(Papari et al. 2011). Specifically, we have used a publicly available implementation
of batch GMLVQ, see (Biehl 2017).

Part I

Disease Diagnosis with Leaf
Images

Based on:
G. Owomugisha and E. Mwebaze – “Machine Learning for Plant Disease Incidence and Severity
Measurements from Leaf Images,” 15th IEEE International Conference on Machine Learning and
Applications (ICMLA), pp. 158-163, 2016, publisher: IEEE Computer Society, doi:
10.1109/ICMLA.2016.0034.

Chapter 3

Disease Incidence and Severity Measurements
from Leaf Images
Abstract
In many fields, superior gains have been obtained by leveraging the computational power
of machine learning techniques to solve expert tasks. In this study we present an application of machine learning to agriculture, solving a particular problem of diagnosis of
crop disease based on plant images taken with a smartphone. Two pieces of information
are important here; the disease incidence and disease severity. We present a classification
system that trains a 5 class classification system to determine the state of disease of a
plant. The 5 classes represent a health class and 4 disease classes. We further extend the
classification system to classify different severity levels for any of the 4 diseases. Severity
levels are assigned classes 1 - 5, 1 being a healthy plant, 5 being a severely diseased plant.
We present ways of extracting different features from leaf images and show how different
extraction methods result in different performance of the classifier. We finally present the
smartphone-based system that uses the classification model learnt to do real-time prediction of the state of health of a farmers garden. This works by the farmer uploading an
image of a plant in his garden and obtaining a disease score from a remote server.
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Introduction

Automation of expert tasks in various sectors is on the increase in part due to advances in machine learning. In this study we tackle the challenge of automating
diagnosis of cassava viral diseases in plants from images of the leaves of the plant
taken in situ. Two outputs are of interest to the agricultural researcher and farmers who will use such a system; (1) a system that can determine the type of disease
(incidence) affecting the crops and (2) a system that can determine the severity of
that particular disease. For this system, we look at the four major diseases affecting
the cassava plant in Africa; Cassava brown streak disease (CBSD), Cassava mosaic
disease (CMD), Cassava Bacterial Blight (CBB) and Cassava green mite (CGM). This
presents as a multi-class classification system. Presently severity of disease is scored
from 1 to 5, 1 representing a healthy plant and 5 a severely diseased plant. For each
disease, we thus have sub-classes that represent how severe the disease is. This
study extends previous work (Aduwo et al. 2010, Mwebaze et al. 2011) in this field
and introduces the determination of the severity of disease from leaf images of cassava plants using machine learning techniques.
Cassava is the second most important food crop in sub-Saharan Africa after
maize (Katrine et al. 1994, Poulton et al. 2006). The crop continues to gain importance in Africa as a staple food eaten by more than 500 million people a day in Africa
(McCandless 2012) because of its resilience under harsh environments, and its tolerance to extreme ecological stress conditions and poor soils. As such, the crop has
exponentially gained the authority to curb food insecurity and rural poverty. This
has made Cassava an ideal crop for small-holder farmers. The crop is presently
cultivated in around 40 African countries where it has historically played an important famine-prevention role. In Eastern and Southern Africa where drought is a
recurrent problem (FAO and IFAD 2005) cassava is also the preferred staple food.
However, crop yield is severely threatened by various pests and diseases, particularly CMD, CBSD, CGM and CBB. Of the four, CMD and CBSD are the most devastating diseases to the cassava yield in Eastern and Central Africa (Nuwamanya
et al. 2015, Rwegasira and Rey 2012) and the greatest threats to the food security
and livelihoods of over 200 million people.
The current methods used for diagnosis involve experts traveling to disparate
parts of the country and visually scoring the plants by looking at the disease symptoms manifested on the leaves. This method tends to be erratic and very subjective;
it is not uncommon for experts to disagree on a score for a particular plant. With our
work, we can enable experts to have a more reliable way of scoring disease as well
as enabling farmers in remote places to do diagnosis of their crops without need of
an expert.

3.1. Introduction
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Figure 3.1: Experts assessing plants & scoring diseases in the field

Some related research has been done already in other crops as well as in cassava including (Mwebaze and Biehl 2016, Aduwo et al. 2010, Mwebaze et al. 2011).
A common thread in this work is the use of small samples in the training of the
algorithms. Also for most they present a binary classification problem attempting to distinguish healthy from diseased plants. For some of the previous studies, images were also taken in controlled environments where the light and image
background could be controlled. With the advent of deep learning and convolutional neural networks, the last couple of years has seen the research extend to using
these deep networks to make inferences on disease in plants from images (Sladojevic
et al. 2016, Mohanty et al. 2016, Amanda et al. 2017).
This process automates some sense of feature extraction process that needs to
be done. Results indicate improving levels of accuracy, though with a penalty due
to the expense in terms of processing time required for training these networks.
Many other digital image processing techniques have been used in the literature.
For brevity we will not cite all here but a good review of the techniques can be
found in (Barbedo and Garcia 2013).
This research therefore builds on some of the previous studies to determine the
state of health of cassava plants from a large set of images (over 7K), captured in situ
using a smartphone camera with 5 - 10 megapixel. The large dataset also enables us
to score the severity of disease based on the leaf image. We explore the use of some
already existing techniques that have been applied to solve the problem and others
that have not been used in this area. We use different feature extraction techniques
to extract from the images, color, interest points and shape information and apply
a battery of standard machine learning algorithms to the combined featureset. We
apply these techniques to a large dataset of expert labeled leaf images of different
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cassava plant diseases and severities.
The different sections explain how we go about with this analysis. In section 3.2
we describe the data and the data collection protocols. In section 3.3.1 we discuss
the different feature extraction mechanisms employed. In section 3.3.2 and 3.3.3 we
delve into the classification of disease and severities and in section 3.4 we discuss
the deployment of the system for use with a smartphone.
The economic importance of diagnosing disease in cassava particularly for Africa
cannot be overstated. The normal life span of a cassava plant is 9 - 12 months. Early
detection of disease in the garden can lead the farmer to apply early interventions
to save time and/or money.

3.2

The Leaf Image Data

The data we used consists of 7,386 images of leaves of cassava plants. The images
are in 5 major categories; the healthy class of images (1476 examples) and the four
classes of diseased images representing the 4 diseases: CMD (3012 images), CBSD
(1751 images), CBB (425 images), and CGM (722 images). Figure 3.2 depicts typical
leaf images of the 4 disease classes. For the 4 disease classes, each data subset is broken down further into 4 subsets representing disease severities 2 - 5 (severity level
1 is the healthy class). The data was collected during a national pest and disease
survey by the National Crops Resources Research Institute (NaCRRI) using smartphones. NaCRRI is the government body of Uganda responsible for agricultural
research in the country. All the images collected were manually labelled by experts
from NaCRRI who scored each of the images for disease incidence and severity.

(a) Healthy

(b) CBB

(c) CGM

(d) CMD

(e) CBSD

Figure 3.2: Sample images associated with the five disease classes of the classification
problem.

3.2. The Leaf Image Data

3.2.1
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Disease leaf symptoms

Each of the diseases causes some unique symptomatic features to appear on the
leaves as shown in Figure 3.2. We explain what these symptoms are and how we
extract representative features in the next section. The four major diseases affecting
cassava and their symptoms include:
Cassava mosaic disease (CMD). This disease is the most widespread cassava disease in East Africa and sub-Saharan Africa and this greatly affects production of
cassava. CMD produces a variety of foliar symptoms that include mosaic, mottling,
misshapen and twisted leaflets, and an overall reduction in size of leaves and plants
(Abdullahi et al. 2003). Leaves affected by this disease have patches of normal green
color mixed with different proportions of yellow and white depending on the severity. These chlorotic patches indicate reduced amounts of chlorophyll in the leaves,
which affects photosynthesis and thus limits crop yield.
Cassava brown streak disease (CBSD). CBSD is presently the most severe of the
cassava diseases. It is vectored by white flies and can also be transmitted through
infected cuttings. The disease is very common in East Africa and in other cassava
growing countries in sub-Saharan Africa. The CBSD leaf symptoms consist of a
characteristic yellow or necrotic vein banding which may enlarge and coalesce to
form comparatively large yellow patches. Tuberous root symptoms consist of darkbrown necrotic areas within the tuber and reduction in root size and according to
(Hillocks et al. 1996), leaf and/or stem symptoms can occur without the development of tuber symptoms.
Cassava bacterial blight (CBB). CBB is a major bacterial disease. This disease is
favored by wet conditions, however large variations in the predominance and severity of symptoms can vary depending on location, season and aggressiveness of the
bacterial strains. CBB leaf symptoms include: black leaf spots and blights, angular
leaf spots, premature drying and shedding of leaves due to wilting of young leaves
and severe attack.
Cassava green mite (CGM). This disease causes white spotting of leaves, which increase from the initial small spots to cover the entire leaf thus loss of chlorophyll.
Leaves damaged by CGM may also show mottled symptoms which can be confused
with symptoms of cassava mosaic disease (CMD). Severely damaged leaves shrink,
dry out and fall off, which can cause a characteristic candle-stick appearance.
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Methods and experiments
Feature extraction

In order to be able to determine the state of disease based on a leaf image, we need
to extract representative disease features from the image. The viral diseases in cassava manifest mainly with color and shape deformations on the leaf. Previous work
(Mwebaze and Biehl 2016, Aduwo et al. 2010) extracted features that represent color
and shape particularly Hue histograms, Histograms of Oriented Gradient (HOG)
(Dalal and Triggs 2005), Scale Invariant Feature Transforms (SIFT) (Lowe 1999) and
Speeded Up Robust Features (SURF) (Bay et al. 2008) features on comparatively
smaller datasets. Good results are shown with Color and SIFT features.
For this work we require a system that can be implemented on a server or mobile
phone that can support this remote diagnosis by small holder farmers in Africa. For
this reason we required open source feature extraction tools. We thus settled for
Color and Oriented FAST and Rotated BRIEF (ORB) (Rublee et al. 2011) features.
SIFT and SURF are patented and thus not free for commercial use.
Color feature extraction
For the four types of diseases, color is an important feature because the diseases
tend to eat away at the chlorophyll of the leaf giving it a yellowish hue. To extract
these features we do an HSV color transformation of the image and calculate the
normalized hue histogram of the image using 50 bins. Figure 3.3 depicts two sample
images: a healthy image and a diseased image, and their corresponding histograms
extracted.
ORB feature extraction
ORB features offer a good alternative to the non-free SIFT and SURF features both in
computation cost and matching performance (Rublee et al. 2011). ORB is a combination of a popular keypoint detector algorithm, Features from Accelerated Segment
Test (FAST) and a well known feature description algorithm, Binary Robust Independent Elementary Features (BRIEF). The ORB algorithm tends to be superior to
the two however because it solves some of the problems of FAST e.g. computation
of orientations, as well as some of the drawbacks of BRIEF e.g. poor performance
on rotation. Combining the two also results in a more powerful algorithm.
The algorithm works by computing the intensity weighted centroid of the patch
with located corner at center. The direction of the vector from this corner point to
centroid gives the orientation. To improve the rotation invariance, moments are

21

3.3. Methods and experiments

0

0

50

200

100

400

150

600

200

800

250

1000

300

1200

350

1400

400

1600
0

100

200

300

400

500

600

0

0.12

0.12

0.10

0.10

0.08

0.08
Intesity

Intesity

450

0.06

0.04

0.02

0.02
0

10

20
30
Number of Bins

40

50

1000

1500

10

20
30
Number of Bins

2000

0.06

0.04

0.00

500

0.00

0

40

50

Figure 3.3: Examples of histograms (bottom) extracted from the corresponding
healthy and diseased images (top).

computed with x and y which should be in a circular region of radius r, where r is
the size of the patch. For any feature set of n binary tests at location pxi , yi q, define a
2 ˆ n matrix, S which contains the coordinates of these pixels. Then using the orientation of patch, θ, its rotation matrix is found and rotates the S to get steered(rotated)
version Sθ .
ORB discretize the angle to increments of 2π{30(12 degrees), and construct a
lookup table of precomputed BRIEF patterns. As long as the keypoint orientation
θ is consistent across views, the correct set of points Sθ will be used to compute its
descriptor thus interest keypoints are identified on the image. As seen in the Figure
3.4 the keypoints are scattered throughout the image with most centered round the
deformed part of the leaf image representing one of the viral cassava diseases. Each
point is a 32 vector that describes that particular keypoint at that particular location
uniquely.
In order to get a uniform representative feature vector of the image, we apply
the bag-of-visual words technique that clusters the different keypoints around 120
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clusters representing the image. This forms a dictionary that is trained uniquely
for each disease class. To represent a new image using ORB features, keypoint descriptors are extracted from the image and then mapped to the cluster centers in the
dictionary.
The extracted data
From the feature extraction process we derived two datasets, a 7386 ˆ 50 dataset representing the color hue histograms and a 7386 ˆ 120 dataset representing the generated ORB feature vectors. The 7386 records represent 5 major classes; the healthy
class (1476 examples), the CBB disease class (425 examples), the CGM disease class
(722 examples), the CMD class (3012 examples) and the CBSD disease class (1751
examples).

Figure 3.4: Image with ORB interest keypoints identified

3.3.2

Classification of Disease Incidence

Our task here is to take features derived from the leaf images representing the different diseases and train a suitable classifier that can offer good performance. We
used the scikit-learn1 machine learning toolbox to train suitable classifiers. Three
classifiers were trained and used;
Linear SVC. A linear Support Vector Classifier was trained on the data. To obtain
1 http://www.scikit-learn.org
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appropriate algorithm parameters, a grid search over a limited parameter space of
C was done for both ORB and color features, C P r1, 10, 100, 1000s. The C parameter
trades off misclassification of training examples against simplicity of the decision
surface. A suitable parameter C of 100 was obtained for both featuresets. Linear
SVC implements different approaches for a multi-class problem. We used one-vsthe-rest multi-class strategy and for all the other parameters we used the defaults
from sklearn (Pedregosa et al. 2011). Results in Table 3.1 represent the 10-fold cross
validated performance of the algorithm on this 5-class problem.
KNN. A K-Nearest Neighbour algorithm was also trained on the dataset. The appropriate value of K was obtained by doing a grid search over a limited space of
possible K values for both ORB and color features, K P r1 . . . 12s. The appropriate K
was found to be 1 for ORB and 10 for color features. All other settings were taken
from the default sklearn under version 0.18. Table 3.1 shows the corresponding results.
Extra Trees. Extremely Randomized Trees have been shown in the literature to
perform well because they average over very many weak learners on various subsamples of the data. We find the appropriate number of trees in the forest to use
grid search of 5 parameters for ORB features n estimators P r10, 20, 30, 40, 50s, and
7 parameters for color features n estimators P r50, 100, 200, 300, 400, 500, 600s. The
optimal number of trees we find is 30 for ORB and 400 for color. For the rest, we use
default parameters under (Pedregosa et al. 2011) version 0.18. Table 3.1 shows the
corresponding results.

Color
ORB

LinearSVC
80
99.98

ExtraTrees
48.94
99.88

k-NN
44.68
100

Table 3.1: Overall 10-fold cross-validated accuracy scores (%) for different algorithms
applied to the different leaf image representations.

Table 3.1 shows the performance of the algorithms on the whole dataset. Results presented are of the 10-fold cross-validated accuracy score of the different algorithms applied to the data with a 95% confidence interval. We note a very high
performance for the ORB generated features for both algorithms. Also, combining
of both features does not improve performance any further.
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3.3.3

Classification of disease severity

Knowing the presence or absence of disease (incidence) is important for the farmer,
however knowing the severity of disease is critical if appropriate and timely interventions are to be taken to prevent crop yield loss. In the previous section images
representing different severities were merged together. Here we split up each of
the classes into 4 sub-classes; the healthy class, severity level 2, severity level 3 and
severity level 4; severity-4 possessing the most severe symptoms of the 4. We did
not include severity level 5 for this analysis because of the low number of available
images representing this severity class for all diseases.

(a) CMD-L1

(b) CMD-L2

(c) CMD-L3

(d) CMD-L4

(e) CMD-L5

(f) CBSD-L1

(g) CBSD-L2

(h) CBSD-L3

(i) CBSD-L4

(j) CBSD-L5

Figure 3.5: Sample images associated with the five severity levels for CMD (top) and

CBSD (bottom).
Figure 3.5 depicts images that represent the different severities for the two most
common diseases, namely, CMD and CBSD. Severity of disease is assigned from
severity levels 1 - 5 with 1 representing a healthy leaf and 5 a severely diseased leaf.
The cross validated performance of a Linear SVC classifier applied to each of the
disease categories is particularly quite impressive for the ORB features compared to
other features extracted. The training step involved two steps: (i). Classification of
healthy vs. four major diseases (see Table 3.2) Here we obtained accuracy scores of
100 %.
(ii). For a given class, we classified for severity. We also investigate the performance when all disease categories are combined. Again we observe strong evidence
of high discriminatory power of our algorithm for these particular ORB feature representations in the region of 100 % cross-validated score for accuracy.

25

3.4. System Deployment

Table 3.2: Confusion matrix for healthy class vs. four major diseases

Healthy
CBB
CGM
CMD
CBSD

Healthy

CBB

CGM

CMD

CBSD

301
0
0
0
0

0
78
0
0
0

0
0
145
0
0

0
0
0
614
0

0
0
0
0
340

Table 3.3: Confusion matrix for combined severity

Healthy
Severity2
Severity3
Severity3

3.4

Healthy

Severity2

Severity3

Severity4

308
0
0
0

0
97
0
0

0
0
136
0

0
0
0
586

System Deployment

The goal is to translate this work to a usable application that a small holder farmer or
researcher can use in the field to diagnose disease in his garden, both the incidence
and severity of disease. To this end we implemented a smartphone-based diagnostic
system which a farmer with a smartphone can use to get the state of health of his
garden in real-time.
The way the system works is that the farmer using his smartphone can take an
image of the diseased crop in his garden, have that uploaded to a server which automatically classifies the disease and level of severity and relays this information to
the farmer in real-time. By using the application at different locations in his field, the
farmer is able to get a sense of the state of health of his garden and plan appropriate
interventions. Figure 3.6 depicts screenshots of the smartphone application in use.
The application uses a client server architecture with an Android app as the
client and a falcon rest backend python framework acting as the server. The server
runs the disease diagnosis algorithm and provides results after analysing a cassava
leaf image. We use Retrofit (Square, Inc. 2013), a type-safe REST client for Android,
as the networking library to make the HTTP calls.
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Figure 3.6: Screenshots of the smartphone application for remote diagnosis of crop

health.

3.5

Discussion

In this chapter we have presented a smartphone-based diagnostic system for cassava crop health that leverages machine learning to solve the problem of identifying disease in the field from analysis of plant leaf images. We have shown how we
extract the relevant features that represent disease from the leaf images and train
machine learning algorithms to be able to differentiate diseases based on these features.
Different feature extraction techniques were selected and tested. Particularly we
extract color hue and ORB shape/interest keypoint features from the leaf images.
We found ORB to be a fast and reliable replacement for SIFT and SURF which are
patented and non-free for this application.
Results indicate vastly varying performance for the Color and the ORB featuresets. It is likely color which performed well in previous studies fails here because
all diseases tend to present with a yellowish color. Previously color performed well
for the problem of differentiating between a diseased and healthy leaf. For differentiating between two or more diseases, it appears not to do well. ORB on the other
hand offers superior performance when the feature vectors are extracted using the
bag-of-visual words approach.
We also present results obtained from applying different algorithms in a multiclass classification system for diagnosing the severity of disease based on the leaf
images. Again we notice considerable performance with the ORB features for all
algorithms. However the range of severities used in this work is not complete due
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to insufficient data in severity level 5. However for practical purposes this may not
be an issue since most times by the time a plant gets to severity level 5 it is clearly
visibly sick and can only be uprooted as an intervention.
Results for the ORB features are unusually high so we further investigated this
result. As is evident, cross-validation and use of different classifiers gives similar
results, so it appears we are not overfitting the data. We looked through the images
and noticed there were some repetitions of images resulting from data collectors taking more than one picture of the same image to improve clarity. The performance
shown is after removing duplicate data from the derived featuresets. On average
we notice about 40 duplicates in the whole derived dataset of 7386 samples, so this
again does not account for the unusually high performance. The classes are generally highly imbalanced but even with down sampling performance do not change
much. We thus conclude that the feature extraction with ORB and bag-of-visual
words offered the superior advantage in this case.
We conclude by embedding this work into a smartphone based diagnostic system for farmers in remote places. Particular dependencies of the system are the
farmer must have a smartphone and a working data connection. Some of the future
work will be in implementing a low power first pass offline version of the application on the smartphone that can give a preliminary diagnosis that can be ratified
once the device gets online.

Part II

Disease Diagnosis with Spectral
Data

Based on:
G. Owomugisha, F. Melchert, E. Mwebaze, J. A. Quinn, M. Biehl – “Machine Learning for diagnosis of
disease in plants using spectral data, ” Int’l Conf. Artificial Intelligence, ICAI’18, Las Vegas, Nevada, USA,
July 30-August 02, 2018.

Chapter 4

Machine Learning for diagnosis of disease in
plants using spectral data
Abstract
Automating crop disease diagnosis is becoming an increasingly important task, in particular for areas where there is a scarcity of experts. Several attempts made have centered
on the analysis of leaf images particularly for diseases that manifest on the aerial part of
the plant. It has always been a challenge to get the right dataset and extract the relevant
features from the images that can represent the disease unambiguously. Image data also
tends to be prone to effects of occlusion that make consistent analysis of the data hard. In
this Chapter we take a look at the use of spectral data collected from leaves of the plant.
We analyse data from visibly affected parts of the leaf and parts of the leaves that appear to be healthy, visibly. We analyse the obtained data by prototype based classification
methods and standard classification models in a three-class classification problem. Results point towards significant improvement in performance using spectral data and the
possibility of early detection of disease before the crops become symptomatic, which for
practical reasons is highly significant.
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Introduction

The state of the art process of identifying diseases in plants in the field is commonly
by use of visual symptoms which an agricultural expert is able to relate to particular
diseases in the plant. For places where experts are not available or where farmer
knowledge is insufficient, other methods for carrying out field-based diagnoses are
a critical need. Computational work in this area has been towards automating this
process through building machine learning models that can take an image of a leaf
and predict whether the plant is affected by the disease or not.
This research builds on previous work defined in Chapter 2 and considers work
by other groups that has focused on automating the detection of cassava diseases
e.g. (Ramcharan et al. 2017). Most of the earlier work considers the use of leaf
images as the key data input into the model and in order to be effective, diseases
symptoms need to be visible or in advanced stages. From a practical point of view,
however, once symptoms have manifested, little can be done to save the situation
since the disease has spread to almost all the neighboring plants e.g Figure 4.1 illustrates the sever effects caused by CBSD disease detected in late stages.

(a)

(b)

(c)

(d)

Figure 4.1: Crop effect as a result of late diagnosis (a - clean cassava tuber; b,c,d severe effects caused by CBSD disease)

Spectroscopy is a field aimed at studying how different materials interact with
light, particularly which wavelengths will be absorbed or reflected by a material
once the material is exposed to rays of light. We leverage spectroscopy in this study
to exploit how plants manifesting different diseases interact with light. Our hypothesis is that disease causes several metabolic changes in the biology of the leaf that
can be teased out through spectroscopy. To this end we collect spectral data from
different leaves, diseases and health as well as from different parts of the leaves; and
differently affected parts of the leaf and analyse the associated spectral information.
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A key outlook from this work is the possibility of detecting disease earlier or
before a diseased plant is symptomatic. This has implications in the timeliness and
effectiveness of interventions that can be applied to the crops. In this current work
we test this hypothesis by looking at leaves on visibly diseased plants that still look
healthy, so we know they are infected but are not yet symptomatic, as well as looking at visibly diseased parts of the plant. Our results indicate the possibility of this
technique actually working for early detection of disease using spectrometry.
First, we present some work that has already been done in the area of spectrometry for inferring disease in other crops.
Imaging spectroscopy has received broad interest in various sectors of agricultural research, including soil science (Wetterlind et al. 2013, Raphael 2011) and crop
disease monitoring. A good review of some of the imaging spectroscopy technologies used in this context can be found in (Sindhuja et al. 2010). Generally, they
belong to two categories: spectroscopic and imaging-based, and volatile profilingbased plant disease detection methods.
A multi-spectral imaging system for the diagnosis of plant diseases and insect
pests is presented in (Feng, Liao, Liang, Zhao and Dai 2009). The same technique
has been applied in diagnosing cucumber diseases (Feng, Liao, Zhao, Luo and Li
2009). The use of fluorescence spectroscopy has also attracted many researchers
(Pedros et al. 2008, Schweiger et al. 1996, Lang et al. 1991). This technology involves
using a beam of light, usually ultraviolet light, that excites the electrons in molecules
of certain compounds and causes them to emit light; typically, but not necessarily,
visible light. This technique has been used to detect mechanical and disease stresses
in citrus plants (Belasque et al. 2008). The same technology has also been applied
in (Wetterich et al. 2013) where computer vision and machine learning techniques
were developed to detect Huanglongbing Citrus Disease.
A field imaging spectroscopy system to retrieve chlorophyll content from soybean leaves is discussed in (Bo et al. 2014). The methods used in this application
were multiple linear regression, partial least squares regression and support vector
machine regression. Methods for early detection of rice blast using near-infrared
hyper-spectral image are presented (Yang et al. 2012). The use of Near Infrared
Spectroscopy to analyse Cold Rice Blast has been discussed (Tan et al. 2012).
Overall, spectroscopy as a tool for measuring the state of biological sample is
becoming prevalent and in this work we show first attempts at harnessing it for
address viral disease diagnosis in cassava. However, by nature spectroscopy data
comes in large dimensions and to address the disease classification challenges in
cassava, we investigate feature dimensionality and classification techniques. For example, (Villmann and Merényi 2008) present machine learning approaches and pattern recognition for spectral data. The use of Relevance Learning to classify diverse
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samples such as Scotch Whisky, wine and other datasets has also been considered
in literature (Melchert et al. 2016a, Backhaus et al. 2012).

4.2

Materials & Methods

Here we describe the data collection process, pre-processing and analysis of the
acquired data.

4.2.1

Data collection

To carry out the experiments, two types of data were collected, each dataset broken
up into different categories to represent the disease classes. Figure 4.2 illustrates the
data collection pipeline for automated cassava disease diagnosis. The first type of
data consisted of 760 images of cassava leaves in the field, taken using a smartphone
camera with a resolution of 72dpi. The leaf images were evenly split in three categories; (i) those representing Cassava brown streak disease (CBSD), (ii) those representing Cassava mosaic virus disease (CMD) and (iii) those representing healthy
control plants (HC). Experiments on this data focused on image-based techniques
of disease diagnosis.
The second type of data acquired was spectrometry data corresponding to the
leaves from which the image data was collected. This data was acquired with the
use of a CI-710 miniature leaf spectrometer (CID Bio-Science Inc 2010). The device
is USB powered and portable so it can be used to collect field measurements. Specialised software that comes with the device allows us to collect the spectra from the
leaves.
From experiments carried out in the field, we realised that several parameters
influence the intensity and shape of the spectra obtained, illumination being of particular importance. For this reason, we collected data directly in the fields under
natural light. We also focused on reflectance mode since previous measures and experiments did not show significant difference between reflectance and transmission
spectra obtained for these leaves.
We collected data for plants aged 6 to 9 months. At this age, diseased plants
manifest symptoms and across several cassava varieties (Nakabonge et al. 2018), five
were considered. Within a variety, three plants were considered and three leaves for
each plant were sampled. For each leaf, two readings were taken on each leaf lobe:
one on the good part (not visibly showing symptoms) and another one on the bad part
(part showing visible disease symptoms). Because the spectrometer takes readings
on a small area of the plant about 7.6 mm in diameter, readings for every leaf lobe
were recorded in order to achieve a representative and reliable sampling. Note that
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this was taken care of during validation of the models, so that we never trained
and tested on data from the same plant. In total, 760 data points were collected
for evenly distributed disease classes. Figure 4.3 illustrates what the terminology of
good and bad leaf parts.

Figure 4.2: Cassava disease automated diagnostic pipeline as described in 4.2

4.2.2

Image data processing

Following methodologies from previous work (Mwebaze and Biehl 2016) on cassava disease diagnosis using leaf images, we extracted color (HSV) and SIFT features because they have been shown to accurately capture the manifestation of the
different diseases in the leaves of cassava plants. For color, a Hue, Saturation, Value
(HSV) color transformation of the image is computed. Of the three components,
Hue has been found to be more significant and histograms of 60 bins of this component are considered. SIFT features descriptors that comes in 128 dimensions are
also extracted. Both color and SIFT features are computed using OpenCV libraries
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Figure 4.3: Data collection in the field & depiction of good and bad part of leaf

(Bradski 2000).

4.2.3

Spectral data pre-processing

Spectral data is very sensitive not only in acquisition but also at analysis stage. In
this section we discuss the different data scaling and transformation techniques we
found useful during analysis as we classified two cassava diseases (CBSD and CMD)
as well as healthy crops. We begin by defining basic concepts.
Data scaling
Two terms; data normalization and standardization are often used interchangeably
but mean different things. Normalization refers to re-scaling values into ranges of,
for instance, zero to one while standardization means re-scaling values to display,
e.g., zero mean and unit variance in a given data set. Under standardization, we
investigated on methods including; mean, median, standard deviation, data shifting
and Z-score. Considering data sets of the following form:
txµ , y µ uP
µ“1

(4.1)

where xµ P RN are feature vectors, the labels y µ P 1, 2, ...C specify their class
membership and P is the number of observations (spectra). The mean ϑ of the spectra is computed as:

ϑ“

řP

µ“1

P

xi µ

(4.2)
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The standard deviation δ is given by the following equation.
δ“

řP

µ“1 pxi

µ

´ ϑq2

P´1

(4.3)

We also experimented with signal shift given by:
x̄µi “ xµi ` pk ´ ϑpxµi qq

(4.4)

where k is a positive constant and ϑ the mean of data samples.
Z-score is one of the widely used data standardisation methods. Z-score ( zi ) is
computed by subtracting the sample mean (ϑ) from the target data point (xµi ) and
dividing by the target standard deviation (δ):

zi “

x i µ ´ ϑi
δi

(4.5)

Under normalization, we experimented with L1 normalization (xµpL1q ) and L2
normalization (xµpL2q ).

xµpL1q “ řP

xi µ

µ“1 pxi

µq

(4.6)

L2 normalization divides a data point (xµi ) by the square root of the sum of the
squared intensities of the spectrum:
xi µ
xµpL2q “ bř
P
µ 2
µ“1 pxi q

(4.7)

where i P t1, 2, .....N u and µ P t1, 2, .....P u. More on these normalization techniques for spectral data can be found in (Randolph 2006).
Dimensionality reduction
In the experiments, we performed data transformation in order to identify useful
low-dimensional representations of feature vectors. Spectral data come with thousands of dimensions that are also highly correlated with each other. Therefore, understanding the underlying correlation patterns is useful in representing the data
set compactly with fewer variables as well as separating out relevant signals from
unwanted noise and also reducing the computational complexity. In this chapter

38

4. Machine Learning for diagnosis of disease in plants using spectral data

we focus on dimension reduction as an important aspect for practical deployment
purposes. We considered two approaches for the dimensionality reduction.
Our first approach is functional approximation by Chebyshev polynomials. The
functional nature of the data can be exploited systematically by using appropriate
representations. In particular, Chebyshev polynomials of the first kind have been
employed for a set of basis functions and showed good classification performance
in several applications, see (Melchert et al. 2016a, Melchert et al. 2016b).
The assumption that available spectral data xµ result from equidistant sampling
of the real physical spectrum f µ pλq of a leaf sample motivates the following relation:
xµi “ f µ pλi q , i “ 1, 2, . . . , N

(4.8)

where λi represents sampling points of the spectrum defined by the employed sensor.
Given a suitable set of basis function gk pλq it is possible to represent f µ pλq as a
weighted sum:

f µ pλq “

8
ÿ

k“0

cµk gk pλq.

(4.9)

Restricting the maximum number of basis functions to a finite number n, Eq.(4.9)
yields an approximation fˆµ pλq of the original spectrum.
The computation of the coefficients cµk , k “ 1, 2, . . . n can be formulated as an
optimization problem, achieving best approximation quality (e.g. mean square error) for a given number of basis functions. For Chebyshev polynomials of the first
kind, the computation of coefficients can be done in an effective manner employing
a single transformation matrix:
cµ “ Cxµ where x P RN ,

(4.10)

C P RnˆN and c P Rn .

(4.11)

In practice, setting n ! N yields an efficient dimensionality reduction which
does not require prior knowledge of the data. Furthermore, this includes an implicit denoising of the spectral information by discarding higher order polynomials
(Melchert et al. 2016a).
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Our second approach to dimensionality reduction was the use of principal component analysis (PCA). PCA is a widely used standard technique for correlation
analysis and dimensional reduction e.g. (Vasan and Surendiran 2016). The technique is a linear projection operator that transforms random variables into a new
random variable that has maximum variation.
Consider a data matrix X pM ˆ N q, where M is the number of points, and N is
data dimensions.
The transformation is defined by a set of N -dimensional vectors of weights or
coefficients wpkq “ pw1 , ...., wN qpkq that map each row vector xpiq of X to a new
vector of principal component scores tpiq “ pt1 , ...., tl qpiq , given by
tk piq “ xpiq ¨ wpkq for i “ 1, ...., n k “ 1, ...., l
in such a way that the individual variables pt1 , ...., tl qpiq of t considered over the data
set successively inherit the maximum possible variance from X, with the coefficient
vectors wpkq being orthogonal unit vectors.
For dimensionality reduction, PCA transforms X into Y pM ˆ N 1 q. However,
not all the principal components need to be kept. Keeping only the first principal
components yields N 1 ď N .
These techniques are also used in the next chapters, therefore reference to this
section will be required for definitions.
In our experiments we used the following pre-processing pipeline: For spectral data shown in Figure 4.4, we considered the region between the wavelengths
400 nm ´ 900 nm after truncating the smallest and largest wavelengths where the
measurement appears to be very noisy. Next step was smoothing the spectra. We
compared two filtering techniques: median (Arias-Castro and Donoho 2009, Hamza
et al. 1999) and average (Smith 1999). For both, we used a window size of 15 nm.
Our experiments showed that average filtering yielded better classification results
for this window size. As a consequence, average filtering was applied on all the
data. After this step, we performed data scaling and we applied data shift because
of its good accuracy and feature presentation compared to other methods. We then
apply dimensionality reduction techniques that could also be interpreted as optional
pre-processing step but will be discussed separately in Chapter 5.

4.2.4

Training a diagnosis classifier

Several options abound for which type of model to train for this kind of data. Previous work has used convolutional neural networks (CNNs) (Ramcharan et al. 2017,
Sladojevic et al. 2016) and prototype based methods with great success (Mwebaze
et al. 2011, Mwebaze and Biehl 2016). We are restricted in the use of CNNs here
because of the limited size of our dataset. Our choice was thus prototype based
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Figure 4.4: Spectral data in raw form, illustrating mean spectra (over classes). We

consider the region between 400 nm ´ 900nm after truncating the smallest and
largest wavelengths marked by the vertical lines.
Learning Vector Quantization (LVQ). We compare this method with some standard
machine learning algorithms from the SciKit-learn toolbox (Pedregosa et al. 2011).
For our experiments we use the following: (i) K-Nearest Neighbour (KNN) (Altman
1992) because it is very similar in flavor to prototype based methods, (ii) Linear Support Vector Machine (SVM) (Gunn 1998) because it has shown good performance
previously (Mwebaze and Biehl 2016), and (iii) Decision trees, because these have
also previously (Owomugisha and Mwebaze 2016) shown good performance particularly the Extremely Randomized Trees (Extra trees) algorithm (Geurts et al. 2006).
Prototype-based classification methods
As a set of methods that have given good performance in previous classification
tasks related to cassava images, we give a small review of the motivation behind
prototype-based classification methods. Suffice to say that these methods are very
intuitive because of the training process. A prototype is trained in the space of the
data. For deployment purposes, prototype-based methods are also very simple to
integrate into a diagnosis pipeline like that on a smartphone.
The simplest prototype-based classification algorithm, Learning Vector Quantization (LVQ) was introduced in (Kohonen 1986) and since then various modifications have been suggested in the literature all aiming at better convergence or
favorable generalization behaviour (Sato and Yamada 1995, Schneider et al. 2007).
In LVQ, a particular classification task is defined by a set of M prototype vectors
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wj P RN which carry labels cpwj q P t1, 2, ...Cu such that W “ twj , cpwj quM
j“1 . The
system can be set up with one or more prototype vectors per class. For this experiment, we considered one prototype vector for each class.
A nearest prototype classifier (NPC) assigns a given feature vector x P RN to the
closest prototype with respect to some meaningful distance measure.
Most frequently, standard Euclidean distance dpw, xq is employed. The corresponding NPC assigns x to the class cpwL q of the closest prototype with dΛ px, wL q ď
dΛ px, wj q for all j.
An important conceptual extension of the basic LVQ concept is so-called relevance learning: There, an adaptive distance dΛ is used where Λ denotes a set of
adjustable parameters which are adapted, together with the prototypes, in a datadriven training process.
The GMLVQ algorithm proposed in (Schneider et al. 2007) employs a full matrix Λ P RN ˆN of relevances that represents the importance of single features and
their combinations in the classification task. Here, the distance measure dΛ px, wq is
defined as:
dΛ px, wq “ px ´ wqJ Λpx ´ wq,

(4.12)

where the parameterization Λ “ ΩJ Ω guarantees that dΛ px, wq ě 0 for arbitrary
matrices Ω P RN ˆN . In order to avoid numerical degeneracies, a normalization constraint of the form
řN
řN
2
i“1 Λii “
i,j“1 Ωij “ 1

is imposed. In GMLVQ, the training process is guided by the optimization of a cost
function of the form suggested in (Sato and Yamada 1995):
˙
ˆ Λ
p
ÿ
d pxi q ´ dΛ
K pxi q
(4.13)
Φ JΛ
EpW q “
dJ pxi q ` dΛ
K pxi q
µ“1

where dΛ
with cpwJ q “ yµ and
J denotes the distance to the closest correct prototype
`
˘
Λ
J
dK is the distance to the closest incorrect prototype cpw q ‰ yµ . The modulation function Φ is frequently chosen to be a sigmoidal function. Here we resort to
the identity Φpxq “ x in order to avoid the introduction and tuning of additional
parameters.
This model based on learning a relevance matrix (Hammer et al. 2005, Schneider
et al. 2007) also provides us with a way of reducing the dimensionality of the spectral data in this case as the trained obtained relevance matrix is typically of low rank
(Biehl et al. 2016). In the next chapter, we extend this method to identify relevant
wavelengths that are most important for classifying the different diseases. The major goal is to extend this to the construction of a simpler, cheaper spectrometry tool
that offers analysis in a limited wavelength band.
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Validation
For all the models we train, we carry out a 10-fold cross validation and average the
performance over the folds. Previously (Chapter 3), we explored with KNN, linear
SVC and Extra trees. Here, we employ the following parameters: K=15 for the KNN,
C = 1 for the linear SVC and 200 estimators for the Extra trees algorithm. For the
GMLVQ algorithm we employ standard parameters used in the GMLVQ tool box
which is available online (Biehl 2016).
A particular precaution had to be made for the spectral data. Since the data
collection process involved picking more than one sample from a particular plant, it
was important to choose a validation strategy that matches this condition in order
to avoid training and testing on data from the same plant. We kept track of the
class label (HC, CBSD and CMD) and as well as the unique plant labels (also called
groups). During training, the cross validation splits were based on plant groups and
the validation scheme was Shuffle-Group(s)-Out cross-validation as implemented in
the SciKit-learn toolbox (Pedregosa et al. 2011).

4.3
4.3.1

Results
Good vs. bad part of leaves in spectral data

A key aspect of this work was to figure out whether the location of where spectra
were taken from a leaf matters, particularly if there is a significant difference between taking spectral data from visibly infected parts of the leaf (bad part) or from
parts of the leaf that were not visibly infected (good part). We run the battery of algorithms on the two datasets and present the results in Table 4.1. The results (accuracy
scores) point towards a marginal difference between the two parts for some of the
algorithms, SVC, KNN and Extra trees, but show significant difference for GMLVQ.
All results presented here are for a multi-class problem and the two datasets are
composed of three classes (Healthy, CBSD and CMD disease).
Table 4.1: Spectral data dependence on leaf quality (Healthy vs. CBSD, CMD). Over-

all cross-validation accuracy scores (%) for the different algorithms.
Leaf part
Classifier
Bad Good
KNN
0.919 0.923
Linear SVC 0.941 0.957
Extra trees
0.917 0.927
GMLVQ
0.937 0.973
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Table 4.2: Confusion matrix (%) for Bad part of leaf with GMLVQ

Healthy

CBSD

CMD

98.70
0
0

1.30
100
17.04

0
0
82.96

Healthy
CBSD
CMD

Given this initial analysis, for the rest of the experiments we use the spectral data
taken from the good part of the leaf.

4.3.2

Image-based features vs spectral data

Our hypothesis is that spectral data can offer better representation of the inherent
disease in the plant than image data. Our first experiment was to test this hypothesis. Table 4.4 gives a depiction of the results. As is evident we see superior performance of each of the algorithms on spectral data than on the color and SIFT features
extracted from the images. The metric used is the overall cross-validation accuracy
score. From the results, it appears spectral data is a more useful representation of
the cassava plants than image data. A drawback one immediately sees is that the
dimensionality of the spectral data (2554 features) presents a challenge. Another
observation from this work is that, spectral data works for “good” and “bad” parts
while image data can only work on bad parts.

4.3.3

PCA spectral features

Using PCA, we are able to reduce the spectral data dimension from 2554 to 30 principal components. In Figure 4.5, we illustrated the performance for n principal components thus justifying the choice for using 30 principal components. We use these
as features in the training of the battery of classification algorithms. Table 4.4 shows
the results from these experiments. Generally we see a marginal improvement in all
algorithms when this reduced feature set is used. A clear advantage from this is that

Table 4.3: Confusion matrix (%) for Good part of leaf with GMLVQ

Healthy
CBSD
CMD

Healthy

CBSD

CMD

100
0
0

0
100
8.2

0
0
91.8
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Table 4.4: Overall cross-validation accuracy scores (%) with different data features
(Healthy vs. CBSD, CMD)
Spectral
Classifier
Color SIFT
Original PCA
KNN
0.705 0.849
0.923
0.932
Linear SVC 0.738 0.895
0.957
0.959
Extra trees
0.803 0.889
0.927
0.944
GMLVQ
0.742 0.901
0.973
1.000
100
Principal components

Correct classification rate

98
96
94
92
90
88

0

10

20

30

Functional approximation level

40

50

60

Figure 4.5: Overall accuracy (%) with increasing number of principal components

with GMLVQ algorithm.
there is a reduction in noise in the data when we do a PCA transformation, however
the corresponding disadvantage is that we are not not able to identify the relevant
wavelengths critical for classification of the different diseases. Also for a live system
this introduces a computational penalty in transforming the data, however which
could be compensated for by the reduced time to do the prediction.

4.4

Discussion

This chapter has introduced a method based on spectrometry which constitutes a
novel approach in the context of field based diagnosis of cassava disease. To the
best of our knowledge, we are not aware of any other work combining spectrometry and classification for cassava diseases as presented here. Our experimental
results are promising. The first result in Table 4.1 comparing the bad and good parts
of a leaf was a bit surprising. In these results, we noticed a marginal difference in
the performance albeit for one algorithm where there was a significant increase in
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performance for the experiment using the spectral data from the good part. Analysis of the confusion matrix, Table 4.2 gives a glimpse at why this may be so; for
experiments with the bad part we observe the classifier confusing CMD and CBSD
diseases which could result from the metabolic mechanisms that represent disease
being obscured by the disease visibly infected part of the plant.
Table 4.4 provides evidence of the superiority of spectral data compared to image data for classification of viral disease in cassava. One explanation is that spectral data captures the inherent metabolic changes related to the disease infecting
the plant, and probably different diseases manifest differently. As mentioned image data is also prone to occlusion making it less accurate in prediction. The GMLVQ also provides superior performance compared to other algorithms, see Table
4.3 probably because the nature of the data allows for formulation of very representative prototypes.
A practical problem with the use of the spectral data is the large dimension of
the data. A possible solution is to use PCA for the extraction of the most relevant
information. Table 4.4 presents results of running the same battery of algorithms
on the PCA representation of the spectral data (30 features). We observe very high
accuracies for the reduced set. For practical purposes, a model based on a reduced
set of features is best. But we lose interpretability of the features, in this particular
case, the wavelength band that would be critical for detection of a particular disease. However, GMLVQ also provides us with another advantage to reconstruct
the original features using the coefficients thus 30 principal components are a good
representation for our problem.

4.5

Conclusion

This chapter has shown the efficacy of using spectral data to do field diagnosis of
disease compared with image data, the de-facto automated diagnosis methodology.
Experiments show a significant gain in prediction accuracy for disease with spectral
data. This work has also demonstrated the consistency of spectral data collection
from different parts of the leaf. Of particular interest is the collection of spectral
data from the good part of the leaf which has implications for doing detection of
disease in the plants before they are symptomatic. This will form the crust of our
future work.

Based on:
G. Owomugisha, F. Melchert, E. Mwebaze, J. A. Quinn, M. Biehl – “ Matrix relevance learning for
multi-class classification with spectral data”, Submitted.

Chapter 5

Matrix relevance learning for multi-class
classification with spectral data
Abstract
We discuss the use of matrix relevance learning, a popular extension to prototype learning algorithms, applied to a three-class classification task of diagnosing cassava diseases
using spectral data. Previously this diagnosis has been done using plant image data
taken with a smartphone. However, for this method, disease symptoms need to
be visible and, once symptoms have manifested, the root of the plant is already
affected and can no longer be used as food. This research is premised on the hypothesis that diseased crops without visible symptoms can be detected using spectral information, allowing for early action measures. We analyze visible and near-infrared spectra
captured from leaves infected with two common cassava diseases (cassava brown streak
disease and cassava mosaic virus disease) found in Sub-Saharan Africa as well as from
healthy plants. The spectral data come with thousands of dimensions, therefore different
wavelengths are analyzed in order to identify the most relevant spectral bands. To cope
with the nominally high number of input dimensions of data, functional decomposition
of the spectra is considered. The outlined classification task is addressed using Generalized Matrix Relevance Learning Vector Quantization and compared with the standard
classification techniques performed in the space of expansion coefficients.
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Introduction

The ability to quickly diagnose disease in the field is of critical importance in most
agro-reliant economies the world over. For places where the crop is not only of economic but also food security importance, this is particularly crucial. In this chapter
we further investigate improved ways of accurately diagnosing plants in the field
by leveraging a unique dataset: spectral data from plant leaves and using improved
algorithms that not only provide higher accuracy but also a profile of wavelengths
that are most important for the classification.
We particularly focus on cassava (Manihot esculenta), a staple crop in Sub-Saharan
Africa that feeds over 500 million people daily. Cassava suffers from two serious
diseases: cassava brown streak disease (CBSD) and cassava mosaic virus disease
(CMD). According to (Zeyimo et al. 2019), CBSD and CMD together account for
over 90% of yield losses in cassava production systems in Sub-Saharan Africa. This
in turn greatly affects smallholder farmers.
We present an approach to detection and diagnosis of CBSD and CMD based on
image spectroscopy to extract representative features from example leaves manifesting these diseases, and machine learning for building the predictive models based
on such data. This work is an early step in our endeavor to run experiments on diseased but non-symptomatic cassava plants using spectral data collected from spots
on a diseased leaf that are symptomatic and spots that are non symptomatic. The
novelty in our approach is not only applying spectroscopy in field-level diagnostics of cassava but also optimizing the models for fewer features of the data while
maintaining accuracy. This is very important for deployment. Our eventual goal is
to deploy these models in low-cost sensor devices to capture spectral data from the
leaves and low-cost smartphone devices to run the built models on these datasets.
The field of feature engineering and feature selection provides techniques for
reducing the number of required features of input data, usually making the model
simpler and less prone to bias from noise in unnecessary features. Here we employ
Generalized Matrix Relevance Learning Vector Quantization (GMLVQ), a highly intuitive algorithm that can be optimized in the training to give high accuracy and
also detect the most important features relevant for the classification.
We specifically apply GMLVQ here for a number of reasons: It has been used successfully in previous, related studies and displayed favorable performance (Schneider
et al. 2008, Melchert et al. 2016a, Melchert et al. 2019). It is, however, not our aim to
show that GMLVQ outperforms other classifiers in the problem at hand. Prototypebased systems in general are natural tools for the analysis of multi-class datasets.
GMLVQ is particularly suitable for the combination with efficient dimensional reduction methods in terms of functional representations or PCA. As outlined in sec-
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tion 5.2, the actual GMVLQ training is implemented efficiently in the corresponding
coefficient space without losing other favorable features of prototype-based learning. Most importantly, GMLVQ offers great interpretability and insight into the
importance of features for the classification and can serve as a tool for the identification of relevant spectral wavelengths. Here, we exploit these important aspects to
a large extent as outlined in greater detail in section 5.2.1.
The sections that follow describe the experimental procedure we applied to provide evidence of the efficacy of using spectral data for this task and optimizing the
models for a reduced featureset of the data. First, we give a small synopsis of the
literature related to the use of spectroscopy for classification and some examples,
section 5.2 describes the GMLVQ algorithm, section 5.2.1 discusses feature selection
and dimensionality reduction, section 5.3.1 describes the experimental set-up we
employed and results and discussion follow in section 5.4 and 5.5 respectively.
A common way to diagnose crops in the field has been leave images, for instance
taken with a smartphone. Several recent studies have demonstrated the efficacy of
these methods on visual diagnosis of different crops. This work builds on previous
studies in (Aduwo et al. 2010, Tuhaise et al. 2014, Owomugisha and Mwebaze 2016)
and(Mwebaze and Biehl 2016) that focused on the use of conventional smartphone
camera plant images to diagnose disease in the field.
Image data are prone to several challenges including occlusion, varied lighting
conditions, varied image background effects and effects of scale and depth that require rigorous training to get robust algorithms. Spectral data tend not to be affected by these factors and have found favor with several researchers. Examples of
successful use of spectral data in early disease detection is found in some of the following work: Fluorescence spectroscopy to detect mechanical and disease stresses
in citrus plants is used in (Belasque et al. 2008). A similar methodology was also
employed for detection of diseases in citrus plants in the USA and Brazil (Wetterich
et al. 2013). Methods for early detection of rice blast disease using near-infrared
hyper-spectral imaging are presented (Yang et al. 2012). Some research has focused
on a combination of pests and diseases, for example (Feng, Liao, Liang, Zhao and
Dai 2009) employed multispectral imaging methodology for the diagnosis of plant
diseases and insect pests. The use of near infrared spectroscopy to analyze cold
rice blast was discussed (Tan et al. 2012). Hyper-spectral data were used for the
pre-symptomatic detection of infections in sugar beet (Arens et al. 2016).
The uniqueness of our work is the extension toward the early detection of diseases in plants based on spectral data. Using images only works once the diseases
have manifested physically on leaves of the diseased plant. Using hyper-spectral
imaging techniques is infeasible in our context because of the costs associated with
acquiring the hyper-spectral cameras. Spectrometry gives us the opportunity to de-
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tect disease before it is symptomatic giving the small holder farmer in our case a
window of time to apply an intervention to control the disease.
This work is an extension of previous chapters that investigated diagnosing cassava diseases using spectral data from visibly infected leaves compared with use of
image-based features extracted from crop leaves taken by a mobile camera. A key
aspect of this earlier work was to understand whether the location of where spectra
was taken from a leaf matters, particularly if there is a significant difference between
taking spectral data from visibly infected parts of the leaf or from parts of the leaf
that are not visibly infected. Results of that study showed a significant increase in
performance for the experiment using the spectral data from the good part.
Another aspect of spectral data is that it is very high-dimensional, nominally
comprising for instance more than 3600 features or dimensions. A feature preprocessing step is thus essential in this case to ensure our models do not suffer from
the large p small n problem.
To do this, we apply and compare different processing strategies and machine
learning frameworks for the actual diagnosis task. As the baseline approach, we
consider the use of the original high-dimensional data. To reduce data dimensionality, we employ the functional representation of spectra in terms of polynomial approximations and formulate the machine learning in the space of the corresponding coefficients. The basic approach is introduced and investigated using
spectral data from different contexts and more general functional data (Melchert
et al. 2016a, Melchert et al. 2016b).
We also employ standard principal component analysis (PCA) as a dimension
reduction technique and compare it to the other schemes.
The ultimate aim is to identify a specific feature representation or particular features (i.e. wavelengths or ranges of wavelengths) which contain most information
for the classification and that will facilitate technical solutions using simple sensors.
The selection of features is mainly addressed within the example framework of
GMLVQ, e.g. (Schneider et al. 2007, Schneider et al. 2009a). This prototype and
distance-based classifier was previously studied for detecting cassava diseases on
the basis of relatively few features directly derived from camera images in (Mwebaze
et al. 2011, Mwebaze et al. 2015, Mwebaze and Biehl 2016). We apply a similar
methodology here to show the comparative advantage of the different featureset.

5.2. The GMLVQ machine learning framework

5.2
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In chapter 2, we introduced a family of LVQ and in this area, we give a brief on
GMLVQ algorithm that outperformed other classifiers and also used for feature selection.
Considering a dataset of the form:
txµ , y µ uP
µ“1

(5.1)

where xµ P RN are feature vectors and the labels y µ P 1, 2, ...C specify their class
membership.
These data are generally standardized by performing a z-score operation as shown
in Eq. (5.2). This is computed by subtracting the sample mean (ϑ) from the target
data point (xµ ) and dividing by the target standard deviation (δ):
zi “

x i µ ´ ϑi
δi

(5.2)

where i P t1, 2, .....N u
From chapter 2 we defined a general LVQ system as a set of M prototype vectors
wj P RN which carry labels cpwj q P t1, 2, ...Cu such that W “ twj , cpwj quM
j“1 .
A nearest prototype classifier (NPC) assigns a given feature vector x P RN to the
closest prototype with respect to some meaningful distance measure.
From equation 2.2, adaptive distance dΛ is used in GMLVQ thus distance measure dΛ px, wq is defined as:
dΛ px, wq “ px ´ wqJ Λpx ´ wq

(5.3)

As suggested in (Sato and Yamada 1995), GMVLQ training is guided by the optimization of a cost function:
˙
ˆ Λ
p
ÿ
dJ pxi q ´ dΛ
K pxi q
.
(5.4)
Φ Λ
EpW q “
dJ pxi q ` dΛ
K pxi q
µ“1

In this work, we use the publicly available LVQ toolbox (Biehl 2017), which implements the batch gradient minimization of the cost function, Eq. (6.4), with adaptive step size control (Biehl 2017, Papari et al. 2011). If not specified otherwise, we
use default parameters as suggested in (Biehl 2017). Training yields the GMLVQ
classifier in terms of the prototype vectors and the relevance matrix Λ. Its diagonal elements Λii can be interpreted as the relevance of the corresponding feature
dimensions for the classification (Schneider et al. 2007, Biehl et al. 2016).
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Dimensionality reduction

Spectral data of the type considered here are nominally high-dimensional. As a consequence, the naive application of machine learning techniques will result in classifiers with a very large number of adjustable parameters, which causes problems
ranging from computationally expensive training to a potentially increased risk of
over-fitting.
The former is disadvantageous for efficient deployment of the model, for instance in mobile systems. The latter point could result in inferior generalization
performance.
It is important to realize that spectra, like other functional data, comprise highly
correlated features, as such the intensities of neighboring wavelengths can be expected to be very similar in a more or less smooth spectrum.
We consider three different approaches for the dimensionality reduction of the
data in order to circumvent the above mentioned problems.
In approach one, we use functional approximation by Chebyshev polynomials
and approach we apply PCA also used in Chapter 4.
A key aspect we investigated in this study was the optimal number of coefficients required to represent the spectrum. To do this, we performed back transformation of features from the coefficient space to the original spectral space.
Both dimension reduction schemes can be interpreted as a linear transformation
of the general form:
y “ Ψ x where x P RN , Ψ P RM ˆN and y P RM

(5.5)

which projects the original data, potentially centered in the case of PCA, to an
M -dimensional space with M ă N .
A low-dimensional y corresponds to M expansion coefficients in the polynomial
representation. When applying PCA, the components of y are the projections of x
on the M leading principal components.
We can compare the form of the distance measure in both spaces:
p ´ yq “ pw ´ xqJ ΨJ ΛΨpw
p
pv ´ yqJ Λpv
´ xq ” pw ´ xqJ Λpw ´ xq.

(5.6)

p Ψ.
v “ Ψw and Λ “ ΨJ Λ

(5.7)

Here we denote a prototype and the relevance matrix in the low-dimensional
p P RM ˆM , respectively. We observe that formally
space by v P RM and Λ
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p and although the training
Hence, we can back-transform the relevance matrix Λ
is performed in terms of Chebyshev coefficients or principal components, we can
identify the relevance of the original features, i.e. in terms of wavelengths or ranges
thereof.
Peak selection
Peak selection was our third approach to dimensionality reduction. The method selects a set of wavelengths with the highest peaks from the relevance profile obtained
from running GMLVQ on the original data spectrum. It has a very simple intuition;
the wavelengths with higher peaks represent areas in the spectrum where the sensor
had a strong response to the item being measured. Harvesting wavelengths where
there is a high response for the different classes provides an intuitive way of selecting features that may be relevant. This technique has commonly been used in many
signal-processing applications, e.g. (Liutkus 2015). Like the two methods (PCA and
Chebyshev polynomials) mentioned above, a subset of the original dimensions is
selected by constructing new dimensions.
Given our feature matrix Λ, we put an intensity threshold on Λii to eliminate
low-ranked features and select out wavelengths with a response above the threshold. We employ the convenient function f indpeaks defined in MATLAB(R2016a)
which works by finding local peaks or valleys (local extrema) in a noisy vector using a user-defined magnitude threshold to determine if each peak is significantly
larger (or smaller) than the data around it.

5.3

Experiments

Here we discuss the experiments carried out with spectra collected from leaves of
cassava plants and how the methods described were applied. First we describe
collection of the spectral data and the pre-processing applied. Next we present the
machine learning techniques and discuss how they are combined with polynomial
expansions and PCA.

5.3.1

Experiment design and data collection

Our goal was to collect representative spectral data from the leaves of cassava plants
under two conditions: when plants are healthy and when they are infected by the
two different diseases CBSD and CMD with visibly symptomatic leaves. In Fig. 5.2,
we provide some example images of leaves from the two diseases. The manifestation of disease on the leaf is determined to large extent by the variety of cassava and
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the severity of disease. In future work one goal is to relate the spectra extracted to
the severity of disease. For this current work however, we only looked at the binary
case, disease vs (visibly)healthy for the two diseases.
These data were acquired using a CI-710 miniature leaf spectrometer (CID BioScience Inc 2010). The device is USB powered from a device (e.g. tablet or laptop)
that makes the setup mobile and able to collect data in the field. To collect data,
the device is clamped onto a leaf of a particular plant and the profile of the amount
of light absorbed or reflected is captured as a spectrogram on the device for each
position of the clamped leaf.
Several ambient factors influence the intensity and shape of the spectra, illumination being particularly important. For this reason, we collected data directly
infields under similar lighting conditions.
We used the reflectance mode of operation of the spectrometer based on previous
experiments where reflectance and absorption modes of operation gave the same
performance for cassava leaves.
We collected data for plants aged 6 to 9 months from several cassava varieties
including Nase 3, Nase 4, Nase 14, Nase 19, Alado Alado, Magana, Orera and NAROCass
2 (Nakabonge et al. 2018). For each variety, three plants were considered; and for
each plant, three leaves were considered. For each leaf, two spectral readings were
taken on each leaf lobe: one on the best part (least affected/non-symptomatic) and
the worst part (most affected/symptomatic) (Fig. 5.1). Because the spectrometer
takes readings on a small area of the plant about 2cm in diameter, readings for every
leaf lobe were recorded in order to achieve a representative and reliable sampling.
Note that this was considered during validation, such that we never trained and
tested on data from the same plant. In total, 1,656 data points were collected for
evenly distributed classes: healthy, CMD and CBSD.

Figure 5.1: Depiction of asymptomatic(good) and symptomatic(bad) part of a leaf
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(a) Visibly healthy

(b) CBSD

(c) CBSD

(d) CMD

(e) CMD

Figure 5.2: Example images of leaves of cassava manifesting the different diseases.
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Figure 5.3: Illustration for class-conditional means of Cassava spectral data not individual spectra. The left panel displays raw, full signal, the right panel shows the
corresponding pre-processed spectra.

5.3.2

Data pre-processing

We follow the same pre-processing procedure defined in the previous chapter. In
Figure 5.3, we illustrate the original and the final pre-processed spectrogram for the
three classes. The resulting spectrogram correspond to 2,500 equally spaced feature
dimensions which was quite high. Although dimensionality reduction could also
be interpreted as optional pre-processing step, it is closely linked with training of
the model, therefore we present them separately.

5.3.3

Training and validation

The data collection involved picking more than one sample from a particular plant,
therefore it was important to choose a validation strategy that matched this condition in order to avoid training and testing on data from the same plant. We kept
track of the class label (healthy, CBSD and CMD) as well as the unique plant labels
(also called groups). During training, partitioning was based on plant groups and
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the validation scheme was Shuffle-Group(s)-Out cross-validation.
We employed the standard Scikit-learn (Pedregosa et al. 2011) implementation of
this cross-validation scheme for the algorithms that were implemented using Scikitlearn. In a similar way, this validation strategy was implemented for LVQ in MATLAB(R2016a) for the open source GMLVQ toolbox (Biehl 2017) that we employed
for the GMLVQ algorithm. For all the models we train, we carry out a 10-fold crossvalidation and average the performance over the folds. We employ parameter K=15
for the KNN algorithm, C = 1 for the linear SVC and 200 estimators for the Extra
trees algorithm. For the GMLVQ algorithm we employ standard parameters used
in the GMLVQ tool box which is available online (Biehl 2017).

5.4

Results

In this section we present results of training the LVQ family of methods and other
standard algorithms (SVC and KNN) on the full spectral dataset and on the reduced
dataset with different kinds of feature reduction: PCA, Chebyshev and peak methods. As a baseline we also applied a Convolutional Neural Network (CNN) using
1-D convolutional filters given the nature of the data. CNNs are models that have
been shown to have superior performance on many tasks from computer vision, to
natural language processing. One of the complexities of implementing CNNs is the
choice of the architecture required for a particular problem.
In our case, for comparison with other base algorithms we employed a convolutional neural net (CNN) with an architecture based on the principles of popular
models for image classification, but adapted to be suitable for 1D inputs. We use
repeated convolution and ReLu blocks, with a max-pooling operation at the end of
each block. A final fully connected softmax layer is used to perform the classification. This architecture is analogous to the VGG-16 architecture for 2D (image) inputs
(Simonyan and Zisserman 2014), using the same principle that the initial layers are
intended to capture ‘local’ patterns within the input, and the successive convolution
and max-pooling blocks successively downsample the input so that more global
patterns can also be captured. Note, however, that because in our case the model
operates on 1D spectral data, there would be no way to utilise existing CNN models such as VGG-16 for 2D data directly as starting points for training; we therefore
trained this model from scratch starting from a random initialisation.

5.4.1

Full spectral data

Our goal is two-fold: (1) to develop an algorithm that can perform well on spectral
leaf data and (2) to engineer the algorithm with a reduced featureset to a comparable
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performance. The first goal builds a baseline for building models for disease detection on cassava plants that are non-symptomatic and the second provides the base
for design and implementation of low-cost devices that can use the narrow bands
discovered as relevant in this study. The spectrometer we used costs in the order of
thousands of dollars, and we aim to build one costing tens of dollars.
To investigate model performance with the full spectral data (goal 1) we preprocessed the data by truncating the signal at the extreme ends of the spectrogram
and using the band 400 - 900 nm, as earlier described. We trained six algorithms,
three from the family of LVQ, two from Scikit-learn and a CNN. The LVQ algorithms included Generalized Learning Vector Quantization (GLVQ) that does not
train for relevances of the feature vector, Generalized Relevance Learning Vector
Quantization (GRLVQ) that is similar to GLVQ but that trains a vector λ which represents the relevance of the features and GMLVQ which uses a matrix of relevances
as described in an earlier section. The other three algorithms were a Linear Support
Vector Classifier (SVC), K-Nearest Neighbour and CNN.
Table 1 shows the classification accuracies for the six different algorithms with
the full dataset. We obtained good performance for the GMLVQ, SVC and CNN
algorithms, with the SVC algorithm showing the best performance on this dataset.
One important consideration to note in Table 1 is that feature reduction techniques
produce reduced featuresets that are not immediately amenable to calculating convolutions as is the case for CNNs, and performance thus degrades.
The profile of the wavelengths most relevant for the classification (Fig. 5.4) was
derived from the diagonal of matrix Λ from the GMLVQ algorithm. Results in Table
1 indicate that this provides some level of advantage over the SVC algorithm which
performed best with the original dataset.
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Figure 5.4: Feature relevance as quantified by diagonal elements of Λ, cf. Eq. (5.3), for original
spectra as feature vectors.
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Projections of the feature vectors onto the leading eigenvectors of Λ allows depicting the spatial location of the training data points in relation to the prototypes
per class see (Fig. 5.5). This 2-D representation shows good placement of the prototypes in the space of the training data.

Figure 5.5: Visualization of the dataset depicting the three major classes in the dataset plotted
as projections of feature vectors (original spectra) on the two leading eigenvectors of GMLVQ
relevance matrix.

5.4.2

Reduced feature space

For the reduced features we tried the three methods described in the previous sections: PCA, Chebyshev and a method based on truncating the peaks of the relevance
profile produced from training the algorithms on the full spectral data.
The challenge with feature reduction is to reduce the features from the 2500 features to a suitable number N that can represent the full spectrogram and still perform relatively well on the dataset. To determine a suitable N , we ran experiments
of a set of different N s and plotted the accuracy of the GMLVQ algorithm and compared these with the Chebyshev method and PCA methods for different values of
N (Fig. 5.7).
The results of this experiment were an optimal N for PCA of 30 coefficients and
Chebyshev of close to 200 components. We then trained our set of five algorithms
on these reduced featuresets of the data. Table 1 shows results of the PCA and
Chebyshev methods of feature reduction.
The peak method of selecting a set of wavelengths from the relevance profile of
the full spectral data is a fairly intuitive way of reducing the set of features. For
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Figure 5.6: Visualization of GMLVQ prototypes of the original spectra
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Figure 5.7: Performance of classifiers based on N Principal Component (left) and n

coefficients in the polynomial representation (right panel).

this method we used a threshold on the relevance profile to select the 30 most relevant features from the profile to train our algorithms. Results of the peak method
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Table 5.1: Overall accuracy in original feature space (400 - 900 nm) and when apply-

ing dimensional reduction techniques.
Classifier
Original
space
GLVQ
0.605
GRLVQ
0.845
GMLVQ
0.949
Linear SVC 0.972
KNN
0.786
CNN
0.969

Diagonal relevances

0.01

PCA

Chebyshev

Peaks

0.998
0.856
1.000
0.971
0.848
0.935

0.719
0.738
0.996
0.753
0.815
0.840

0.702
0.699
0.952
0.709
0.823
0.330

Feature relevance
Selected peaks
Threshold = 0.0024
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Figure 5.8: Selection of features with diagonal relevances (GMLVQ) above a threshold.

are shown in Fig. 5.8 and Table 1. We obtained the best performance with these reduced featuresets for the GMLVQ algorithm with the PCA feature reduction method
performing the best overall for all five algorithms.
A key idea of our experimentation was to determine how well we could derive
the relevance profile from the original spectral data profile using the reduced featuresets. By Eq. 5.7, we reconstructed the relevance profile from the reduced featuresets for PCA method using five coefficients (very few) and 30 coefficients (optimal
performance) according to Fig. 5.9.
The results of this back transformation are shown in Fig. 5.9. The resultant
shapes of the relevance profiles for all wavelengths tended to follow the shape of
the relevance profile of the original spectral data with the bi-modal distribution of
relevance. In a general way this justifies our choice of N for the PCA method.
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Figure 5.9: Diagonal relevances of GMLVQ in original feature space as reconstructed
after performing the training in terms of 30 (left panel) and 5 (right panel) principal
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5.5

Discussion

We presented a method of diagnosing disease from plant leaves in the field using
spectral data which is different from previous methods based solely on image data.
This method provides the first step in our search for a method that can be used to
diagnose disease in leaves before they are visibly symptomatic. In future work we
intend to look at spectral data collected from a more controlled environment where
plants can be inoculated and data collected before they are visibly symptomatic. For
this work, however, we obtained a comparable level of classification accuracy in the
difficult problem of classifying between a healthy cassava plant and those affected
by CMD and CBSD. Although the use of spectrometry for classification is not a new
idea, its novel application for this particular problem is highlighted.
The results showed improved classification accuracy when using a reduced featureset, particularly when PCA was used for feature reduction. The spectral data
were very noisy and it is possible that the feature reduction removed most noise
in the signal. As expected, performance of the CNN degrades with reduction in
the number of features since deep neural networks particularly excel with a large
amount of data and many features. We also observed an interesting change in top
performance with SVC performing best for the full spectrum data, but the roles
changed and GMLVQ performed best consistently with all the other reduced representations of the featureset. One explanation for this is that with the reduced
featureset, GMLVQ is able to train a more reliable relevance profile, which in turn
enhances performance of the algorithm. However, with SVC, which may not calibrate for relevance profiles of the features, the decision boundaries are thrown off
with the relatively fewer data points.
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Figure 5.10: Receiver operating characteristic curves for one class vs All (multi-class
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One aspect of our future work is to build a low-cost smartphone add-on spectrometer. This work provides a feature band of spectra that is most relevant for
diagnosing these serious diseases. One possible way of building the spectrometer is
by use of specific diodes (an additional cost of $5 ´ 8) that are sensitive at those particular relevant feature wavelengths and building a light emitting, absorption and
measurement system around that.

Based on:
G. Owomugisha, E. Nuwamanya, J. A. Quinn, M. Biehl, E. Mwebaze – “Early Detection of Plant Diseases
Using Spectral Data, ’Proceedings of the 3rd International Conference on Applications of Intelligent
Systems’, Las Palmas de Gran Canaria, Spain, Publisher: Association for Computing Machinery, 2020.

Chapter 6

Early detection of plant diseases using
spectral data
Abstract
Early detection of crop disease is an essential step in food security. Usually, the detection
becomes possible in a stage where disease symptoms are already visible on the aerial part
of the plant. However, once the disease has manifested in different parts of the plant,
little can be done to salvage the situation. Here, we suggest that the use of visible and
near infrared spectral information facilitates disease detection in cassava crops before
symptoms can be seen by the human eye. To test this hypothesis, we grow cassava plants
in a screen house where they are inoculated with disease viruses. We monitor the plants
over time collecting both spectra and plant tissue for wet chemistry analysis. Our results
demonstrate that suitably trained classifiers are indeed able to detect cassava diseases.
Specifically, we consider Generalized Matrix Relevance Learning Vector Quantization
(GMLVQ) applied to original spectra and, alternatively, in combination with dimension
reduction by Principal Component Analysis (PCA). We show that successful detection
is possible shortly after the infection can be confirmed by wet lab chemistry, several weeks
before symptoms manifest on the plants.
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Introduction

Early detection of disease in crops is of paramount importance for food security,
particularly in Sub-Saharan Africa. In this paper we focus on a key food security
crop: cassava (Manihot escuenta). This crop is grown predominantly by smallholder farmers because it can easily be grown even when environmental conditions
are tough and also because it requires few inputs. However, productivity has been
limited by several other factors, susceptibility to pests and diseases being the most
severe one.
In this chapter, we focus on developing methods for diagnosing cassava diseases
before they are visibly symptomatic on the plant. We build on the previous studies
e.g. (Mwebaze and Biehl 2016, Nuwamanya et al. 2014) and the previous chapters
that showed the superiority of spectral data over raw image data when used for
detection of diseases in cassava. The uniqueness in the current work is the ability
to identify cassava brown streak disease (CBSD) at a much earlier stage in the lifecyle of an inoculated cassava plant, before disease symptoms become visible to the
human eye. Different sets of plants were grown in a screen house and a portion of
them inoculated and monitored regularly over time. At each monitoring epoch, wet
chemistry was applied to determine the state of health of the plants. This work is
guided by our hypothesis that crop diseases cause several metabolic changes in the
metabolism of the leaf which can be detected at an early stage using a spectrometer.
Unlike in the previous experimental work (chapters 4 and 5), where we considered
visibly diseased mature plants aged 6 - 9 months and grown in open fields, this work
is based on a controlled experiment in a screen house environment. The controlled
setup rules out the influence of other diseases, pests or severe weather conditions
while at the same time providing us with time series data that allows us to determine how soon we can diagnose disease in a non symptomatic plant.
Presently, CBSD is one of the most severe disease in cassava and it is transmitted
from garden to garden by vectors called white flies (Njoroge et al. 2017, Thresh et al.
1994). The disease can also be transmitted through infected plant cuttings. The
disease symptoms consist of a characteristic yellow or necrotic vein banding which
may enlarge and coalesce to form comparatively large yellow patches of the leaf.
Tuberous root symptoms consist of dark-brown necrotic areas within the tuber and
reduction in root size. However, leaf and/or stem symptoms can occur without the
development of tuber symptoms (Hillocks et al. 1996).
Most current methods of diagnosis rely on visual inspection of the plants by agricultural experts. However, the process is tedious and there is frequently a significant
degree of disagreement between the experts’ assessment. Thus, the introduction of
efficient, reproducible computational diagnoses has been aimed at in recent years,
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including our study (Owomugisha and Mwebaze 2016) where diagnosis was done
using plant image data taken with a smartphone. The limiting factor of such systems
is that disease symptoms have to be visible in the photographic image. Once symptoms have manifested, the root of the plant is already affected and can no longer be
used as food particularly for CBSD disease.
The sections that follow describe the experimental setup we followed to detect
CBSD under a controlled environment. Specifically, section 6.2 presents studied
done in relation to molecular and biological characterization of CBSD disease, we
also bring out some studies that have been done in the area of disease diagnosis
using spectrometry as we also focus on the use on near infra-red light. In section
6.3.1, we present the experimental setup including the data collection protocol that
was used. Section 6.4 presents results of the experiment which are in two parts; wet
chemistry lab and machine learning models. Finally, we discuss the results and a
conclusion in section 6.5.

6.2

Related work

There has been a lot of work on automating the detection of disease in crops from
images. Most of these rely on the visible symptoms of the disease being present and
manifest on the leaves or stem of the plant. A smaller number of studies has investigated detection of disease before its symptomatic on the plant. The gold standard is
the use of wet lab chemistry to determine the presence or absence of disease in the
plant material. This tends to be a destructive process.
These studies tend to be carried out in screen houses where conditions are well
controlled. Healthy crops in the screen house are generally inoculated with disease
and measurements are taken over time. For cassava previous studies have mainly
relied on non-vector transmission of disease to the plants (Rwegasira and MER 2015,
Wagaba et al. 2013, Maruthi et al. 2014). In this method virulent isolates of disease
are grafted on to healthy plants. Vector based methods in cassava include using
diseased whiteflies to infect the cassava. While this tends to be the natural means
of transmission, it is hard to replicated in a screen house. We employed non-vector
methods in our study.
Once the crops in a screen house are infected, then comes the task of determining
the state of health of the plant. A common non-destructive method of doing this is
spectroscopy. Several studies have been carried out using spectroscopy to agriculture including some previous work (Owomugisha et al. 2018). Spectroscopy techniques are broadly categorize as follows: fluorescence spectroscopy, multispectral
or hyperspectral imaging, infrared spectroscopy, visible/multiband spectroscopy
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among others (Sindhuja et al. 2010).
A lot of work in this area has been done using the Miniature Leaf Spectrometer
CI-710 (CID- Bio-Science) (CID Bio-Science Inc 2010) as the collection instrument. It
is portable and non-destructive of the material being measured. Most of this work
tends to be be focused on determining the chlorophyll levels of the plant (Oliwa et al.
2016, Oliveira et al. 2017). In this study we used this miniature leaf spectrometer for
data collection.

6.3
6.3.1

Materials and methods
Experimental design and data collection

The experiment was conducted in a controlled screen house environment. This
setup rules out the influence of other diseases, pests or severe weather conditions.
Cassava stems of variety Narocass 1 and NASE 14 were acquired from different
fields and first tested to confirm that they were from healthy plants. All planting
materials were thoroughly cleaned, which included the sterilization of the soil to
ensure that no gaps led to disease transmission.
Initially, twenty seven (27) healthy cassava stems were planted. At week four (4)
of growth, plants were split into two (2) separated groups. The first one (10 plants)
was reserved as a healthy control class (HC) and no disease inoculation was applied
to the group. The second group of plants (17 plants) was infected with the cassava
brown streak disease(CBSD) virus. CBSD virus was transmitted to these plants using a non-vector technique also known as grafting inoculation rated amongst the
most efficient ways of inoculation (Rwegasira and MER 2015, Wagaba et al. 2013).
Guided by agricultural and bio-chemical experts from the Uganda National Crop
Resources Research Institute (NaCRRI), the process of data collection targeted two
(2) sets of data which were essential in this study. The first set of data was collected using the leaf spectrometer (CID Bio-Science Inc 2010), another set of data
was provided by the bio-chemical experts using wet chemistry lab results based on
real-time RT-PCR of CBSD virus. In addition, a visual assessment of the plant status
was provided by the agricultural experts. Data was collected for a period of fifteen
(15) consecutive weeks inclusive of the first week before plant disease inoculation.
For each week, three lower leaves on each plant were identified and tagged. Spectral
data and tissue samples were collected on all the three leaves. In total, the number of
samples collected per week per class were 30 and 51 data points for HC and CBSD,
respectively. Tissue samples were used for the lab tests. This process was repeated
for the entire 15 weeks of the experiment. Figure 6.1 shows the data collection with
the leaf spectrometer.
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Figure 6.1: Sample cassava crops grown in the screen house setting.

6.3.2

Confirmation of CBSD transmission

Usually, when a plant is infected with a certain virus, its DNA begins to alter and a
specific type of protein molecules are produced and introduced to the plant by the
pathogen during infection. The confirmation of a successful transmission of the target viruses can be determined in two ways ( molecular-based disease detection and
PCR-based disease detection techniques). These methods have been investigated on
previously including the study in (Sindhuja et al. 2010). In this section, we discuss
the protocols we acquired to confirm the presence of CBSD in our study.
Ribonucleic acid (RNA) extraction
RNA is nucleic acid molecule similar to DNA but containing ribose rather than deoxyribose (Strazewski 2014, Coleman 2005). RNA was extracted using the protocol
explained in (Monger et al. 2001) with a few modifications. Cassava leaves were
ground to powder with liquid nitrogen in a sterile mortar using a sterile pestle. 2
mL of grinding buffer was added (2% CTAB, 2% polyvinylpolypyrrolidone, 100 mm
Tris pH 8.0, 20 mm EDTA, 1.4 M NaCl and 20 mm DDT added fresh). The suspension (800 ul) was transferred to a 2 mL micrfuge tube and then incubated at 65 ˝ C
for 30 min.
After incubation, equal volume (800 ul) of chloroform: Iso amyl alcohol (24:1)
was added and mixed by inverting the tube. The phases were separated by microfuge at 13,000 rpm for 10 min. The upper aqueous layer was transferred to a
new sterile 1.5 mL eppendorf tube and chloroform extraction repeated. Ethanol
precipitation of the nucleic acids was performed with 0.5 volumes of 5M NaCl and
2 volumes of ice cold ethanol at -200 ˝ C for 30 min. The nucleic acid was collected
by microfuge. The nucleic acid was collected by microfuge at 10,000 rpm for 10 min
and resuspended in 0.5 - 1.0 mL of 2 M LiCl. The nucleic acid was left in the LiCl
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overnight at 40˝ C. The RNA was pelleted in a microfuge at 13,000 rpm for 30 min at
40 ˝ C. The LiCl was removed, the pellet washed with 70% ethanol, dried and resuspended in 60 ul of RNase-free water. The RNA concentration was measured using
a nanodrop spectrophotomer 2000 and 5 ul of RNA of each sample was run on 1%
agarose and viewed under UV to check whether it was degraded or not using the
SYNGEN gel documentation system.
Real-Time Polymerase Chain Reaction (RT-PCR)
The reactions were prepared in a 96 well plate and analyzed with RT-PCR to detect
the two viruses CBSV and UCBSV. As a control, a COX assay was also carried out.
COX is a widely used housekeeping gene for normalizing cycle threshold (Ct) values. The COX assay was performed to see if there was cDNA in the samples. Three
master mixes were made (CBSV, UCBSV and COX) with the final concentration of
10 ul 2x Sso advanced Universal SYBR green super mix, 1 ul of 10 pmol/ul forward
primer, 1 ul of 10 pmol/ul reverse primer, 6 ul of nuclease free water and 2 ul of
cDNA per reaction. The Real-Time amplification program was set; initial denaturation 95 ˝ C for 30 min followed by 40 cycles of Denaturation at 95 ˝ C for 10 sec
and annealing at 56 ˝ C for 30 sec. cDNA from CBSV- and UCBSV- infected plants
were used as positive controls. A negative control with all the reagents and sterile
distilled water instead of cDNA was used.

6.3.3

Data pre-processing and feature extraction

The process of data collection generated two (2) sets of data which were essential for
analysis; spectral and RT-PCR data. RT-PCR data was analyzed by the bio-chemists
and together with visual symptom scoring, we consider this data as the ground
truth information in our experiment. In this section we discuss the pre-processing
and feature extraction techniques we applied for spectral data used in the machine
learning models. We follow the same pre-processing approach defined in chapter 4.
A typical spectrogram is representing the two classes; healthy and CBSD see Figure
6.2. The intensities corresponding to the smallest and largest wavelengths are affected by significant noise. By truncating the spectrogram, we selected a wavelength
range of 400 - 900 nm for subsequent analysis. This truncation provided a range of
500 nm, corresponding to 2500 equally spaced feature dimensions, which was still
quite high. The spectrogram had many perturbations from small noise added to
each wavelength. Consequently, the next pre-processing step aimed at smoothing
the data over a small window of wavelengths. Average filtering was applied on all
the data and a window size of 15 nm was used.
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Figure 6.2: Spectral data in original form. Mean spectra of healthy samples and

diseased samples are shown, respectively.

6.3.4

Dimensionality reduction

Spectral data of the type considered here are nominally high-dimensional. As a consequence, the naive application of machine learning techniques will result in classifiers with a very large number of adjustable parameters, which causes problems
ranging from computationally expensive training to a potentially increased risk of
over-fitting.
In this study, we employed standard PCA for the purpose of dimension reduction. PCA is a well known and widely used technique for correlation analysis and
dimensional reduction, e.g. (Vasan and Surendiran 2016). The technique identifies
a linear transformation of vectors such that the orthogonal projections are ordered
according to the variation in the data.
Original vectors x̂ P RN̂ are mapped to the coefficient space via
x “ Ψ x̂ P RN where the matrix Ψ P RN̂ ˆN

(6.1)

is obtained from a given set of P N̂ -dim. vectors and comprises N ď P orthogonal
principal components.
In our analysis of N̂ -dimensional spectra, the vectors x P RN with N ă N̂ serve
as lower-dimensional representatives of the data. Classifiers are trained in the N dimensional coefficient space as described in the following sections. In previous,
similar studies we have demonstrated that the consideration of N “ 30 coefficients
is sufficient and yields near optimal results (chapter 5). For comparison, we consider
also systems which operate in the original N̂ -dimensional feature space.
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Prototype-based disease classification

In this section, we describe the specific prototype-based model in use (Biehl et al.
2016). Generalized Matrix Relevance Learning Vector Quantization (GMLVQ) (Biehl
et al. 2016, Schneider et al. 2007, Schneider et al. 2009a) has displayed superior performance in related classification problems considered earlier. In the present study,
we also compare the performance of GMLVQ with that of standard techniques like
K-Nearest Neighbour (KNN) classification (Altman 1992), Linear Support Vector
Machine (SVM) (Gunn 1998) and Extremely Randomized Trees (Extra trees)) (Geurts
et al. 2006).
We consider dataset of the general form:
(6.2)

txµ , y µ uP
µ“1

where xµ P RN represents a feature vector and the label y µ P 1, 2, ...C specifies its
class membership. These data are generally standardized by performing a z-score
operation.
Learning Vector Quantization (LVQ) is a family of prototype-based supervised
classification algorithms first introduced in 1986 (Kohonen 1986). The prototypes of
j
N
an LVQ system are defined as a set W “ twj , cpwj quM
j“1 of M vectors w P R which
carry labels cpwj q P t1, 2, ...Cu. The system can be set up with one or several prototype vectors per class. The vectors wj are defined in the feature space of observed
data and ideally serve as typical representatives of their classes. Together with a
given distance measure dpw, xq, they parametrize the classification scheme: To predict the class of an arbitrary data point x P RN , its distance from all prototypes in
the system is computed and x is assigned to the class cpwL q of the nearest prototype
with dpx, wL q ď dpx, wj q for all j.
An important extension of the basic concept is relevance learning (Biehl et al.
2016), in which an adaptive distance dΛ px, wj q is used, where Λ denotes a set of
adjustable parameters which are optimized together with the prototypes in a datadriven training process. Specifically, the GMLVQ algorithm proposed in (Schneider
et al. 2007) employs a matrix Λ P RN ˆN of coefficients which defines the distance
measure
dΛ px, wq “ px ´ wqJ Λ px ´ wq “

N
ÿ

i,j“1

pxi ´ wi q Λij pxj ´ wj q.

(6.3)

A parameterization of the form Λ “ ΩJ Ω guarantees that dΛ px, wq ě 0 with unrestricted matrices Ω P RN ˆN . In order to avoid numerical degeneracies, a normalization constraint of the following form is imposed:
řN
řN
2
i“1 Λii “
i,j“1 Ωij “ 1.
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In GMLVQ, the training process is guided by the optimization of a cost function
of the form suggested in (Sato and Yamada 1995):
EpW, Ωq “

p
ÿ

µ“1

ˆ

Φ

˙
µ
Λ
µ
dΛ
J px q ´ dK px q
.
Λ
µ
µ
dΛ
J px q ` dK px q

(6.4)

In the sum over all available training examples, dΛ
J denotes the distance from the
closest correct prototype with cpwJ q “ yµ and dΛ
K is the distance from the closest
incorrect prototype with cpwJ q ‰ yµ , respectively. The modulation function Φ is
frequently chosen to be a sigmoidal function (Sato and Yamada 1995). Here, we
resort to the identy function Φpzq “ z as a simple choice.
Compared to many other classifiers, the prototype-based approach in combination with relevance learning offers several advantages, among them its intuitive interpetability and the ability to infer feature relevances from the training data (Biehl
et al. 2016). The elements Λij of the relevance matrix in Eq. (6.3) quantify the contribution of pairs of features to the distance measure. In particular, diagonal elements
ř
Λii “ j Ω2ij summarize the importance of an individual feature in the classification
task, see (Biehl et al. 2016) for a detailed discussion and illustrative examples.
If the vectors x P RN result from a linear transformation of the form Eq. (6.1),
it is still possible to obtain the relevance matrix in terms of the original data, e.g.
high-dim. spectra x̂ P RN̂ , after training in the N -dim. space. Note that with x “ Ψ x̂
and prototypes w “ Ψ ŵ we have
dΛ px, wq “ px ´ wqJ Λ px ´ wq “ px̂ ´ ŵqJ ΨJ Λ Ψ px̂ ´ ŵq.
Hence, the matrix Λ̂ “ ΨJ ΛΨ can be constructed after training in coefficient space,
which represents the relevances in the original, high-dim. feature space. In particular, its diagonal elements Λii can be interpreted as the relevance of original features, e.g. particular wavelengths in the spectra. Similarly, low-dim. prototypes can
be transformed back to their high-dim. counterparts ŵ P RN̂ , see (Owomugisha
et al. 2018) for details.
As illustrated in Figure 6.3, the interpretation of the relevance matrix can facilitate the selection of favorable features which ultimately helps to improve performance and to reduce the computational costs of the actual classification.

6.3.6

Training and validation

The training and validation strategy corresponded to Leave-One-Out cross-validation,
where all data of a particular plant were disregarded in the corresponding training
process.
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Figure 6.3: Feature relevance as quantified by diagonal elements of Λ, cf. Eq. (2)

(left), feature representation in the coefficient space with PCA (right). In chapter
5, we explain the feature selection process where spectral bands 500 - 600 nm were
found to be more relevant
Data for two classes: healthy (HC) and CBSD was grouped by unique plant labels in order to avoid training and testing on data from the same plant. During
training, the partitioning was based on plant groups and the validation scheme was
based on Shuffle-Group(s)-Out cross-validation. Shuffle-split is an alternative to kfold cross-validation that allows a finer control on the number of iterations and the
proportion of samples on each side of the train / test split. Combined as ShuffleGroup(s)-Out cross-validation ensures that the same group is not represented in
both testing and training sets. In our case, the groups were the plant ID since we obtained data from the same plant for consecutive weeks. The technique makes it possible to detect this kind of over-fitting situations. Both PCA and z-score transformations were computed from training data only and then applied to test / validation
data. We employed the standard Scikit-learn (Pedregosa et al. 2011) implementation of this cross-validation scheme for the algorithms that were implemented using
Scikit-learn. In a similar way, this validation strategy was implemented for LVQ
in MATLAB(R2016a) for the open source GMLVQ toolbox (Biehl 2017) that we employed for the GMLVQ algorithm. GMLVQ experiments were done with one prototype per class and batch gradient distance with adaptive step size control. If not
specified otherwise, we used default parameters as suggested in the documentation
of the toolbox (Biehl 2017).

6.4

Results

The main objective of this study was to explore the potential use of spectral data for
the early detection of disease before symptoms become visible. Our analysis con-
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siders data from healthy plants as well as plants with a virus transmitted to them.
We monitor changes, with emphasis on the time before visual symptoms occur. Our
analysis combines i) the use of machine learning techniques to detect viral load using spectral data and ii) results provided by the bio-chemical tests carried out on
the leaf samples to evaluate our model. Table 6.1 shows the results of the experiment presenting different algorithms. For all further investigations, we have used
GMLVQ due to its superior performance in this classification task.
Table 6.1: Accuracy in original feature space vs. dimensional reduction obtained on

average over validation. (a) using original data full spectra between 400 - 900 nm
and (b) using original data between 500 - 600 nm. In the coefficient space we use 30
dimensions for all algorithms.
Classifier

Original
space (a)

KNN

0.695

Extra Trees

PCA (a)

500-600
nm (b)

PCA (b)

0.707

0.711

0.735

0.748

0.731

0.766

0.708

LinearSVM

0.812

0.638

0.780

0.641

GMLVQ

0.848

0.929

0.831

0.995

Figure 6.4 (top-left) shows results from the chemistry tests carried out on the leaf
samples. The graph shows the onset of detection of disease in the plants in week
11 using wet chemistry in the lab. The top-right and the bottom panels of Fig. 6.4
display predictions of the GMLVQ algorithm over the same time span in terms of a
continuous score 0 ď S ď 1. We compare the use of original spectra (top-right) and
the combination of PCA with GMLVQ in 30-dimensional coefficient space (bottom).
The GMLVQ score can be interpreted as a proxy for the likelihood of disease,
which is computed as:
„

dpx, w1 q ´ dpx, w2 q
1
1`
.
(6.5)
Spxq “
2
dpx, w1 q ` dpx, w2 q
A value S “ 0 indicates that the feature vector x is very likely from class 1, i.e.
healthy, while a large value close to S “ 1 means the plant was classified as diseased,
class 2, with high certainty.
For the GMLVQ system based on original spectra we observe that a clear signal
of the disease is present in week 14, well before plants become symptomatic (visually) in week 20.
In the plot (bottom panel), we show that the use of PCA enhances the performance further and facilitates the detection of the disease as early as week 12.

74

6. Early detection of plant diseases using spectral data

4.5

1.2

Scoring on individual plants

4

3
2.5
2
1.5
1
0.5

Mean,std (CBSD)
Plant 1
Plant 2
Plant 3
Plant 4
Mean,std (Healthy control)
Plant 1
Plant 2
Plant 3
Plant 4

1
0.8
0.6
0.4
0.2
0

7

6

5

k1

ee

w

4

k1

ee

w

3

k1

ee

w

2

k1

ee

w

1

k1

ee

w

0

k1

k1

ee

w

k9

k1

ee

w

k8

ee

ee

w

k7

ee

Plant Age

Plant Age

1
0.8

Mean,std (CBSD)
Mean,std (Healthy control)

0.6
0.4
0.2
0
-0.2

w

ee
w k4
ee
w k5
ee
w k6
ee
w k7
ee
w k8
e
w ek9
ee
w k10
ee
w k11
ee
w k12
ee
w k13
ee
w k14
ee
w k15
ee
w k16
ee
k1
7

Average score of plants

w

k6

ee

w

ee

w

k4

ee

ee
w

w

ee
k
w 4
ee
k
w 5
ee
k
w 6
ee
k
w 7
ee
k
w 8
ee
w k9
ee
k1
0
w
ee
k
w 11
ee
k1
2
w
ee
k
w 13
ee
k1
4
w
ee
k
w 15
ee
k1
6
w
ee
k1
7

w

k5

-0.2

0

w

Titre values

3.5

Plant Age

Figure 6.4: The top-left graph illustrates the ground truth in terms of virus load based
on RT-PCR analysis. The top-right and the bottom panels display GMLVQ scores S,
Eq. (6.5), for individual plants (top-right) and on average over classes (bottom). The
top-right panel corresponds to the original space with wavelengths 500-600 nm. The
bottom graph shows results of combining GMLVQ with PCA with 30 coefficients.

Figures 6.5 and 6.6 demonstrate further results of the training process. We see
a class specific and total error rates both for the spectral data in original space and
under reduced feature space in Figure 6.5. The sensitivity and specificity of our
training model is also observed with the receiver operating characteristic curves.

6.5

Discussion and Outlook

We have presented an early disease diagnosis approach to detect cassava CBSD disease before symptoms can be seen by the human eye. Our experimental results
show that use spectral data and GMLVQ classification tool show that the presence
of the disease can be detected from leaf spectra several weeks before the appearance
of visual symptoms.
The experiments were carried out using the most relevant spectral bands, 500 –
600 nm, which had been identified in our previous studies. Classification based on
a reduced number of features, as obtained by PCA, not only simplified the classifier,
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Figure 6.5: Class-wise training error in original space (left) and PCA (right)
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Figure 6.6: Receiver operating characteristic curves for Healthy vs CBSD with GMLVQ algorithm in the original space of the spectrum and in the coefficients with
PCA

but also made it possible to detect the virus even earlier than by use of original
spectra.
Future work should focus on transferring the method from the controlled screen
house environment to the field. The ultimate goal is a practical, robust method
which requires only low-cost hardware and little computational power. The reliable
detection of CBSD and other viral diseases in cassava, before symptoms become
visible, would be highly desirable. An early detection of the disease would facilitate
treatment and protection measures several weeks before the current practice and
could contribute significantly to higher yield and greater food security.

Based on:
G. Owomugisha, P, K. B, Mugagga, F. Melchert, E. Mwebaze, J. A. Quinn, M. Biehl – “ A low-cost 3-D
printed smartphone add-on spectrometer for diagnosis of crop diseases in field”, Submitted.

Chapter 7

A low-cost 3-D printed smartphone add-on
spectrometer for diagnosis of crop diseases in
the field
Abstract
In this part of the thesis, we present our initial proof of concept study towards the development of a low-cost 3-D printed smartphone add-on spectrometer. The study aimed at
developing a cheap technology (less than 5 USD) to be used for detection of crop diseases
in the field using spectrometry. Previously, we experimented with the problem of disease
diagnosis using an off-the-shelf and expensive spectrometer (approximately 1000 USD).
However, in real world practice, this off-the-shelf device can not be used by typical users
(smallholder farmers). Therefore, the study presents a tool that is cheap and user friendly.
We present preliminary results and identify requirements for a future version aiming at
an accurate diagnostic technology to be used in the field before disease symptoms are
visibly seen by the naked eye. Evaluation shows performance of the tool is better than
random however below performance of an industry grade spectrometer.
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7.1

Introduction

The ability to detect crop disease in-field at a very early stage, especially amongst
smallholder farmers, is still a big challenge. Usually disease identification happens
at a stage when it is too late and little can be done to save the situation.
This research is an extension of our previous work in chapters 4 - 6 where diseases in Cassava crop have been identified at an early stage using spectral data acquired by a commercially available spectrometer.
Initially, we analysed spectral data from visibly diseased parts of a leaf as well
as parts that appear visibly healthy (chapter 4). Findings of the study indicated
that spectral data collected from asymptomatic parts of the leaf has implications for
detecting disease in the plants before symptoms are visible. In chapter 5, we investigate spectral data in terms of matrix relevance learning. The ultimate aim was to
identify a specific feature representation or particular features (i.e. wavelengths or
ranges of wavelengths) which contain most information for classification and will
facilitate technical solutions using simple sensors. Unlike in chapter 4 and 5, where
the experiments considered mature plants aged 6 - 9 months and grown in open
fields, experimental setup in chapter 6 was carried out in a screen house environment. The controlled setup rules out the influence of other diseases, pests or severe
weather conditions. The results of the study indicate that the presence of the disease can be detected from leaf spectra several weeks before the appearance of visual
symptoms.
Although good results have been attained with this approach, the ability to construct cheap and usable tools that help a smallholder farmer to diagnose crop diseases at an early stage is still vital. To tackle this problem, we propose the development of a 3-D printed smartphone add-on spectrometer that can determine the
status of a crop from the leaves in field.
There have been some initiatives to build a small relatively cheap spectrometer
to do these types of analyses e.g. (StellarNet Inc. 2019, Fennell et al. 2018). However, most of the studies on the application of this novel technology are still in the
experimental stages, and are carried out in isolation with no comprehensive information on the most suitable approach. Also, most of the current options are expensive and require high interpretation power that makes the technology inappropriate
for smallholder farmers who are the typical users in our context of the developing
world.
The key contributions of this research can be seen in two areas. (i) To provide evidence of building a really low-cost technology that can be easily scaled even without
a large production line. (ii). To develop an artifact that will actually be able to identify disease early such that smallholder farmers can cause an intervention to their
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garden. We expect that success in this endeavor will result in a large trial to validate
its applicability for use in early diagnosis of disease in the field before it is visibly
symptomatic on the plant.
This study is inspired by already existing work that has been done in the area
of spectrometry for early disease analysis. Examples of successful use of spectral
data in early disease detection is found in some of the following work: Fluorescence
spectroscopy to detect mechanical and disease stresses in citrus plants (Belasque
et al. 2008); detection of diseases in citrus plants in the USA and Brazil (Wetterich
et al. 2013). Some research has focused on a combination of pests and diseases,
for example (Feng, Liao, Liang, Zhao and Dai 2009) employed multi-spectral imaging methodology for the diagnosis of plant diseases and insect pests. The use of
near infrared spectroscopy to analyze cold rice blast was discussed (Tan et al. 2012).
Hyper-spectral data were used for the pre-symptomatic detection of infections in
sugar beet (Arens et al. 2016).
Specifically, our previous experiments used visible and near infra-red (NIR) light
acquired with a Miniature Leaf Spectrometer CI-710 (CID Bio-Science Inc 2010). The
technology has been used in related experiments e.g (Alsiņa et al. 2016, Oliwa et al.
2016, Oliveira et al. 2017) for different applications.
Recently, a mobile phone camera has also attracted different researchers to develop mobile phone applications to acquire spectral data. Research performed at
the Fraunhofer IFF Institute (Fraunhofer Institute for Factory Operation and Automation IFF 2017) explains the development of an application that uses a smartphone camera aimed to look inside objects. Other applications are made available
by Google (Google 2017) for mobile phone users with android operating system.
Here, we experimented with the AspectraMini Application. The application is built
to observe, display and analyze the spectrum of observed light, based on the principles of DIY spectroscopes (Palmer and Loewen 2014). In the next section, we present
materials and methods used in the study.

7.2

Materials and methods

We begin this section by describing the working of a commercial spectrometer that
we used in our previous experiments and the customised spectrometer we constructed in this study. We then present the data and the pre-processing methods.

7.2.1

Commercial spectrometer

Previously, we experimented with a CI-710 spectrometer manufactured by (CID BioScience Inc 2010). The device consists of two modules, a leaf probe and a CCD-
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based spectrometer, and is powered by a personal computer (PC) through a USB
cable. A computer program, SpectraSuite, is used to set measurement parameters
and display the spectral data. The leaf probe is equipped with a tungsten-LED dual
light source that provides a broad range of wavelengths of light, suitable for visible
and near infrared spectroscopy. The light then passes through a bifurcated fiber
optic cable and connects to one of the two sampling light ports on the side of the
leaf probe for absorption spectrum or tramission spectrum, as well as reflectivity
measurements for reflectivity spectrum.

7.2.2

Customised spectrometer design

Light source & Diffraction grating
The customised setup in this experiment used a watch battery of capacity 1.5 V and
white light diode as a source of light as a low cost alternative to optical fibre and
more powerful light sources.
The heart of spectroscopy is found in the refracting element. This can be a prism
or a diffraction grating. The component role is to split the incoming light beam into
a spectrum of rays. Our design approach used diffraction grating (Young. 1802). We
used a peeled digital versatile disc (DVD) piece as the diffraction grating medium.
DVDs have been used as diffraction grating in other versions of DIY spectrometers
(Public Lab 2019). Hence, the component separates white light from a light source
into the underlying spectra as depicted in Figure 7.1. The current setup achieved
measurements for absorption spectrum.

Figure 7.1: Diffraction grating. The numbers near the screen are n values, the order

of the image. Taken from (Burchill 2019).

The digital display
We use a smartphone camera as a receiver. In principle, a transformation of light into
spectrum measured by wavelength would be required. The light split by the DVD
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Figure 7.2: Architectural design

falling on the camera is captured as spectrum image, see Figure 7.5. The study also
acquired spectral data using the AspectraMini Application (Google 2017) defined
above. Both types of data have been presented for analysis in section 7.2.3. Our
hypothesis in this study is that different diseases affect the metabolism of plants
differently thus causing changes in light absorption properties.
Hardware design
We built a 3-D printed smartphone casing to integrate different components and our
design aimed at the following: (i). To prevent much light scattering and splitting in
order to retain enough information. (ii). To keep external light out of the experiment
as to avoid information distortion. We also made the case adjustable to any phone
controlling for where the camera is and the size of the phone. Figures 7.3 and 7.4
show a full setup and component designs respectively.

7.2.3

Methods

Dataset
Using the experimental setup described above, we acquired data of two types: (i).
Color histograms as a transformation from color RGB spectra, see Figure 7.5 and
7.6. In section 6, we have recommended further transformation of light as measured
by wavelength. (ii). We acquired spectral data using the already existing software
(Aspectra mini Android application) (Google 2017), see Figure 7.7.
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Figure 7.3: First prototype

Figure 7.4: Adapter design for the 3D-printed smartphone case. Actual designs are

available at https://github.com/godliver/3-D-Printouts.git.

The experiments in this chapter were performed in parallel with the previous
chapter under the same setup. Guided by agricultural and bio-chemical experts
from the Uganda National Crops Resources Research Institute (NaCRRI), cassava
stems of variety Narocass 1 and NASE 14 were acquired from different fields and
first tested to confirm that they were from healthy plants. These plants were grown
in a screen house and at week four (4) of growth, plants were split into two (2) separate groups. The first one (10 plants) was reserved as a healthy control class (HC)
and no disease inoculation was applied to the group. The second group of plants
(17 plants) was infected with the cassava brown streak disease (CBSD) virus. CBSD
virus was transmitted to these plants using a non-vector technique also known as
grafting inoculation rated amongst the most efficient ways of inoculation (Rwegasira
and MER 2015, Wagaba et al. 2013).
For experiments in this current study, we sampled five (5) plants from each category (HC and CBSD). For each week, three lower leaves on each plant were identified and tagged. Both types of data was captured for fifteen (15) consecutive weeks.
In total, the number of samples collected per week, per class were 30 data points for
HC and CBSD. Figure 7.5 and 7.7 illustrate sample data acquired in two forms.
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(a) Healthy

(b) Healthy

(c) CBSD

(d) CBSD

Figure 7.5: Spectral data in an image array form acquired with the setup in Figure 7.3
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Figure 7.6: Color histograms, a transformation from color RGB spectra in Figure 7.5

7.2.4

Data pre-processing

The study aimed at investigating the efficacy of the cheap spectrometer as a tool
for in-field disease detection. Findings from this experimentation will be the basis
for future improvements on the hardware and the data processing. Spectral data
in Figure 7.7 was quite straightforward to process and we adopted pre-processing
techniques that have been defined and described in previous chapters. This process
included smoothing and standardising the data to reduce anomalies and to prepare
data for the actual classification. For image data, we applied pre-processing computer vision techniques where the image was transformed from RGB to HSV color
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Figure 7.7: Corresponding spectral data acquired with Aspectra mini application.

space. Here we attained histograms as image representation and presented this data
for classification. Figure 7.8 shows the projection of the data points on the leading
principal components obtained by standard PCA in the two sets of data.
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Aspectra mini application.
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7.3

Results

We follow the same training and validation strategy as the previous study (chapter
6). We use Leave-One-Out cross-validation, where all data of a particular plant were
disregarded in the corresponding training process.
Data for two classes: healthy (HC) and CBSD was grouped by unique plant labels in order to avoid training and testing on data from the same plant. During
training, the partitioning was based on plant groups. We employed a validation
scheme called Shuffle-Group(s)-Out cross-validation, also defined under (Pedregosa
et al. 2011). Shuffle-split is an alternative to k-fold cross-validation that allows a finer
control on the number of iterations and the proportion of samples on each side of the
train / test split. Combined as Shuffle-Group(s)-Out cross-validation ensures that
the same group is not represented in both testing and training sets. In our case, the
groups were the plant ID since we obtained data from the same plant for consecutive
weeks. For standard algorithms, we followed Scikit-learn (Pedregosa et al. 2011) implementation. In a similar way, this validation strategy was implemented for LVQ
in MATLAB(R2016a) for the open source GMLVQ toolbox (Biehl 2017) that we employed for the GMLVQ algorithm. GMLVQ experiments were done with one prototype per class and batch gradient distance with adaptive step size control. If not
specified otherwise, we used default parameters as suggested in the documentation
of the toolbox (Biehl 2017).
The data was analysed by four classifiers: K-Nearest Neighbour (KNN), Extremely Randomized Trees, Linear SVM and GMLVQ defined previously (see chapter 5). Result Table 7.1 shows results for this pilot study. As indicated, we did not
attain favourable results but this work serves as a baseline for future work. In Table
7.2 and 7.3, we expand on the results by presenting confusion matrices for Extremely
Randomized Trees (Extra trees) algorithm applied on the datasets.

Table 7.1: Overall accuracy score Aspectra Mini vs. Color Histograms

Classifier

Aspectra Mini

Color Histograms

KNN

0.627

0.521

Extra Trees

0.671

0.556

LinearSVM

0.612

0.503

GMLVQ

0.570

0.522
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Table 7.2: Confusion matrix for Aspectra Mini with Extra trees

Healthy
CBSD

Healthy

CBSD

56.4
44.9

43.6
55.1

Table 7.3: Confusion matrix for Color Histograms with Extra trees

Healthy
CBSD

7.4

Healthy

CBSD

59.5
28.6

40.5
71.4

Discussion

We have presented an initial step towards the construction of an innovative low-cost
spectrometer that can be used to diagnose disease in plants and infield. Our novel
contribution in this area can be seen in the design of the prototype. Previous work
(chapters 4 - 6) showed that spectrometry can gain the smallholder farmer an extra
8 weeks to apply an intervention before disease symptoms become visible. Our experiments in this study aimed at replacing the expensive spectrometer ($10K) with
a cheap version to cost $5 ´ $8. While performance is clearly inferior to the one of
the commercial spectrometer, we observe performance above mere guessing. This
forms the basis for further improvements. One element to include in a future version is a powerful diffraction grating medium e.g. a prism. We will also experiment
with different diodes. The explicit transformation of light emissions to actual spectrograms should facilitate further improvements. Literature (Public Lab 2019) also
shows efficacy for this type of handcrafted cheap DIY tools. We intend to leverage
on that success to provide a diagnostic tool to be used by smallholder farmers in
developing countries.

Chapter 8

Summary and Outlook
his thesis presents the application of machine learning techniques to solve a
real world challenge related to pest and disease control in the agricultural sector. The research investigated methods for early disease diagnosis with a novel approach of identifying diseases before they became symptomatic and visible to the
human eye.
In Chapter 2, we provided the background on prototype based classification that
has mostly been used in our studies. We found GMLVQ suitable to address most of
our research questions due to its competitive or superior performance. The analysis
of relevances provided additional insights and facilitated the identification of most
important features.
In Chapter 3, we tackled the problem of crop disease detection using an image
dataset captured with a mobile phone camera. As an initial step towards early disease diagnosis, we investigated on disease incidence and severity measurements
from cassava leaf images. We applied computer vision techniques to extract visual
features of color and shape combined with classification techniques.
In Chapter 4, we considered disease diagnosis using spectral data. We compared
two datasets: spectral data collected from leaves of the plant and leaf image data
captured with a mobile phone camera. We analysed data from visibly affected parts
of the leaf and parts that appear to be healthy, visibly. We analysed the obtained data
by prototype based methods and standard classification models in a three-class classification problem. Results point towards significant improvement in performance
using spectral data and the possibility of early detection of disease before the crops
become symptomatic, which for practical reasons is highly significant.
In Chapter 5, we answered several of our research questions. By nature, spectral data come with thousands of dimensions, therefore different wavelengths are
analyzed in order to identify the most relevant spectral bands. To cope with the
nominally high number of input dimensions of data, functional decomposition of
the spectra is considered. The outlined classification task was addressed using GMLVQ and compared with the standard classification techniques performed in the
space of expansion coefficients.
The challenge of early detection is not fully answered until this stage. In cas-
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sava crop, once disease symptoms are visible in the aerial part of the plant, a lot of
damage has been caused especially in the root of the plant which is majorly used
as food. The novelty and usefulness of this research is evidenced in Chapter 6. The
chapter presented results in using visible and near infrared spectral information to
detect diseases in cassava crops before symptoms can be seen by the human eye.
To test this hypothesis, we grew cassava plants in a screen house where they were
inoculated with disease viruses and we monitored the plants over time collecting
both spectral and plant tissue for wet chemistry analysis at each time step until the
plants show disease. Our models in our case GMLVQ were able to detect cassava
diseases one week after virus infection can be confirmed by wet lab chemistry, but
several weeks before symptoms manifest on the plants.
Although the analysis of spectral data proved successful in our experiments,
spectrometry devices are not commonly found on the market, ready to do automated diagnosis of crop diseases. Also, most spectrometry devices require technical knowledge to operate them, thus making them inapplicable for our end users
(smallholder farmers). In our case, we purchased one expensive spectrometer (in
1000 USD) to achieve our research goals. In Chapter 7, we presented initial steps
towards the development of a low-cost 3-D printed smartphone add-on spectrometer that can be used to diagnose crop diseases in the fields. The contribution of this
chapter can be seen in the design of a diagnostic tool that is cheap and easy to use
by smallholder farmers in developing countries in monitoring their crop status. The
performance of the first prototype was not favourable, however, requirements for
an improved version were stated.

8.1

Future work

The research presented in this thesis builds from previous studies as stated in the
literature. The present work was transitioning from previous methods of diagnosis
into spectral data analysis. Our results and novel insights suggest the following
points of investigation for future work:
‚ In Chapter 6, we carried out an experiment in a controlled environment (screen
house). We grew healthy plants and inoculated them with CBSD disease virus.
Future experiments in this area would include more cassava varieties as well
as studying on other diseases e.g CMD and CBSD.
‚ In a similar setup, future work would consider how crop nutritional deficiency
caused by stress effects affects plant growth. This was a common question
raised by our different stakeholders. To tackle this problem, an additional
class to handle data from this group would be required during training.
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‚ Our research should also be expanded by considering other crops, e.g maize,
beans and rice. Initially, the same methods could be applied on dataset from
the mentioned crops.
‚ Chapter 7 was our first attempt to the construction of a low-cost diagnostic device
based on spectrometery data. We have identified several areas of potential
improvements in our discussion.
‚ In some of our chapters we experimented with CNNs as a baseline. Being an area
that has gained much popularity in recent studies, we envisage future studies
in applicability of the neural networks.
This thesis serves as a basis for putting forward the efficient early detection of
crop diseases using spectral information. Our research can contribute to an improved livelihood of a smallholder farmer in the Sub-Saharan Africa through increased crop yields and food security.
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Samenvatting en vooruitzichten

it proefschrift presenteert de toepassing van “machine learning” technieken
om een praktische uitdaging, gerelateerd aan het bestrijden van plagen en
ziekten in de agrarische sector, op te lossen. Het onderzoek onderzocht methoden
voor de vroege diagnose van plantziekten, met een nieuwe aanpak voor het identificeren van deze ziekten, voordat ze symptomatisch en zichtbaar worden voor het
menselijk oog.
In hoofdstuk 2 hebben we de achtergrondinformatie gegeven van, op prototype
gebaseerde classificatie, die het meest is gebruikt in onze studies. We vonden GMLVQ geschikt om de meeste van onze onderzoeksvragen te beantwoorden vanwege
de competitieve of superieure prestaties. De analyse van de relevantie biedt extra
inzichten en vergemakkelijkt de identificatie van de belangrijkste kenmerken.
In hoofdstuk 3 behandelen we het probleem van gewasziektedetectie met behulp
van een dataset van afbeeldingen die zijn gemaakt met behulp van een mobiele
telefooncamera. Als eerste stap in de richting van een vroege ziektediagnose hebben
we onderzoek gedaan naar ziektegevallen en ernstmetingen, gebruik makend van
afbeeldingen van cassavebladeren. We hebben een combinatie van classificatie en
“computer vision” technieken toegepast om visuele kenmerken zoals kleur en vorm
te extraheren.
In hoofdstuk 4 beschouwen we ziektediagnose met behulp van spectrale gegevens.
We vergelijken twee datasets: spectrale gegevens verzameld van bladeren van de
plant en afbeeldingen vastgelegd met behulp van een mobiele telefooncamera. We
analyseren gegevens van zichtbaar aangetaste delen van het blad en delen die zichtbaar gezond lijken te zijn. We hebben de verkregen gegevens geanalyseerd met
behulp van op prototypes gebaseerde methoden en standaard classificatiemodellen
waarbij drie klassen onderscheiden diende te worden. De resultaten wijzen op een
aanzienlijke prestatie verbetering wanneer gebruik wordt gemaakt van de spectrale
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gegevens. Daarnaast maakt het de vroege detectie van ziekten, voordat de gewassen
symptomatisch worden, mogelijk. Wat om praktische redenen zeer belangrijk is.
In hoofdstuk 5 hebben we verschillende van onze onderzoeksvragen beantwoord. Van nature heeft spectrale data duizenden dimensies, daarom worden verschillende golflengtes geanalyseerd om de meest relevante spectrale banden te identificeren. Om het nominaal hoge aantal invoerdimensies aan te kunnen, is functionele ontleding van de spectra overwogen. De geschetste classificatietaak wordt
aangepakt met behulp van GMLVQ en vergeleken met de standaard classificatietechnieken die worden uitgevoerd in de ruimte van de expansiecoëfficiënten.
De uitdaging van vroege detectie is, tot dit moment, nog niet volledig opgelost.
Voor cassave gewassen geldt, dat vanaf het moment dat ziekteverschijnselen zichtbaar zijn in het bovengrondse gedeelte van de plant, de wortels al erg beschadigd
zijn, wat het gedeelte is wat het meest gegeten wordt. De nieuwheid en het nut
van dit onderzoek wordt aangetoond in hoofdstuk 6. Het hoofdstuk presenteert
resultaten van het detecteren van ziekten in cassavegewassen, voordat symptomen
door het menselijk oog kunnen worden waargenomen. Daarbij gebruikmakend van
zichtbaar en nabij-infrarood spectrale informatie.
Om deze hypothese te testen, hebben we cassaveplanten laten groeien in een
“screen house”. De planten worden geı̈noculeerd met ziektevirussen en daarnaast
wordt regelmatig zowel spectrale informatie als plantenweefsel verzameld voor
vloeistofanalyse, totdat de planten ziekten vertonen. Onze GMLVQ modellen kunnen een week nadat virusinfectie kan worden bevestigd door de vloeistofanalyse,
de cassaveziekten detecteren, maar enkele weken voordat symptomen zich zichtbaar op de planten manifesteren.
Hoewel de analyse van spectrale gegevens in onze experimenten succesvol bleek,
zijn spectrometers geschikt om gewasziekten automatisch te diagnosticeren, niet
vaak op de markt te verkrijgen. Bovendien is voor de meeste spectrometers technische kennis nodig om ze te kunnen bedienen, waardoor ze niet geschikt zijn voor
onze doelgroep van kleine boeren. In ons geval hebben we een dure spectrometer (1000 USD) moeten kopen om onze onderzoeksdoelen te kunnen bereiken. In
hoofdstuk 7 hebben we de eerste stappen gepresenteerd voor de ontwikkeling van
een goedkope 3D-geprinte spectrometer als opzetstuk voor een smartphone, deze
kan worden gebruikt om ziekten in de gewasvelden te diagnosticeren. De bijdrage
van dit hoofdstuk is te vinden in het ontwerp van een diagnostisch hulpmiddel dat
goedkoop en daarnaast gemakkelijk te gebruiken is door kleine boeren in ontwikkelingslanden, bij het bewaken van de gewasgezondheid. De prestaties van het eerste
prototype waren echter niet gunstig, de eisen voor een betere versie zijn daarom
gepresenteerd.
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Het onderzoek gepresenteerd in dit proefschrift bouwt voort op eerdere onderzoeken zoals vermeld in de literatuur. Het huidige werk gaat over van eerdere diagnosemethoden naar het gebruiken van spectrale gegevensanalyse. Onze resultaten
en nieuwe inzichten suggereren de volgende onderzoekspunten voor toekomstig
werk:
• In hoofdstuk 6 hebben we een experiment uitgevoerd in een gecontroleerde
omgeving (screen house). We hebben gezonde planten gekweekt en ingeënt
met het CBSD-ziektevirus. Toekomstige experimenten op dit gebied zouden
meer cassaveplant variaties kunnen bevatten, evenals onderzoek naar andere
ziekten, zoals CMD en CBSD.
• In een vergelijkbare opstelling zou in de toekomst kunnen worden onderzocht
hoe voedingstekorten bij gewassen worden veroorzaakt door stresseffecten.
Dit was een veel voorkomende vraag van onze verschillende belanghebbenden. Om dit probleem aan te pakken en de gegevens van deze groep te verwerken, zou een extra klasse nodig zijn tijdens de training van de modellen.
• Ons onderzoek zou ook moeten worden uitgebreid door andere gewassen te
overwegen, zoals maı̈s, bonen en rijst. Aanvankelijk zouden dezelfde methoden kunnen worden toegepast om de gegevens te verzameling, van de genoemde gewassen.
• Hoofdstuk 7 was onze eerste poging om een nieuw en goedkoop diagnostisch
apparaat te bouwen op basis van spectrale gegevens. We hebben in onze discussie verschillende aspecten aangeduid voor mogelijke verbeteringen.
• In sommige van onze hoofdstukken hebben we geëxperimenteerd met CNN’s
voor het verkrijgen van een basislijn. Omdat dit een gebied is dat in recente
studies veel populariteit heeft verworven, voorzien we toekomstige studies
naar de toepasbaarheid van neurale netwerken.
Dit proefschrift dient als basis voor een efficiënte vroege detectie van gewasziekten met behulp van spectrale informatie. Ons onderzoek kan bijdragen tot een verbeterd vermogen van kleine boeren om in levensonderhoud te voorzien door een
verhoogde opbrengst van gewassen en voedselzekerheid in Sub-Sahara Afrika.
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Research Fund & Awards
• Third winner. Uganda Biotechnology and Biosafety Consortium (UBBC) 2019.
Certificate of Exemplary Innovation for Developing a low-cost 3-D printed
smartphone add-on spectrometer for diagnosis of crop diseases prior to visible
symptoms.
• PhD Scholarship from College of Computing and Information Sciences, Makerere University, Kampala, Uganda. Under Artificial Intelligence and Data
Science Lab. http://www.air.ug/. Funded by Bill and Melinda Gates Foundation. September, 2015 – October, 2019.

Summer Schools
• Data Science Africa Workshop on Machine Learning. 20 July - 21 July 2017,
Nelson Mandela African Institute of Science and Technology, Tanzania.
• Data Science Africa, Workshop and School, Kampala, Uganda 2016
• Gaussian Process School, Kampala, Uganda, 2013

Poster presentations
• G. Owomugisha, F. Melchert, E. Mwebaze, J. A. Quinn, M. Biehl. “Machine
Learning for Diagnosis of Disease in Plants using Spectral Data”. Plant and
Animal Genome Conference and Leadership Training for Scientists who work
on Root Crop Viruses, Vectors, and Epidemiology.. San Diego, California,
USA, January 14-22, 2017.

8.2. Toekomstwerk
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Appointments
• Lecturer, Faculty of Engineering, Busitema University. Teaching Computer
Engineering courses, Research supervision as well the Head of research innovations committee.
• Head volunteer team for Data Science Africa 2020 at Makerere University.

About the Author

Godliver Owomugisha was born on August 2nd, 1987 in Ishaka
Bushenyi, Uganda. She is the third-born of the four children.
She received a Bachelors and Masters degree in Computer Science from Makerere University in 2011 and 2015 respectively. Her
Masters research was titled “Automated Vision-Based Diagnosis of
Banana Bacterial Wilt Disease and Black Sigatoka Disease”. Her research was sponsored by The German Academic Exchange Service
or DAAD.
In 2015, she won a PhD scholarship from Makerere University
under Artificial Intelligence Lab with funding from The Bill and
Melinda Gates Foundation (OPP1112548). She was a PhD exchange student between University of Groningen and Makerere University from September, 2015 to 2020. For her PhD
studies, she focused on diagnosing diseases in crops at an early stage using spectral information.
In 2019, she received a certificate of Exemplary Innovation (third winner) from Uganda
Biotechnology and Biosafety Consortium (UBBC) for “Developing a low-cost 3-D printed
smartphone add-on spectrometer for diagnosis of crop diseases prior to visible symptoms”.
Her research interests are in the area of machine learning and computational intelligence
in relation to solving real world problems.
She is also a Lecturer at Busitema University in the Department of Computer Engineering.
Besides her academic life, she is wife and a mother of two children aged four and one year.

