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Chapter 3
Bias-variance trade-off in continuous test norming

Abstract
In continuous test norming, the test score distribution is estimated as a continuous
function of predictor(s). A flexible approach for norm estimation is the use of generalized
additive models for location, scale, and shape (GAMLSS). It is unknown how sensitive their
estimates are to model flexibility and sample size. Generally, a flexible model that fits at
the population level has smaller bias than its restricted non-fitting version, yet it has larger
sampling variability. We investigated this bias-variance trade-off in a simulation study. We
varied the nature and severity of the violated assumptions, flexibility of the estimation
model, and the sample size. The results showed that the costs of using a too strict model
(i.e., increased bias) were higher than of a too flexible model (i.e., increased variance) for
sample data from non-normal populations. Further, it appeared problematic to estimate
a model with the skew Student t distribution for data from a normal population. We
recommend to use flexible models, but to resort to a normal model when normality at the
population level seems plausible.

This chapter has been submitted as Voncken, L., Albers, C. J., & Timmerman, M.
E. (2019). Bias-variance trade-off in continuous test norming. Preprint available from

https://psyarxiv.com/cz8k3/
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Introduction
Psychological tests are widely used to assess individuals in clinical and educational
contexts. The test scores are often interpreted relative to the scores of a reference population, for instance the American population of the same age as the testee involved. Traditionally, those so-called norm-referenced scores were derived from sample scores from individuals with their age in a certain interval (e.g., Wechsler Intelligence Scale for ChildrenIII, WISC-III; Wechsler, 1991). In traditional norming, it is thus assumed that the test score
distribution is the same across the whole age interval considered. This assumption is typically unrealistic, as test score distributions change smoothly with age, and the violation of
this assumption results in jumps of the normed scores from one age interval to the next.
Decreasing the width of the interval alleviates the problem, but introduces a new one,
because the test score distribution estimates are then based on a smaller sample size per
interval.
Continuous norming
Continuous norming (e.g., Lenhard et al., 2018; Oosterhuis, 2017; Zachary & Gorsuch, 1985) solves the issues with traditional norming by building upon the assumption
that test score distributions change smoothly with age. This is done using regression, modeling the raw test scores as a function of age. Regression models that have been very useful
for continuous norming (e.g., Grob et al., 2018; Tellegen & Laros, 2017; Van Baar et al.,
2014) are the generalized additive models for location, scale, and shape (GAMLSS; Rigby
& Stasinopoulos, 2005). GAMLSS is a distributional regression framework that includes
different distribution types (Rigby et al., 2019). Its key feature is that the parameters
defining the score distribution (e.g., center, spread, skewness, kurtosis) can be modelled
as a function of age. In this way, many different models can be created, varying from restricted models – with many and strict model assumptions – to flexible models – with few
and loose assumptions.
The availability of many different models offers flexibility, yet makes model selection
difficult. A central question in model selection is the amount of desired flexibility. With
flexibility we mean the possible range of data characteristics that can be captured by the
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estimated model. Flexible models have the advantage of better fitting observed data than
their restricted versions, but they require a larger sample size and are at risk of overfitting.
In continuous test norming, it is unknown what the costs are of using a too restricted
model versus the costs of using a too flexible model.
Standard linear regression model
The standard linear regression model is a – rather restricted – variant of the GAMLSS
models. Because this model forms the basis for more flexible models and is actually applied
in continuous norming (e.g., Grober, Mowrey, Katz, Derby, & Lipton, 2015), we discuss its
key features. The model is based on four assumptions: linearity, normality, homoscedasticity, and independence (e.g., Fahrmeir, Kneib, Lang, & Marx, 2013). The linearity assumption is that the model is linear in the parameters, implying a linear relationship between
the predictor(s) in the model and the mean (conditional) test score. Possible nonlinear
relationships between predictor(s) and the mean test score can be accommodated by using transformed versions of the predictor(s) and/or test score. Examples are the use of
polynomials of predictor(s), and a log transformation of the test score. The normality
assumption and homoscedasticity assumption pertain to normality of the conditional raw
test score distributions, with a constant variance. The independence assumption is that
the residuals (i.e., differences between the test scores and the conditional mean) are independent of one another. In contrast with the other three assumptions, violations of
this assumption must be prevented with the study design (i.e., by using independent sampling). For this reason, we will only focus on the other three assumptions in this paper.
In continuous norming practice, the relationship between the mean test score and
the predictor is sometimes assumed to be linear (e.g., Agelink van Rentergem, de Vent,
Schmand, Murre, & Huizinga, 2018; Ganguli et al., 2010; Grober et al., 2015). Nonlinearity is modelled by including a second order polynomial of the predictor (e.g., Goretti
et al., 2014; Kirsebom et al., 2019; Van der Elst, Hoogenhout, Dixon, De Groot, & Jolles,
2011) or higher-order polynomials (e.g., Lenhard et al., 2018), or by using splines (e.g.,
Rommelse et al., 2018). Homoscedasticity and normality of the conditional score distribution are often assumed in norming practice (e.g., Goretti et al., 2014; Grober et al.,
2015; Van Breukelen & Vlaeyen, 2005). Sometimes the tenability of these assumptions
61
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is assessed via the model residuals. Homoscedasticity seems to be mostly assessed with
the Levene’s test (e.g., Llinàs-Reglà, Vilalta-Franch, López-Pouse, Calvó-Perxas, & GarreOlmo, 2013; Van der Elst et al., 2011), and normality with the Kolmogorov-Smirnov test
(e.g., Goretti et al., 2014; Llinàs-Reglà et al., 2013; Van der Elst et al., 2011) or Q-Q plots
(e.g., Kirsebom et al., 2019). Applying Levene’s test in the context of continuous norming
is problematic as it can only be applied to test for homogeneity of variances of the score
distributions within a certain group. Like in traditional norming, this requires discretization of the predictor variable(s). Van der Elst et al. (2011) applied the Levene’s test to
observations grouped into quartiles of the predicted scores. In this way, the homogeneity
of variances of the score distribution is assessed for only four predictor groups, and the
variance is assumed to be equal within each group. Thus, homoscedasticity and normality
checks in continous norming are problematic in that these are assessed across pieces of
or the full observed predictor space. If homescedasticity and normality seem to hold for a
given piece of the predictor space, one cannot rule out that the assumptions are violated
locally. Furthermore, with such tests one cannot confirm that the assumptions are correct,
but only fail to find evidence for violation of assumptions. On top of this, the consequences
of violations of assumptions are often unclear and over-estimated by applied researchers
(Ernst & Albers, 2017; Williams, Grajales, & Kurkiewicz, 2013).
Assumption violations in continuous norming practice
We argue that continuous test norming practice often deals with nonlinearity, heteroscedasticity, and non-normality. Bechger et al. (2009) already noted that the linearity
assumption is probably unrealistic in practice. For intelligence and developmental tests
(e.g., IDS-2; Grob et al., 2018, and FEEST; Voncken et al., 2018), test scores that are
based on the number of correct items typically increase strongly with age for young children, and this relationship diminishes or decreases as people get older (Ferrer & McArdle,
2004; McArdle et al., 2002). Also, we often see that the variation of the conditional score
distribution varies with age (e.g., Grob et al., 2018; Tellegen & Laros, 2017). Floor- and
ceiling effects often result in skewness of the conditional score distribution, possibly varying from positive skewness to negative skewness as a function of age. In addition, test
scores based on response times typically result in a positively skewed conditional score
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distribution (Heathcote, Popiel, & Mewhort, 1991). These characteristics of psychological tests thus result in violations of the assumptions of linearity, homoscedasticity, and
normality. To accommodate for these characteristics, a more flexible model than the standard linear regression model seems to be needed, like a model based on the skew normal
distribution.
Figure 11 illustrates nonlinearity, heteroscedasticity, and non-normality in the observed test scores and their estimated continuous norming models of an intelligence test
and a cognitive test. Each normed score is expressed as a percentile, which indicates
what percentage of the conditional score distribution is equal to or below the associated
raw score. The observations and the percentile bands estimated as a function of age are
shown for test scores of subtest “Logical mathematical reasoning” of the Intelligence and
Developmental Scales – 2 (IDS–2; Grob et al., 2018) in panel (a), and for response times
of subtest “Response time complex” of the Cognitive Test Application (COTAPP; Rommelse
et al., 2018) in panel (b). To create the percentile curves for these subtests, the median,
variation, skewness, and kurtosis of the Box-Cox Power Exponential distribution (Rigby
& Stasinopoulos, 2004) were estimated as a smooth, possibly nonlinear function of age
using Penalized B-splines (P-splines; Eilers & Marx, 1996).
Figure 11(a) shows a nonlinearly increasing relationship between the median intelligence test score and age, age-depending variance of the conditional score distribution, and
age-depending skewness and kurtosis of the conditional score distribution. Figure 11(b)
shows a nonlinearly decreasing – because a lower response time is better – relationship
between the median response time and age, age-depending variance of the conditional
score distribution, and an even more pronounced age-depending skewness and kurtosis
of the conditional score distribution.
The flexible continuous test norming models as used by test developers seem to fit
the normative data well, but it is unknown how much flexibility is optimal. Using more
flexible models allows for more accurate (i.e., with smaller bias) estimation of the percentiles, but flexibility also comes with a risk of overfitting and complex models with large
sampling variability. This sampling variability can be reduced by increasing the sample
size, but this is expensive and larger samples are not always available. If the decrease in
bias by using a more flexible model is small relative to the increase in required sample
63
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size, the increased flexibility might not be worth it.
Oosterhuis (2017) investigated consequences of violating the linearity, homoscedasticity, and independence assumptions in continuous test norming. In a simulation study
only considering the standard linear regression model, Oosterhuis found that violations of
these assumptions introduced bias in the percentile estimates, but they did not affect the
precision of the percentile estimates. In this paper, we will extend the study by Oosterhuis
and investigate in a simulation study (1) the costs in terms of the bias of using restricted
models in the presence of violations of (combinations of) model assumptions – including
the normality assumption, and (2) the costs in terms of the sample size of using more flexible GAMLSS models than strictly needed to properly describe the population data. Thus,
we will investigate the balance between the bias and variance in normed scores related
to the model flexibility. Based on this, we explore how robust the various models are and
thus how sensitive the issue of model flexibility is.
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Figure 11. Estimated centile curves for the normative data of subtest “Logical
mathematical reasoning” of the Dutch IDS-2 (Grob et al., 2018) in panel (a), and subtest
“Response time complex” of the COTAPP (Rommelse et al., 2018) in panel (b). The
observations are indicated with the black dots. The boundaries of the gray percentile
bands represent percentiles 1, 5, 15, 25, 50 (black line), 75, 85, 95, and 99.
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Simulation study
The simulation study was performed in R (version 3.6.1; R Core Team, 2019). We
used version 5.1-3 of the gamlss package (Rigby & Stasinopoulos, 2005). The R code can
be found on the Open Science Framework via https://osf.io/k6fzn/.
Research problems
In this simulation study, we focus on the bias-variance trade-off in continuous test
norming with GAMLSS. We will investigate how model flexibility relates to bias (i.e., accuracy) and variance (i.e., precision) in the percentile estimates based on regression modeling under empirically relevant conditions. More specifically, we will investigate (1) what
the consequences of assumption violations in continuous test norming are for the bias in
the percentile estimates, and (2) how large the sample size needs to be to estimate the
percentiles with the same norm precision when using a more flexible model compared
to a more restricted model. The most restricted model under consideration will be the
standard linear regression model, and the most flexible model will allow for nonlinearity,
heteroscedasticity and non-normality using the skew Student t distribution.
We will investigate to what extent the bias and variance of the percentile estimates
are influenced by five factors. Factor (1) is the nature of the violated assumption (linearity,
homoscedasticity, normality, or a combination of these). Factor (2) is the number of violated assumptions and factor (3) is the severity of the violation. In line with the findings
of Oosterhuis (2017), we expect that assumption violations result in higher absolute bias,
but do not affect the precision of the percentile estimates. In the case of one assumption
violation, we expect this effect on bias to increase as the severity of violation increases. In
the case of multiple assumption violations, we expect the effect of the number of violated
assumptions on the bias to depend on the nature of the violation. Individual assumption violations may result in bias in opposite directions, which may cancel each other out
when combined. Factor (4) is the sample size N . We expect the variance to decrease as the
sample size increases. Factor (5) is the flexibility of the estimation model, related to the
population model of the simulated data. We expect the variance to increase as the estimation model becomes more flexible. In addition, we expect the absolute bias to decrease as
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the estimation models becomes more flexible when assumptions of the linear regression
model are violated, and to be unaffected when there are no assumption violations.
Design
Test scores and age values were simulated, and the normed scores (i.e., percentiles)
were estimated for test scores conditional on age. The age values were fixed to N evenly
spaced values in the range [5, 80]. For intelligence and developmental tests, it is realistic
to find nonlinear effects of age on the test score in this age range, because the test scores
typically increase rapidly with age for young children, and decrease with age for elderly
(e.g., Voncken et al., 2018).
We generated in total 15 population models, varying in the nature, number and
severity of violated assumptions (Factors (1), (2) and (3)). The nature of the violations pertained to the three assumptions in the standard regression model – linearity, homoscedasticity, and normality, and we considered all their combinations. This resulted
in three different models with one violated assumption, three different models with two
violated assumptions, and one model with three violated assumptions. For each of those
seven combinations, the assumption violation(s) was/were either minor or major, which
resulted in 14 population models with assumption violations. In addition, there was one
model without assumption violations. This resulted in a total of 15 population models.
We refer to the population models as “L”, “H”, and/or “N” for models with violations of
linearity, homoscedasticity, and/or normality, respectively, and “X” for the model without
assumption violations.
We used two different distributions for the population and estimation models: the
normal distribution and the skew Student t distribution (Fernandez & Steel, 1998, p. 262),
as reparametrized by Würtz, Chalabi, and Luksan (2006). Both distributions have distributional parameters µ and s for the mean and standard deviation, respectively. The skew
Student t distribution has two additional parameters: n and t, which are related to the
skewness and kurtosis, respectively. The skew Student t distribution simplifies to the normal distribution when n = 1 and t = 1. The normal distribution was used to model
normality and the skew Student t distribution to model non-normality.

The severity levels of the assumption violations in the population models are illus67
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trated in Figure 12. The sizes of assumption violations were inspired by the estimated
norming models for empirical normative data (e.g., Grob & Hagmann-von Arx, 2018) to
make them realistic. The population models with linearity contain only a linear effect of
age on µ, and those with minor or major nonlinearity contain a small or large quadratic effect of age on µ, respectively (see Figure 12 (a)). The population models with homoscedasticity contain no effect of age on s, and those with minor or major heteroscedasticity contain a small or large log-linear effect of age on s, respectively (see Figure 12 (b)). The
population models with normality have no skewness and no excess kurtosis (i.e., a normal
distribution), and those with non-normality have age-independent skewness and excess
kurtosis, controlled with n and t in the skew Student t distribution (see Figure 12 (c)).
These levels of skewness are comparable to those in Figure 11.
Normative samples were randomly generated from each population model, with
sample sizes N = 500, 1,000, and 2,000 (Factor 4) – which are in the typical range of
what is being used in practice – and with R = 1, 000 replications each. This resulted in 15
(population model) ⇥ 3 (N ) ⇥ 1,000 (R) = 45,000 generated normative samples. Then,

for each generated normative sample, three models were estimated (Factor 5). The first
model is a standard linear regression model, thus assuming linearity, homoscedasticity
and normality. The second model is a model with the distribution equal to the population
model, with a different function type (i.e., P-splines (Eilers & Marx, 1996) instead of orthogonal polynomials) to relate the predictor to the outcome. We chose the use of different
function types for model estimation and model generation, because we presume this to
mimic empirical practice better, since we never know the population generating mechanism and it seems unlikely that we would use the very same function. The third model is
the skew Student t distribution with P-splines relating age to all distributional parameters,
thus always allowing for nonlinearity, heteroscedasticity and/or non-normality. We refer
to these three estimation models as the “strict”, “true”, and “flexible” estimation model,
respectively. The “strict” and “true” estimation models are equal in the population model
without assumption violations, and the “true” and “flexible” estimation models are equal
in the two population models with (minor or major) violations of all three assumptions.
The number of knots in the P-splines was fixed to 25 because this number was optimal
for the most complex model (i.e., all assumptions violated), and the smoothing variance
68
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was automatically selected using the Generalized Akaike Information Criterion with the
penalty on the number of parameters equal to 5.
The comparison of the “strict” and “true” estimation models allowed us to investigate the extent of the decrease in bias and increase in variance when model violations are
modelled. The comparison of the “true” and “flexible” estimation models allows us to investigate the costs (i.e., increased variance) of using a model that is too flexible compared
to a model that is just flexible enough. When there are no assumption violations in the
population, we expect no bias for all three estimation models. When there are assumption
violations in the population, we only expect bias in the most restricted estimation model
(i.e., the standard linear regression model). We expect the variance to be smallest for the
most restricted estimation model and largest for the most flexible estimation model (i.e.,
skew Student t distribution with P-splines).
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Figure 12. Relationship between µ and age for the different degrees of nonlinearity in
panel (a), relationship between s and age for the different degrees of heteroscedasticity
in panel (b), and the test score distributions for different degrees of non-normality given

µ and s in panel (c) in the population models.

Outcome measures
The bias (accuracy), variance (precision), and the mean squared error (MSE) in the
percentile estimates over all 1,000 replications were evaluated. The MSE is a combination
of the bias and variance (i.e., MSE = variance + bias2 ), and expresses how much the
estimated percentiles deviate from the population percentiles in total, due to sampling
variability (i.e., variance) and a systematic difference (i.e., bias). If an increase in model
flexibility results in an increased MSE, this indicates that the increase in variance is larger
than the decrease in squared bias. Note that the percentiles were expressed in proportions
(i.e., 50th percentile = 0.50).
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The bias, variance, and MSE were evaluated for I (=1,000) equally spaced age values i across the full age range [5, 80] and J (=100) test scores j corresponding to population z scores in the range [-3,+3], conditional on age. Conditional test scores outside this
range (i.e., deviating more than 3 SDs from the mean score) are not reported in practice
(e.g., in the IDS-2 intelligence test; Grob et al., 2018) because the uncertainty in those
scores is considered to be too large and therefore not relevant in our outcome measures.
Thus, the bias, variance, and MSE were computed as
biasi j =

1X
(q̂i jr
R r=1

qi j ) = q̄i j

variancei j =

1X
(q̂i jr
R r=1

q̄i j )2 , and

MSEi j =

1X
(q̂i jr
R r=1

q i j )2 .

R

qi j ,

R

R

Results
The absolute bias, variance, and MSE in the percentile estimates for 1,000 replications of all conditions – averaged across all ages and test scores – are shown in Figures
13 to 15, and, with the corresponding SEs, in the Supplementary Table via https://

osf.io/k6fzn/. The SEs of the outcome measures are very small relative to the differences in the average outcome variables between conditions, and thus we can reliably interpret those differences. The Supplementary Figure, which is available via the same OSF
link, illustrates for one condition (i.e., population model without assumption violations in
combination with the “strict” estimation model, for N = 500, age 5, and z score = 0) that
1,000 replications were more than enough because convergence of the MSE measure was
already reached after about 700 replications.
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As expected, the results of the “strict” and “true” estimation models are the same
for the population model with linearity, homoscedasticity, and normality, and the results
of the “true” and “flexible” estimation models are the same for the population model with
nonlinearity, heteroscedasticity, and non-normality.
The “flexible” estimation model – which freely estimated the skewness and kurtosis
with P-splines for every population model – resulted in estimation problems for population
models with normality (i.e., “L”, “H”, and “LH”). The missingness due to these estimation
problems ranged from 3.7-5.3% of all 1,000 replications for N = 500, 2.8-4.6% for N =
1,000, and 1.0-2.2% for N = 2,000. In addition, the bias and variance of the replications
that did not result in missingness were relatively high. Investigation of estimated models for population model “LH” (with nonlinearity, heteroscedasticity, and normality), in
which the estimation problems were largest, revealed problems with convergence in the
additive fit – as indicated by warnings, which mainly resulted in aberrant estimations of
distributional parameter t. The other two estimation models did not have those estimation
problems.
Bias
Figure 13 shows that there is bias in the percentile estimates in the presence of
assumption violations. That is, when the “strict” estimation model was used, the mean
absolute bias in percentile estimates was close to zero in the population model without assumption violations, and the mean absolute bias was higher when there were assumption
violations. In addition, this mean absolute bias was larger for major assumption violations
than for minor assumption violations. The mean absolute bias of the “strict” estimation
model was equal to – for population model “X” – or higher than – for the other population
models – the mean absolute bias of the “true” estimation model. The mean absolute bias
of the “flexible” estimation model was (much) higher than for the other two estimation
models for population models with normality, but comparable to the mean absolute bias of
the “true” estimation model for population models with non-normality. In the presence of
assumption violations, the degree of bias reduces with increasing sample size or remains
at the same level.
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Variance
As can be seen in Figure 14a, the mean variance in the percentile estimates was
much higher for the “flexible” estimation model than for the “strict” and “true” estimation
models for population models with normality, and this mean variance of the “flexible”
estimation model decreased with sample size. To be able to compare the results of the
other conditions, we zoomed in, restricting the scale to the range [0, 0.001] in Figure 14b.
Figure 14b shows that the variance in the percentile estimates of the “strict” estimation
model does not seem to be affected by assumption violations. The variance decreased with
sample size, and the variance was generally higher for the “true” and “flexible” estimation
models than for the “strict” estimation model. For population models with non-normality,
the percentiles could generally be estimated by the “true” or “flexible” estimation models
with the same norm precision as in the “strict” estimation model by doubling the sample
size. There was no clear relationship between the severity of assumption violation and the
mean variance.
MSE
Figure 15 shows the combination of the variance and squared bias in terms of the
MSE. The results of the mean MSE were similar to the results of the mean absolute bias
because the variance was generally small relative to the squared bias for the “strict” and
“true” estimation models, and the results of the (squared) bias and variance were similar
for the “flexible” estimation model. In line with the previous results, the mean MSE was
close to zero for the “true” estimation model across all conditions. The mean MSE of the
“strict” estimation model was equal to – for population model “X” – or higher than – for
other population models – the mean MSE of the “true” estimation model. The mean MSE
of the “flexible” estimation model was (much) higher than for the other two estimation
models for population models with normality, but comparable to the mean MSE of the
“true” estimation model for population models with non-normality. In addition, the mean
MSE decreased with sample size, with the largest decrease for the “true” and “flexible”
estimation models.
As discussed before, we argue that continuous norming practice often deals with

78

Bias-variance trade-off in continuous test norming

nonlinearity, heteroscedasticity, and non-normality. That is why we took a closer look
at the results for population model “LHN”, with nonlinearity, heteroscedasticity, and nonnormality. The “true” and “flexible” estimation models are equal for this population model.
In the presence of minor nonlinearity, heteroscedasticity, and non-normality, the mean
MSE is about 0.022 for the “strict” estimation model, regardless of sample size, and ranges
from about 1.9 ⇥ 10

4

(N = 2, 000) to 6.6 ⇥ 10

4

(N = 500) for the “true” and “flexible”
p
estimation models. The root of a mean MSE value of 0.022 equals about 0.022 ⇡ 0.148.
As the percentiles were expressed in proportions, this implies that the estimated and population percentiles on average differed by 14.8. In the same way, mean MSEs of 6.6 ⇥ 10
and 1.9 ⇥ 10

4

4

imply that the estimated and population percentiles on average differed

by about 2.58 and 1.37, respectively.
To illustrate how much the MSE depends on the region in the observed predictor
space, Figure 16 shows heat maps of the MSE for the population model with minor nonlinearity, heteroscedasticity, and non-normality, with N = 500, for all combinations of age
values and population z scores conditional on age, for the “strict” estimation model, and
the “true” and “flexible” estimation models. The heat maps of N = 1, 000 and 2, 000 are
similar to these heat maps of N = 500. Both heat maps show that the MSE was highest
for the extreme observed age values (i.e., around age 5 and age 80) compared to middle
age values, and higher for percentiles around the median (i.e., z score = 0) compared to
extreme percentiles. While the heat map of the “true” and “flexible” estimation models is
symmetric, the heat map of the “strict” estimation model shows the largest MSE for high
z scores at low age values, and middle z scores at high age values.
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(a) “Strict” estimation model

(b) “True” and “flexible” estimation models

Figure 16. Heat plots of the MSE of the estimated percentiles over all replications for
each combination of age and population z score conditional on age, for the population
model with minor nonlinearity, heteroscedasticity, and non-normality, with N = 500, and
for the “strict” estimation model (panel a), and “true” and “flexible” estimation models
(panel b).
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Discussion
The results of the simulation study showed that – in line with the findings of Oosterhuis (2017) – model assumption violations resulted in bias in the percentile estimates,
but did not affect the variance in the percentile estimates. As expected, the effect of assumption violations on the bias increased with the severity of assumption violation.
We found that the variance decreased with sample size and increased with the flexibility of the estimation model. We expected the absolute bias to decrease with increasing flexibility of the estimation model in the presence of nonlinearity, heteroscedasticity,
and/or non-normality, and to be unaffected when there were no assumption violations.
Our findings were in line with these expectations when comparing the “strict” estimation
model with the more flexible “true” estimation model. However, contrary to our expectations, estimation problems of the “flexible” estimation model in the presence of normality
resulted in a relatively large mean absolute bias and a – higher than expected – mean variance for population models with normality. For population models with non-normality, the
mean absolute bias of the “flexible” estimation model was similar to the mean absolute
bias of the “true” estimation model.
When looking at the bias and variance combined, we conclude that the “true” estimation model generally estimated the percentiles closest to their population values, as
could be expected. In the presence of assumption violations, the percentiles as estimated
by the standard linear regression model differ substantially from their population values
(e.g., on average about 15 percentile points for minor violations of all assumptions, compared to about only 2 percentile points for the “true” and “flexible” estimation models).
It is striking to see the big difference in performance of the “flexible” estimation model
between conditions in the presence of normality and non-normality: it yields really poor
percentile estimates in the case of normality, and relatively good percentile estimates in
the presence of non-normality, with increasing N yielding an increased performance.
For the population models with non-normality, the variance for the “true” and “flexible” estimation models with N = 1, 000 (N = 2, 000) was similar to the variance for the
“strict” estimation model with N = 500 (N = 1, 000). Hence, the sample size had to be
doubled to estimate the percentiles with the “true” or “flexible” estimation models with
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the same norm precision as in the “strict” estimation model. Nevertheless, the decrease
in bias when using these more flexible estimation models instead of the restricted model
outweighed the increase in variance, because the MSE decreased.
The heat maps revealed that the MSE was highest for extreme age values and percentiles around the median. The large MSE for extreme age values can be explained by
the fact that less information is available from surrounding age values to estimate the percentiles. Moreover, the variance for proportions is proportional to p(1 p), which explains
why the MSE was largest for proportion 0.50 and smaller for more extreme proportions.
Taken together, increasing flexibility results in a larger decrease in (squared) bias
than increase in variance, but using a too flexible model can result in very poor normed
score estimations in the presence of normality.
Limitations
This simulation study has three possible limitations. First, our continuous norming
models included only one predictor (i.e., age). In intelligence and developmental tests,
age is often the only predictor. The interpretation of the normed scores crucially depends
on the used predictor(s), as this defines the reference population. For intelligence and
developmental tests, age is typically the only predictor. However, in some tests (e.g.,
clinical tests), it is common to have additional predictors, such as sex and education level.
The used continuous norming models can easily be extended to include more predictors.
However, we believe that using more predictors would have complicated our simulation
study unnecessarily, as we expect similar results for models with more predictors.
Second, we used a limited number of population models. We could have generated
assumption violations in different ways (e.g., violation of the normality assumption with a
bimodal distribution). However, we had a quite large number of population models with
different severity levels of assumption violations, which were inspired by empirical data
to make them realistic.
Third, we only explored estimation through GAMLSS to deal with violated assumptions of the standard regression model. Alternatives are non-parametric and robust regression (Wilcox, 2012). In the continuous norming context, Oosterhuis (2017) used the
distribution-free Harrell-Davis (Harrell & Davis, 1982) quantile estimator to estimate per82
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centiles without assuming normality of the conditional score distribution. This required
the unrealistic assumption that the shape of the score distribution was consistent across the
predictor range. Such alternative approaches could have a different bias-variance trade-off
than the models studied in this paper.
Practical recommendations
Based on the results of this simulation study, we recommend to use flexible models, but refrain from simply using the most flexible model version. In the presence of
non-normality – which we believe is very common in practice – the costs of using a too
strict model were higher than the costs of using a too flexible model. Especially major assumption violations resulted in bad performance of the strict estimation model, and thus
required a more flexible estimation model. However, in the presence of normality, too
flexible models performed extremely badly. Inspection of the results showed that almost
all replications with these extremely bad percentile estimates were accompanied by warnings about nonconvergence of the additive fit, which means that the results should not be
trusted when this warning occurs, and a different, less flexible model should be used. We
expect these estimation problems to be specific to the skew Student t distribution, because
distributional parameter t of this distribution is theoretically equal to 1 in case of normality, which cannot be estimated in practice. We expect these estimation problems for
normally distributed data to be smaller for other flexible distributions, like the Box-Cox
Power Exponential distribution (Rigby & Stasinopoulos, 2004). This has to be investigated
in future research.
One way to reduce the variance in the percentile estimates is to increase the sample
size. However, increasing the sample size is not always feasible in practice. That is why
we recommend to – in addition – explore alternative ways to reduce the variance. For
instance, the model can be restricted by imposing a monotonically increasing relationship
between µ and age via monotonic P-splines (for GAMLSS, see Stasinopoulos et al., 2017, p.
275-276), and prior norm information can be used via Bayesian distributional regression
(BAMLSS) (see Voncken, Kneib, Albers, Umlauf, & Timmerman, 2019, August 14).
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